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(a)(b)(c)(d)

(e)(f)(g)(h)

Figure2:Twocolorectalpolypsurfacesclassifiedasconcave(red)andconvex(green)at
threescales.(a)ApitpatternIVregion.(b-d)s=1,2,4respectively.(e)ApitpatternIII-S
region.(f)-(h)s=1,2,4respectively.

derink[4](Equations(1)and(2)).
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Theshapeindexisaconvenientmeasureof“which”shape,andthecurvednessof“how
much”shape.Inthespacespannedby(C,S),allshapesaremappedontoastripofinfinite
lengthintheC-direction.AsthevalueoftheshapeindexSvariesfrom�1to1,the
correspondingsurfaceshapetransformsfromconcavepit,throughtrough,saddle,andridge
toconvexpeak.Figure3showshistogramsoftheshapeindexandcurvednessobtainedfrom
surfaceregionsofinterestoneightpolyps(twofromeachofpitpatternsIII-S,III-L,IV,and
V).Thisgivessomeindicationoftheinter-andintra-classvariabilityofthesedescriptors.

3PitPatternAssignment
Experimentsdescribedinwhatfollowsused28OPTpolypimagesfrom28patientsacquired
usingultravioletlightandCy3dye.Thesizeofeachimagewas1024⇥1024⇥1024with
aspectratioof1:1:1.Weincludedonlypolypsinitiallyconsideredtobeadenomatous
polyps(pitpatternsIII-S,III-L,IVandV).Sevenimageswereselectedforeachofthefour
pitpatternsconsidered.Thepitpatterntypeofeachofthesepolypswasassignedbya
trainedpathologistatwhichtimenosecondarypitpatternswereidentifiedinthesepolyps.
TheirOPTimagesincludedsomenormaltissueandstalks;assuchregionswerenotrelevant
forthisstudy,theywereexcluded:alargestregionofinterestwasselectedthroughvisual
examinationofeachpolypvolumetricimage.Thesizeoftheextractedregionsvariedfrom
50⇥300⇥250to350⇥400⇥500.

3.2 Evaluation of our method

The algorithm was implemented in Java and Matlab. The CPU time (using Dual core 2.3 Ghz) for 

segmentation of 4 MPx image was about 30 seconds. The algorithm was tested using three different 

types of cells: HeLa cerivix epitheloid carcino cells, L929 mouse fibroblast, and vero cells E6. The 

images were taken using Olympus X51S8F-3 microscope with magnification 20x and resolution 

2288x1712. In total, the test group consisted of almost 2000 cells. We compared the algorithm results 

with results of manual segmentation done by an expert. The mean precision values for all of the test 

images are P = 0.73, R = 0.65, and F1 = 0.68 (cell-background labelling was provided by 

SegmentationTool) and P = 0.74, R = 0.66, and F1 = 0.69 (cell-background labelling was taken from 

manual one by merging all the cells).

As we have already mentioned, the results of the automatic segmentation algorithm can be improved 

(connecting or dividing areas and shifting edges) by our software tool. The quality of segmentation 

therefore influences only the amount of work needed to correct the mistakes. 

The obtained results are graphically represented in Fig 4. Yellow signifies under-segmented areas 

(where our algorithm connected two real cells into a larger one), light blue is for over-segmented areas 

(containing extra borders). Green signifies areas that were segmented accurately and dark blue is used 

for background without any cells on it.

Fig. 4: Results of our algorithm. A and D are the original images. B and E are examples of 

segmentation by our algorithm. C and F show correspondence with manual segmentation (green areas 

are correct, light blue ones are under-segmented and yellow are over-segmented. Dark blue is used for 

background).

4 Conclusion, discussion

We introduced a new method for segmentation of individual cells in images acquired by phase contrast 

microscopes. Unlike previous segmentation methods, it uses the presence of halos around individual 

cells. 

One of the weaknesses of this algorithm is that it processes the individual images from time series 

separately. The algorithm could be improved by connecting tracking and segmentation. Further 

improvement could be achieved by using methods, such as active contours or level-sets, since the 

results of our algorithm could provide a good initialization for them. 
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Ground truth ICP+TV ICP/refined ICP/refined+TV

Figure 3: Two rat paw reconstructed slices from simulated visible and x-ray images (32
frames). Left-to-right: ground-truth CT data (256 slices), motion estimated with ICP and
TV regularisation, motion refined but without regularisation, motion refined and regularisa-
tion. Slight motion estimation errors are clearly corrected by the refinement stage, and TV
regularisation reduces high-frequency noise.

3.2 In-vivo experiment

A system composed of eight colour colour cameras (2048⇥2048 pixels) and one Siemens
ARCADIS Avantic x-ray C-arm (1024⇥1024 pixels) was deployed for this preliminary ex-
periment. The reconstruction volume (2563 voxels) covered a cube of 20⇥20⇥20 cm, ie. a
resolution of 0.78mm/voxel.

The subject hands were then moved as rigidly as possible within the working volume and
32 frames were captured. The subjects were asked to perform roughly a 180-degree wrist
circumduction. The colour cameras recorded at 30 fps, whilst the x-ray acquired at 10 fps to
limit the dose, and both were not synchronised precisely. Figure 4 illustrates the preliminary
results of the proposed method.

Figure 4: Human hand reconstruction with a combined visible & x-ray system (32 frames).
Left-to-right: volume rendered as planar x-ray, soft tissues thresholding, skeleton threshold-
ing, skeleton thresholding without pose refinement: the phalanges are thicker, and some tips
are missing. The soft tissues exhibit a concavity that cannot be modelled by visual hulls.
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(a) (b) 

Figure 4: Visualization of ROI with bacteria shown in grey and (a) partitions shown in 
yellow for Myxococcus xanthus or (b) extracellular metal deposits shown in yellow for 
Desulfovibrio vulgaris RCH1 

4 Workflow summary 

  
(a) (b) 

 
 

(c) (d) 
Figure 5: Myxococcus xanthus (a) Raw image showing a slice of the volume (b) 
Segmented dataset showing a slice of the volume and ROI (c) 3D rendering of ROI 
showing bacteria and biofilm (d) higher magnification of ROI sub-region of (c) showing 
the 3D organization of the thin walls, with bacteria not being displayed.  
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(a) (b) (c) (d) (e)
Figure 1: Image illustration, from left to right, a CC view, its distance (to the skinline) map,
the pair MLO view, parallel lines near the pectoral muscle and near the nipple.

maximum and minimum intensity values were determined within an empirically defined 7
⇥ 7 neighbourhood (see Section 3 for the effects of using different neighbourhood sizes).

2.3 Mammographic Segmentation and Risk Classification
A geometric moments based mammographic segmentation [3] was applied to all the images.
In a nut shell, the method is used to extract texture features from a set of mammographic
patches using geometric moments; the derived feature vectors are expected to contain not
only texture primitives but also geometric information. The methodology was modified by
incorporating a feature and classifier selection process using a collection of attributes se-
lection algorithms and classifiers available in Weka [4] through four stages: 1) A set of
neighbourhoods (i.e. {7, 17, 27, 37, 47, 57, 67}) covering small to large anatomical struc-
tures were predefined and used in the feature extraction process over mammographic patches
containing different breast tissue examples (e.g. nodular, homogeneous and radiolucent). 2)
The raw feature vectors for all the patch pixels were filtered using all the available filtering
methods in Weka to reduce the number of attributes. Empirical testing indicated that the
most frequent and prominent features are within the top half in the output attributes list after
the filtering. 3) The filtered feature vectors were then subjected to all the available attributes
selection (wrapper) methods in Weka to select the most discriminative subset of the filtered
features. The most frequent attributes in the output subsets were used as the final selected
optimal features. 4) All the available classifiers in Weka were used to perform (10-fold)
cross-validation based evaluation over the selected optimal features. The classifier achieved
the highest classification results (random committee in our case) was used in conjunction
with the selected features in the mammographic segmentation using Tabár tissue modelling.

An unseen pixel’s tissue class is determined by the trained classifier. The relative pro-
portions of the mammograpic building blocks (tissue composition) were calculated from the
resultant mammographic segmentation as features, and used in a leave one-image out (10-
fold) cross-validation as a means of risk classification.

3 Results and Discussion
Visual assessment was conducted to assess the quality of enhanced images. For the majority
of the cases, the processed images have shown improvements in texture appearances and
contrast in the peripheral areas as expected; see Figure 2 (a)(c) for example. Although,
over and under enhancement may occur in some cases if PA and BI were not separated
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(a) (b) (c) (d)
Figure 2: Initial processes resulting in cluster regions: (a) Original phase contrast image; (b)
The top three(3) principal features for each pixel mapped onto RGB of a color image; (c)
SLIC superpixel over-segmentation; (d) Result of GMM clustering

a diffraction pattern with phase retardation qm = 2pm
M . The vectorized coefficients for each

grayscale pixel are then utilized as the M-dimensional feature vector for that pixel.
The principal features are obtained from the top 3 bases that produce the least residual

errors when used in the reconstruction of the original image. These features are observed to
preserve the structure of the original image and therefore can be mapped onto the RGB of a
colour image as shown in Figure 2

2.2 Generating Superpixels
Aggregating the pixel features into superpixels eliminates the local neighbourhood redun-
dancy in the feature space and reduces the computational cost of partitioning the image into
the required regions. We perform an oversegmentation of the phase contrast image using
simple linear iterative clustering (SLIC) superpixels [1]. For an image with N pixels, we
obtain K superpixels which consist of small regions with an approximate size N/K that
stay within the object boundaries in the original image as shown in Figure 2. Hence, for
roughly equally-sized superpixels there would be a superpixel center at every grid interval
Q =

p
N/K.

For an image with phase retardation features {Yx,Yy} for arbitrary pixel locations {x,y},
the similarity distance measure for aggregating the pixels, ds is defined as:

ds(x,y) := (Yx �Yy)+
c
Q

||x� y||2 (2)

where ds accounts for both: feature variation and distance in pixel location. The com-
pactness, c determines the extent of emphasis on spatial proximity. The higher its value, the
more compact the superpixels.

2.3 Multiclass Clustering and Region Extraction
We perform multi-class clustering on the features associated with each superpixel to group
the segments into regions that correspond to the main region partitions expected in a typical
phase contrast image. These include dark cells, bright cells, and halos.

Each superpixel is initially characterized by the mean and covariance of the multi-dimensional
pixel phase feature vector within it. It is observed that bright cells and halos are both rep-
resented by similar phase retardation features (shown in red in Figure 2(b)). Hence bright
cells and halos cannot be distinguished by using only the features within each superpixel. As
these are usually surrounded by different structures, we augment the feature vector of each

AUTHOR(S): BMVC AUTHOR GUIDELINES 5 
 

 
Grade II Grade III Grade IV 

G II - ( a ) G III - ( a ) G IV - ( a ) 

G II - ( b ) G III - ( b ) G IV - ( b ) 

G II - ( c ) G III - ( c ) G IV - ( c ) 
Figure 1: Examples of Grade II, III, and IV brain oedemas: a) original MRI slice, b) 

superpixel segmentation, c) manual segmentation. 

 
Although numerous publications have presented and evaluated different Computer 

Aided Diagnosis schemes, one has to keep in mind that the detection accuracy of any CAD 
system depends upon the set of images used. This includes the number of images used 
throughout the training stage of the classification scheme, as well as properties of the 
images, such as resolution and depth, type of abnormalities included etc.  

 
MANUAL SEGMENTATION 

 2D 3D 
Grade 

Combinations 
FLAIR  

Accuracy 
T2 (1)  

 Accuracy 
T2 (2)  

 Accuracy 
FLAIR  

 Accuracy 
T2 (1)  

 Accuracy 
T2 (2)  

 Accuracy 
II vs III 90.00 80.00 90.00 90.00 80.00 90.00 
II vs IV 94.12 92.36 94.12 100.00 82.36 94.12 
III vs IV 93.33 93.33 86.67 93.33 93.33 93.33 

II+IV vs III 90.48 85.71 85.71 90.48 85.71 90.48 
II+III vs IV 90.48 80.95 90.48 95.24 80.95 90.48 
III+IV vs II 90.48 80.95 90.48 95.24 80.95 90.48 

Table 1: Overall classification accuracy for 2D and 3D decision space, using the manual 
segmented ROIs. 
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(a) microscopic image (b) Thresholded nuclei (c) RGH result

Figure 3: Images from the CellCognition dataset (a) are initially thresholded (b) and further
used to extract nuclear boundaries by RGH (c).

frame of the data-set, with the full recording and the segregated nuclei. Apart from the huge
number of objects, the data-set is made more challenging by low contrast in many cases, and
overlapping cells due to limits in the thinness of slide preparations.

3.2 Experimental Setup
As the proposed method is designed in a very general way, the overall framework is rather
straightforward. After binary thresholding the input images (cf . Fig. 3(b)), they are directly
passed to the RGH module to create foreground-background images as exemplary shown in
Fig. 3(c). The values of the structure parameter z are varied in order to show its influence on
the overall results. Cells are finally extracted by subsequent contour extraction.

For comparison to other methods we used two popular quantification methods. First,
suggested by Arteta et al. [1], we assumed each cell detected by our system to be a true
positive, if the distance between its centroid and the centroid of the nearest ground truth cell
is smaller than a predefined threshold rdist. Usually, this threeshold is set to the radius of
the smallest cell expected to appear in the data. Second and more commonly used in object
detection, a detected cell is assumed to match a ground truth cell if the ratio

r
�
Bdet,Bgt

�
=

area
�
Bdet \Bgt

�

area
�
Bdet [Bgt

� (7)

of the union and intersection areas of respective bounding boxes Bdet and Bgt exceeds the
value of rarea = 0.5 (cf . Pascal Criterion [3]).

3.3 Results
In order to evaluate the performance of our methods, we compared to the state-of-the-art
method presented by Artela et al. [1].

As can be obtained from the numbers reported in Tab. 1, our approach performs better
or at least comparable to the competing method. Intuitively, the structure parameter z only
slightly influences the overall accuracy. Wrong segmentation mainly occurs when two objects
are closer than the structure parameter z . Furthermore it has to be noted that the evaluation
based on cell centroid distances yields higher accuracy. This should be taken into account for
further comparisons.

The most remarkable observation arises from the computational analysis. While the
supervised method of Artela et al. [1] requires a very time-consuming training phase, even the
testing step is rather slow. In contrast, our approach performs localization and segmentation
almost two orders of magnitudes faster, which is a great advantage in real-world applications.
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Preface

MIUA 2014 is the eighteenth in the series of annual meetings. Since its inauguration, in
1997 at Oxford, this multidisciplinary event has been providing a forum for presenting
and discussing research related to medical image analysis. The areas covered by MIUA
include computer science, mathematics, engineering and physics as well as biosciences,
medical research and clinical practice. The principal research interest of the conference is
in methods of analysis that extract meaningful and quantitative information from images
to aid diagnosis and therapy or to support research in fundamental biomedical sciences.
Over the lifetime of the MIUA conferences we have seen significant advances made in
the development of novel imaging modalities and methods. Many ideas first proposed
by members of the medical imaging community have progressed from the research lab-
oratory to clinical practice and are making direct impact on patient care. We are very
pleased to host a conference in London that contributes to these endeavours. This years
keynote lectures are delivered by three eminent academics: Professor David Hawkes from
University College London, Professor Jean-Christophe Olivo-Marin from Institut Pasteur,
and Professor Roger Gunn from Imperial College London. We are very grateful for their
contributions.

The conference prides itself in providing a friendly forum and support for research students
and young scientists. The organisers of the MIUA 2012 conference at Swansea initiated
the idea of pre- conference tutorials aimed at introducing the participants to novel or
emerging modalities or techniques by a leading expert in a field. This year we are grateful
to Dr Jasmina Lazic of the Mathworks for a tutorial on MATLAB for Medical Image
Processing, and Dr Antonio Criminisi, from Microsoft Research for a tutorial on Decision
Forests in Medical Image Analysis.

MIUA was originally conceived as a UK event, however, over the years international
contributions from Europe and beyond have been increasing. This year we warmly welcome
participants and contributors from France, Germany, Belgium, Portugal, Italy, Czech
Republic, Greece, Cyprus, Austria, USA, South Africa, Saudi Arabia, Indonesia, Taiwan,
and the Republic of Korea.

There are many people whose effort and commitment contributed to the organisation of
this conference and who deserve special thanks:

• The MIUA Steering Committee chaired by Bill Crum, for their unfailing support
and advice.

• The reviewers, for their thoughtful comments and timely submission of paper re-
views.

• Emma Leaver, Louise Gordon, Kristie Loutsiou, and Razina Patel for enthusiastic,
and frequent, help with administration.

• Jack Lewis and Stephanie Schaal for maintaining the MIUA 2014 website.

• All the students, staff and session chairs, for their help before and during the con-
ference.

• Professor Roger Crouch, for formally opening the conference.

• The British Machine Vision Association, for sponsoring bursaries for the best student
papers.
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• The School of Mathematics, Engineering, and Computer Science at City University
London for sponsoring the conference.

• John Wiley & Sons, for sponsoring prizes.

• The British Association for Cancer Research, for sponsoring a best student prize in
cancer.

Finally, many thanks go to the authors and presenters of the papers and to all the con-
ference delegates for their scientific contributions, and through participation, for helping
to maintain a healthy and vibrant medical image analysis community.

Constantino Carlos Reyes-Aldasoro
Greg Slabaugh
Co-chairs, MIUA 2014
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Abstract
This study aims to generate synthetic and realistic retinal fundus colour images, sim-

ilar in characteristics to a given dataset, as well as the values of all morphological param-
eters. A representative task could be, for example, the synthesis of a retinal image with
the corresponding vessel tree and optic nerve head binary map, measurement of vessel
width in any position, fovea localisation and so on. The presented paper mainly focuses
on the generation of non-vascular regions (i.e. retinal background, fovea and optic disc)
and it is complemented by a parallel study on the generation of structure and texture of
the vessel network. To synthesise convincing retinal backgrounds and foveae, a patch-
based algorithm has been developed; model-based texture synthesis techniques have also
been implemented for the generation of realistic optic discs. The validity of our synthetic
retinal images has been demonstrated by visual inspection and quantitative experiments.

1 Introduction
Retinal fundus imaging is a very helpful tool for the diagnosis of many diseases such as di-
abetes, glaucoma and cardiovascular conditions [1]. This is reflected by the large number of
algorithms for optic disc (OD) detection, vessel segmentation and width measurements [8].
In order to evaluate performance, limitations and clinical applicability of a medical image
analysis algorithm, a validation step is mandatory. Validation can be defined as the process
of showing that an algorithm performs correctly by comparing its output with a reference
standard [11]. Algorithm validation on manually annotated ground truth (GT) images is a
well documented and necessary practice. However, it is also well known that obtaining large
quantities of annotated medical GT images is an expensive and laborious task.

The main purpose of this work is the generation of synthetic high resolution retinal fun-
dus images (Figure 1a) in a controlled manner along with a synthetic GT free from inter-
observer variability. In the synthesised retinal phantoms, textural anatomical features can
be modified to simulate a wide range of parameters and different populations. Our syn-
thetic data would allow extensive validation of algorithms for segmentation and analysis of

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

7



2 FIORINI, BALLERINI, TRUCCO, RUGGERI: SYNTHETIC RETINAL IMAGES GENERATION

anatomical structures. The final goal is the public release of a new database containing syn-
thetic retinal images including OD and macula centre coordinates, vessel binary maps and
width at any position and artery/vein classification. All these measurements are of crucial
importance during the validation of retinal image analysis algorithms. Medical phantom im-
ages are extensively used in many medical imaging environment, but, to our best knowledge,
no previous work on the automatic generation of retinal phantoms has ever been proposed.

This initial project has been based on the publicly available High-Resolution Fundus
(HRF1) Image Database [7], which has 45 high-quality images at the resolution of 3504×
2336 pixels. The generated retinal phantoms have the same size, but images of every resolu-
tion can be synthesised by the presented method, given an appropriate dataset.

(a) (b) (c)

Figure 1: A comparison between a real retinal fundus image from the HRF dataset (a) and
two synthetic phantoms generated with our method (b) and (c).

This paper is organised as follows, in Section 2 we describe the proposed method provid-
ing details for both the patch-based (Subsection 2.2) and the model-based (Subsection 2.3)
texture synthesis algorithm we propose for the generation of background, fovea and OD.
Section 3 describes the conducted experiments and the achieved results. Finally in Section 4
we present our conclusions and some hints for future works.

2 Method

2.1 Overview
In order to generate convincing retinal fundus image phantoms, we started from the obser-
vation of real images. At a first glance, retinal images are showing three obvious elements
surrounded by an orange-red background: Optic Disc, Vessel Network and Fovea. The
background presents a variety of textures. Brightness is also non-uniform across the image,
usually brighter in vascular regions and darker in the fovea and in the image periphery. Intu-
itively the average colour distribution in retinal images could remind us of a horseshoe (see
Figure 2). Choroidal vessels are also sometimes visible in transparency, this effect creates
a real texture, very different from a mere smooth colour fill. In order to synthesise a new
background preserving both non-uniform colour distribution and texture characteristics, we
developed a patch-based tiling algorithm inspired by Efros and Freeman’s Image Quilting
technique [3], where novel images are synthesised by stitching together small examples of
existing images. On the other hand, for the generation of synthetic ODs a novel model-based
approach has been followed. This method relies on the idea of learning the distributions of
key morphometric quantities from real images and realistically reproduce them.

1The HRF database can be downloaded at http://www5.cs.fau.de/research/data/fundus-images/

8



FIORINI, BALLERINI, TRUCCO, RUGGERI: SYNTHETIC RETINAL IMAGES GENERATION 3

(a) (b) (c) (d)
Figure 2: An example of colour intensity distribution map (CM) in red (a), green (b) and
blue (c) channels and the correspondent clustering map (c-CM) (d).
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Figure 3: Block diagram depicting the overall method to generate synthetic retinal images.

2.2 Background and Fovea generation

In this section we will discuss about the generation of background and fovea achieved by the
previously described patch-based algorithm. As we can see (Figure 3) the tiling algorithm
needs three inputs: a) a Correspondence Map (CM); b) a consistent cluster-CM (c-CM) and
c) a suitable Tiles Dictionary (TD). For our purposes, a CM is a spatial map of the corre-
sponding colour intensity distribution over the real and the synthetic images. The CM allows
our tiling algorithm to recreate a realistic background texture. Different CMs have been cre-
ated by weighted averaging of 15 real preprocessed images (the healthy HRF subset). The
preprocessing consisted in a naive co-registration step followed by a more sophisticated fore-
ground (OD and vessel tree) inpainting. The co-registration step consists in a rigid rotation
and a translation of all the images in order to make them share a common polar coordi-
nate system centred on the OD. For the foreground inpainting step we took advantage of the
technique proposed by Criminisi et al. in [2]. An example of CM is shown in Figure 2.

The tiling algorithm can generate realistic backgrounds and foveae stitching together
blocks (tiles) collected from real images. For the generation of our retinal phantoms we
collected more than 300,000 vessel-free tiles 7× 7 pixels and we organised them in a TD.
To facilitate the research of matching blocks performed by the proposed tiling algorithm, all
the collected vessel-free tiles have been grouped into clusters using a pixel-wise K-means
algorithm. The number of clusters (4) has been optimised using the Akaike Information
Criterion [6] and the feature selected for the clustering were the red and green intensity value
of each pixel. Each tile has then been assigned to a unique cluster by means of majority vote.
To link this idea with the CM, a consistent c-CM, which shows the distribution of clusters in
the CM, has been evaluated as well.

9
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For the description of the proposed tiling algorithm a syntax consistent with [3] has been
chosen. To assess the colour similarity among the tiles, the original error surface e has been
replaced with a new error surface ε defined in Equation 1 (where the symbol ◦ indicates the
element-wise matrix product and the two indexes n<C1,C2> and γ<C1,C2> are, respectively,
the grey level and the chroma similarity indexes described in [5]).

ε<C1,C2> = 1−n<C1,C2> ◦ γ<C1,C2> (1)

The tiling algorithm workflow can be described as follows. Let Φ be the desired output
image and τk(i) the i-th element of the TD assigned to the cluster ωk. The final result can be
achieved going trough Φ in raster scan order in steps of the size of the tiles minus an overlap
(3 pixels) and iterating the following steps:

1. Randomly pick up successive τk(i) from ωk (where k is defined by the c-CM) until the
best match, defined as the tile that locally satisfies the two constraints below, is found:

• local consistence with the CM: the Euclidean distance between the picked-up tile
and the correspondent tile in the CM is less than a threshold T1;

• local consistence among the neighbouring blocks in the overlap areas: more than
the 90% of the pixels values of the evaluated error surface ε must be less than a
threshold T2.

2. Compute the Cumulative Minimum Error between the overlapping areas defined as
Ei, j = εi, j +min(Ei−1, j−1,Ei−1, j,Ei−1, j+1) where i = 2, . . . ,N j = 2, . . . ,M and ε is
N ×M.

3. Finally, place the new tile cutting out its edges as delineated by a Best Boundary Cut
(i.e. the minimum value in each row/column of E) and repeat.

The two thresholds (T1 and T2) have been heuristically determined (10 and 0.05 respec-
tively), as well as the default tiles and overlap dimension.

2.3 Optic Disc generation
The OD appears usually as a slightly irregular ellipse with a small inner depression, called
cup. The edge of the OD is more evident in the red channel, while the inner cup is usually
best highlighted in the green and blue ones. Therefore, to reproduce the same visual effect,
we developed two parametric intensity models, one for the red (Equation 2) and one for both
the green and the blue channels (Equation 3, where the meaning of the two parameter vectors
p̄ = [x0,y0,z0,a,σ1,A,ω] and q̄ = [p̄,x0,y0,σ2,k] will be clarified below):

fR(x,y, p̄) = z0 −
1

a+ exp
[
−
(

x−x0+Acos(ωt)
σ1

)2
−
(

y−y0+Acos(ωt)
σ1

)2] (2)

fGB(x,y, q̄) = fR(x,y, p̄)+ k exp
[
−
(x− x0

σ2

)2
−
(y− y0

σ2

)2]
(3)

The two models refer to a three-dimensional space, where the horizontal plane (x,y) is
the image plane and the vertical axis z is the colour intensity expressed in the (r,g,b) colour
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(a) (b) (c) (d)
Figure 4: OD intensity models on the red (a), the green and the blue (b) channels. Real OD
data on the red (c) and green (d) channels.

space. The OD generation workflow is described in the lower section of Figure 3. The pa-
rameters of the models have been estimated over 30 HRF images (15 healthy and 15 diabetic
retinopathy) using a weighted nonlinear least squares criterion. Looking at Figure 4 an ex-
planation of the meaning of the parameters could be provided as follows. While (x0,y0,z0)
simply control the translation of the surface along the axes, σ1 controls the spread of the sur-
face in the horizontal plane (similarly to the standard deviation in the Gaussian component,
σ2). Tuning a we can also modulate the amplitude of the surface. Figure 4a has a low fre-
quency oscillating sinusoidal term that models the irregularity on the OD edges (the cosine
in Equation 2 is evaluated in [0, · · · ,2π]). Equation 3 presents a symmetrical Gaussian sur-
face that models the inner cup pallor. A suitable probability distribution has been evaluated
for each parameter. Convincing ODs can be then synthesised by random sampling a set of
parameters from the relative estimated distribution and then evaluating with them Equation 2
and 3.

3 Results
This paper focuses on the generation of non-vascular regions; our preliminary retinal phan-
toms present synthetic backgrounds and ODs, but vessel networks collected from real healthy
HRF images using the provided manually segmented vessel map. Figure 1 shows a compar-
ison between a real retinal fundus image (a) and two examples from our synthetic phantoms
databases (b,c). The first results look promising: the generated retinal backgrounds seem to
reproduce a realistic colour intensity distribution and a realistic representation of the fovea
has been achieved as well. The synthetic ODs look also realistic, they show a natural colour
intensity with a correctly placed inner cup and their edge looks realistically merged with the
surrounding background.

The main intended purpose of our synthetic image generator is to provide a dataset along
with GT images (all parameters known) to validate retinal image analysis algorithms. As-
suming that the images are affected by additive Gaussian noise, we compared the estimation
of the noise variance σ2 (evaluated as suggested in [4]) between 15 real HRF and 15 syn-
thetic images. The obtained values are σ2

real = 0.020 and σ2
synth = 0.022. Then, we validated

our results proving that in the non-vascular regions no vessel-like patterns are created by
our method. No intensity adjustment has been provided for the vessel network, so the con-
sidered test only concerns the false positive values. We used the well-known algorithm by
Soares et al. [9] to detect vasculature maps on 15 retinal phantoms and on 15 healthy HRF
images provided with manual GT; then we compared the two obtained false positive rate
(FPR = FP

FP+T N ). Using a two-sample Komolgorov-Smirnov test no significant difference at
the 5% level can be observed between the FPR obtained from the vessel detection on the two
datasets. The average FPR is 0.0097 ad 0.0112 on real and on synthetic images, respectively.

11
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4 Conclusions
In this paper a novel technique for the automatic generation of synthetic retinal fundus im-
ages has been presented. A realistic representation of the non-vascular regions (background,
fovea and OD) has been achieved and we are currently working on the generation of structure
and texture of synthetic vessel trees as well as retinal abnormalities. To our best knowledge,
no similar method has been reported in literature. The validity of our retinal phantoms has
been supported by visual inspection and quantitative experiments. We are aware of the pre-
liminary nature of the conducted test and we plan a more complete analysis with automatic
estimates of further parameters using VAMPIRE [10] and subjective evaluations by clini-
cians. However, the presented results let us sense that we are correctly moving towards the
generation of a synthetic dataset for the validation of retinal image analysis algorithms.
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Abstract

This paper considers 3D imaging of moving objects and introduces a technique that
exploits visible and x-ray images to recover dense 3D models. While recent methods
such as tomography from cone-beam x-ray can advantageously replace more expensive
and higher-dose CT scanners, they still require specific equipment and immobilised pa-
tients. We investigate an alternative strategy that combines a single x-ray source and a
set of colour cameras to capture rigidly moving samples. The colour cameras allow for
coarse marklerless motion tracking, which is further refined with the x-ray information.
Once the sample poses are correctly estimated, a dense 3D attenuation model is recon-
structed from the set of x-ray frames. Preliminary results on simulated data compared to
ground-truth as well as actual in-vivo experiments are presented.
Keywords: motion capture; tomography; x-ray; colour video.

Ground truth Reconstruction Skin isosurface Skeleton isosurface
(256 slices) (from 32 views)

Figure 1: Rat paw volumetric reconstruction from a sparse set of simulated visible and x-
ray images (32 frames from a rotational motion). Left-to-right: ground truth CT volume,
volumetric reconstruction from 32 views rendered as planar x-ray, isosurface for soft tissues
interface, and skeleton interface.

1 Introduction and related work
The capture of movements to study functional analysis has gained great attention in the re-
cent years with the improvement of acquisition systems. In that respect, the ability to capture
simultaneously the motion of both internal structures such as the skeleton and external sur-
faces is a challenge with promising applications. Whilst a range of solutions are available

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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for motion capture and analysis in 3 dimensions using visual cues, most are solely limited
to the recovery of surface information. Conversely, radiography allows for the capture of
inner structures in motion, but is mostly restricted to 2 dimensions. In this paper we proceed
one step towards full volumetric 3D motion capture by investigating the case of rigidly mov-
ing samples, relying on a combination of visible and x-ray cameras, and assuming no prior
knowledge on the captured sample.

Our aim is to recover dense 3D models of moving objects. The existing two main strate-
gies for radiography are the regular planar x-ray and the Computed Tomography (CT) scan-
ner. While the latter produces high-resolution dense 3D models, it suffers three main draw-
backs: higher radiation dose for the patient [10], higher cost and, more importantly here,
immobility of the patient during the procedure. For these reasons, specific procedures have
been developed to generate volumetric attenuation models from a limited number of regular
cone-beam x-ray sources, such as full 3D models from isocentric/orbital C-arm [10], and
increasingly well resolved models for breast tomosynthesis [11]. Model-based methods us-
ing bi-planar x-ray beams [1] even allow motion capture [2], however such methods require
strong prior models and usually manual intervention.

In order to compute a dense 3D attenuation model while limiting the patient dose, al-
lowing for motion capture and incidentally reducing cost, we propose a novel approach that
combines regular colour cameras with standard x-ray imagery to acquire a rigidly but freely
moving markerless sample. Our framework keeps all equipment static, eliminating the need
for specific isocentric C-arms or other tightly controlled systems [10]. The approach does
not use prior anatomic models either, hence this is neither a registration problem [11], nor a
model fitting issue [1] and it allows for unknown shapes. The paradigm we follow here does
not consider motion as noise but, on the contrary, as one key to 3D reconstruction.

The closest approach to ours has been proposed by Sidky et al. [9] where a reconstruction
method for any type of calibrated x-ray imaging device under the assumption of limited
angles and/or number of views is presented. Schumacher et al. [8] also proposed a method
that combines reconstruction and motion correction in SPECT imaging, without requiring
colour cameras. This method is however tailored for motion correction and hence appears
to cater only for a limited range of motion. The use of colour video for motion detection
during e.g. SPECT has been covered for example by [6], but requires markers. A markerless
method has been proposed by [4], but is again targeted to small motion correction.

To the best of our knowledge, our approach is the first to use motion, through the com-
bination of visible and x-ray images, to perform 3D radiography. Potential medical appli-
cations include affordable dental 3D imaging, 3D imaging in confined environments, and,
when non-rigidities will be handled, joints inner dynamics.

The remainder of this paper is composed of the following: in Section 2 we describe our
reconstruction method, in Section 3 we present our results from both simulated and in-vivo
data, before concluding in Section 4.

2 Proposed method
The proposed method relies on a single x-ray source combined with a set of regular colour
cameras. The colour cameras are used to build a 3D surface model that is tracked over time.
The motion estimation of this model is refined using the x-ray images. Once the motion is
known, a dense 3D attenuation model can be reconstructed from the x-ray data. The overall
pipeline is illustrated in Figure 2.
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refinement
segmentation reconstruction

segmentationsegmentation visual hulls
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x-ray img. silhouettes

initial pose
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silhouettes

3D modelrefined pose

Figure 2: Overview of the proposed pipeline for combined visible and x-ray 3D imaging.

2.1 Calibration
Both visible and x-ray cameras are fully calibrated in world coordinate system prior to ac-
quisition. This operation is performed in two stages to minimise the x-ray usage. Firstly, the
eight video cameras are fully calibrated (intrinsic and pose) on their own, using a moving
LED wand within a single bundle adjustment framework. Secondly, a lightly coloured lead
ball is displaced within the entire capture volume, triangulated by the visible cameras, before
the x-ray camera is finally fully calibrated knowing the 3D from calibrated video cameras.

2.2 Initial pose estimation
Since the sample can move freely within the capture volume, it is necessary to estimate its
pose prior to reconstruction. Using the colour cameras only, the silhouettes of the sample
segmented from the background are processed with a polyhedral visual hull algorithm [3]
to generate a 3D mesh of the sample per frame (see fig. 2). The remaining meshes of the
sequence are then registered to a reference pose model, e.g. the first frame, with a robust
Iterative Closest Point (ICP) implementation with outlier detection. This provides an initial
pose, i.e. rotation and translation, estimation for each frame and with respect to the reference
frame.

2.3 Pose refinement
Since the visual hull meshes exhibit artefacts due to the limited number of colour cameras,
the initial pose estimation is corrupted. To improve the pose, we exploit directly the x-ray
silhouettes, segmented from the x-ray background light.

To this aim, we rely on the assumption that if the poses were perfectly registered, the
volume reprojection on the x-ray plane should equate perfectly to the x-ray silhouettes. For
simplicity, we consider the model to be static and captured by moving cameras, with intrinsic
parameters from the initial calibration, and extrinsic from the initial pose estimation. A cost
function penalising differences between the original x-ray silhouettes and the reprojected
model is used within a gradient descent framework to refine the poses iteratively. If C is the
set of N camera parameters, I the set of N segmented images, M a mesh, ‘proj’ the camera
projection operator, and ‘vh’ the visual hull operator, we try to estimate:

argmin
C

(
N

∑
i=1
|projCi

(M)− Ii|
)

st. M = vhC(I). (1)
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This extra stage also reduces slight spatial and temporal misalignment between the visi-
ble and x-ray systems, providing more robust results.

2.4 Reconstruction

Once the pose is known, the Kaczmarz method [5], also referred to as Algebraic Recon-
struction Technique (ART) is used to reconstruct iteratively the volumetric attenuation. For
enhanced performance, the views are ordered such that two successive points of view are
most orthogonal, and the reconstruction takes places only within the x-ray visual hull.

Given the volume X being reconstructed, the observed images A with a saturated attenu-
ation Asat , and a relaxation parameter λi, we exploit the projection matrix sparseness by pre-
computing each camera ray defined as the list of the N intersected voxels in the reconstructed
volume p and their associated weights w. For each ray Ri = {(pi,1,wi,1), ...,(pi,N ,wi,N)}
associated to the image pixel value Ai, we then compute the norm, the current integrated
attenuation on the ray xi, and the weighted difference with the observed pixel value, di:

‖Ri‖2 =
N

∑
j=1

w2
i, j, xi =

N

∑
j=1

wi, jX [pi, j] , di = λi
Ai− xi

‖Ri‖2 . (2)

The voxel attenuations are then updated as follows:

Xn+1 [pi, j] =





0 if Xn [pi, j]+diwi, j < 0 (positivity constraint),
Xn [pi, j] if di < 0 and Ai = Asat (prevent saturation artefacts),
Xn [pi, j]+diwi, j in other cases.

(3)

The relaxation parameter λi is weighted for each pose based on the leave-one-out score
calculated as in eq. (1) in order to favour poses which appear more reliably estimated.

Since the amount and nature of the observed data may render the problem locally ill-
posed, high-frequency noise is observed in the results. Using the assumption that living
organisms can be modeled by a set of relatively homogeneous tissues, a 3D adaptation of
Rudin et al. seminal non-linear Total Variation (TV) [7] is enforced on the model in between
iterations for regularisation, as proposed by [9]. This improves dramatically the results, as
illustrated in Figure 3.

3 Experiments and results

3.1 Simulated data

The combined x-ray and visible images can be simulated by rendering real volumetric CT
data using raycasting. In this experiment, we rendered the CT model of a rat paw (2563

voxels), simulating a system of eight colour cameras and one x-ray device. The combined
set of 2D images was then processed through the whole pipeline. The effective projection
resolution for both systems was 600×600 pixels. The model was artificially moved continu-
ously for 32 frames, following roughly a 180-degree rotation. This allowed for comparison
with ground-truth data. Figures 1 and 3 show the original model as well as the reconstructed
volume.
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Ground truth ICP+TV ICP/refined ICP/refined+TV Motion+TV

Figure 3: Two rat paw reconstructed slices from simulated visible and x-ray images (32
frames). Left-to-right: ground-truth CT data (256 slices), motion estimated with ICP and
TV regularisation, motion refined but without TV, motion refined and TV, true motion and
TV. Slight motion estimation errors are clearly corrected by the refinement stage, but not as
well as with true motion. TV regularisation reduces significantly the high-frequency noise.

3.2 In-vivo experiment
A system composed of eight colour cameras (2048×2048 pixels) and one Siemens AR-
CADIS Avantic x-ray C-arm (1024×1024 pixels) was deployed for this preliminary exper-
iment. The reconstruction volume (2563 voxels) covered a cube of 20×20×20 cm, ie. a
resolution of 0.78mm/voxel.

Three volunteers (one of them shown here) were asked to perform roughly a 180-degree
wrist circumduction with fingers kept as rigid as possible within the working volume, during
which 32 frames were captured. The colour cameras recorded at 30 fps, whilst the x-ray
acquired at 10 fps to minimise the dose, both being only coarsely synchronised. Figure 4
illustrates the preliminary results of the proposed method.

Figure 4: Human hand reconstruction with a combined visible & x-ray system (32 frames).
Left-to-right: volume rendered as planar x-ray, soft tissues thresholding, skeleton threshold-
ing, skeleton thresholding without pose refinement: some phalanges are thicker, the distal
noisier. The soft tissues exhibit a concavity that cannot be modelled solely by visual hulls.

It is evident from the results that whilst the simulated data demonstrates the proposed
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approach’s great potential, the preliminary reconstruction of in-vivo data is noisier. We at-
tribute this difference to the fast shutter noise in x-ray images (in particular in the metacarpal
area) as well as non strictly rigid motion (on the finger tips and the thumb in particular). The
former should be improved by carefully planned x-ray acquisition parameters.

4 Conclusion and future work
In this paper we have shown that a multi-camera system can advantageously complement a
single static x-ray imaging device and enable 3D motion imaging of rigidly moving samples.
Future work includes the analysis of the achievable quality based on the recorded motion and
non-rigid motion handling using rigid-by-part modelling.

Acknowledgments
This project was funded by KINOVIS (ANR-11-EQPX-0024) and MORPHO (ANR-10-
BLAN-0206), with help from Amiqual4Home (ANR-11-EQPX-0002).

References
[1] S. Benameur, M. Mignotte, H. Labelle, and J. A. De Guise. A hierarchical statistical modeling approach for the

unsupervised 3-D biplanar reconstruction of the scoliotic spine. Biomedical Engineering, IEEE Transactions
on, 52(12):2041–2057, 2005.

[2] E. L. Brainerd, D. B. Baier, S. M. Gatesy, T. L. Hedrick, K. A. Metzger, S. L. Gilbert, and J. J. Crisco. X-
ray reconstruction of moving morphology (XROMM): precision, accuracy and applications in comparative
biomechanics research. Journal of Experimental Zoology Part A: Ecological Genetics and Physiology, 313
(5):262–279, 2010.

[3] J.-S. Franco and E. Boyer. Exact polyhedral visual hulls. In BMVC, pages 329–338, 2003.

[4] B. F. Hutton, A. Z. Kyme, Y. H. Lau, D. W. Skerrett, and R. R. Fulton. A hybrid 3-D reconstruction/registration
algorithm for correction of head motion in emission tomography. Nuclear Science, IEEE Transactions on, 49
(1):188–194, 2002.

[5] S. Kaczmarz. Angenäherte auflösung von systemen linearer gleichungen. Bulletin International de l’Académie
Polonaise des Sciences et des Lettres. Classe des Sciences Mathématiques et Naturelles. Série A, Sciences
Mathématiques, pages 355–357, 1937.

[6] J. E. McNamara, P. H. Pretorius, K. Johnson, J. M. Mukherjee, J. Dey, M. A. Gennert, and M. A. King. A
flexible multicamera visual-tracking system for detecting and correcting motion-induced artifacts in cardiac
SPECT slices. Medical physics, 36(5):1913–1923, 2009.

[7] L. I. Rudin, S. Osher, and E. Fatemi. Nonlinear total variation based noise removal algorithms. Physica D:
Nonlinear Phenomena, 60(1):259–268, 1992.

[8] H. Schumacher, J. Modersitzki, and B. Fischer. Combined reconstruction and motion correction in SPECT
imaging. Nuclear Science, IEEE Transactions on, 56(1):73–80, 2009.

[9] E. Y. Sidky, C.-M. Kao, and X. Pan. Accurate image reconstruction from few-views and limited-angle data in
divergent-beam ct. Journal of X-ray Science and Technology, 14(2):119–139, 2006.

[10] J. H. Siewerdsen, D. J. Moseley, S. Burch, S. K. Bisland, A. Bogaards, B. C. Wilson, and D. A. Jaffray.
Volume CT with a flat-panel detector on a mobile, isocentric C-arm: pre-clinical investigation in guidance of
minimally invasive surgery. Medical physics, 32(1):241–254, 2005.

[11] G. Yang, J. H. Hipwell, D. J. Hawkes, and S. R. Arridge. A nonlinear least squares method for solving the
joint reconstruction and registration problem in digital breast tomosynthesis. In MIUA, pages 87–92, 2012.

18



19



20



21



22



23



24



 

Neurological Image Analysis 

25



 



NAMBURETE, STEBBING, NOBLE: DIAGNOSTIC PLANE EXTRACTION 1

Diagnostic Plane Extraction from 3D
Parametric Surface of the Fetal Cranium
Ana I. L. Namburete
ana.namburete@eng.ox.ac.uk

Richard V. Stebbing
richard.stebbing@eng.ox.ac.uk

J. Alison Noble
alison.noble@eng.ox.ac.uk

Biomedical Image Analysis Laboratory
Institute of Biomedical Engineering
Old Road Campus Research Building
University of Oxford
Oxford, UK

Abstract

In this paper, we evaluate the viability of using a 3D parametric surface model of the
fetal cranium to extract diagnostic 2D ultrasound (US) image planes and biometric mea-
surements useful in fetal growth monitoring. The parametric surface deforms to tightly
delineate the inner cranial boundary, and its topology-preserving property defines a coor-
dinate space which allows for consistent sampling of anatomical regions. Our validation
experiments comparing diagnostic planes extracted from the parametric surface to those
manually selected by a clinical expert demonstrate that the planes are acceptable, and
biometric measurements obtained from surface-extracted planes are within clinically-
acceptable error bounds (error=4.82%, n = 191 fetuses).

1 Introduction
In obstetric care, one of the main purposes of fetal brain imaging is to identify structural
abnormalities. Qualitative and quantitative image data from a fetus are compared to reference
standards of normal development to enable a judgement to be made about the likelihood of
an abnormality being present. Biometry of the cranium is an obvious starting point for
such examinations due to its echo-bright appearance on US images. Whilst not directly
measuring the brain itself, cranial size is used as a proxy for this and is incorporated into
most assessments of brain structure and fetal growth. During an obstetric examination, three
standard axial planes are collected from the fetal brain to assess anatomic integrity (Figure 1)
[1]. However, assessment of growth from these planes is complicated by inconsistencies and
subjectivity in identifying the appropriate 2D diagnostic plane from the 3D brain space,
which in turn affects the skull size approximation.

In this work, we propose the use of a 3D parametrization of the fetal cranial surface
to extract diagnostic planes consistently from a predetermined coordinate space to which
the 3D US images are aligned. Our work benefits from the surface deformation framework
described in [4] in which a B-spline spherical surface is aligned to key anatomical landmarks
seen in a 3D US image of the fetal brain. Using the Levenberg-Marquardt algorithm, the
surface then deforms to adhere to the inner cranial boundary through a series of discrete
and continuous optimization steps [3]. During the deformation process, the surface mesh

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) Standard planes
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Figure 1: Standard Axial Planes of Fetal Head. (a) Three axial planes used in the stan-
dard fetal neurosonography examination (from left to right): (b) transventricular (TV) plane,
(c) transthalamic (TT) plane, (d) transcerebellar (TC) plane. The structures of interest in
these planes are: choroid plexus (CP), posterior ventricle cavity (PVC), cavum septum pel-
lucidum (CSP), falx cerebri (FxC), Sylvian fissure (SF), frontal horn (FrH), thalami (Th),
hippocampal gyrus (HipG), cisterna magna (CM), and cerebellum (CB).

preserves topological relations between vertices, allowing for the creation of a manifold
representation of the fetal skull.

The advantage of using a parametrized surface is that key points of clinical significance
may be identified from which intracranial regions may be sampled and planes may be ex-
tracted on different surfaces without requiring registration between images— a challenge
in fetal brain images due to underdeveloped or inconsistent neuroanatomical landmarks. In
this paper, the viability of the surface at extracting the standard fetal head planes through
parametrized planes whilst maintaining anatomical consistency between images of different
subjects is tested, as well as the accuracy expected of the initial surface alignment provided
by the user. We compare diagnostic 2D image planes selected by a clinical expert to the
planes extracted from the topological surface domain, and evaluate the viability of using the
surface to obtain biometric measurements useful in monitoring fetal growth.

2 Defining Standard Planes on Cranial Domain
The standard planes were defined on the cranial surface model (Figure 2b) based on the
regions they ought to intersect on the anatomically-labelled surface (Figure 2a). A single
reference brain US image was used to identify the image planes, and each diagnostic plane
was defined by three cranial points selected on the Euclidean image space, Cp ∈ R3×3. The
points were then translated to define each standard plane on the deformed surface of the
reference image, Pj,where j ∈ {TV, TT, TC}, and hence on the cranial domain.

The fetal head then underwent the surface deformation process proposed by Namburete
et al. [4], and the surface points U ′ ∈ NU intersected by the standard image plane Pj were
used to define the standard plane j on the cranial domain. Figure 2b displays the spatial
definition of the standard planes on the cranial surface.

3 Experiments
Plane selection was performed on 52 3D US images of the fetal brain obtained from the
INTERGROWTH-21st database, which consists of optimally healthy women with low risk of
fetal abnormalities. Women included in this study ranged from 18+0 to 28+6 post-menstrual
weeks’ (weeks+days) gestation. Images were collected using a Philips HD9 curvilinear probe
at 2-5MHz wave frequency, and were all rendered to an isotropic voxel resolution of 0.6mm.
2D diagnostic planes were manually-selected from the 3D brain volumes by a clinical expert,
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(a) Anatomical regions (b) Planes on surface domain

Figure 2: Standard Axial Planes on Cranial Domain. (a) Given the anatomical regions
corresponding to vertices on the cranial surface model, the standard planes can be defined on
the surface (b): tranventricular (TV), transthalamic (TT), and transcerebellar (TC) planes.

which were used as the ground-truth for the planes extracted from their corresponding cra-
nial surfaces. A further experiment compared the head circumference measurements from
manually-selected (Q) and surface-extracted (S) TT planes of 191 3D US images.

3.1 Validation of Plane Selection
The dihedral angle between the manually-selected (Q) and surface-extracted (S) clinical
planes was computed as a measure of the alignment between the planes. The dihedral angle,
θd(Q,S), is given by:

θd(Q,S) = arccos
(

nQ ·nS

|nQ| |nS|

)
(1)

where nQ and nS are the normal vectors to the manually-selected and surface-extracted

planes, respectively, and the norm of a vector is defined as |n|=
√

n2
x +n2

y +n2
z .

It should be noted, however, that although the dihedral angle is indicative of the align-
ment between planes, it does not translate into a clinical index. More clinically-informative
indicators are: a) the relationship between the anatomical structures of interest visualized in
the surface-extracted plane and in the manually-selected plane, and b) the distance between
the Q and S planes. For instance, a good surface-extracted TC plane would demonstrate
high overlap in the cerebellar region visualized in the manually-selected plane and small av-
erage distance (in mm) from the manually-selected plane. Anatomical structure overlap is
an appropriate measure because the ultrasonographer selects a suitable plane from the 3D
brain space on the basis of presence, shape, and size of anatomical structures of interest.
The overlap between the planes was computed using the Dice Coefficient of the manual seg-
mentations of the following anatomical structures: choroid plexus (CP), posterior ventricle
cavity (PVC), cavum septum pellucidum (CSP), and cerebellum (CB). The Dice coefficient
of an anatomical structure, Dk, is a metric indicative of plane similarity, given by

Dicek =
2 |AQ(k)∩AS(k)|
|AQ(k)|+ |ASk| (2)

where k ∈ {CP, PVC, CSP, CB} and the Ai(k) is the number of pixels of structure k present
in a plane i ∈ {Q,S}. Since the planes cannot be assumed to be parallel, it is expected that
there may be a shift in the location of corresponding intracranial structures. To account for
this, the intensity images were first rigidly registered and the transformation was applied to
the manual segmentation images prior to computing the Dice coefficient.
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The mean distance between the surface-extracted and manually-selected planes was com-
puted by extracting the points on the cranial surface which define the contour of the skull
in the surface-extracted plane and computing the average Euclidean distance between these
points and the manually-extracted plane. The cranial contour points UQ are defined as the
surface points which overlap with the surface-extracted plane, US = (U ∩S),where U ⊂ NU .
The Euclidean distance between the points is defined as

Dist(Q,S) = n̂Q ·US + pQ (3)

where n̂ =
n
|n| is the unit normal vector, pQ is the distance of the manually-extracted plane

(Q) from the origin, and the dot product n̂Q ·US represents the scalar projection of the points
on the surface extracted plane (US) onto plane Q.

4 Results
The mean and standard deviation of the dihedral angles between the manually-selected and
surface-extracted planes are summarized in Table 1, and Figure 3 displays visual examples of
surface-extracted plane selection along with their corresponding dihedral angles. It is evident
that in all image slices, the relevant anatomical structures were present in the selected planes,
regardless of the dihedral angle.

The dihedral angle between Q and S was smallest and least variable for the TT plane:
the plane containing the most anatomical landmarks as per the ISUOG guidelines [1]. In
contrast, the TC plane displayed the highest variability in plane selection due to the imprecise
definition of the angle of 2D image acquisition protocol and anatomical landmarks expected
to be visible in the plane (Table 2). The results tabulated in Table 2 exclude 7.69% (4/52
images) of the images which were considered outliers (i.e. |θd | ≥ 25◦ because image does
not comply with standard acquisition protocols). These outliers constituted images satisfying
any of the following criteria:

• Clinician selected an incorrect plane (due to unclear anatomy visualization caused by
motion artifacts)

• Cranial surface was misaligned during the user initialization
• Intracranial structures were indiscernible

The mean Euclidean distances between Q and S planes were all below 5mm for all stan-
dard planes, which indicates that the surface-extracted planes did not greatly deviate from
the planes selected by a clinician for fetal brain assessment.

Table 2 summarizes the segmentation overlap between the manually-selected and surface-
extracted planes. Low Dice coefficient values are attributed to the difficulty in achieving
proper alignment between non-parallel Q and S planes, undefined manual segmentation pro-
tocol for each anatomical structure, and the small size of the intracranial structures on each
plane. However, the fact that there is overlap between the structures expected at each plane
signifies that the surface-extracted planes contain the appropriate intracranial structures of
relevance to clinicians. This highlights that although a surface extracted-plane may not ex-
actly match the clinically-selected plane, it still complies with the ISUOG guidelines [1],
meaning that it would be an acceptable choice of plane in a fetal neurosonography eval-
uation. The results also validate the parametrized surface’s ability to extract planes with
anatomical consistency in different subjects.

In order to assess clinical usefulness of the surface-extracted planes, we compared head
circumference (HC) measurements collected from them (Figure 4a) to those obtained using
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the current best clinical method: the mean of three HC measurements collected from differ-
ent 2D TT US scans on the same fetus (Figure 4b). The difference between the two mea-
surements had a tight fit (i.e. RMSE=18.4mm, for HC ranging from 143.4mm to 308.3mm
at 18+0 and 28+6 weeks, respectively, for our dataset), and the bias error between the two
techniques was within the acceptable range of interobserver variability for HC measurements
(±11.1mm, 4.8%), i.e. below 5% [5], suggesting clinical viability of the surface-extracted
plane measurements.

Table 1: Plane Similarity Metrics. Mean and standard deviation values of dihedral angles
between manually-selected and surface-extracted planes (θd(Q,S) in degrees), and mean and
standard deviation distance values between the planes (Dist(Q,S) in mm).

Plane θd(Q,S) Dist(Q,S)

TV 1.5 ± 8.4◦(n=50) 4.31 ± 1.79

TT 0.8 ± 6.6◦(n=51) 3.55 ± 1.58

TC 2.6 ± 7.3◦(n=48) 4.63 ± 1.91

Table 2: Plane Overlap Metrics. Dice Coefficient for anatomical structures of interest (Dk).
Blank table entries correspond to structures that were consistently absent from the plane.

Plane DiceCP DicePVC DiceCSP DiceCB

TV 0.509 ± 0.185 0.334 ± 0.357 0.195 ± 0.265 —

TT 0.285 ± 0.314 0.173 ± 0.349 0.333 ± 0.387 —

TC — — 0.136 ± 0.295 0.097 ± 0.156

5 Conclusion
We have demonstrated the viability of using a topological manifold representation of the
fetal skull to extract diagnostic image planes from which clinically-useful information can
be extracted. The similarity between the surface-extracted and manually-selected planes
relies on the user providing an accurate alignment of surface model and imaged brain. In this
paper, we have demonstrated the ability of the parametric surface to extract diagnostic planes
containing all of the key landmarks characteristic of a given plane, respecting geometric and
anatomical expectations. In addition, the parametrization of the cranial surface allows for
anatomical consistency in sampling images from different patients across a wide gestational
age window spanning the second and early third trimesters.

Finally, we have shown that biometric measurements obtained from surface-extracted
planes are within the accepted range of interobserver variability, implying that the planes
would be acceptable in routine assessment of fetal growth. Further experiments include
using the 3D nature of the surface model to extract measurements with potential applications
to detection of craniosynostosis or craniofacial dysmorphology in utero [2].
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Figure 3: TV plane selection. Visual comparison between manually-selected (top row) and
surface-extracted TV planes (bottom row) for three different subjects. Manual segmenta-
tions of anatomical landmarks are shown: choroid plexus (red), posterior ventricle cavity
(green), cavum septum pellucium (blue), and cerebellum (yellow). Dihedral angle between
manually-selected and surface-extracted planes is shown below each image pair.

HC = 218.2 mm

TT plane

(a) Surface-extracted HC measurement

HC1 = 220.4 mm HC2 = 225.2 mm HC3 = 222.9 mm

clinicalHC = µµ(HC1, HC2, HC3) = 220.4 mm

(b) Clinical manual HC measurement

Figure 4: HC measurement. Methods of obtaining head circumference measurement from
(a) surface-extracted and (b) manual-selected TT planes. For (b), HC was estimated by the
mean of clinical annotations from three different images of the same subject.
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 Abstract  

We propose a framework for assessing the hippocampi on stroke patients and 

studies of small vessel disease, where sclerosis, perivascular spaces and infarcts on 

this structure are common. It includes hippocampal and cavity segmentations, 

hippocampal shape modelling, feature characterisation and statistical analyses, all 

which have been particularly developed for assessing extreme abnormalities on this 

small brain structure on clinical MRI datasets. The hippocampal segmentation uses 

FSLTM tools. We apply this approach to 48 datasets from a study of mild stroke and 

assess its relevance on a larger dataset of 189 stroke patients. Using shape similarity 

metrics we show that the hippocampal shape models generated by our method are 

accurate on this dataset. We estimate the prevalence and distribution of the features 

analysed on the samples to discuss the usefulness of our approach. 

1 Introduction 

The temporal lobe and, in particular, the hippocampus play an important role in cognitive 

processes. Advanced magnetic resonance imaging (MRI) techniques combined with 

histology have confirmed the presence of markers of small vessel disease in the 

hippocampus such as microinfarcts and perivascular spaces [1]. Some of them may 

represent a diffuse vascular process with adverse local effects and/or proxies for larger 

volumes of infarcts or mild or severe diffuse damage [2]. They appear as cavities of 

circular or ovoid shape hyperintense in axial T2-weighted [1] and, if >=2-3 mm diameter, 

hypointense in axial fluid attenuation inversion recovery (FLAIR) MRI sequences. In 
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addition, hippocampal sclerosis occurs in substantial number of older persons. It visually 

reduces the hippocampal size and causes extreme deformations in its shape.  

 We developed computational methods for quantitatively assessing hippocampal 

cavities and hippocampal shape deformities, and integrated them on a framework that 

gives as output a full characterisation of these structures ready to be used in statistical 

analyses. 

2 Methods 

2.1 Preprocessing 

Hippocampi were segmented from T1-weighted volume scans using an atlas-based 

segmentation approach based on FSL FLIRT and FAST [3], and an ageing template 

generated in-house from 97 brains of Caucasian individuals aged 65-70 years old. The 

generated hippocampal binary masks were all visually inspected and manually rectified 

using Analyze 12.0
TM

. FLAIR hypointensities in the hippocampi, of >=2mm diameter with 

circular or oval shapes, were, separately, semi-automatically masked also using the same 

software. They correspond to hyperintensities in T2-weighted and have been reported as 

small cavities [1]. Results were overseen by a trained image analyst and a neuroradiologist. 

2.2 Hippocampal shape modelling 

We developed a shape modelling method tailored to small and highly-variable shape 

structures like the hippocampus, based on the Laplacian surface deformation framework, 

proposed by Kim and Park [4]. This method is characterised by a non-rigid template 

deformation in a coarse-to-fine style to minimise the distortion of the point distribution of 

the template surface model during the target surface reconstruction. It encodes the point 

distribution of the template surface model as Laplacian coordinates representing the 

relative positions of each point with respect to the average position of their neighbours and 

preserves the Laplacian coordinates of the template model as rigid as possible to sample 

the target surface with the point distribution of the template model. Consequently, the 

preservation of this point-wise correspondence allows us to make comparative analyses on 

shape variations. 

      From the binary hippocampal masks of the sample, mean shape images are constructed 

via an iterative and non-linear image registration between the binary masks following the 

process described in [5]. From the mean shape images, the template surface models for left 

and right hippocampi are, then, generated as triangular meshes using spherical harmonics 

following by a point distribution model (SPHARM-PDM v1.11) [6]. Further, to recover 

each individual shape, the template models are rigidly aligned to each target volume (i.e. 

left and right hippocampal binary masks) via the iterative closest point algorithm [7], 

following non-rigid deformation. Under the definition of Laplacian coordinates as the 

difference between each point’s position and the centre of mass for their neighbouring 

points, the surface V  of the non-rigid template deformation is formulated as a quadratic 

form (equation (1)).      
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where V is the set of all vertices vi for the points (each point denoted as i), α is a weighting 

term that controls the rigidity of the deformable model, L  is a discrete Laplacian operator 

and bi  is the closest image boundary on the surface normal at each point, defined as:  

  iiii vvmb    (2) 

where im is the closest image boundary on the direction normal to the vertex and b  is a 

weighting term introduced to regularise the vertex transformation. 

      In order to preserve the Laplacian coordinates as rigid as possible, we employ a 

progressive weighting scheme for α as described in [4]. Under this scheme, the template 

surface model is deformed with as-large-as-possible α values until the points of the 

template model best fit the boundary. This iterative process decreases α in a stepwise way, 

together with the magnitude of the displacement of each vertex. We experimentally 

determined that the maximum α value for our purpose was equivalent to 10 times the 

volumetric ratio between template and target.  The optimal V  for equation (1) can be 

obtained by solving a linear system using a matrix form of the Laplacian operator via a 

linear least squares approach. The solution is described in detail elsewhere [4]. 

      We added the rotation and scale invariant (RSI) transformation proposed by [8] to the 

modelling process described in [4]. It constrains the vertex transformations only to 

rotation, isotropic scale and translation. This helps regularising the individual vertex 

transformation, derived by external factors, to the transformations of the neighbour vertices 

using them as reference. 

2.3 Analyses of shape and cavities 

A shape deformity map from the individual surface models is generated using the mean 

surface models of left and right hippocampi. The individual surface models are normalised 

via an isotropic rescaling of each shape model using hippocampal size and the generalised 

Procrustes analysis [9]. Local shape differences are determined by the displacement 

vectors between the corresponding vertices of the individual surface models and the mean 

surface model. The shape deformity at each vertex is computed as the signed Euclidean 

norm of the displacement vectors, projected on the vertex normal on the mean surface 

model to determine the direction of local shape changes. 

The number of hippocampal cavities (i.e. hippocavities) and their load per hippocampi 

are derived automatically by assessing the intersection between the hippocavities mask and 

the hippocampal binary masks after a “fill-hole” operation is performed. The count was 

determined by counting the isolated clusters of hippocavities on each hippocampal mask. 

The load per structure is the total relative hippocavity volume of all hippocavities within a 

hippocampus. The morphology of individual hippocavities is quantified by its volume, 

maximum in-plane extent, roundness and sphericity. The “clusterisation” of small 

individual hippocavities is determined through the assessment of “compactness” as defined 

by Bibriesca in [10]. 

3 Experiments and Results 
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3.1 Datasets 

We used MRI data from patients with lacunar or mild cortical stroke that presented with 

stroke symptoms to a teaching hospital between 2002 and 2013 and formally consented to 

participate on studies of stroke. All MRI data were acquired on the same 1.5T GE Signa 

Horizon HDxt clinical scanner operating in research mode with a self-shielding gradient 

set with maximum gradient of 33 mT/m, and an 8-channel phased-array head coil.  

      From a sample of 48 patients (14 women) mean age 66 (SD=10) years, we assessed the 

hippocampi and cavities as explained previously. To generate hippocampi binary masks 

we used T1-weighted spin-echo MRI scans of which 6 had matrix dimensions of 

256x216x256 and voxel size of 1.0156x0.9x1.0156 mm
3
 and the rest had matrix 

dimensions of 256x256x42 and voxel size of 0.9375x0.9375x4 mm
3
.  Cavities were 

assessed using FLAIR and T2-weighted images, only on 42/48 subsets in which images 

had matrix dimensions of 256x256x42 and voxel size of 0.9375x0.9375x4 mm
3
. In the rest 

(i.e. 6/48 datasets), these sequences had very anisotropic voxels (0.4688x0.4688x6 mm
3
) 

that were unsuitable for this purpose. 

We visually assessed the presence of hippocavities on T2-weighted and FLAIR MR 

images from 189 MRI datasets from patients with acute lacunar ischaemic stroke clinical 

syndrome and a relevant lesion visible on the diffusion-weighted image, to examine their 

prevalence, appearance and distribution. 

3.2 Results of the analyses of hippocampal shape and cavities on a 

subset of 50 stroke patients  

In the shape modelling, β was set at 0.3 and α was progressively reduced from 30 to 1. For 

the 6 datasets with nearly isotropic voxels, β=0.5 and minimum α=0.3 were preferred, but 

for cross-evaluation purposes the results obtained with these α and β values were 

discarded. We visually checked the results using the MITK Workbench 2013.06.00 (Figure 

1(a)) and calculated three similarity measures to quantitatively evaluate the modelling 

results (Table 1). 

   
Figure 1: Illustration of results obtained from the shape analysis: Screenshot of the 

hippocampi shape models (superimposed onto the binary masks and the T1-weighted 

image) for a subject (left), and regions of significant deformation differences between the 

hippocampi from patients that had cortical vs. lacunar stroke (pattern superimposed onto 

the mean shapes of left and right hippocampi) (right).  
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Measure Right Hippocampus Left Hippocampus 

Dice coefficient 0.9135 (IQR 0.0338) 0.8867 (IQR 0.0342) 
Hausdorff distance (mm) 4.6482 (IQR 3.3304) 7.8551 (IQR 2.5206) 

Mean distance (mm) 0.2006 (IQR 0.1711) 0.3595 (IQR 0.2450) 

Table 1: Median and interquartile range values of the shape similarity measurements 

between the surfaces of the individualised (i.e. fitted) shape models and the hippocampal 

binary masks (after converting the latter to voxel meshes). 

FLAIR hypointensities with intensity level 0 were found in 9/42 datasets, of which in 

4/9 were single voxels. In general, single voxel FLAIR hypointensities, were found in 

14/42 datasets, either scattered within the structure or in its periphery, or distributed in a 

line along the Cornu Ammonis 1 (dorsal hippocampi). Multivoxel structures of a single 

intensity value (of which 21 were elongated and 24 were ovoid) appeared on 25/42 

datasets. Multivoxel structures of different intensity and shape patterns appeared on 37/42 

datasets (Figure 2). The maximum hippocavity volume found was 49.22 mm
3
 (ovoid 

shape).  

 
Figure 2: Three examples of the distribution of FLAIR hypointensities/T2-weighted 

hyperintensities on representations of their respective hippocampi. Arrows point to 

hippocavities penetrating the hippocampi. Encircled are hippocavities on the surface. The 

blue surface is the 3D representation of the binary mask. 

3.3 Incidence of hippocampal cavities on a large sample of patients 

with lacunar stroke 

Hippocavities were observed on 86/99 patients with the index stroke lesion in the left (L) 

cerebral hemisphere, on 67/78 patients with the index stroke in the right (R) cerebral 

hemisphere and, in general, on 82% of the sample (155/189), with a median value of 2 

cavities per hemisphere regardless of the location of the index stroke. Only on two patients 

a hippocavity ovoid in shape with maximum diameter of 3-4 mm was observed. The rest 

were either round with 1-2 mm diameter or elongated small structures coincident with the 

appearance of perivascular spaces [11]. 

4 Discussion and Conclusion 

An integrated framework that includes shape modelling and cavity characterisation for the 

assessment of the hippocampus on clinical MRI datasets of stroke patients and patients 

with small vessel disease has been proposed here. The anisotropy of the imaging voxels, 

extreme structural deformations and prevalence of several abnormalities imposed a manual 
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editing step for obtaining hippocampal binary masks and cavities. The rest of the process 

was fully automatic. The shape modelling pipeline presented, preserved the individual 

shape details allowing the detection of morphological changes of this structure. Further 

work will involve 1) evaluating its robustness against other state-of-the-art shape 

modelling methods and on detecting subtle morphological changes of this structure and 2) 

combining the hippocampal and cavity masks using the latter as a constraint on the 

deformation process.  

Not all FLAIR hypointensities computationally identified by thresholding had the 

characteristics of those visually identified as hippocavities on the larger clinical sample. 

However, with the proposed framework, these could be identified. The prevalence and 

characteristics of those identified as possible hippocavities on the sample computationally 

analysed were in agreement with the visual assessment on the larger sample and with 

existent clinical reports [1,2]. 
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Abstract

A common approach for the analysis of anatomical variability relies on the estimation
of a representative template of the population, followed by the study of this population
based on the parameters of the deformations going from the template to the population.
The Large Deformation Diffeomorphic Metric Mapping framework is widely used for
shape analysis of anatomical structures, but computing a template with such framework
is computationally expensive. In this paper we propose a fast approach for template-
based analysis of anatomical variability. The template is estimated using a recently pro-
posed iterative approach which quickly provides a centroid of the population. Statistical
analysis is then performed using Kernel-PCA on the initial momenta that define the de-
formations between the centroid and each subject of the population. This approach is
applied to the analysis of hippocampal shape on 80 patients with Alzheimer’s Disease
and 138 controls from the ADNI database.

1 Introduction

Computational Anatomy aims at developing tools for the quantitative analysis of variability
of anatomical structures, and its variation in healthy and pathological cases [8]. A com-
mon approach in Computational Anatomy is template-based analysis, where the idea is to
compare anatomical objects variations relatively to a common template. These variations
are analysed using the ambient space deformations that match each individual structure to

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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the template. The Large Deformation Diffeomorphic Metric Mapping (LDDMM) frame-
work [1] has been widely used for the study of the geometric variation of human anatomy.
This framework generates metrics between deformable shapes and provides smooth and non
ambiguous matchings between objects.

Estimating a template from the population in the LDDMM framework, to be used for fur-
ther template-based statistical analysis, is a computationally expensive task. Several methods
have been proposed. Vaillant et al. proposed in 2004 [12] a method based on geodesic shoot-
ing which iteratively updates a shape by shooting towards the mean directions. The method
proposed by Glaunès and Joshi [7] starts from the whole population and estimates a template
by co-registering all subjects using a backward scheme. A different approach was proposed
by Durrleman et al. [4, 5]. The method initializes the template with a standard shape, and
uses a forward scheme: deformations are defined from the template to the subjects. The
method presented by Ma et al. [9] uses an hyper template which is an extra fixed shape, and
optimizes at the same time deformations from the hyper template to the template and defor-
mations from the template to subjects of the population. All these methods are expensive in
terms of computation time, due to the iterations needed for the convergence of the method.

In this paper, we propose a fast approach for template-based shape analysis in the LD-
DMM framework. The template is estimated using an iterative approach which quickly
provides a centroid of the population [3]. This method iteratively computes a centroid of the
population in the LDDMM framework, which requires only N− 1 matching steps, with N
the number of subjects, while template estimation methods typically require N such steps per
iteration. Using this centroid computation as initialization drastically reduces the computa-
tion time for template computation. We use this iterative centroid as a template to study the
anatomical variability by analysing the deformations from the centroid to the subjects of the
population using Kernel-PCA [10]. This approach was applied to 218 hippocampi (80 pa-
tients with Alzheimer’s Disease, 138 controls) from the Alzheimer’s Disease Neuroimaging
Initiative (ADNI) database 1.

2 Methods

2.1 LDDMM framework
We briefly present the LDDMM framework to introduce notations, for more details see [1].
Deformation maps ϕ : R3→R3 are generated via integration of time-dependent vector fields
v(x, t),x ∈R3, t ∈ [0,1], such that each v(·, t) belongs to a Reproducing Kernel Hilbert Space
V with kernel KV . The transport equation

{
dφv
dt (x, t) = v(φv(x, t), t) ∀t ∈ [0,1]

φv(x,0) = x ∀x ∈ R3 (1)

has a unique solution, and one sets ϕv = φv(·,1) the diffeomorphism induced by v(x, t).
In a discrete setting, optimal vector fields v(x, t) are expressed as combinations of spline
fields: v(x, t) =∑n

p=1 KV (x,xp(t))αp(t), where xp(t) = φv(xp, t) are the trajectories of control
points xp (the vertices of the mesh to be deformed), and αp(t) ∈ R3 are time-dependent
vectors called momentum vectors. Optimal trajectories between shapes can be shown to

1(adni.loni.usc.edu). The Principal Investigator of this initiative is Michael W. Weiner, MD, VA Medical Center
and University of California - San Francisco.
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satisfy geodesic equations for a metric on the set of control points [12]. As a result the
full deformation between a template shape and its surface target Si is encoded by the vector
of initial momentum vectors α i(0) = (α i

p(0))1≤p≤ni located on the vertices of the template
mesh.

2.2 Iterative Centroid method
We proposed in 2013 [3] an Iterative Centroid method which use the LDDMM framework
and the framework of currents [11]. The authors propose three different schemes for centroid
computation, but here we only use the first one, which is the faster one. The Iterated Centroid
method consists in applying the following procedure: given a collection of N shapes Si, we
first set C1 = S1 (initial centroid) and successively update the centroid by matching it to the
next shape and moving it along the geodesic flow. (Algorithm 1).

Data: N surfaces Si
Result: 1 surface CN representing the centroid of the population
C1 = S1;
for i from 1 to N−1 do

Ci is matched to Si+1 which results in a deformation map φvi(x, t);
Set Ci+1 = φvi(Ci,

1
i+1 ) which means we transport Ci along the geodesic and stop

at time t = 1
i+1 ;

end
Algorithm 1: Iterative Centroid algorithm

This algorithm can be defined in a pure Riemannian setting, for the averaging of a set of
points pk (instead of shapes Si) on a Riemannian manifold M. If points pk belong to a vector
space and the metric is flat, the algorithm converges towards the mean 1

N ∑k pk, but in general
it depends on the ordering of the points. Back to our shape space framework, we showed
in a previous study [3] that indeed the ordering changes the result, but the different results
are very close to each other. Emery and Mokobodzki [6] proposed to define the centroid
not as a unique point but as the set CN of points p ∈ M satisfying f (p) ≤ 1

N ∑N
k=1 f (pk),

for any convex function f on M (a convex function f on M being defined by the property
that its restriction to all geodesics is convex). This set CN takes into account all centroids
obtained by bringing together points pk by all possible means, i.e. recursively by pairs, or
by iteratively adding a new point, as we are doing with Algorithm 1. To further reduce the
computational load, we used a GPU implementation for the kernel convolutions involved in
the matchings.

2.3 Statistical Analysis
For the statistical analysis of shapes, we compute a centroid of the population, and we
use it as a template. Then we deform the centroid toward each shape of the population
to obtain the deformations from the centroid to the population. The deformations are de-
termined by the vector of initial momentum vectors α i(0); we can analyse these defor-
mations with a Kernel-PCA [10] as in [12]. The Kernel-PCA is the non-linear version of
the Principal Component Analysis (PCA) which can be used for learning shape variability
from a training set, or for reducing dimensionality of the shape space. In fact the differ-
ence between the two versions is in the computation of the covariance matrix, which writes
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Cov(i, j) = 1
N−1 (α

i(0)− ᾱ(0))KV (x)(α j(0)− ᾱ(0)), with ᾱ(0) the mean of initial momen-
tum vectors and KV (x) the matrix of the KV (xi,x j). Then we can run a standard PCA on the
covariance matrix Cov.

3 Experiments and results
Dataset

The method was applied to the analysis of hippocampal shape of 80 patients with Alzheimer‘s
Disease (AD) and 138 controls (CN) (N = 218) from the Alzheimer’s Disease Neuroimag-
ing Initiative (ADNI) database. Left hippocampi were segmented with the SACHA software
(Chupin et al. [2]) from 3D T1 weighted MRI. Then the meshes were computed using the
BrainVisa 2 software. They are composed of 800 vertices on average.

Results

We computed a centroid for each of the two populations (AD and CN) using Algorithm 1.
The two centroids are denoted IC(AD) and IC(CN). Computation times were 2.4 hours
for IC(AD) and 3.6 hours for IC(CN). To assess whether the centroids are close to the

center of the respective population, we computed the ratio R =
‖ 1

N ∑N
i=1 v0(Si)‖V

1
N ∑N

i=1 ‖v0(Si)‖V
between the

mean of the norms of initial vector fields from the centroid to the population and the norm
of the mean of initial vector fields. Both ratios are 0.25, which means that both centroids
are correctly centred even though they are not exactly at the Fréchet mean (which would
correspond to R = 0). To visualise differences between IC(CN) and IC(AD), we computed
distances between vertices (figure 1) of IC(CN) and the deformation of IC(CN) on IC(AD).

Figure 1: Distances between IC(CN) and IC(AD). On the left, the hippocampus is viewed
from below.

We then analysed the variability of the AD and the CN populations using Kernel-PCA.
Figure 2 shows, for each group, the principal mode of variation. This figure is obtained
by geodesic shooting from each centroid in the first principal direction with a magnitude of
±2σ . One can note that, while the templates of the two groups are different, the variabilities
of both groups share similarities. Nevertheless, there seems to be less variability in the
medial part of the body for the CN group.

In order to visualize the localization of IC(CN) and IC(AD) and their modes within
the whole population, we computed a centroid of the whole population and performed the
corresponding K-PCA. We then projected IC(CN) and IC(AD) on the two first principal

2http://www.brainvisa.info
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Figure 2: First mode of deformation of the AD group (top) and of the CN group (bottom).
For each row, the centroid is in the center (in blue), on the right its deformation at +2σ ,
and at −2σ on the left. The colormap indicates the displacement of each vertex between the
corresponding centroid and its deformation.

components. We can observe (figure 3) that IC(CN) is on the left of the global centroid, and
IC(AD) is on the right, and the 3 principal modes of variation have different directions.

Figure 3: First principal modes of the whole population (in green). In blue, the projections
of IC(CN) and projections of its deformations at ±2σCN in the direction of its first mode of
variation. In red, for the AD group. Intermediate points are show the trajectory of the first
modes.

4 Conclusion

In this paper, we proposed a new approach for fast template-based shape analysis in the
LDDMM framework. The template is estimated using a diffeomorphic iterative centroid
method. The Iterative Centroid is roughly centred within the population of shapes. Analysis
of variability is then based on a Kernel-PCA of the initial momenta that define the defor-
mations of the template to each individual. We applied this approach to the analysis of hip-
pocampal shape in AD patients and control subjects. Projection of the templates of the CN
group and the AD group onto the main modes of variability of the whole population show
that they are located on the main axis of variability. The template estimation takes only a

43



6 CURY et al.: FAST TEMPLATE-BASED SHAPE ANALYSIS

couple of hours for both populations (with about 100 subjects each). The low computational
load of the proposed approach makes it applicable to very large datasets.
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Abstract

Phase contrast microscopy (PCM) is routinely used for the inspection of adherent cell
cultures in all fields of biology and biomedicine. Key decisions for experimental proto-
cols are often taken by an operator based on typically qualitative observations. However,
automated processing and analysis of PCM images remain challenging due to the low
contrast between foreground objects (cells) and background as well as various imag-
ing artefacts. We propose a trainable pixel-wise segmentation approach whereby image
structures and symmetries are encoded in the form of multi-scale Basic Image Features
local histograms and classification of them is learned by random decision trees. This
approach was validated for segmentation of cell versus background, and discrimination
between two different cell types. Performance close to that of state-of-the-art specialised
algorithms was achieved despite the general nature of the method. The low processing
time (<4s per 1280×960 pixel images) is suitable for batch processing of experimental
data as well as for interactive segmentation applications.

1 Introduction
Phase contrast microscopy (PCM) is widely used as the de facto light microscopy modality
for the inspection of adherent cell cultures. Segmentation of PCM images is challenging
due to the low contrast between the cell objects and the image background: generic thresh-
olding approaches (e.g. Otsu’s [9]) do not usually produce satisfactory results. Specialised
approaches for PCM image segmentation that rely on a priori knowledge of the structure
and properties of the images have been developed, including methods based on contrast
filters [2, 6, 7, 14], active contours [1, 12], weak watershed assemblies [3], and image for-
mation models [16]. More recently, trainable segmentation methods for microscopy images
based on statistical learning of image features (e.g. intensity, texture) have been gaining trac-
tion [8, 13, 15]. Random forest classifiers were found to be suitable for segmentation tasks
due to low computational complexity and their ability to accommodate large datasets such
as images [11, 13]. Typically, trainable segmentation involves using the responses to a bank

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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of linear and non-linear filters computed at multiple scales as feature vectors for pixel-wise
classification. However, the vector for a given pixel typically contains only a single value per
scale for a given feature and thus does not encode for potentially valuable local information
and context.

In this contribution, we describe a framework for PCM image segmentation whereby
local histograms encoding image features at multiple scales were used as the input to random
decision trees classifiers. This was achieved by computing Basic Image Features (BIFs), an
image representation whose pixels take one of seven values depending on local features and
symmetries [4]. This small range of possible pixel values allowed efficient construction
of local histograms and classifier training was computationally tractable even in the case
where multiple scales were considered. The segmentation performance is assessed using
two separate PCM images dataset with distinct challenges. It is also compared to specialised
PCM segmentation algorithms.

Figure 1: PCM pixel classification based on local histograms of BIFs.

2 Trainable segmentation

2.1 General approach

PCM images were segmented based on local histograms of Basic Image Features (BIFs) (Fig.
1). First, BIFs of the input image were computed at various scales. Local BIFs histograms
were then computed for windows centred at each pixel of the image. The feature vector
for classification was constructed by concatenation of the local BIFs histograms obtained
for a given pixel of the input across all scales considered. The dimensions of the pixel
feature vectors were thus M×7 where M is the number of scales considered. For comparison
purposes, the situation where a single value per scale per pixel was considered, effectively
corresponding to a window width of 0 pixel. Pixel feature vectors for classification were
then of dimensions M×1.

The classifier used was a random forest with 20 trees and
√

F features sampled at each
split where F is the total number of features. The output of the classifier was a binary label,
with 1 for foreground objects (i.e. cells) and 0 for image background. This output was used
as is for segmentation without further processing or refinement.
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2.2 Local Basic Image Features histograms computation
The computation of Basic Image Features (BIFs) consisted in classifying the output obtained
from convolution of an image with a bank of derivative-of-Gaussian (DtG) filters into one
of seven categories. These categories corresponded to distinct local image structures, as
defined by local symmetries [4]. The response of the convolution of the image I with one of
the DtG filter was denoted ci j where i and j represented the order in the x and y directions,
respectively. Scale normalised response si j was then computed as shown in equation 1.

si j = σ i+ j
B ci j (1)

Based on the scale normalised response, an intermediate calculation is carried out as shown
in equations 2 and 3.

λ = s20 + s02 (2)

γ =
√
(s20 + s02)2 +4s2

11 (3)

Both λ and γ were computed for each pixel of the input image I. Pixels were then classified

in one of seven categories based on the largest of {εc00,
√

c2
10 + c2

01,λ ,−λ , γ+λ√
2
, γ−λ√

2
,γ},

resulting in a BIFs image IB. BIFs computation was thus controlled by two parameters: the
scale (standard deviation) σB of the DtG filters and a value ε that controls when a pixel
should be considered flat (i.e. no specific structure). For this work, ε was kept at a constant
value of 0.03, which was empirically found to produce good results regardless of the feature
scale considered.

Soft-edged local BIFs histograms were computed by convolution [5]. First, seven binary
masks b(k) were generated as shown in equation 4, one per Basic Image Feature.

b(k)(x,y) =

{
1 if IB(x,y) = k
0 otherwise

for ,k = 1,2, . . . ,7 (4)

Images C(k) were obtained by convolution of each binary mask b(k) with a Gaussian kernel
Gσw of standard deviation σw equal to the desired window size as shown in equation 5.

C(k)(x,y) = Gσw ∗b(k) for k = 1,2, . . . ,7 (5)

The histogram at location (x,y) was then constructed by concatenating the values of obtained
across the seven C(k) images for that location, as shown in equation 6.

H(x,y) = [C(1)(x,y),C(2)(x,y), . . . ,C(7)(x,y)] (6)

2.3 Datasets and segmentation performance evaluation
Two datasets were used for segmentation performance evaluation (Fig.2). The first one was a
set of 50 250×250 pixel mouse embryonic stem cells (mESC) PCM images [6]. This dataset
was used to evaluate the performance of the algorithm for a simple foreground versus back-
ground segmentation task. The second dataset comprised 20 500×500 pixel PCM images of
human embryonic stem cells (hESC) co-cultured with mouse embryonic fibroblasts (MEFs).
This dataset was used to evaluate algorithm performance for the discrimination between two
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foreground object types with similar visual features. This second dataset was used in a previ-
ous study [10] where a preliminary, unoptimised implementation of the approach described
here-in resulted in promising results but at the cost of long processing times (∼40s per im-
ages). Due to the nature of the cells imaged, it was not possible to segment individual cells.
Instead, the goal was the classification of pixels as either foreground or background.

Segmentation performance was evaluated by comparison of the algorithm output with
ground truth images annotated by human experts. The agreement between the two was calcu-
lated using the F-score (i.e. Dice’s coefficient). A leave-one-out cross-validation (LOOCV)
approach was taken whereby the classifier was trained using 50000 pixels randomly sampled
across N−1 images before being used to predict the labels for each pixel of the left out im-
age. This was repeated N times so that all images were left out once. The reported LOOCV
F-score was thus the mean F-score across the N images.

Figure 2: Datasets used for segmentation performance evaluation: mouse embryonic stem
cells (mESC) and human embryonic stem cells (hESC) PCM images. The last column shows
the agreement between the segmentation output using optimal parameters and the ground
truth.

3 Segmentation performance
Segmentation performance was evaluated for both the mESC and hESC PCM images datasets
over a range of parameter values. The width of the local histogram window (σw) was varied
between 5 and 400 pixels. Five base BIFs scales (σB) were considered: 1, 2, 4, 8, and 16. All
31 permutations of these scales were evaluated for each window size σw. For both datasets,
the best performance was obtained using local BIFs histograms computed at three scales:
σB1 = 1, σB2 = 2, σB3 = 8 (Table 1). The optimal window width was found to be 15 and 100
pixels, for the mESC and hESC PCM datasets respectively. This difference was most likely
due to the nature of the textures to discriminate between in both cases.

These optimal results were compared to those obtained by using different feature types
and encoding methods (only the best results obtained for each condition after parameter val-
ues optimisation are reported). For both datasets, using single-scale BIFs as features resulted
in a slight drop in performance. Likewise, using single BIFs values instead of local BIFs his-
tograms resulted in marked decreases in mean LOOCV F-score of 15% and 51% for the
mESC and hESC PCM datasets, respectively. Finally, alternative feature types were consid-
ered: raw pixel intensity values and pixel intensity values after application of a contrast (i.e.
standard deviation) filter. Both feature types were encoded using 10 bin local histograms.
The same scales permutations and window widths were investigated as in the case of BIFs.
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Using intensity pixel values as features resulted in a pronounced decrease in segmentation
performance for both datasets. In contrast, standard deviation features fared well, especially
for the hESC datasets where it approached the performance of single-scale BIFs.

Our results were then compared with those obtained using previously described PCM
image segmentation algorithms for the same mESC PCM images dataset (Table 1). Our
trainable segmentation approach outperformed two of the three specialised algorithms it was
compared to and produced results approaching those obtained using the third (best perform-
ing) one. It is important to note that those algorithms were specifically devised based on a
priori knowledge of PCM images properties and specificities whereas trainable segmenta-
tion employed a generic framework solely based on BIFs and the user-set hard constraints.
Interestingly, the classifier learned how to properly label halo artefacts around foreground
objects as background pixels without being explicitly designed to do so (Fig.2).

Table 1: Optimal segmentation results compared with those obtained by alteration of various
components of the algorithm: single BIFs scales in place of multiple scales, a single pixel
value instead of local histograms, and intensity or contrast features instead of BIFs. Our re-
sults for the mESC dataset were also compared to specialised PCM segmentation algorithms.
All results shown as mean F-score ± standard deviation after leave-one-out cross-validation
(LOOCV).

mESC dataset hESC dataset
Optimal 0.92±0.05 0.90±0.07

Single-scale scheme 0.91±0.05 0.88±0.10
No histogram 0.78±0.15 0.44±0.22

Intensity features 0.83±0.12 0.71±0.24
Contrast features 0.85±0.15 0.87±0.10
Jaccard et al [6] 0.95 ± 0.04 -
Juneau et al [7] 0.85 ± 0.10 -

Topman et al [14] 0.84 ± 0.11 -

4 Summary and conclusion
In this work, we described a trainable segmentation algorithm for PCM images based on
multi-scale local BIFs histograms. It performed well in foreground versus background seg-
mentation tasks, approaching performance of state-of-the-art specialised algorithms. Indeed,
the random forest classifier implicitly learned how to correct halo artefacts, which is usually
done as an extra post-processing step in said algorithms [2, 6]. It also produced good re-
sults for a more complex segmentation task consisting in differentiating between two types
of foreground objects with similar visual attributes. The fact that two significantly different
problems could be suitably addressed using the same algorithm demonstrated the versatility
of trainable segmentation approaches in general, and that of the proposed method in partic-
ular.

Processing a standard microscopy image (1280× 960 pixels) took less than 4 seconds
using a single thread on an 3.7 Ghz E5-1620 CPU, including the computations of BIFs at
three scales and the construction of histograms for each pixel of the image. Using BIFs as
features had the advantage of requiring only 7 bin histograms per scale, which allowed their
rapid computation for each pixel. It also significantly reduced the computational complexity

51



6 NICOLAS JACCARD, LEWIS GRIFFIN: TRAINABLE SEGMENTATION OF PCM IMAGES

of the offline phase (i.e. classifier training) as memory requirements and training time both
increase with the number of features. In contrast, when using local 256-bin intensity feature
histograms, computation time soared to more than 45 seconds for the same image and con-
ditions. Specialised algorithms took on average about a second to process the same images
[6].

These low processing times using BIFs make this method suitable for batch segmentation
of large number of PCM images or that of time-lapse movie frames. To generate the results
presented in this paper, the classifier was trained based on 50000 pixels sampled across the
entire dataset (minus the left out image), or less than 1.6% and 1% of the total number of
pixels for the mESC and hESC datasets, respectively. Combined with the low processing
times, the ability to handle sparse annotations could enable the use of the proposed approach
for interactive segmentation of PCM images.
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Abstract

Nanodiscs are soluble nanoscale phospholipid bilayers with applications in drug de-
livery and the study of membrane proteins, for example. They can be imaged using
electron microscopy, along with immunogold markers indicating locations of proteins of
interest. We describe and evaluate methods for automatically detecting and segmenting
nanodiscs in electron micrographs. The detection method modifies aspects of the Fast
Radial Symmetry Transform to detect nanodiscs that exhibit approximate radial sym-
metry against noisy but predominantly lighter background. Detected nanodiscs are then
segmented using radial active contours. Experiments on micrographs both with and with-
out immunogold markers indicate promising detection and segmentation performance,
and that information on nanodisc quantities, locations, size distributions, and co-location
with proteins of interest could be extracted automatically.

1 Introduction

Nanodiscs are soluble nanoscale phospholipid bilayers composed of a genetically engineered
membrane scaffold protein and phospholipid [2]. They are useful for studying the function
and structure of membrane proteins and have applications such as vehicles for transport of
hydrophobic drugs [7]. Electron microscopy (EM) can be used to image nanodiscs, as well
as to locate proteins via immunogold markers that appear as dark spots in the electron mi-
crographs. This paper investigates automating the detection and segmentation of nanodiscs,
in the presence of immunogold markers, to enable information such as nanodisc quantities,
locations, size distributions, and co-location with immunogold-marked proteins to be mea-
sured efficiently during studies of protein structure and function or of applications such as
drug delivery. We are not aware of any previously published literature describing how to
automatically detect and segment nanodiscs using EM.

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) (b)
Figure 1: (a) Nanodisc image with gold markers. (b) Manual annotation using forbidden
lines.

2 Detecting Nanodiscs
Figure 1 shows an example EM image containing nanodiscs as well as five immunogold
markers. When imaged in this way, nanodiscs tend to be characterised by approximate radi-
al symmetry, noisy interiors which are on average darker than the background, and darkening
around their boundaries. We detect them using a method inspired by the Fast Radial Sym-
metry Transform (FRST) that was proposed by Loy and Zelinsky to detect interest points
exhibiting local radial symmetry [5]. FRST has been used previously as a component in cell
nuclei detection [8]. Ni et al. [6] extended FRST to cope with affine transformations and
applied it to nuclei detection in histopathology. Here we modify FRST to detect nanodiscs.

The detector searches for nanodiscs at radii n ∈ N where N is a set of radii sampling a
known range of nanodisc radii (in pixels). Image gradients are computed (using Farid and
Simoncellis’ algorithm [3]) and pixels at which the gradient magnitude exceeds a threshold
τmag vote to produce an orientation projection image On and a magnitude projection image
Mn. Specifically, a pixel at location p votes for the pixel location nearest to p− n g(p)

||g(p)|| ,
where g(p) is the gradient at p. After voting is complete, the value of On(p) is the number
of pixels that voted for p and Mn(p) is the sum of the gradient magnitudes of all the pixels
that voted for p. Similarly to [5] these are combined to give Gn(p) = Mn(p)(min(k,On(p)))2

where k was set to approximately 20. However, rather than average the response at different
radii as in [5], we find the maximal response S(p) = maxn Gn(p) and treat this as evidence
for a nanodisc of radius n∗ = argmaxn Gn(p) centred at p. A nanodisc will tend to have high
response, S, near its centre but this response will be spread and can even be multimodal.
We apply a local averaging filter to S and then set response values not exceeding a detection
threshold τdetect to zero. Non-maximum suppression is then used to locate candidate nan-
odisc centres (with the radius of the suppression window set to the known minimum nanodisc
radius).

Before running the nanodisc detector, any immunogold markers in the image are detected
using the method described by Wang et al. [9]. Immunogold marker regions are then dilated
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Figure 2: Left: Sampled annular search space. Right: Corresponding trellis.

and any pixels within these dilated regions are excluded from voting for nanodisc centres.
This is important to avoid the presence of immunogold markers adversely affecting nanodisc
detection. Impurities in the electron micrograph can result in very dark regions; these are
ignored by simply removing any candidate nanodisc centre with an image intenisty below a
conservative threshold ε . If the distance between the centres of two candidates is less than
any one of the candidates’ radii, the candidate which has higher symmetry response is kept.
Finally, any remaining candidates are labelled as nanodiscs. In the experiments, we set τmag
to 2% of the maximum gradient magnitude, τdetect ≈ 0.1 and ε = 20.

3 Segmenting Detected Nanodiscs
Each nanodisc detection is used to initialise a radial active contour segmentation similar
to that used by Bamford and Lovell to segment cell nuclei [1]. The radius and the centre
location estimated by the nanodisc detector are used to determine an annular search region
within which the nanodisc’s boundary contour is assumed to lie (see Figure 2). The annulus
is sampled along M radial lines at regular angular spacing, at N equally spaced points on
each radial line. The resulting search space can be thought of as an N×M trellis (right of
Figure 2) and the search for the nanodisc contour posed as the search for an optimal left-right
path across the trellis (where the left and right sides of the trellis are treated as adjacent).
The Viterbi algorithm finds an optimal left-right path. Path optimality is with respect to a
cost function that combines internal contour energy, Eint , and external energy, Eext , as in
Equation (1) where vi represents a point in the ith column of the trellis. The internal energy
is given in Equation (2); it encourages smooth contours and is minimised by circles.

Ci(vi+1,vi) = min[Ci−1(vi,vi−1)+λEint(vi−1,vi,vi+1)+(1−λ )Eext(vi)] (1)

Eint =
‖vi−1−2vi +vi+1‖2

‖vi−1−vi+1‖2 (2)

The parameter λ ∈ [0,1] balances internal and external energies. We set λ = 0.7. At each
stage, the minimum cost at the current point and also its corresponding path from the point
of the previous stage will be recorded. The final path is obtained by back-tracking from the
point in the last column of the trellis. In order to obtain a closed contour we adopt a technique
proposed by Gunn [4]; two points at the middle of the trellis on the open contour obtained
by an initial Viterbi search are fixed as endpoints for a second Viterbi search. Furthermore,
after each contour search, a new nanodisc centre can be estimated from the contour and used
to determine a new annular search region. We iterated the search twice.
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(a) (b) (c) (d)
Figure 3: (a) Part of a nanodisc image without gold markers and (b) its result. (c) Part of
a nanodisc image with gold markers and (d) its result. Blue: correctly detected nanodiscs.
Red: falsely detected nanodisc. Green: missed nanodiscs. Yellow: gold marker detections.

Using the inverse of the gradient magnitude at vi as the external energy Eext(vi) will
encourage the contour to lie on image edges but will cause problems when a part of another
nanodisc is included in the search space (as in Figure 5). Similarly to [1] Eext(vi) can be
modified to instead use the component of the image gradient in the radial direction (i.e.,
projected onto a vector from the hypothesised nanodisc centre to the image point being
considered). This encourages the contour to lie on image edges that are approximately in the
radial direction and which are consistent with an object that is darker than the background.
This method is referred to as the directional gradient method.

Nanodiscs are sometimes quite far from circular and their contour directions can then
sometimes by poorly approximated by the radial direction. This can result in the direction-
al gradient method giving poor results. Therefore, we tried a third external energy which
combines the gradient magnitude and the directional gradient:

Eext = w|∇directional |+(1−w)|∇| (3)

where |∇| is the gradient magnitude, ∇directional is the directional gradient, and w ∈ [0,1] is a
weight parameter which we set as w = 0.7.

4 Experiments
Nanodiscs and immunogold markers were manually annotated by C. Hacker in a data set
consisting of five nanodisc images with immunogold markers (dataset A) and five without
immunogold markers (dataset B). Images were 1024×1024 pixels and forbidden lines were
placed at a distance of 10% of image width from the image border (see Figure 1). Dataset
A had 304 nanodiscs and 15 immunogold markers annotated. Dataset B had 199 nanodiscs.
Manual annotation took approximately 12 minutes per image in dataset A and 7 minutes per
image in dataset B. A Matlab implementation of the proposed method took approximately
90s per image.

Figure 3 shows an example cropped result for each dataset. The curves in Figure 4,
obtained by varying the symmetry response threshold, τdetect , show false positive and false
negative nanodisc detection rates per 100 annotated nanodiscs. The segmentation of each
correctly detected nanodisc was compared to its manual segmentation using the Jaccard In-
dex, J = Aa∩As

Aa∪As
, where Aa and As are the sets of pixels in the manual and automatic segmen-

tations respectively. Table 1 compares the results of the proposed segmentation method with
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Figure 4: False positives and false negatives per 100 nanodiscs.

Dataset A Dataset B
Gradient magnitude 0.74 (0.12) 0.75 (0.10)
Directional gradient 0.69 (0.12) 0.69 (0.10)
Gradient magnitude + Directional gradient 0.76 (0.12) 0.77 (0.09)

Table 1: Mean Jaccard indices when comparing automatic and manual nanodisc segmenta-
tions (standard deviations in parentheses).

the method using only magnitude or directional gradient in the external energy. The pro-
posed method compares favourably and Figure 5 shows an example where this is apparent.
Adjacent nanodiscs can cause difficulties in distinguishing the contour in the overlapping
regions; however, reasonable results can still be obtained as shown in Figure 6. All immuno-
gold markers were detected successfully.

5 Conclusion
The experiments show that nanodiscs can by detected and segmented with reasonably high
accuracy, including in the presence of immunogold markers. Detection failures occurred in

(a) (b) (c) (d)
Figure 5: (a) Example of cropped input, (b-d) results using gradient magnitude method,
directional gradient method, and proposed combined method respectively.
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(a) (b) (c) (d)
Figure 6: Segmentation of adjacent nanodiscs: (b) and (d) are the segmentations of (a) and
(c) respectively.

cases where it was difficult to distinguish nanodiscs from background noise even for experts.
We are currently investigating inter-observer variability. Two observers were asked to mark
independently all the nanodiscs in a set of 10 images (five with and five without immuno-
gold markers). Preliminary data shows 528 nanodiscs were marked by at least one of the
two observers. Of these, 454 were marked by both observers. This gives a Jaccard Index
of 454/528 ≈ 0.86. Taken in this context, the detection results reported in Section 4 are
promising.

References
[1] P. Bamford and B. Lovell. Unsupervised cell nucleus segmentation with active contours.

Signal Processing, 71(2):203 – 213, 1998.

[2] T. H. Bayburt and S. G. Sligar. Membrane protein assembly into nanodiscs. FEBS
Letters, 584:1721–1727, 2010.

[3] H. Farid and E. P. Simoncelli. Differentiation of discrete multidimensional signals. Im-
age Processing, IEEE Transactions on, 13:496–508, 2004.

[4] S. R. Gunn. Dual active contour models for image feature extraction. PhD thesis,
University of Southampton, 1996.

[5] G. Loy and A. Zelinsky. Fast radial symmetry for detecting points of interest. PAMI,
IEEE Transactions on, 25:959–973, 2003.

[6] J. Ni, M. K. Singh, and C. Bahlmann. Fast radial symmetry detection under affine
transformations. In CVPR, pages 932–939, 2012.

[7] R. O. Ryan. Nanodisks: hydrophobic drug delivery vehicles. Expert Opinion on Drug
Delivery, 5(3):343–351, 2008.

[8] N. Timilsina, C. Moffatt, and K. Okada. Development of a stained cell nuclei counting
system. In Medical Imaging: Image Processing, volume Proc. SPIE Vol. 7962, pages
79620K–1, 2011.

[9] R. Wang, H. Pokhariya, S. J. McKenna, and J. Lucocq. Recognition of immunogold
markers in electron micrographs. Journal of Structural Biology, 176:151–158, 2011.

58



FORDYCE et al.: FINDING GOLGI STACKS 1

Finding Golgi Stacks in Electron
Micrographs

Neil Fordyce1

neilfordyce@hotmail.com

Stephen McKenna1

stephen@computing.dundee.ac.uk

Christian Hacker2

ch84@st-andrews.ac.uk

John Lucocq2

jml7@st-andrews.ac.uk

1 School of Computing
University of Dundee
Dundee, UK

2 School of Medicine
University of St Andrews
St Andrews, UK

Abstract

Transmission electron microscopy (EM) can acquire images in which a range of sub-
cellular organelles are clearly resolved simultaneously. There exist mature stereology
techniques for extracting quantitative specimen information from section-based EM im-
ages and such techniques have been adopted successfully for use in immuno-EM. A bot-
tleneck preventing the application of these nanomorphomics methods to high throughput
applications is the recognition of organelle structures. This papers addresses this issue
for one important organelle, the Golgi apparatus. A support vector machine is trained as
a local Golgi detector based on rotationally invariant features. The SVM output is used to
drive a graph-cuts segmentation. The ability of the method to detect and segment Golgi
stacks is evaluated on a set of 36 micrographs.

1 Introduction
Transmission electron microscopy (EM) can acquire images in which a range of organelles
and their substructures are clearly resolved simultaneously. Furthermore, there exist mature
stereology techniques for extracting quantitative specimen information from section-based
EM images, providing unbiased and efficient estimates of 3D volumes, surfaces, and num-
bers as well as the distributions of organelles (e.g. [6]). Such techniques have been adopted
successfully for use in immuno-EM, a method that maps molecular components and their
concentrations over a range of subcellular compartments using particulate nanogold mark-
ers [10]; detection of the nanogold markers can be automated [16]. A bottleneck preventing
the application of these nanomorphomics methods to high throughput data mining is the
recognition of organelle structures in the images, a task which is carried out by trained ex-
perts. This paper addresses the automatic recognition and segmentation of one important
organelle, the Golgi apparatus. The Golgi apparatus includes a stack of flat membrane-
bound structures called cisternae. This stack usually presents visually in section as repeating
curvilinear structures. Vesicles can often be seen in proximity to the stack. Figure 1(a) shows

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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cisterna

�
�
�

��

vesicle
��

(a) (b)

Figure 1: EM micrograph images cropped to 2000x2000 pixels. (a) Golgi apparatus with its
stack of cisternae. (b) Manual (green) and automatic (magenta) segmentations.

an electron micrograph in which Golgi apparatus is clearly visible. In Figure 1(b), manual
annotations of the extent of Golgi stacks are overlaid, along with a segmentation obtained
automatically using the method described in this paper.

2 Related Work
We are not aware of any previous literature on automatic recognition of Golgi apparatus in
EM images. There is however published work regarding other organelles and structures.
For example, progress has been made on segmentation of mitochondria [2, 12, 13]. Perhaps
most promisingly, Lucchi et al. [8] segmented mitochondria from surrounding background
using support vector machine classifiers to assign probabilities to superpixels based on local
texture and shape descriptors that were then used in a graph cuts optimization. A similar
approach was applied to FIBSEM image stacks [9].

Regarding other structures, Nam et al. [11] segmented secretory granules using level
set active contours and membrane sampling. Kreshuk et al. [5] detected synapses in intact
nervous tissue in a FIBSEM image by training a random forest classifier to classify voxels
based on local features. Others have presented methods for automatic enhancement and
localisation of thin elongated structures in EM images [4, 14, 15].

3 Method
Firstly, a detection stage uses an SVM detector trained on subwindows of EM images. The
detector uses features based on Histogram of Oriented Gradients (HOG). These features ex-
tend standard HOG to provide rotation-invariant Fourier HOG [7] descriptors. The key idea
is treating gradient histograms as continuous functions, analysing polar coordinate gradient
images in Fourier space. The features are the same regardless of the orientation of the Golgi
stack which is arbitrary. Due to noise from the image acquisition technique, robustness to
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noise is also desirable. Fourier HOG features offer both of these characteristics. The first
three degrees of Fouier basis are used for the Fourier representation. The feature vector for
each window comprises of 78 real-valued features. A binary SVM is trained on features
extracted from hand annotated images, to discriminate between Golgi and non-Golgi sub-
windows. Each sampled feature vector describes a subwindow of the image. Using a sliding
window approach, the SVM is used to obtain an SVM score image which forms the output
of the detection stage.

Secondly, graph cuts is used to produce segmentations by combining the detector output
with spatial information from the original EM image. We use a graph cuts library [1] which
implements approximate energy minimisation techniques. As in [3], our energy function, E,
of a labelling, L, can be expressed as

E(L) = ∑Dp(Lp)+λ ∑Vp,q(Lp,Lq) (1)

where λ is a parameter that determines the relative importance of a spatially coherent seg-
mentation to one which is consistent with the results of the detection stage. D is a data cost
w.r.t. the SVM probability image. It penalises assignment of pixels to labels with SVM
scores inconsistent with other SVM scores in that labelling. Specifically, the data cost of
assigning a label Lp to a pixel with SVM score sp, is given by Equation (2) where µL and σ2

L
are the mean and variance, respectively, of SVM scores of pixels assigned to label L.

Dp(Lp) =
(sp−µL)

2

σ2
L

(2)

V penalises crossing gradient boundaries in the EM image and encourages a smooth final
segmentation which adheres to image contours. For adjacent pairs of pixels Ip and Iq, la-
belled Lp and Lq respectively, we have:

Vp,q(Lp,Lq) =

{
exp(−|Ip− Iq|) if Lp 6= Lq
0 otherwise (3)

As a final step, any segmented components with an area below a threshold are removed.

4 Experiments
Our data set consisted of 36 electron micrographs of rabbit kidney cells. Each image had a
resolution of 4725× 4167 pixels. Images were subsampled to 945× 834 pixels for feature
extraction and the detector window size was then 31×31 pixels.

The Golgi stacks in the dataset were of various shapes and sizes. Some were very clearly
defined and in focus, while other stacks appeared blurred and were identifiable in part due
to proximal vesicles. All Golgi stacks were segmented manually to provide ground truth.
Golgi which were badly blurred were given an additional annotation of blurred. Two sets of
results are presented: one in which all Golgi were required to be detected, the other in which
blurred Golgi were discounted.

Five-fold cross-validation was used to train and test detectors. The Fourier HOG fea-
tures create densely populated descriptors for each image. 7200 negative and 9600 positive
training examples were extracted at random from the training images to train an SVM.

Figure 2 shows example Golgi images with automatic segmentations overlaid, as well
as the corresponding SVM outputs. Figure 2(b) shows two segmentation attempts: one of
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(a) (b) (c)

Figure 2: Top row: manual (green) and automatic (magenta) segmentations of Golgi stacks.
Bottom row: SVM detector score images used as input to the graph cuts segmentation.

these is a reasonable segmentation, while the other is a false segmentation caused by the
membranes of several other organelles being aligned to appear similar to Golgi. Figure 2(c)
shows two segmented regions: one of these is reasonable, the other contains parts of three
separate Golgi stacks and nearby mitochondria. The mitochondria in the segmentation have
an appearance resembling Golgi cisternae. The proximity of multiple Golgi and mitochon-
dria have brought about a single large segmentation. The blurred appearance of another
Golgi in 2(c) has caused it to be missed.

Figure 3 shows an ROC curve obtained by varying the SVM score threshold. The F1
score (F-measure) was 0.3157 (0.3235 when blurred Golgi were excluded); this low score
arose from a high false positive rate; however, the false positives are often spatially isolated
so are subsequently removed by graph cuts. The optimal pixel misclassification rate obtained
was 0.1589 and this reduced to 0.0983 when blurred Golgi regions were excluded.

A Jaccard index was used to quantify the quality of segmentation as follows. A binary
labelling L and binary ground truth G can be combined to produce an evaluation image
I = G+2L. A Jaccard index is obtained for each connected region R of non-zero pixels in I.
So p ∈ R⇒ I(p) > 0. Let A = {p|p ∈ R, I(p) = 3} and let B = {p|p ∈ R, I(p) ≥ 1}. Then
the Jaccard index is defined for each R as, J = |A∩B|

|A∪B| . If multiple distinct Golgi regions are
labelled as a single region, then the regions are evaluated as a single segmentation. If a single
Golgi region is labelled with multiple segmentations, then the region is evaluated as a single
segmentation. A schematic of this is shown in Figure 4; although one labelling contains
multiple Golgi and one Golgi is labelled in parts, the entire region (red, green and blue) is
counted as a single segmentation and assigned a single Jaccard index. If a Golgi region does
not intersect with any region labelled as Golgi, this is counted as a missed segmentation. On
the other hand, if a region labelled as Golgi does not intersect with any Golgi, this is counted
as a false segmentation.
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Figure 3: ROC curve (pixel classification)

Figure 4: Segmentation schematic:
Red=missed Golgi, green=incorrectly
labelled Golgi, blue=correctly labelled
Golgi, black=correctly labelled non-Golgi

Inc. blur Exc. blur
True detections 40 35
False detections 10 10
Missed Golgi 20 5

Table 1: Golgi detection results (including and excluding blurred Golgi regions)

Table 1 summarises segmentation results (with and without blurred regions). Although
the number of missed Golgi was quite high, the majority of these came from blurred regions.
The number of true detections dropped when blurred regions were excluded, indicating that
some blurred Golgi had been detected. The mean Jaccard index across the true detections
was 0.58 when blurred Golgi were included and 0.63 when they were excluded.

5 Conclusion
This paper contributes to the goal of automating organelle recognition in EM by demon-
strating automatic detection and segmentation of Golgi stacks. High scoring segmentations
occured when Golgi stacks were in focus and some distance from other organelles. False seg-
mentations largely arose from mitochondria and aligned membranes which appeared similar
to Golgi. The majority of missed segmentations were of Golgi which were badly blurred.
Considering vesicles associated with the Golgi stack could improve performance in these
areas.
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Abstract

We present an initial study analysing the surface morphology of colorectal polyps
from optical projection tomography. The differential geometry of polyp surfaces, seg-
mented using a level sets method, is explored in terms of local, multi-scale shape index
and curvedness descriptors. A surface region of interest can be represented using his-
tograms of these descriptors. An experiment is described investigating the ability to
predict pit pattern categories from these histograms using support vector machines.

1 Introduction

Colorectal cancer is the third most common cancer in men (746k cases, 10.0%) and the
second in women (614k cases, 9.2%) worldwide [3]. Screening has reduced mortality by
up to 21% and detected large numbers of adenomas and polypoid cancers [7]. However,
analysis of histological H&E sections suffers from marked inter-observer variation.

There is a long history of study of polyp surface morphology relating to different stages
of cancer development in the medical literature. Polyp surface morphology is often cat-
egorised in the pathology lab as being villous (having cerebral-like folds and finger-like
protrusions), tubulo-villous or tubular (a smooth surface with pits/tubes in it). Whilst villous
polyps are strongly associated with invasive cancer, all three types can and do develop into
polypoid cancers[8]. This classification scheme is a coarse categorization of the complex
and highly variable surface morphology and normally presents large inter-observer variation.
Another categorization, used for in vivo endoscopic assessment based on visual appearance,
is Kudo’s pit patterns [5]. There are six classes of pit pattern: I, II, III-S, III-L, IV, and V.

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) (b) (c)

(d) (e) (f)
Figure 1: (a)-(f) OPT images with pit patterns I, II, III-S, III-L, IV and V respectively.

Here we investigate polyp morphology using optical projection tomography (OPT), an
in vitro imaging technology capable of producing high-resolution 3D images of small bio-
logical specimens [11]. Li et al. [6] reported classification of 3D regions of dysplasia and
invasive cancer in colorectal polyps from OPT. Here we analyse polyps’ surface morphology.
Figure 1 shows surface renderings of some OPT polyp images, one for each pit pattern.

2 Surface Segmentation and Multi-scale Features
We employ a level sets fast marching method for polyp surface segmentation [10] using
the implementation in [9]. Segmentation was seeded using 100 voxels randomly selected
on a plane within the background. Once the surface is segmented, shape descriptors are
constructed based on multi-scale differential geometry features computed at each voxel on
the segmented surface. We do not fit a mesh grid which makes assumptions about topology.
Instead, we work directly with image data and extract surface curvature estimates based on
a 3D local neighbourhood in a similar fashion to [1]. This has the advantage of avoiding
meshing errors. The principal curvatures κmax and κmin (maximum and minimum values of
curvatures over all of directions) are obtained at each such voxel at several scales obtained
by setting the Gaussian smoothing parameter, σ , used in the estimation of image gradients.

Figure 2 shows polyp surface regions rendered according to whether curvature is convex
(green) or concave (magenta) at three scales. As σ increases, the connected regions of con-
cave and convex surface become larger and the coarse morphology becomes apparent. The
characteristic scales exhibited by the different pit patterns are not all the same. For example,
the surface morphology of the polyp region in Fig. 2(a) is perhaps best characterised at a
larger scale (σ = 4) while the morphology of the region in Fig. 2(e) is perhaps best charac-
terised at a smaller scale (e.g. σ = 1). This observation motivates a multi-scale analysis.

Rather than representing surface curvature directly in terms of principal curvatures κmax
and κmin, we compute a local shape index, S, and curvedness, C, as proposed by Koen-
derink [4] (Equations (1) and (2)).

S =− 2
π

arctan
κmax +κmin

κmax −κmin
(1)
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 2: Two colorectal polyp surfaces classified as concave (magenta) and convex (green)
at three scales. (a) A pit pattern IV region. (b-d) σ = 1,2,4 respectively. (e) A pit pattern
III-S region. (f)-(h) σ = 1,2,4 respectively.

C =
2
π

ln



√

κ2
max +κ2

min
2


 (2)

The shape index is a convenient measure of “which” shape, and the curvedness of “how
much” shape. In the space spanned by (C,S), all shapes are mapped onto a strip of infinite
length in the C- direction. As the value of the shape index S varies from −1 to 1, the
corresponding surface shape transforms from concave pit, through trough, saddle, and ridge
to convex peak. Figure 3 shows histograms of the shape index and curvedness obtained from
surface regions of interest on eight polyps (two from each of pit patterns III-S, III-L, IV, and
V). This gives some indication of the inter- and intra-class variability of these descriptors.

3 Pit Pattern Assignment

Experiments described in what follows used 28 OPT polyp images from 28 patients acquired
using ultraviolet light and Cy3 dye. The size of each image was 1024×1024×1024 voxels
with aspect ratio of 1 : 1 : 1. We included only polyps initially considered to be adenomatous
polyps (pit patterns III-S, III-L, IV and V). Seven images were selected for each of the four
pit patterns considered. The pit pattern type of each of these polyps was assigned by a
trained pathologist at which time no secondary pit patterns were identified in these polyps.
Their OPT images included some normal tissue and stalks; as such regions were not relevant
for this study, they were excluded: a largest region of interest was selected through visual
examination of each polyp volumetric image. The size of the extracted regions varied from
50×300×250 to 350×400×500.

As evidence of the reliability level of the assigned pit pattern labels, the same pathol-
ogist was asked at a later date to assign pit pattern labels to the 28 extracted regions. The
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Figure 3: Histograms of (a) curvedness and (b) shape index from regions of interest on eight
polyps. Each row represents one pit pattern (from top to bottom: III-S, III-L, IV and V). In
each row, the first and third images are from the same polyp, and the second and the fourth
are from another polyp. (Histograms have 1024 bins).

Table 1: Contingency table for pit pattern assignment by one observer. Initial session (whole
polyp) vs. subsequent session (extracted region)

III-S III-L IV V

III-S 3 0 0 0
III-L 2 3 1 0
IV 2 2 6 4
V 0 0 0 3
I 0 2 0 0

regions were inspected in randomised order and the pathologist was blinded to any diagnos-
tic information and to the previously assigned pit pattern labels. It was expected that the
region extraction would have minimal effect on the pit pattern categorsiation, particularly
as no secondary patterns had been noted. Nevertheless, the pit pattern assignment exhibited
intra-observer variation; Table 1 is the resulting contingency table. The column represents
the initial label assigned to the whole polyp while the row refers to the label subsequently
assigned to the region. It can be seen that annotations of pit pattern IV are consistent over
6 samples, but for pit patterns III-S, III-L and V, only 3 in each category are consistent. In
the region annotation, half of all the samples were categorized as pit pattern IV. In total, 15
polyps (54%) were annotated with the same label in both sessions.

4 Pit Pattern Prediction Experiments
Support vector machines were trained to predict pit pattern labels. They were implemented
using LIBSVM [2] and the 1-vs-rest method. As the number of polyps is relatively small,
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Figure 4: SVM classification accuracy when predicting labels from (a) first session, (b)
second session, and (c) in binary setting (IV vs. rest)
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Figure 5: PCA visualisations. Correctly classified samples are larger. (a) First session labels,
(b) second session labels, (c) binary labels

we report leave-one-out (LOO) cross validation results. To investigate the effect of scale
we extracted features at scales of σ = 2k,k = 0,1,2,3,4,5. To investigate the effect of the
number of histogram bins, we used 2k bins for k ranging from 2 to 10. Thus the smallest
number of bins was 4, and the largest was 1024.

Figure 4(a) shows accuracy at predicting pit pattern labels assigned in the first session.
An accuracy of 57% was achieved with 32 bins and 4 scales (σ = 1,2,4,8). In this case,
all 7 samples in pit pattern III-S were correctly classified while only 2 samples in pit pattern
III-L, 4 samples in pit pattern IV and 2 samples in pit pattern V were correctly classified.
This performance is in line with the variability of the pathologist (see Table 1).

We also trained SVMs to predict the pit pattern labels assigned by the pathologist in the
second session; the pathologist had assigned the 28 samples to five pit patterns III-S, III-L,
IV, V and I with 3, 6, 14, 3, 2 samples respectively (Table 1), resulting in an imbalanced
dataset. SVM classification results under this setting are reported in Fig. 4(b). The highest
classification accuracy obtained was 50% in which case all the samples of pit pattern IV were
classified in agreement with the pathologist.

Finally, SVMs were trained on labels from the second session in a balanced, binary
setting: Pit pattern IV vs other patterns (14 samples per class). Figure 4(c) shows the classi-
fication results; 75% accuracy was obtained (4 bins and σ = 1,2,4,8,16,32). Three samples
in pit pattern IV and four samples in non-pit pattern IV were misclassified.

Figure 5 visualises the distribution of the samples in feature space after projection onto
two dimensions using PCA. Correctly classified samples are depicted with markers of larger
size than the incorrectly classified samples.
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5 Conclusions and Future Work
We presented a preliminary investigation of the use of differential geometry features (shape
index and curvedness) to characterise the surface morphology of colorectal polyps from
OPT images. In particular we evaluated the ability to predict a pathologist’s pit pattern
assignments based on distributions of these features. It was noted during label assignment
that some patterns observed may not fit well into Kudo’s pit pattern categorisation. Results
were broadly in line with intra-observer disagreement although further experiments using
larger data sets are needed to confirm this and to understand the extent to which pit patterns
capture clinically relevant surface morphological characteristics.
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Abstract

To obtain optimal breast image quality during the image acquisition, a compression
paddle is used to even the breast thickness. Clinical observation has indicated that breast
peripheral areas may not be fully compressed, and may cause unexpected intensity and
texture variation within these areas. Such breast parenchymal appearance discrepancies
may not be desirable for tissue modelling within computer aided mammography. This pa-
per describes a novel mammographic image preprocessing method to improve the image
quality before analysis. Mammographic segmentation and risk classification were per-
formed to facilitate a quantitative and qualitative evaluation, using digital mammographic
images. Visual assessment indicated significant improvement on segmented anatomical
structures and tissue specific areas when using the processed images. The achieved risk
classification accuracies are 80% and 79% for Birads and Tabár risk scheme, respec-
tively. The developed method has demonstrated an ability to improve the quality of
mammographic segmentation, leading to more accurate risk classification. This in turn
can be found useful in early breast cancer detection, risk-stratified screening, and aiding
radiologists in the process of decision making prior to surgery and/or treatment.

1 Introduction
Within screening mammography, a compression paddle is used to even out the breast tis-
sue in order to obtain high quality mammographic images. However, when the breast is
subjected to compression, the peripheral areas may not be compressed due to a reduction

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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of breast thickness. This results in air gaps above and beneath the uncompressed areas,
leading to X-ray scattering, degradation in contrast, and limitation of the quantitative useful-
ness of radiographic images [2]. Compression paddle related image quality issues vary due
to difference in breast size and composition; e.g. in extreme cases, the visibility of breast
parenchyma is too low in the peripheral areas to be examined. Therefore, it is necessary to
develop an image processing method to improve the visibility of peripheral uncompressed
area of the projected breast, which facilities presentation and can be beneficial to mammo-
graphic analysis [1]. Image processing (enhancement) methods developed to address the
aforementioned problem can be categorised into two groups; parametric [1, 8] and non-
parametric [9] approaches. Methods [8] and [9] are critically dependent on the accuracy of
interactive segmentation of the dense breast tissue and fatty tissue interpolation, whilst [9]
can only be applied to unprocessed digital mammograms before logarithmic transformation.
The reader is referred to [1, 8, 9] for the details of the developed methodologies.

Regarding mammoraphic risk assessment, Tabár et al. [10] proposed a model based on a
mixture of four mammographic building blocks representing normal breast anatomy, mam-
mographic risk is categorised into five classes along these building blocks (i.e. [nodular%,
linear%, homogeneous%, radiolucent%]). Pattern I [25%, 15%, 35%, 25%]; pattern II/III
[2%, 14%, 2%, 82%]; pattern IV [49%, 19%, 15%, 17%]; and pattern V [2%, 2%, 89%,
7%] [10]. Alternatively, American College of Radiology’s Breast Imaging Reporting and
Data System (Birads) [6] was developed, mammographic risk is categorised based on the
percentage of dense breast tissue in four risk classes: Birads 1, the breast is almost entirely fat
(< 25% glandular); Birads 2, the breast has scattered fibroglandular densities (25%−50%);
Birads 3, the breast consists of heterogeneously dense breast tissue (51%−75%); and Birads
4, the breast is extremely dense (> 75% glandular).

We present a novel mammographic image preprocessing technique, which models a
breast by estimating relative breast thickness ratios using both Mediolateral Oblique (MLO)
and Cranio-Caudal (CC) views, the correction process is marginally similar to [5, 11]. An
additional automatic selection method was developed to better target images requiring en-
hancement in a systematic way. A quantitative and qualitative evaluation was conducted to
assess the robustness of the method; all processed images were subjected to mammographic
segmentation and subsequent risk classification using both Tabár and Birads risk scheme.

2 Data and Method
A total of 360 digital mammographic images were used in the experiment. A consensus
ground truth was obtained based on three radiologists. Modelling Tabár’s mammographic
building blocks, a collection of mammographic patches consisting of a total of 344, 89 and
457 examples of nodular, homogeneous and radiolucent (similar to Birads dense, semi-dense
and non-dense) tissue was cropped to various sizes from randomly selected images from the
dataset. Note that the linear structure was not specifically included in the experiment, instead
this tissue type was considered part of the other tissue classes as it appears in combination
with all three classes. Therefore, only nodular, homogeneous and radiolucent tissues were
modelled and used in the segmentation process.

The developed methodology starts off with automatic image selection, the image prepro-
cessing consists of four steps; 1) X-ray penetration probability weighting map generation,
2) intensity balancing, 3) intensity ratio propagation, and 4) boundary stitching. All the pro-
cessed images were subjected to geometric moments based mammographic segmentation [3]
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and risk classification.

2.1 Automatic Image Selection
Thorough empirical observations of the collected data indicated that a mammographic image
may require processing if its automatically calibrated parameters acp (i.e. compression force
(CF), breast thickness (BT) and peak kilovotage (KVP)) are less than the mean values. It was
less robust to use the acp alone as a constraint due to large breast tissue density, composition
and size variations. Additional constraints based on prior knowledge were incorporated to
strengthen the selection robustness. Specifically, Otsu [7] automatic binary image segmen-
tation technique was used to separate the peripheral area (PA) and breast interior (BI). Three
properties were calculated: total peripheral area (TPA), vertical peripheral area coverage
(VPAC) in image rows and pectoral coverage (PC) in image rows. A mammographic image
(img) was selected to be processed if CFimg <= CF & BTimg <= BT & KV Pimg <= KV P
& 15% < T PAimg < 50% & V PACimg > 75% & PCimg < 30%. The threshold values were
empirically defined through trial and error, to achieve the best separation overall.

2.2 Mammographic Image Preprocessing
The X-ray penetration probability has a direct correlation with breast thickness. Due to
physical complexity (e.g. unknown combination factors in X-ray beam spectrum and breast
tissue composition), the X-ray penetration probability was modelled in a simplified way by
encompassing all other elements (e.g. dosage, filter, anode) in a “black box” only considered
as inversely proportional to the breast thickness. An X-ray penetration probability weighting
map was generated for each image by calculating and propagating the relative breast thick-
ness ratios based on its pair. For example, to a CC view, the relative breast thickness ratio (r)
can be estimated based on the projected physical contour of the compressed breast as seen
on MLO view. In particular, the skinline was firstly extracted from the MLO view and split
in two at the furthest pixel to the chest wall to form upper and lower skinlines (e.g. blue and
green lines in Figure 1 (c)). For each pixel in the top skinline, a corresponding pixel was
sought in the lower skinline, to form a parallel line (p-line) (e.g. red line in Figure 1 (d)) to
the chest wall by linking the two pixels. This process was repeated for all the pixels in the
top skinline, and resulting in a series of parallel lines (e.g. Figure 1 (d)(e)) . To the CC view,
the r at a given point (p) (e.g. ‘A’ in Figure 1 (a)) is calculated based on the boundary pixel
(pbase) (e.g. ‘B’ in Figure 1 (a)) which separates PA and BI as r = p−line(p)

p−line(pbase)
); both pixels

are on the thickest projected section (e.g. blue lines in Figure 1 (a)(b)) on the CC view. To
complete the X-ray penetration probability weighting map for the CC view, the remaining
pixels on the thickest projected section with the estimated breast thickness ratios were as-
signed in the same way, and the calculated ratios were propagated to the pixels that have the
same distance to the skinline (S) (e.g. pixels on the yellow lines in Figure 1 (a)(b)) .

To reduce the intensity distribution variation, a base weight (wbase) was firstly calculated

as wbase =
∑N

i=0 Wi(x,y)
N , ∀Wi(x,y)∈ S, where W and S denote the weighting map and the bound-

ary between PA (uncompressed breast peripheral area) and BI (breast area not part of PA).
For each pixel within the BI, the intensity value P(x, y) was altered as P′(x,y) = wbase

W (x,y)P(x,y).
After the intensity balancing, the local intensity ratio was propagated as a means of

improving tissue appearance in PA (similar to the process described in [11]). From pixels at
the boundary S to the skinline within the PA, each intensity value was altered by calculating
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(a) (b) (c) (d) (e) (f)
Figure 1: Image illustration, from left to right: (a) CC view, (b) its distance map (pixel to
skinline), (c) areas of PA, BI, and S (cyan line), (d) pair MLO view, (e) parallel lines proximal
to pectoral muscle and (f) proximal to nipple.

the propagation ratio (pr) for each pixel P(x, y) with distance to the skinline D(x, y) and
within an empirically defined 17 × 17 neighbourhood for the efficiency and robustness, as

IavgP1 =
∑M

j=0 Pj(x,y)
M ∀Pj(x,y) = D(x,y) + 1, IavgP2 =

∑N
i=0 Pi(x,y)

N ∀Pi(x,y) = D(x,y) + 2, pr =
IavgP2
IavgP1

, and P′(x,y) = pr×P(x,y); where D(x,y)+ 1 and D(x,y)+ 2 are pixel distances to
skinline 1 and 2 steps further away from the observed pixel.

Boundary stitching was applied to seamlessly normalise pixel intensity within boundary
S, thickened to 5 pixels band, in order to gradually smooth the transition from BI to PA; the
maximum and minimum intensity values were determined within an empirically defined 7
× 7 neighbourhood (see Section 3 for the effects of using different neighbourhood sizes).

2.3 Mammographic Segmentation and Risk Classification
A geometric moments based mammographic segmentation [3] was applied to all the images.
To be concise, this method is used to extract texture features from a set of mammographic
patches using geometric moments; the derived feature vectors are expected to contain not
only texture primitives but also geometric information. The methodology was modified by
incorporating a feature and classifier selection process using a collection of attribute selection
algorithms and classifiers available in Weka [4] through four stages: 1) A set of neighbour-
hoods (i.e. {7, 17, 27, 37, 47, 57, 67}) covering small to large anatomical structures were
predefined and used in the feature extraction process over mammographic patches contain-
ing different breast tissue examples (e.g. nodular, homogeneous and radiolucent). 2) The
raw feature vectors for all the patch pixels were filtered utilising all available filtering meth-
ods in Weka for reduction of attributes. Empirical testing indicated that the most frequent
and prominent features are within the top half of the output attributes list after filtering. 3)
The filtered feature vectors were then subjected to all available attribute selection (wrapper)
methods in Weka to select the most discriminative subset of the filtered features. The most
frequent attributes in the output subsets were used as the final selected optimal features. 4)
All the available classifiers in Weka were used to perform (10-fold) cross-validation based
evaluation over the selected optimal features. The classifier achieving the highest classifi-
cation results (random committee in this study) was used in conjunction with the selected
features in the mammographic segmentation using Tabár tissue modelling.

An unseen pixel’s tissue class is determined by the trained classifier. The relative pro-
portions of the mammograpic building blocks (tissue composition) were calculated from the
resultant mammographic segmentation as features, and used in a leave one-image out (10-
fold) cross-validation as a means of risk classification.
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(a) (b) (c) (d)
Figure 2: (a) original image (Tabár II/Birads 1), (b) segmentation of (a) with over segmented
glandular (i.e. red nodular and green homogeneous) tissue, (c) processed image, (d) seg-
mentation of (c) showing more segmented blood vessels in the peripheral area, segmented
glandular tissue is more realistic and fatty tissue (blue) is more correctly identified than (b).

Birads 1 2 3 4
1 149 21 0 0
2 17 100 6 0
3 0 12 23 8
4 0 0 7 17

Tabár I II/III IV V
I 122 21 4 0

II/III 19 128 1 0
IV 13 0 24 8
V 1 0 8 11

Table 1: Risk classification confusion matrices; Birads left, Tabár right.

3 Results and Discussion

Visual assessment was conducted to assess the quality of enhanced images. The majority of
cases showed processed images to have improvements in textural appearance and contrast in
the peripheral areas as expected; see Figure 2 (a)(c) for example. However, over and under
enhancement may occur in some cases if PA and BI are not separated correctly, or the breast
thickness ratios are wrongly estimated. During boundary stitching, undesirable artefacts may
be created when a larger neighbourhood is used. Incorrect local intensity alternation affects
textural appearance which can be perceived as an artefact. However, the processed images
seem to have minimum textural distortion and were suitable for the follow up image analysis.
The segmentation results have shown significant improvements in terms of correctness of the
segmented anatomical structures over the breast parenchyma and tissue specific areas.

The risk classification accuracies increased on average 7% when compared with the re-
sults obtained before the image preprocessing was applied. The total classification accu-
racies were 80% and 79% for Birads and Tabár risk scheme, respectively. Table 1 shows
the confusion matrices with respect to the two risk schemes when the developed methodol-
ogy was applied. In both cases, mammographic images in high risk classes seem to have
more misclassification (percentage wise), which may relate to the intensity over balancing
for homogeneous tissue with structureless densities. The achieved risk classification results
are in line with results achieved by the state-of-art method [11], but different segmentation
principle (e.g. two class fatty/dense segmentation) and datasets were used. Further segmen-
tation improvement can be made by widening the tissue patch variation, leading to a more
robust classifier which in turn could also improve risk classification accuracies. However,
this is outside the scope of this study and is considered focus for future investigation on
mammographic segmentation and risk classification methodology.
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4 Conclusions
The developed mammographic preprocessing can be used to reduce intensity and textural
appearance discrepancies. Results have shown more anatomically accurate and consistent
segmentation over the breast parenchyma when using the processed images in conjunction
with the selected feature and classifier. This in turn improved subsequent risk classification
accuracies. Incorporating the novel image preprocessing into mammographic segmentation
methodology could prove useful in quantifying change in relative proportion of breast tis-
sue, aiding radiologists’ estimation in mammographic risk assessment, and providing risk-
stratified screening to patients.
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Abstract 

The late detection of skin cancer, especially melanoma, leads to an increase in 

mortality rates, therefore it is high time to embrace mobile teledermatology and adapt 

the existing methodologies to check out the malignancy level of a mole. Though, the 

usage of a smartphone camera gives rise to new pre-processing challenges like the 

treatment of reflections caused by the flash light or uneven illumination conditions. 

In this work, a new methodology to detect reflections on mobile-acquired 

dermatological images is presented, based on the different behaviour in terms of 

highlights invariance of the L and H colour channels, from the CIE L*a*b* and HSV 

color spaces, respectively. The achieved results confirm the good quality of the 

suggested algorithm. 

1 Introduction 

With increasing aging population globally, there is a growing incidence of skin cancer. 

Nevertheless the percentage of population participating in skin cancer screening versus 

incidence is alarmingly low. Late detection leads to rise in skin cancer mortalities, 

especially melanomas, as so there is a need for complementing existing technologies in 

order to check out the malignancy level of a mole. In addition, given the current need to 

decrease the costs of the healthcare providers, the usage of new lightweight monitoring 

systems which can be carried around easily and used regularly by the patients, is 

considered crucial to find new ways of making better decisions on treatment. 

Considering the high dissemination of mobile devices and their integrated image 

acquisition systems, mobile teledermatology appears as a promising tool for personal 

dermatologic data acquisition. When compared to dermoscopy [1], the current most 

accepted method for image acquisition in dermatology, the usage of a smartphone camera 

brings up a new set of challenges. Consequently, it is important to develop methodologies 

to deal with some of the expected artifacts like reflections, blurred images, and uneven 

illumination conditions. The present work focuses on the detection of reflections in 

dermatological images acquired via mobile devices. 

The most known and commonly used color space in computer applications is the RGB 

(Red-Green-Blue) which are three primary additive colors and are represented by a three-
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dimensional, Cartesian coordinate system. In an attempt to linearize the perceptibility of 

color differences, the CIE proposed two other color spaces, CIE L*u*v* and CIE L*a*b*. 

The HSL (hue, saturation and lightness) color space or similar ones like HSI (intensity), 

HSV (value) or HCI (chroma) are linear transformations from RGB. The main 

disadvantage of the RGB color space in applications with natural images is the high 

correlation between its components. The advantage of CIE absolute color spaces is that 

they define color exactly and thus includes more color than other color spaces, even more 

than the human eye can see, however they suffer from being quite unintuitive. In summary, 

different color spaces are better for different applications, since some colors are 

perceptually linear or just more intuitive to use, also some color spaces are tied to a 

specific equipment while other are equally valid on whatever device they are used [2]. 

Many different approaches to detect reflections have also been proposed over the years. 

One of the most popular model is the dichromatic reflection model proposed by Shafer 

1985 [3], it separates reflectance into surface body reflectance and interface reflectance. 

However the application of this model to uncalibrated real-word images led to multiple 

problems. In [4] an overview of the methods to separate reflection components, also 

known as specularity or highlights removal is given. In [5] the authors use a simple 

reflection detection algorithm that applies thresholds to the intensity and the difference 

between the intensity and the average intensity; however it is applied only to dermoscopy 

images. In [6], the authors introduces a low-level feature for recognizing reflective objects 

from natural images, also showing how to characterize static specular flows and identify 

specular surfaces with minimal requirements about the illumination conditions and 

utilizing a single monocular image. 

Recently, [7] presented an automated technique for detecting reflections in image 

sequences through the analysis of motion trajectories of feature points. In [8] an algorithm 

for reflections removal specifically for images acquired from mobile phones is presented, 

however it requires the user to take two pictures, one with flash light and another without 

in order to produce the new picture with the reflections removed. 

The structure of this paper is as follows: the next section describes the dataset used in 

this work; section 3 details the methodology to detect reflections for dermatological 

images; section 4 presents and discusses the obtained results; to end, conclusions and 

future work are summarized. 

2 Dataset 
The database used in our study was obtained under the scope of the Melanoma Detection, a 

project that intends to create a prototype for a patient-oriented system of skin lesion 

analysis using a smartphone [9]. The database contains a total of 90 images, 8-bit color 

with 652x652 pixels of resolution acquired with a mobile phone Htc One S. 

Each image of this dataset was later labelled by 5 subjects regarding its reflection level, 

using a scale from 0 to 3. Subjects were asked to label each image taking only into 

consideration the mole area, being supplied a complete image and another only with the 

segmented mole. The final dataset was classified according the most voted class and the 

images with less than 3 equal votes were discarded from the study. A final dataset of 75 

images were used to validate our algorithm, where 16 images were classified with no 

reflections (class 0), 27 with few reflections (class 1), 22 with some reflections (class 2) 

and 10 with many reflections (class 3). 
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3 Reflection Detection Algorithm 

The first step of this algorithm consists in applying a retina Parvo filtering [10], where the 

mean luminance is attenuated, the spectrum is whitened and the contours enhanced. The 

retina model takes into account the processing occurring at the retina level, being 

developed to prepare images for high level processing and designed to be used in contexts 

where contours and contrasts constitute important information, which is our case. 

Afterwards, the filtered RGB image is transformed into Lab color space to obtain L 

channel according to equations (1) and (2): 

B
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Y

X

950227.0119193.0019334.0

072169.0715160.0212671.0

180423.0357580.0412453.0
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YforY
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(1) 

 

 

 

(2) 

 

As the studies indicate [2], the H channel is invariant to highlights so we inferred if this 

condition was still preserved for dermatological images. The previous statement was 

confirmed in our study nonetheless, after some further exploration on the H channel 

original equation, our research indicated that the inclusion of slight variation on it brought 

significant better results concerning highlights invariance. Therefore, the H* channel is 

calculated from the HLS space taking into consideration the subsequent equation (3): 

BGRBGRBGH ,,min),,max(/60*  (3) 

Because * the channel is later normalized to fit between 0 and 1 and be 

comparable to the L channel. Taking into account that the L channel is considered 

dependent on highlights, while the H channel is invariant to highlights [2], the difference 

between the L and H* channel is obtained with the purpose of investigate if it enhanced the 

reflection regions. And in fact, the results attained with the difference mask were better 

than the ones using only the H* channel, so we decided to choose for the first option. 

In order to remove small artifacts on the differences mask, the image is then smoothed 

using a Gaussian filter. Median filter and average filter were also tested to smooth the 

differences mask and turned to be less effective. This can be explained by the fact that 

neighbor pixels in Gaussian filter have different coefficients related with Gaussian 

distribution, having the current pixel a more significant contribution. Thus the edges are 

more preserved in Gaussian filtering, which in our case are the reflections.  

Finally, to segment reflection regions, the histogram of the difference mask is 

computed and the color level with maximum frequency is chosen as the binarization 

threshold. This threshold is appropriate independently of the fact that the maximum 

frequency represents the background or the skin mole groups, because the color variation 

of the background and skin mole pixel groups is lower after Gaussian filtering, and also 

only reflections inside the mole segmentation mask are considered.  

Figure 1 depicts the outputs along the several steps of our algorithm: first we present 

the original image, followed by the image after the application of the retina filter, then 

images of the L and H channels are portrait as well as the resulting difference, after that the 

segmentation of the mole is shown (in white) and the mask of reflections (in black), at last 

we represent the final mask. 
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The algorithm was developed using C++ and OpenCV library [11]. To quantify the 

presence of reflection regions in each image, the relative area of the obtained reflection 

mask was calculated, by dividing the area of the reflection zones by the total area of each 

mole. The total area of the skin mole corresponds to the area of the correspondent 

segmentation mask, which was obtained using a simple adaptive segmentation method 

[12]. In addition, the number of blobs on each reflection mask was also calculated. 

    
(a) (b) (c) (d) 

    
(e) (f) (g) (h) 

Figure 1: Example of results obtained during the application of the reflection algorithm: (a) 

original image; (b) after using the retina filter; (c and d) L and H* channels; (e) difference 

mask; (f) segmentation mask in white; (g) reflection mask in black; (h) final mask. 

4 Results 

In this section we present the results of the proposed algorithm, using the previously 

referred image dataset. As it was previously said, the images on the used dataset were 

classified according to its level of reflections. Figure 2 portrays examples of images of 

each category in the first row and the second row the reflection mask result is presented. 

From that, the one could confirm that the suggested algorithm shows a promising 

discriminatory ability for reflection regions; images classified with no or few reflections 

present reflection masks with a significant lower occurrence of reflection regions, when 

compared with images classified as having some or many reflections. To ensure the quality 

of the presented algorithm, besides the visual inspection, the authors calculated the relative 

area of the obtained reflection mask in addition to the number of blobs. Figure 3 depicts 

the distribution graphs for each class of images that once again confirm our methodology. 

Clearly, as the classes advance in terms of the incidence of reflections, the values of 

relative area and number of blobs arise. 

However for class 1 a high maximum was obtained for the relative area and for class 2 

the same occurs for the maximum number of blobs. So, we have decided to look the 

corresponding images in more detail, which can be observed in figure 4. The first image 

was classified has having few reflections, in fact 3 subjects classified it as having few 

reflections and the other 2 subjects classified it as class 2, by looking at the original image 

it is fair to consider that this image was misclassified. The same happens with the other 

outlier of class 2, the image was classified as class 2 with 3 votes, and the other subjects 

voted class 3, this image should be considered as class 3. 
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No reflections (0) Few reflections (1) Some reflections (2) Many reflections (3) 

Figure 2: Examples of original images (first row) and resulting reflection detection masks 

(second row) for each class. 

Relative area of reflections 

 

Number of reflections 

 
Figure 3: Data distribution for relative area and number of reflections (vertical axis) for 

each class (horizontal axis). 

    
Figure 4: Images and resulting reflection detection mask of two outliers identified from the 

data distribution charts. 

5 Conclusions and Future Work 

The development of algorithms for pre-processing analysis especially designed for 

application in dermatological images acquired from mobile devices is definitely a requisite 

nowadays.  Algorithms capable of doing image quality assessment for these specific 

images are of extreme importance to ensure that images analysis obtains proper results. 

In this work we explore an algorithm to detect deteriorated zones due to reflection in 

dermatological images, either caused by the flash light or uneven illumination conditions. 

The presented methodology proved to be capable of performing such task. As far as we 

know this is the first study that performs the pre-processing of dermatological single 

images captured via mobile phone orientated to the skin cancer prevention. 

89



6 VASCONCELOS, ROSADO: REFLECTION DETECTION ALGORITHM 
 

 

As future work we intend to expand this study by augmenting the datasets, using 

images from different mobile phone brands as well as explore the suitability of this 

algorithm to general macroscopic images. The methodology of classifying the reflection 

should also be improved, for instance with the inclusion of more subjects in the 

classification or searching for alternative methods to generate a ground truth dataset. 
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Abstract 

The presence of artefacts such as hair shaft, thin blood vessel, ruler marking and air 

bubble in medical images makes the diagnosis of skin-related medical images very 

difficult. This paper uses a two-stage artefact detection termed Fast Image Restoration 

(FIR) via Canny algorithm and Line Segment Detection (LSD) operation for effective 

detection of artefacts. The Fast Marching Method (FMM) was applied at each stage 

for the removal of artefacts from a dermoscopic image in an unsupervised environment 

while ensuring morphological features of the lesion areas of the image data are 

preserved. Statistical Analysis performed to determine the accuracy of artefact 

recognition and repair validation of our method yields a Sensitivity of 98.27%, 

Specificity of 93.75% and Diagnostic Accuracy of 96.10%. These results indicate that 

our method gives an acceptable level of accuracy. 

1 Introduction 

Melanoma, which is currently the third prevalent cancer in some parts of the world were 

for instance reported to occur in 61.7 for every 100000 Australian men and 40.0 for every 

100000 Australian women [1]. The development of automated diagnosis systems, capable 

of performing some level of remote diagnosis of skin cancer diseases such as melanoma and 

basal cell carcinoma and equally assisting physicians in various imaging task has gained 

tremendous attention in the bioinformatics and computer vision research [2]. The efforts 

towards automation of diagnosis procedures are mainly geared to improve the speed of 

diagnosis and to increase the reproducibility of results. The automated diagnosis has also 

helped in reducing first-time diagnosis error which sometimes could be as much as 40% [3, 

4]. The presence of artefacts such as hair shaft, thin blood vessel, ruler marking and air 

bubbles in the medical imaging vision makes the diagnosis of skin-related medical imaging 

very difficult [5-7]. 

It is important therefore, to mitigate these challenges while still ensuring that quality and 

time-effective diagnosis can be achieved at a reasonable speed. A popular approach in the 

literature proposed by Lee [8] is DullRazor hair removal that uses a Top-Hat grayscale 

morphological closing operation to smoothen out low intensity data of thick dark hairs. The 

apparent challenge to most of the current effort is the limitation in detecting and repairing 
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thin hair structures while concurrently preserving the morphological features of the image 

data. The high computational resources required by most of these techniques also presents a 

challenge. 

This study proposes an approach using bilateral filter and a two-stage artefact detection 

termed Fast Image Restoration (FIR) via Canny algorithm [9] and Line Segment Detection 

(LSD) [10] operation with fast marching inpainting method in the attempt to autotomize hair 

occluded artefacts from dermoscopic image in an unsupervised environment while 

concurrently preserving the morphological features of the lesion image.  

2  Materials and Methods 

2.1 Algorithm 

The following algorithm is applied in this study for unsupervised restoration of Hair-

occluded lesion in a dermoscopic image. 

 

Step 1: Input dermoscopic image in RGB colour space. 

Step 2: Bilateral filtering [11] to perform edge-preserving smoothing operation on the lesion 

image in a CIE L*a*b space. 

Step 3: First-level hair-shaft and ruler marking detection using Canny operator [9] with 

Gaussian filtering and Progressive Probabilistic Hough Transform [12] on result of step 2. 

Step 4: Apply Fast Marching inpainting Method (FMM) [13]. 

Step 5: Dilate with kernel k2×2 in CIE L*a*b space to remove noise. 

Step 6: Second-level hair-shaft and ruler marking using a Line segmentation operator. 

Step 7: Re-applied fast marching inpainting. 

Step 8: Dilate again with kernel k2×2 in CIE L*a*b space to remove salient salty noise. 

2.2 Image Standardization 

In our experiments, we discovered that CIE*Lab produced a convincing result when 

compared to its counterparts (CIE L*u*v and CIE X*Y*Z) and the popular YCbCr colour 

space. This would also help to avoid device dependency requirement of RGB colour space. 

2.3 Filtering Techniques 

2.3.1 Gaussian Filter 

The Gaussian filter was used to compute the weighted mean of pixels, while being 

independent of image resolution and spatial location. One major challenge noticed with the 

use of Gaussian filter is that edge preservation, which is required in detection of the Hair-

shaft was an issue [see Figure 1(a), 1(c) and 1(d)]. 

𝐺𝑎𝑢𝑠𝑠𝑖𝑎𝑛 𝐹𝑖𝑙𝑡𝑒𝑟 𝐺〈𝛿〉𝑖 = ∑ 𝐺𝜎(||𝑖 − 𝑗||)𝛿𝑗                                                                           𝐸𝑞 1𝑗∈𝑆   

 

The problem above is caused by averaging of edges caused by the filters. Bilatering 

filtering or Diffusion could be used to resolve this challenge. 

spatial sigma 
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Figure 1(a) - Original 

 
Figure 1(b) - Bilateral 

 
Figure 1(c) - Gaussian 

 
Figure 1(d) - Median 

In this study, we applied the Bilateral filtering because of its non-iterative nature and to 

ensure that smoothening does not stop at thin lines as seen in Anisotropic Diffusion. 

2.3.2 Bilateral Filter 

The Bilateral filtering technique combines both range and domain filters. The traditional 

low-pass filters perform domain filtering and enforce closeness (neighbourhood in the 

domain) by weighting pixel values with coefficients that fall off with distance [11]. In 

contrast, the bilateral filter computes range filtering in addition to domain filtering. When 

smoothening an image, preservation of edges can be achieved by combining range filtering 

by domain filtering [see Figure 1(a) and Figure 1(b)]. Our implementation of domain 

filtering used is according to Gaussian filter [see 𝐸𝑞 1]. 

𝐺𝑟𝑎𝑦 𝐼𝑚𝑎𝑔𝑒𝑠:       𝐵〈𝛿〉𝑖𝑔
= 𝛽−1 ∑ 𝐺𝜎𝑠

(||𝑖𝑔 − 𝑗𝑔||)𝐺𝜎𝑟
(||𝑖𝑔 − 𝑗𝑔||)𝛿𝑗𝑔𝑗𝑔∈𝑆           𝐸𝑞 2  

 

𝐶𝑜𝑙𝑜𝑟𝑒𝑑 𝐼𝑚𝑎𝑔𝑒𝑠: 𝐵〈𝛿〉𝑖𝑐
= 𝛽−1 ∑ 𝐺𝜎𝑠

(||𝑖𝑐 − 𝑗𝑐||)𝐺𝜎𝑟
(||𝑖𝑐 − 𝑗𝑐||)𝛿𝑗𝑐𝑗𝑐∈𝑆              𝐸𝑞 3    

𝛽−1 𝑖𝑠 𝑡ℎ𝑒 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛 𝑓𝑎𝑐𝑡𝑜𝑟  

||𝑖𝑔 − 𝑗𝑔|| 𝑖𝑠 𝑡ℎ𝑒 𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦 𝑐ℎ𝑎𝑛𝑔𝑒𝑠  

||𝑖𝑐 − 𝑗𝑐||𝑖𝑠 𝑡ℎ𝑒 𝑐𝑜𝑙𝑜𝑟 𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 𝑖𝑛 𝑒𝑖𝑡ℎ𝑒𝑟 𝑅𝐺𝐵 𝑜𝑟 CIE 𝐿𝑎∗𝑏∗  

𝛿𝑗𝑔
𝑎𝑛𝑑 𝛿𝑗𝑐

𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡𝑠 𝑠𝑐𝑎𝑙𝑎𝑟 𝑎𝑛𝑑 3𝐷 𝑣𝑒𝑐𝑡𝑜𝑟 𝑞𝑢𝑎𝑛𝑡𝑖𝑡𝑦 𝑟𝑒𝑠𝑝𝑒𝑐𝑡𝑖𝑣𝑒𝑙𝑦  

2.4 Dilation Morphological Operation 

In relation to mathematical morphology, dilation provide a maximizing operation 

technique for causing bright regions within an image to grow, thus leading to removal of 

salient noise. It works by convolving an image 𝛿 with a structuring element (kernel) 𝜅 of any 

shape or size. 

        𝛿 ⊕ 𝜅 = ⋃(𝜅 + 𝜄; 𝜄 ∈ 𝛿)                                                      𝐸𝑞 4 

2.5 Artefact Recognition 

2.5.1 Progressive Probabilistic Hough Transform 

The Progressive Probabilistic Hough Transform (PPHT) was applied to estimate hair-

shafts and ruler marking based on the result of the Canny edge [see Figure 2(c) - 2(e)]. The 

PPHT performs line segmentation by using the difference in the fraction of votes needed to 

effectively detect lines with different numbers of supporting points resulting from operators 

such as Sobel and Canny. 

 
Figure 2(a) - 

source image 

 
Figure 2(b) –

filtered image 

 
Figure 2(c) – 

canny edge 

 
Figure 2(d) – mask 

from PPHT  

 
Figure 2(e) – line 

segment by PPHT 

domain sigma range sigma 

domain sigma range sigma 
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2.5.2 Fast Marching Inpainting 

Inpainting generally involves using textures and colours identical to a defined boundary 

of an identified gap to fill different regions in the gap defined by contour lines. We applied 

the Fast Marching Methods (FMM) proposed by Talea [13] as highlighted in the pseudo 

code below. 
𝐿𝑒𝑡 𝛿 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑎𝑛 𝑖𝑚𝑎𝑔𝑒 ℎ𝑎𝑣𝑖𝑛𝑔 𝑔𝑟𝑎𝑑𝑖𝑒𝑛𝑡 𝔤, such that 

            𝛿𝑖 = 𝑝𝑖𝑥𝑒𝑙 𝑣𝑎𝑙𝑢𝑒 𝑜𝑓 𝑖𝑚𝑎𝑔𝑒 𝛿 𝑎𝑡 𝑖𝑥,𝑦  

            𝛿𝑗 = 𝑝𝑖𝑥𝑒𝑙 𝑣𝑎𝑙𝑢𝑒 𝑜𝑓 𝑖𝑚𝑎𝑔𝑒 𝛿 𝑎𝑡 𝑗𝑥,𝑦  

            𝔤𝑖 = 𝑔𝑟𝑎𝑑𝑖𝑒𝑛𝑡 𝑣𝑎𝑙𝑢𝑒 𝑜𝑓 𝛿𝑖  ;      𝔤𝑗 = 𝑔𝑟𝑎𝑑𝑖𝑒𝑛𝑡 𝑣𝑎𝑙𝑢𝑒 𝑜𝑓 𝛿𝑗  

𝑖𝑓 𝔇 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝐹𝑖𝑟𝑠𝑡 𝑂𝑟𝑑𝑒𝑟 𝐴𝑝𝑝𝑟𝑜𝑥𝑖𝑚𝑎𝑡𝑖𝑜𝑛 (𝐹𝐷𝐴), such that 

           𝔇𝑖 = 𝐹𝐷𝐴 𝑜𝑓 𝛿𝑖   

           𝔇𝑗 = 𝐹𝐷𝐴 𝑜𝑓 𝛿𝑗   

then, it follows that 

           𝔇𝑖 = 𝛿𝑗 +  𝔤𝑗(𝑖 − 𝑗)  

𝑙𝑒𝑡 𝒩𝓏𝑖
= 𝑛𝑒𝑖𝑔ℎ𝑏𝑜𝑟ℎ𝑜𝑜𝑑 𝑝𝑖𝑥𝑒𝑙 𝑜𝑓 𝑠𝑖𝑧𝑒 𝓏 𝑜𝑓 𝑡ℎ𝑒 𝑘𝑛𝑜𝑤𝑛 𝑖𝑚𝑎𝑔𝑒 𝑎𝑟𝑜𝑢𝑛𝑑 𝑖  

       𝛽𝑖,𝑗 = 𝑤𝑒𝑖𝑔ℎ𝑡𝑒𝑑 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 𝑡𝑜 𝑝𝑟𝑜𝑝𝑎𝑔𝑎𝑡𝑒 𝑠ℎ𝑎𝑟𝑝 𝑖𝑚𝑎𝑔𝑒 𝑑𝑒𝑡𝑎𝑖𝑙𝑠 𝑡𝑜 𝑖𝑛𝑎𝑝𝑎𝑖𝑛𝑡𝑒𝑑 𝑎𝑟𝑒𝑛𝑎  

𝑖𝑓 ℜ 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑟𝑒𝑔𝑖𝑜𝑛 𝑡𝑜 𝑏𝑒 𝑖𝑛𝑝𝑎𝑖𝑛𝑡𝑒𝑑   

     𝔹 𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦 𝑜𝑓 𝑡ℎ𝑒 𝑟𝑒𝑔𝑖𝑜𝑛  

     ℜ𝑖  𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑖𝑛𝑖𝑡𝑖𝑎𝑙 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛 𝑖𝑛 𝑡ℎ𝑒 𝑟𝑒𝑔𝑖𝑜𝑛   

     ξ𝑖  𝑟𝑒𝑝𝑟𝑒𝑠𝑒𝑛𝑡 𝑖𝑛𝑝𝑎𝑖𝑛𝑡 𝑝𝑜𝑖𝑛𝑡 𝑖 ;      ξ𝑖 =
∑ 𝛽𝑖,𝑗𝔇𝑖𝑗∈𝒩𝓏𝑖

∑ 𝛽𝑖,𝑗𝑗∈𝒩𝓏𝑖

                                                              𝐸𝑞 5 

While (𝔹 still contains valid points)  

           𝑖  = pixel ℘  nearest to ℜ𝑖  

           perform interpolation on 𝑖 using 𝐸𝑞 5 

           advance 𝔹 into ℜ 

While the combination of Bilateral filtering, Canny operation and PPHT using well-

defined hysteresis threshold achieved a level of success, a thorough detection of the noise 

was not performed [see sample arrows drawn in Figure 3]. This challenge was addressed by 

performing a second-level artefact recognition using the line segmentation operator. 

2.5.3 Line Segment Detector 

We applied the LSD technique on results produced by FMM [see Figure 3] and generated 

edge points for the remaining hair-shafts as highlighted in Figure 4(a). The mask of Figure 

4(a) was obtained and used by FMM to perform a second-level inpainting that resulted in 

Figure 4(c). In this paper, we followed the recommendations by Gioi et al.[10] considering 

our objectives. The approach proposed in [10] is based on [14, 15] and Desolneux’s line 

validation method [16] using Helmholtz principle [17]. 

 
Figure 4(a) – line 

segment by LSD 

 
Figure 4(b) – LSD mask 

 
Figure 4(c) – result after 

applying FMM 

 
Figure 4(d) – 

morphologically dilated 

image 

While the result in Figure 4(c) looks promising, some artefacts as pointed out by the 

arrows were still noticeable. Morphological dilation was performed on Figure 4(c) to remove 

the salient salty noise and this resulted in output in Figure 4(d). 

 
Figure 3 – Inpainted image 

after applying FMM 
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3 Results and Discussions 

Our method has been applied to a dataset 1 of a total of 299 images. A total of 294 of the 

images are melanocytic lesion bound and 5 are non-melanocytic. Out of the 294 melanocytic 

images, 105 images were already histopathologically certified by the Dermatologists as 

melanoma and the remaining 189 images as being benign naevus. The ground truth of the 

artefacts was obtained from manual identification and sketch-trace of the visible artefacts in 

a given image. 

The implementation of each step in the highlighted algorithm of section 2.1 was 

computed on a virtual machine running Ubuntu 12.0.4.3 LTS, with base memory of 3096MB 

and 2 processors. The machine has VT-X/AMD-V hardware virtualization capability with 

nested paging. Average speed of execution of the complete algorithm is 380ms. 

In order to ensure that hair-shaft, including fine hairs and other related artefacts are well 

recognized, the first part of our approach is centred on smoothening of each image while 

retaining the edges of artefacts to be repaired. Our study indicates that the best filtering 

technique for our objective is bilateral filter [see Figure 1(a) – 1(d)]. The second part of our 

approach is focused on identification of artefacts in a given lesion using a two-stage 

detection process of the Canny operator with PPHT and line segment detector in that order. 

A remarkable result was achieved in our study because of the use of both Canny and LSD, 

rather than using only either of them. It is important therefore to state that applying the 

Canny operator with PPHT before LSD produced a better result than the reverse. 

The statistical analysis based on the metrics of Sensitivity, Specificity and Diagnostic 

Accuracy was used to determine the performance of artefact recognition and repair 

validation. Our proposed approach reports a true positive rate (Sensitivity) of 98.27% and a 

true negative rate (Specificity) of 93.75%. The diagnostic accuracy achieved is recorded at 

level high of 96.10%. Figure 5(a) – Figure 5(d) and Figure 6(a) – Figure 6(d) highlight a 

comparable output of our approach with that of DullRazor [8] and Zhou et al. [7]. 

 
Figure 5(a) – Original Image 

 
Figure 5(b) – DullRazor  

 
Figure 5(c) – Zhou  

 
Figure 5(d) – Our approach 

 
Figure 6(a) – Original Image 

 
Figure 6(b) – DullRazor  

 
Figure 6(c) – Zhou  

 
Figure 6(d) – Our approach 

4 Conclusion 

We proposed in this study a fast and effective approach towards repairing hair-occluded 

and other artefacts in a dermoscopic images. The artefact recognition involved a two-stage 

process of using Canny and LSD operator. Experimental results indicate our proposed 

approach is dependable, robust and can effectively repair lesions occluded with hair-shafts 

and air bubbles. Dermatologists can easily use our approach as a form of pre-processing of 

dermoscopic images before lesion segmentation and classification. Our approach worked 

well on various types of lesion as described in section 3. 

                                                           
1 The images were provided as a support in part by Dermatology Society of South Africa (DSSA). 
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Abstract 

Traumatic brain injuries are important causes of disability and death. Physicians 

use CT or MRI images to observe the trauma and measure its severity for diagnosis 

and treatment. Due to the overlap of haemorrhage and normal brain tissues, 

segmentation methods sometimes lead to false results. In this paper, we present a 

hybrid method to segment the haemorrhage region in trauma brain CT images. 

Firstly, the images are partitioned to small segments called superpixels and 

supervoxels in 2D and 3D spaces, respectively. Then the haemorrhage 

superpixels/supervoxels are grouped using their average intensity as feature. Finally, 

a distance regularized level-set is used to accurately delineate the exact boundary of 

the haemorrhage region. Evaluation is performed using the Jaccard overlap measure 

of our proposed technique against a modified distance regularized level-set and 

against the manually segmented ground truth. Our results suggest that performing 

level-set after superpixel/supervoxel segmentation provides better segmentation than 

superpixel/supervoxel intensity grouping alone and both these schemes perform 

better than the modified distance regularized level-set evolution method.  

  
Keywords, Traumatic brain injury, brain CT images, superpixel/supervoxel 

segmentation, level-set. 

1 Introduction 

Traumatic brain injuries (TBI) are usually caused by external forces on brain in 

accidents or head strikes and are considered an important cause of disabilities and death. 

TBI can range from subdural haematoma (SDH), epidural haematoma (EDH), intra-

cerebral haemorrhage (ICH), cerebral contusion, diffuse axonal injury (DAI) and 

cerebellar haemorrhage. Medical imaging modalities such as CT are widely used to 

establish severity and diagnosis and decide targeted therapy within early hours of injuries 
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and an accurate and timely decision is imperative for physicians to manage the patient 

more precisely and ensure better prognosis and outcomes. However, manually assessing 

neuro-imaging studies is a time consuming process and in such cases, computerized 

processing techniques are a useful ‘second opinion’ for physicians to measure the size, 

location and extent of traumatic region(s) more succinctly. 

Several methods have been used to segment and quantified the haemorrhage regions in 

brain CT images. Bhaudauria et al [1] proposed combination of Fuzzy C-Means clustering 

and region-based active contour to segment the haemorrhage region. They used clustering 

to find an initial mask and then propagate it to the haemorrhage boundaries using region-

based active contour. Prakash et al. [2] proposed an automatic procedure based on a 

modified distance regularized level set evolution (DRLSE) to segment haemorrhage in 

brain CT images. The method used DRLSE twice with different parameters. Firstly, a 

general intensity mask is defined by a set of DRLSE parameters to localize the 

haemorrhage region rapidly. Then the boundaries are detected in another level-set step by 

choosing the parameters so that the more accurate boundaries are detected. This method is 

sensitive to initial threshold values. Tao [3] developed a method to identify small acute 

intracranial haemorrhage. The probable regions are detected based on left-right asymmetry 

regarding to the vertical asymmetry line.  

Since the intensity values for haemorrhages overlaps with the normal tissues, it causes 

difficulties for segmentation task. The method proposed in [2] results in leakages in 

boundaries in which the normal brain tissue and trauma have very close intensity values. 

Furthermore, global threshold values are different for individual cases, and the user should 

predetermine them. In this paper, we intend to segment the haemorrhage regions using a 

hybrid method consisting of superpixel (SP) /supervoxel (SV) segmentation partitioning, 

grouping and level-set boundary detection. The method has been evaluated in both 2D and 

3D spaces. 3D volume of segmented haemorrhage is calculated and then compared to the 

ground truth.  

The paper is organized as follows. Section 2 describes the steps of the proposed 

method. Section 3 analyses experimental results and simulations. Finally, section 4 

presents conclusion and future work.    

2 Proposed Method 

The proposed method is a hybrid algorithm and consists of three main steps and is 

implemented in two dimensional and three dimensional spaces. The flowchart of the steps 

for the proposed method is shown in Figure 1. 

 

Figure 1: Flowchart of the proposed method in 2D, the 3D implementation is similar. 

CT 

Dataset 

Brain 

Extraction 
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Labelling 

Intensity 
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Regularised 
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2.1 Brain segmentation 

Scalp and background are easily segmented by thresholding due to their distinct 

Hounsfield Unit values. The soft tissue which contains both brain and traumatic regions 

are segmented using conventional grey-level thresholding. The outcome consists of all 

types of soft tissues such as brain, skin etc. The connected components of the segmented 

regions are extracted and the largest 3D component is considered as brain region. The 

separated brain image is shown in Figure 2-a.  

2.2 Superpixel Segmentation 

We use the simple linear iterative clustering (SLIC) superpixel method proposed in [4] for 

segmentation.  Each slice is gridded to small equal square sections of a user-defined size, 

which are considered as initial superpixels. To perform the process we need the centres of 

each region for further calculations. In the first instance, the geometrical centres of these 

squares are considered as superpixel region centres. Then the locations of the centres are 

updated according to the mean value of the pixel coordinates of each cluster. The distance 

between each pixel in the image to the bounded cluster centres are computed and a label of 

the closest cluster centre is assigned to the target pixel. The distance is calculated by 

defining the intensity difference between the ith pixel and the jth pixel, dc, and location 

distance, ds, with the following formulas: 

    √       
           (1) 

 

    √       
          

         
              (2) 

 

where I is intensity and (x, y, z) are pixel location coordinates in the image. By 

combining the distances and applying a compactness factor, m, we derive the following 

distance measure:  

  √  
  ( 

  

 
)
 

                               (3) 

 
where, m, is the compactness coefficient. A higher value of m results in more compact 

segments and a lower value creates more flexible boundaries. The principles of three-

dimensional supervoxel are similar to 2D segmentation. There are only a few 

modifications in initial gridding and the formulation. For the specific case of brain CT 

images, the intensity distance is the same, because the images are grey-level. Only the z 

direction is added to the location distance, ds.  Figure 2.b shows the superpixel 

segmentation of a CT brain image containing a haemorrhage region. 

2.3 Grouping the Superpixels 

A superpixel feature map is created by calculating the mean intensity of all the pixels 

within each superpixel. Figure 2.c shows an example of the superpixel feature map. Once 

the user selects a point inside the target region, the corresponding intensity feature related 

to its corresponding superpixel is determined. All the superpixels with a value in the range 

of a confidence margin 3, adjacent to the chosen superpixel are selected. The neighbouring 

superpixels are determined using connected components by finding the adjacent labels 

connected to the central superpixel. Finally, these superpixels are grouped together to 

make an initial contour for the next stage of the proposed method. The outcome of 
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superpixel grouping is shown in Figure 2.d. A similar three dimensional approach was 

used in the case of supervoxel implementation. 

2.4 Level-set Segmentation 

The level-set (LS) algorithm tries to move the contour of a zero level set function to the 

image boundaries by minimizing a cost function. Li et al [5] proposed a new approach for 

the level set method which increases the stability and omit the reinitialization and its 

numerical errors. Their method tries to move the initial level set to the boundaries by 

minimizing an energy function: 

                     

where,       is the level-set regularization term, µ is a constant, and         is the 

external energy of the image. 

    The region obtained in the superpixel grouping stage is used as an initial level set 

function for running DRLSE. For noise reduction, a 3x3 median filter is applied on the 

image. This guarantees smoothing without affecting the edges in the image and missing 

any boundary information. The level-set parameters are empirically defined as follows: 

weight of distance regularization term = 0.4, the coefficient of the weighted length term L 

= 0.5, coefficient of the weighted area term A = 0.1, the width of the Dirac delta function = 

1.5, internal iterations = 5, maximum external iteration = 100. The stopping condition for 

the iterations is based on the difference of pixel number between two iterations. Regarding 

to [4] this threshold is empirically defined as 10 pixels.  This step guarantees that the 

boundaries of the superpixel segmentation stick to the haemorrhage region boundaries. 

 

( a ) ( b ) ( c ) ( d ) 

Figure 2: Superpixel segmentation and grouping result: a) brain extracted from original 

image, b) superpixel segmentation result, c) feature map, d) grouping the partitions. 

3 Results 

The implementation is utilised in MATLAB 2013b installed on a PC with Windows 8 

platform. The proposed method has been evaluated on a cohort of seven CT scans 

containing different types of traumatic injuries such as: intra cerebellar, Gyrriform, 

cerebral contusion, and intracranial haemorrhage. The data were acquired on a Toshiba, 

Activion 16, CT scan machine. Each CT slice is stored in DICOM file format, with matrix 

size 512x512, and spatial resolution 0.468x0.468 mm, and slice thickness of 1.0 mm. 

Overall, 398 haemorrhage affected CT slices were examined; analytically the number of 

affected slices for subjects 1 to 7 were: 90, 87, 84, 26, 20, 31, 60, respectively. The ground 

truths for evaluation of the results are manual segmentations by an experienced 
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neurologist. The Jaccard measure is used to evaluate the overlap between the segmentation 

results and the manual ground truth: 

 

   
|   |

|     |
             (4) 

 

where, M and S are the manual and the proposed segmentation masks, respectively.  

The segmentation results for both 2D and 3D procedures are compared with the results 

produced by the modified DRLSE method, superpixel and supervoxel grouping from step 

2.3.  

The compactness coefficient for both 2D and 3D SLIC segmentation is considered 10. 

The resolution for initial superpixels is 10x10 and for the supervoxel volumes is 10x10x5. 

Figure 3a – 3c, shows the boundaries extracted using our hybrid supervoxel combined with 

level-set segmentation (blue line) and manual segmentation (red line). Three-dimensional 

rendering of the proposed method, namely superpixel segmentation followed by level-set, 

is presented in Figure 3d. 

 

Figure 3a – 3c, axial, coronal, and sagittal views respectively. Figure 3d, shows a 3D 

rendering with proposed method and manual overlays.  

 

The mean and standard deviation of Jaccard overlap measure are listed in Table 1 for 

each dataset. The results show that the proposed method improves the accuracy of the 

segmentation comparing to modified DRLSE method. Furthermore, the secondary stage of 

level-set segmentation for both superpixel and supervoxel partitions, increase the accuracy 

in all the datasets.  

4 Conclusion 

A hybrid haemorrhage segmentation and measurement technique is proposed in this paper.   

The method is based on superpixel/supervoxel grouping and subsequent level-set 

segmentation. Subvolume partitions with similar features to the selected region point, that 

are connected together, are grouped as initial volumes and then an accurate boundary is 

a b 

c d 
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determined using level-set method. The results show that the proposed technique offers 

better robustness in older trauma cases were CT HU of the affected intensity values are 

near to those of normal tissues. The segmentation accuracy in the case of small 

haemorrhage regions is not satisfactory; however, we solved this problem by decreasing 

the initial superpixel/supervoxel size. In future works, other measures such as textural 

features of the superpixels/supervoxels will be considered for their groupings. 

 

 

 

Level-set 

Mean ± STD 

Superpixel 

Segmentation  

Mean ± STD 

Supervoxel 

Segmentation  

Mean ± STD 

Superpixel + 

Level-set  

Mean ± STD 

Supervoxel + 

Level-set  

Mean ± STD 

Case 1 
0.6716 ± 
0.1201 

0.8328 ± 
0.0797 

0.7862 ± 
0.1136 

0.8621 ± 
0.0701 

0.8161 ± 
0.1017 

Case 2 
0.3242 ± 

0.2218 

0.7763 ± 

0.0915 

0.7367 ± 

0.1454 

0.8102 ± 

0.0888 

0.7586 ± 

0.1407 

Case 3 
0.4605 ± 

0.2577 

0.7962 ± 

0.1368 

0.7311 ± 

0.2250 

0.8158 ± 

0.1109 

0.7498 ± 

0.2296 

Case 4 
0.6397 ± 
0.3364 

0.7987 ± 
0.0562 

0.6373 ± 
0.1459 

0.8469 ± 
0.0450 

0.6806 ± 
0.1632 

Case 5 
0.5081 ± 

0.1873 

0.8572 ± 

0.0829 

0.8193 ± 

0.0760 

0.8723 ± 

0.0775 

0.8383 ± 

0.0784 

Case 6 
0.4565 ± 

0.1009 

0.6511 ± 

0.0750 

0.6237 ± 

0.1045 

0.6604 ± 

0.0878 

0.6388 ± 

0.1213 

Case 7 
0.5642 ± 
0.1862 

0.7985 ± 
0.0760 

0.7573 ± 
0.0659 

0.7810 ± 
0.1002 

0.7827 ± 
0.0630 

Table 1: Mean and standard deviation of the Jaccard overlap measure. 
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Abstract 

We investigate incorporating structural information from segmentation into a 

groupwise registration framework. Previous work by Petrovic et al., using MR brain 

images, showed that using tissue fractions to help construct an intensity reference 

image gives better results than just using intensity images alone. In their work, a 

Gaussian Mixture Model (GMM) was fitted to the 1D intensity histogram, then used 

to construct tissue fraction images for each example.  The mean fraction images were 

then used to create an artificial intensity reference for the registration. 

By using only the mean, this discarded much of the structural information. We 

retain all this information, and augment each intensity image with its set of tissue 

fraction images (and also intensity gradient images) to form an image ensemble for 

each example. We then perform groupwise registration using these ensembles of 

images. 

This groupwise ensemble registration is applied to the same real-world dataset as 

used by Petrovic et al. Ground-truth labels enable quantitative evaluation to be 

performed. It is shown that ensemble registration gives quantitatively better results 

than the algorithm of Petrovic et al., and that the best results are achieved when more 

than one of the three types of images (intensity, tissue fraction and gradient) are 

included as an ensemble. 

1 Introduction 

Previous work [1,6,7] has shown that integrating segmentation and registration in a unified 

framework gives better results. Asburner et al. [1] showed that repeated iteration among 

segmentation, bias correction, and registration of brain images gives better results than 

serial applications of each component. On the other hand, Konukoglu et al. [6] integrated 

segmentation into registration to improve robustness of the registration. The segmentation 

automatically labels structures of human anatomies in its found regions.  This integration 

shows improvement on CT image alignments. 

In Petrovic et al. [7], a Gaussian Mixture Model (GMM) is fitted to the intensity 

distribution of MR brain images. Each image is taken to consist of three main tissues 

(CSF, grey matter (GM) and white matter (WM)) plus partial-volume voxels. This model 

then enables the construction of a set of tissue fraction images for each image in the set. 

The mean fraction images across the group are then used to create an artificial intensity 
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reference to be registered with its original intensity image during registration. Their results 

out-performed those which just used intensity images alone. 

However, the use of a 1D intensity image histogram in their method sometimes suffers 

from the problem of failing to find the correct parameters, such as the tissue mean 

intensities. Hence segmentation fails for some images, as is shown in Figure 1(a). 

However, since just the mean fraction images were used to create the reference, their 

algorithm was not overly sensitive to these failures. However, this also means that only a 

limited amount of the structural information is actually used.  

Our current method is designed to use all of the structural information available. This 

means including not just the tissue fraction images, but also intensity and gradient images 

to form an ensemble of images for registration. This integration hence makes better use of 

all available information for alignment of structures. 

However, this requires a more robust GMM fitting algorithm than that used by Petrovic 

et al. [7]. We achieve this by using the 2D intensity value-and-gradient histogram [2], 

which gives a more robust estimate of the GMM intensity parameters. We show that our 

method improves on that of Petrovic et al. [7]. Tanimoto overlap values [3] for the ground 

truth labels are used to evaluate the registration, and show that combining image types into 

an ensemble gives the best results.  

 2 Method 

Given a set of images, we are going to perform groupwise ensemble registration from each 

example image in the set. The way to do this is by segmenting each image into tissue 

fraction images and then constructing an ensemble of images consisting of those fraction 

images and the original intensity image (plus intensity gradient image derived from the 

original image). This can be viewed in two ways: either as each example consisting of a 

stack (or ensemble) of images, or as each example image now being a vector-valued 

feature image, with intensity, fraction, gradient etc. being components of the vector. This 

will be further explained in the following sections. 

2.1 Tissue Segmentation 

We consider the case where different tissues in an image have different intensity 

distributions hence tissue segmentation can be performed by analysis of the intensity 

histogram. In Figure 1(a), we show a typical 1D intensity histogram (red). The GMM 

fitting algorithm used by Petrovic et al. [7] gives the model shown in black. In this case the 

1D algorithm fails to correctly locate the pure-grey-matter Gaussian, and the segmentation 

fails. We hence use the 2D intensity value-and-gradient histogram instead [2]. As can be 

seen in Figure 1(b), the pure tissue peaks are located at the feet of the arcs that correspond 

to partial-volume mixtures of tissues. The gradient, which describes intensity changes 

within images, is highest at the boundary between tissues, hence can separate partial-

volume boundary pixels from the pure-tissue pixels (see [2] for further details). So it could 

be said that as well as gradient information being useful for registration [5], this shows that 

it is useful for segmentation as well. 

A greedy algorithm is used to locate the peaks/means for model fitting (Figure 1(b)). 

After finding the first peak, this algorithm defines an excluded zone (grey lines) before 

finding the next peak. This is to avoid having multiple local peaks, and is repeated until all 
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(a) 1D histogram                                (b) 2D histogram 

Figure 1: Intensity 1D histogram (Left) and the new intensity-gradient 2D histogram 

(Right), to the same horizontal scale. (a) The red line is the image histogram, and the 

black line is the failed GMM fit, which consists of a sum over 3 pure tissue Gaussians, 

plus 3 mixtures (coloured lines); (b) The 2D Intensity-gradient vs Intensity histogram. 

The yellow/red regions at the feet of the yellow arcs give the new estimates of the pure-

tissue means (shown by the vertical grey lines and the black circles). 

three peaks are found. These peaks give the means for the three Gaussians, which are kept 

fixed during the optimisation of the fit, and we optimise all the other parameters such as 

variance and weights by using Sum of Squared Differences. 

We have found that using this procedure, it was possible to correctly fit all the image 

histograms in the set, including those where the 1D histogram fitting procedure is failed. 

2.2 Ensemble Registration 

Now we have robust segmentation of the histogram, this can be used to relate image 

intensities to tissue content [2], hence segment the image to obtain 3 tissue-fraction 

images. These can then be combined with the original intensity image. As noted above, we 

also include the intensity gradient image [5]. This then gives a 5 component image 

ensemble for each example in the set. Registration can then be performed to the reference 

in the usual way, but with a separate reference image for each component. The objective 

function then must be summed across components as well as across the set. Using Sum of 

Absolute Differences, we then have an objective function of the form: 

 

       
     

      
 
      ̃   

 
                          (1) 

 

where                        are the indices for example number from the set, 

and image ensemble component respectively, whereas A runs over all pixels in the image. 

For each component,  ̃   
 

 is the reference image for that component, and is taken to be the 

mean over the set. Each image in the ensemble is scaled to lie in the range 0 to 1, with the 

full range of values retained, so that the different components are commensurate. Each 

component hence contributes equally to the objective function. It would obviously also be 

possible to weight the individual components, but here we are just interested in using a 

component compared to not using it, hence we give all components equal weight. 

The same multi-resolution image warping framework (piece-wise affine deformation) 

as was used in [7] is applied, to enable a true comparison of the registration objective 

functions. The algorithm is applied to the same dataset as in [7] (37 MR brain image slices, 

from 37 different individuals, of size           pixels).  
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2.3 Evaluation: Ground Truth Labels  

On this set of MR brain images there are 64 ground truth tissue labels. However, some 

labels are of very small volume. Hence to get a more informative comparison, Petrovic et 

al. [7] consider just the main labels having the most contribution to the image set, which 

are the 8 labels consisting of white matter, grey matter, caudate, and lateral ventricle, left 

and right in each case. For analysis and comparison purposes with other datasets, we 

arrange our labels into 4 tissue sets, CSF (not including background), GM, WM, and other 

tissues. Some samples of ground truth labels from this image set are given in Figure 2.  

We perform quantitative evaluation of the registration using Tanimoto overlaps on 

these different tissue sets, which we found to be more informative than the single 

variously-weighted combination used in [7]. These evaluation results are presented in the 

experiment section. 

3 Experiments 

For our initial comparisons, we consider two modifications to the original method of 

Petrovic et al. [7] (results in Table 1). It was noted that they had three pairwise mixtures in 

their method, including the mixture WM-CSF. Given the problems with segmentation (see 

Section 2.1), we first restricted mixtures to those sorted by intensity
1
, so we include CSF-

GM, and GM-WM, but not CSF-WM [4].  Together with pure tissues, this then gives 5 

possible classes. We also modify slightly the mappings from intensity values to fraction 

values. In [7] (see Eqn. (4)), a hard assignment of pixels to the most probable class was 

made, whereas we use a softer assignment [4], which gives a smoother, continuous 

mapping. In the second modification, we additionally replace the 1D histogram method 

with the 2D histogram method (see Section 2.1). As well as these slight modifications of 

the original algorithm, we also include the Ensemble registration (1). For completeness, we 

consider all seven possible combinations of components in the ensemble, where F denotes 

the inclusion of the 3 fraction images, I denotes intensity images, and G intensity gradient. 

It is slightly surprising that the first two modifications, which could be viewed as 

having a better theoretical justification, either make things worse, or have a negligible 

effect. More importantly, it can be seen that the Ensemble registration can produce slightly 

better results than the algorithm of Petrovic et al. [7]. In terms of single-component-type 

registration, in general gradient alone is the worst, followed by intensity, but with fraction 

images being the best. This is perhaps explained by the fact that the single-tissue mean 

intensities vary for this dataset (which is why the example-specific reconstructed intensity 

reference images were created by Petrovic et al. originally). This might mean that gradient 

(which removes this factor) should perform better than intensity is. Except the largest 

gradients are in the region of the skull (see Figure 3), but there are no labels (see Figure 2) 

associated with the skull, so that this region does not even enter into the evaluation! 

1 See Figure 1b), where the two prominent yellow arcs correspond to the two included mixtures, with little 

evidence of a CSF-WM arc (the other arc corresponds to skull mixtures, which are not included in the GMM). 

 
Figure 2: The main ground truth labels. 
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The pairs-of-component-types results respect this ordering, so that fraction-plus-

gradient outperforms intensity-plus-gradient, intensity-plus-fraction outperforms intensity 

plus-gradient, and fraction-with-intensity is better than fraction-with-gradient. Finally, the 

combination of all three component types is always ranked first or second. 

These results clearly show that the explicit structural information in the tissue fraction 

images is needed, and that it seems to be of better value than simpler quantities such as 

intensity gradient (since we take the absolute magnitude of the gradient, rather than a full 

vector-valued gradient image, some information is lost when we take the gradient).  

Figure 3 shows initial and final component reference images respectively for the full 

ensemble registration (FIG). This shows that as registration progresses the alignment of 

structures improve, and the reference images consequently become sharper for all 5 

components of the ensemble.  

4 Discussion and Conclusions 
We have demonstrated that integrating segmentation and registration can improve the 

registration results over using intensity images alone. As known correspondences achieved 

by registration can help segmentation to find the structures, on the other hand the found 

structures from segmentation can speed up the registration. Hence their integration can 

benefit each other. 

Registration  
Tanimoto Values for Tissue Set 

CSF grey white others 

Petrovic et al. [7] 0.6854(9) 0.5804(6) 0.700(1) 0.458(3) 

Modification 1 0.665(4) 0.576(1) 0.6884(7) 0.457(7) 

Modification 2 0.675(2) 0.571(2) 0.698(1) 0.459(4) 

F 0.678(4) 0.575(1) 0.7021(8) 0.507(4) 

I 0.646(3) 0.5393(7) 0.652(3) 0.32(1) 

G 0.524(4) 0.468(1) 0.6211(9) 0.499(9) 

I F 0.690(5) 0.582(1) 0.7069(1) 0.508(5) 

G F 0.675(5) 0.577(1) 0.704(1) 0.515(4) 

G I 0.666(2) 0.553(1) 0.6792(6) 0.462(4) 

F I G 0.686(3) 0.584(1) 0.709(1) 0.509(2) 

Table 1: Tanimoto values by tissue set, for various registration methods. The best two 

values in each column are highlighted. Bracketed numerals show the estimated errors. 

     

     

Figure 3: The top and bottom rows show initial and final component reference images 

respectively for the full ensemble registration (FIG). From Left to Right, the components 

are CSF & background, GM, and WM, intensity, and intensity gradient magnitude. 
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In order to achieve our integration, we had to improve the performance of the 

segmentation stage. This was done by using a 2D intensity value-and-gradient histogram 

rather than a simple 1D intensity histogram. This gave a more robust segmentation of the 

images into tissue-types as shown in Figure 3. 

We have also shown that adding further structural information, in the form of tissue 

fraction images, further improved registration results. We have shown that Ensemble 

registration using combinations of more than one type of images (intensity, fraction, and 

intensity gradient) can also produce slightly better results than previous algorithms [7]. 

This previous work also used segmentation but in a rather different way, in that it was used 

to reconstruct an artificial intensity reference image from reference fraction images.  

Finally, it should be noted that whilst our results clearly show that combinations of the 

various types of images are needed to get the best Ensemble result, these results only used 

a naïve equal-weighting of components (1), and it is possible that tuning the weighting of 

the components could give a further improvement.  

5 Future Work 
In order to enable a direct comparison with previous work, we have reported extensive 

experiments on the set of 37 MR brain image slices as used previously. However, we also 

have available 5 other similar (but larger) datasets, with ground-truth annotation, and we 

are in the process of performing a similar series of experiments on these other datasets. In 

particular, there are no theoretical reasons why the algorithm cannot be applied to 3D data. 

Our current experiments just use a repeated pairwise matching to the mean method of 

groupwise registration. Our next extension of our method is to consider all the image set 

during registration, by using a fully groupwise algorithm.  

Furthermore, we also intend to consider extending our method to other types of images, 

such as radiographs of hands. This will be more challenging, since the tissue segmentation 

needed will be different. Such radiographs may introduce other problems, since they are 

created from projections of 3D objects, unlike MR images which are truly volumetric. 
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Education of Indonesia (DIKTI) for providing funding. 
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Abstract

Laryngeal high-speed videos are a state of the art method to investigate vocal fold
vibration but the vast amount of data produced prevents it from being used in clinical
applications. Segmentation of the glottal gap is important for excluding irrelevant data
from video frames for subsequent analysis. We present a novel, fully automatic segmen-
tation method involving rigid motion compensation, saliency detection and 3D geodesic
active contours. By using the whole color information and establishing spatio-temporal
volumes, our method deals with problems due to low contrast or multiple opening areas.
Efficient computation is achieved by parallelized implementation using modern graphics
adapters and NVidia CUDA. A comparison to a semi-automatic seeded region growing
method shows that we achieve improved segmentation accuracy.

1 Introduction
In our service oriented society speech is the main form of communication between people
and has gained a tremendous economic value. In the US around 60% of the jobs require
communication skills [8] and therefore voice disorders are a factor in a country’s economy.
Diagnosis and classification of these disorders have become important research topics in re-
cent years. In this context laryngeal high-speed videos (LHSVs) have emerged as a very
sophisticated tool [3]. An important limitation of this method is the vast amount of video
material produced in a single investigation, which makes it nearly impossible to use in clin-
ical applications. Therefore, methods for automatically processing LHSVs with the aim of
detecting vocal fold vibration patterns are highly relevant for voice disorder research. Espe-
cially the automated segmentation of the glottis area, which is the opening between the vocal

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Image processing pipeline for automatic glottis segmentation.

folds (see Fig. 1), is an important preliminary step for later assessment of spatio-temporal
plots (i.e., phonovibrograms [7]). Typical obstacles for the segmentation are the drift of
the glottis due to breathing and patient movement, fluid artifacts, or brightness changes and
contrast inadequacies during acquisition. The clinical standard method [6] is far from ideal
in terms of accuracy and user input efficiency. In this work we propose a method to auto-
matically segment the glottis from LHSVs using the full color information, taking motion
compensation into account and processing the 3D temporal volume at once. Efficiency is
achieved by a parallelized implementation using modern graphics adapters.

1.1 Related work

One of the first LHSV segmentation methods was presented by Lohscheller et al. [6] based
on a seeded region growing (SRG) algorithm. The manual seed point and threshold selection
on a large number of frames throughout the video is a time consuming task, that crucially
depends on the choice of a proper homogeneity criterion. Another drawback of this method
is its lack of motion compensation. Demeyer et al. [4] extended this method to get rid of
user intervention. After locating the maximal glottal opening in every cycle, they look for
dark elliptical regions to estimate glottis center and area. The center point is used as seed in
the following SRG algorithm, which continuously adapts its threshold until the segmented
region is larger than the previously estimated one. This segmentation result is adapted to the
other frames in the cycle by using level sets. Similar to [6] this algorithm has problems due
to leaking of the SRG and the parameters of the 2D level set are crucial but hard to select.
Level set propagation heavily depends on the SRG initialization. Karakozoglou et al. [5]
proposed a way to localize the glottis and find frames with the maximum glottal opening
to calculate a bounding box for every cycle. The following image segmentation uses frame
by frame 2D active contours. For this method the starting curve is of great importance and
they propose two automatic ways for curve initialization on the landmark frames. Despite
showing promising results, initital curve calculation per frame is not very robust due to
leaking, leading to the need for manual post-correction.

Our contribution is an algorithm that extends these methods by performing a 3D seg-
mentation on the spatio-temporal volumes at once, making use of the full color information.
We incorporate a motion compensation step to correct for rigid patient or camera drift in a
pre-processing step and tackle the leaking problem by a salient region detection initializing
the segmentation. No user intervention or manual refinement is required in our method.
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2 Method
We set up an image processing pipeline as depicted in Fig. 1 to tackle the specific problem
of glottis segmentation from LHSVs. The typical behavior of the glottis during voice pro-
duction is a repeated opening and closing process. The frame rate is much higher than the
fundamental frequency of the vocal folds, which allows treating the glottography videos as
3D temporal volumes. To get rid of artifacts we apply an edge-preserving denoising filter to
the 3D temporal volume, followed by a rigid registration of subsequent frames. The core of
our method is the saliency detection using a boolean map approach, which gives us the seed
regions located in the interior part of the glottis. The following 3D segmentation uses these
seeds to compute the opening and closing glottis volumes.

2.1 Preprocessing
Edge-preserving denoising is used on the frames to get rid of light and fluid artifacts while
keeping important edge information intact. Our implementation follows the total variation
based 3D denoising paradigm that regularizes the L1 norm of the gradients in the denoising
solution. The continuous convex optimization scheme is based on the primal-dual algorithm
from Chambolle and Pock [1]. We apply this method to each color channel separately.
Preventing smoothing over the important edge information is crucial for later segmentation.

To get rid of global patient or camera movement, the frames have to be registered onto
each other. The high frame rate of the recording provides a certain advantage for the image
registration because we can assume that there is no movement between two or even more
consecutive frames, since camera or patient drifts occur more slowly over the videos. There-
fore, to speed up this process we only register every tenth image to our fixed image and apply
the transformation to the four frames before and the five after the registered frame. For im-
age registration we use a slightly modified version of the magnitude difference minimization
method proposed by Delisyki et al. [2] by additionally taking rotation into account. This is
essentially an intra-modality registration using the sum of absolute color pixel differences as
a similarity measure. Since individual differences between frames are small, it is feasible to
solve this registration problem globally by an exhaustive search strategy over the two trans-
lation and the rotation parameters in a limited parameter range. Efficient computation of this
step is achieved by a parallel NVidia CUDA GPU implementation.

2.2 Saliency detection
The saliency detection is crucial in our image processing pipeline as it provides seed points
in the interior of the glottis that initialize the following segmentation algorithm. We face
a saliency detection problem, where we have to calculate a saliency map from an RGB-
image to represent the interesting regions, defined as areas fully surrounded by background.
The glottal opening is a dark area surrounded by tissue, thus fulfilling these requirements.
Without the previous denoising step fluid artifacts or tissue anomalies would be detected as
interesting regions as they are usually areas on a homogeneous background.

2.2.1 Boolean Map based Saliency

We adapted a method proposed by Zhang and Sclaroff [10], as depicted in Fig. 2. The main
idea is to generate boolean maps by thresholding the different color channels. We use the
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Figure 2: Saliency detection based on boolean maps, adapted from [10].

CIE Lab color space due to its perceptual uniformity with all channels scaled to [0,255].
In order to generate boolean maps we iterate through all the channels and sample them at
a certain intensity threshold value θ , which is increased by a fixed step size δ after each
iteration. An attention map is calculated by closing the surrounded regions or holes of the
boolean map followed by a division by its Frobenius norm to emphasize small concentrated
areas. The results are then combined to a mean attention map and a threshold operation
filters out small and irrelevant signals. With the use of a connected component analysis the
darkest and biggest area is found and used as seed region for the segmentation.

2.3 Image Segmentation

The 3D spatio-temporal volume segmentation problem can be formulated as a Markov Ran-
dom Field and solved using graph cuts. We formulate this problem as the equivalent con-
tinuous formulation using the calculus of variation, which leads to a convex geodesic active
contour based on the weighted total variation (GAC-TV). Minimization of this functional
has been demonstrated in [9] and leads to a temporally smooth globally optimal minimal
surface solution. We work solely on the gradient information of the 3D temporal volume,
computed from the RGB values according to Vgrey = 0.2126R+0.7152G+0.0722B.

The initialization regions come from the salient region detection step described above and
the 3D segmentation iteratively evolves them towards the edges of the temporal volume. This
segmentation method in 3D gives an advantage over traditional active contour algorithms
like [4, 5], since it allows to fill in topologically disconnected regions in single frames.

3 Experiments and Results
Our algorithm is intended to process LHSVs that typically consist of 4000 frames/s at a res-
olution of 256× 256 pixels covering two seconds of phonation. To quantitatively evaluate
our method, on the one hand temporal sub-volumes of consecutive frames and on the other
hand randomly chosen single frames from a number of videos were selected. Our exper-
imental setup consists of two 60- and one 30-frame video sequences as well as 25 single
frames randomly picked from different videos, involving healthy and disordered subjects.
For all frames an experienced computer vision researcher has performed a manual segmen-
tation of the glottis, which was investigated and corrected by an expert in kymography and
voice disorders. These segmentations are the ground truth to which we compare our pro-
posed algorithm as well as an implementation of the clinical standard [6]. For quantitative
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Figure 3: Box-whisker plots showing four different experiments with the proposed method
in green and SRG [6] in blue. Exp. 1 and 2 are the two 60-frame videos, Exp. 3 is the
30-frame sequence and Exp. 4 represents the 25 randomly picked frames.

evaluation we compute the Dice coefficient as a segmentation overlap measure for each seg-
mentation approach and the ground truth segmentation. The Dice coefficient (DC) is defined
as DC = 2|A∩B|

|A|+|B| , with A the ground truth and B a segmentation. It computes a value between
0 and 1, which we present as an overlap percentage. All the calculations were performed on
a Linux machine using an Intel Core i7 and an NVidia GeForce GTX 580 graphics adapter.

The segmentation results can be seen in Fig. 3, where the proposed method is far more
accurate with median values of 82.9, 93.2, 66.1 and 70.1 % compared to 67.4, 79.8, 27.5 and
51.5 % of the SRG method. Some of the outliers can be explained due to the nature of the
dice index, which over-emphasizes relatively small mistakes for small structures (i.e. missing
a ground truth segmentation that only consists of a single pixel would result in overlap DC =
0). There is also a great advantage when it comes to speed, as the proposed fully automatic
method takes only 50 seconds to segment 100 frames compared to 3.5 minutes of the SRG
method, which also highly depends on the experience of the user. Figure 4 shows exemplary
qualitative segmentation results of the two methods in the three different videos. The low
contrast at the bottom of Fig. 4(a,i) poses a leaking problem for the threshold based SRG
method (see Fig. 4(c,k)), whereas the proposed method does not have this problem (see
Fig. 4(b,j)). Figure 4(j) indicates a problem of the proposed algorithm. Due to the narrow
connection between the bottom and top region, the edges in this part of the image are not
sufficient to detect, which makes it expensive for the GAC-TV segmentation to connect these
two areas. The frames in Fig. 4(e-h) show that on an image with a high contrast difference
and a big opening area both methods work well.

4 Conclusion

A fully automatic algorithm for glottis segmentation from LHSVs has been proposed, which
combines motion compensation, robustness to video artifacts and a fully 3D segmentation
algorithm to efficiently process glottography video material. A comparison with the clinical
standard method has revealed a higher segmentation accuracy and at the same time requires
no user interaction, thus our expected run-time scales much better to the real-world applica-

115



6 SCHENK ET AL.: GLOTTIS SEGMENTATION FROM HIGH-SPEED VIDEOS

Figure 4: Qualitative results. (a,e,i) original frames, (b,f,j) segmentation results of the pro-
posed method (c,g,k), segmentation results of the SRG method and (d,h,l) ground truth.

tion of segmenting thousands of video frames. Future work will concentrate on evaluating a
larger database as well as a comparison to further related algorithms.
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Abstract

In this paper we propose a method for automatic wrangling of missing or noisy ac-
quisition plane information of cardiac magnetic resonance images in order to simplify
case filtering and image lookup in large collections of cardiac data. To recognize stan-
dard cardiac planes we use features based on image miniatures combined with a decision
forest classifier. We show that augmenting the dataset with a set of nondestructive trans-
formations can improve classification accuracy. Our approach compares favorably to the
state of the art while requiring fewer manual annotations.

1 Introduction
Cardiac magnetic resonance image acquisitions are mostly performed along several oblique
axes with respect to the structures of the heart instead of traditional body planes (coronal,
axial and sagital) to better visualize and quantify different aspects of the heart. Knowledge
of these planes is also essential for data collection organization, selecting adapted image pro-
cessing algorithms, grouping of related slices into volumetric image stacks, filtering of cases
based on completeness for a clinical study and to respond with the most relevant acquisition
plane in content based image retrieval.

This orientation information is often in some way encoded within the DICOM image
tags: Series Description (0008,103E) and Protocol Name (0018,1030). The way to encode
this view information is however not standardized, operator errors are present or such in-
formation is often completely missing. Searching through large databases to handpick de-
sired views from cases in the collection is therefore tedious. Previous work in this field has
concentrated mainly on real-time recognition of cardiac planes in echography acquisitions.
These methods are based on appearance models, registration or part detection and require
additional information to train view, part [6] or landmark specific detectors [10]. Therefore

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) 2CH (b) 3CH (c) 4CH (d) LVOT

2CH

3CH

4CH

(e) SAX
Figure 1: Examples of the main left ventricular long and short axis cardiac MR views.

any new view will require these extra annotations to be made. Otey et al. [5] on the other
hand addressed this problem by using view labels only from gradient based image features.

1.1 Cardiac planes of acquisition
Optimal cardiac planes depend on global positioning of the heart in the thorax. This is more
vertical in young individuals and more diaphragmatic in elderly. Imaging in standard car-
diac planes ensures efficient coverage of relevant cardiac territories and enables comparisons
across modalities, thus enhancing patient care and cardiovascular research. A good overview
of standard cardiac acquisition planes can be found in [8].

Left ventricular long axis acquisition planes. These are usually acquired as 2D or cine
2D+t stack. The 2-chamber, 3-chamber, and 4-chamber views (figs. 1(a) to 1(c)) are used
to visualize different regions of the left atrium, mitral valve apparatus, and left ventricle.
The 3-chamber and left ventricular outflow tract (fig. 1(d)) views provide visualization of
the aortic root from two orthogonal planes. The 4-chamber view enables visualization of the
tricuspid valve and right atrium.

Short axis acquisition planes. Short axis slices (fig. 1(e)) are oriented parallel to the mitral
valve ring. These are acquired regularly spaced from the cardiac base to the apex of the
heart, often as a cine 3D+t stack. These views are excellent for reproducible volumetric
measurements or radial cardiac motion analysis but their use is limited in atrio-ventricular
interplay or valvular disease study.

2 Method
We propose automatic cardiac view recognition pipeline (Fig. 2(a)) that learns to recognize
the acquisition planes directly from cardiac magnetic resonance images by combining image
miniatures with classification forests. These are trained in a supervised fashion to automat-
ically select the relevant features. To augment the training dataset we jitter the images with
small translations, rotations and scales. Apart from the view annotation of the training set,
no other information is necessary to classify the views.

2.1 Slice normals from DICOM
For images where the DICOM orientation (0020,0037) tag is present we can use it to predict
the cardiac image acquisition plane. Similarly to [10] we extract image acquisition plane
normal vectors as a cross-product of the two image orientation vectors specified in the tag
and use this three-dimensional vector feature vector to describe each image (See Fig. 2(b)).
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(a) Discriminative pixels from image miniatures are chosen from a random pool
as features for a classification forest. We jitter the training dataset to improve
robustness to differences in the acquisitions without the need for extra data.

(b) DICOM plane normals for
different cardiac views.

128x128 (4x4 tiles)

40x40 20x20

32x32 32x32

miniatures

min & max pool

Image tiles

(c) Image feature maps as downsampled im-
ages and tile intensity minima and maxima.

Figure 2: Our view recognition pipeline (above) and used features (below).

2.2 Image-based features
When the orientation tag is not present we rely on the image intensity information only. To
capture differences between planes of acquisition, we extract a set of image based features.
To allow use of this for method for all of the above mentioned applications, we use 2D image
slices individually rather than 3D or 3D+ t volumes.

Preprocessing Our only preprocessing steps are image central square extraction, resam-
pling to 128x128 pixels and linear rescaling of the intensities to range between 0 and 255.

Pooled image miniatures Radiological images are mostly acquired with the object of in-
terest in the center. Therefore some rough alignment of structures can be expected (See
fig. 3). Image intensity samples at fixed locations can therefore provide strong clues about
the position of different tissues (e.g. symmetric dark lungs or bright cavity in the center).

It has been shown before [9] that significantly down-sampled miniatures can be used

2CH 4CH3CH LVOTSAXAp SAXA SAXM SAXBSAXSB

Figure 3: Image miniature averages for each cardiac view after cropping the central square.
Short axis view means are displayed from the apex SAXAp to above base slices SAXSB.
Distinct patterns of the bright blood pool or dark lungs can be observed for each view.
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for such image recognition. In this paper we subsample the cropped centers to two fixed
sizes (20x20 and 40x40 pixels). We also create another set of pooled image miniatures from
each cropped center by dividing the image into non-overlapping 4x4 tiles and computing
intensity minimum and maximum in each of these tiles (fig. 2(c)). As in [4], pooling can
add invariance to small image translations and rotations (whose effect is within the tile size).
We used directly pixel values from these miniatures sampled at random positions as features.
Each image can be seen as a data point in this high-dimensional feature space.

2.3 Decision forest classifier
Random decision forest [1] is an ensemble classification method that consists of a set of bi-
nary decision trees. This method is computationally efficient and allows automatic selection
of relevant features for the prediction. The tree structure is optimized by recursively parti-
tioning the collection of data points X into the left or right branches such that points with
different labels get separated while the same label points are grouped together. At each node
of the tree a feature from a randomly drawn subset of all features is chosen such that impu-
rity I in both branches is minimized. We weight samples from the under-represented classes
more and we set sample weights inversely proportional to class probabilities and normalize
them such that sum wle f t +wright to equal to one at each node.

I(X ,θ) = wle f tH(Xle f t)+wrightH(Xright) (1)

H is weighted entropy and Xle f t and Xright are point subsets falling to either the left or the
right branch, based on the tested feature value and threshold. Similarly, wle f t , wright are sums
of sample weights at each branch and wc is sum of weights for a particular class c.

H(X) =−∑
c

wclog(wc) (2)

Only a random subset of features (i.e. single pixel values at 64 different locations of the
miniatures) is tested at each node of each tree and a simple threshold on this value is used to
divide the data points into the left or the right partition. This helps to make the trees in the
forest different from each other which leads to better generalization.

When classifying a new image, features chosen at the training stage are extracted and the
image is passed through the decisions of the forest (fixed in the training phase) to reach a
set of leaves. Class distributions of the reached leaves are averaged across the forest and the
most probable label is selected as the image view.

2.4 Augmenting the dataset with jittering
Our dataset contains in total 960 image slices from 100 cardiac patients (SAX:540, 4CH:
140, 2CH: 112, 3CH: 107, LVOT: 9). This might seem rather modest compared to recent
image recognition work e.g. [4] where deep models are trained with 15 million images. The
object of interest is in general placed in the image center, however deviations exist. To
account for these differences we expand the training set with extra images by applying a set
of transformations of the original training images. Similarly to [4] these are translations (all
shifts in x and y between -10 and 10 pixels for a 5x5 grid), but we also add rotations (angles
between -10 and 10 degrees with 20 steps) and scales (1-1.4 zoom factor with 8 steps while
keeping the same image size) resulting in a total of 51894 training images. Note that this
extra expense is mainly at the training time. The test time is almost unaffected except that
now a deeper forest can be learnt.
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Figure 4: We selected the optimal parameters via cross validation. Despite the sample
weighting the LVOT view recognition suffered from being underrepresented.

3 Validation
Datasets We validated this method on a dataset of 100 patients from multi-center study
on post myocardial infarction hearts DETERMINE [3]. These consist of steady state free
precession magnetic resonance acquisitions.

Results We ran a 25-fold cross validation by dividing the dataset on patient identifier to
prevent biasing our results. This means that images from the same patient (despite being
a different view) and therefore the same acquisition could never appear in the training and
testing set at the same time. Here we present results for the merged short axis view labels by
using features extracted exclusively either from image-based features or from DICOM slice
orientation information.

Image features only DICOM orientation
No jitter With jitter features only

Accuracy 87.1 ± 1.0% 90.2 ± 1.6% 98.8 ± 5.4%

Increasing the number of trees from 10 to 160 improves the prediction accuracy, however at
the expense of increased training and classification computational cost . Beyond 80 trees the
forest reaches a plateau with no further benefit (See Fig. 4(a)).

Conclusion
In this paper we presented an automatic cardiac view recognition technique from magnetic
resonance images based on image appearance and DICOM plane orientation information.
The DICOM orientation based features can be used for our population with confidence when
this information is present. When this is not the case, the pure image information method
can be used instead. It is achieving precision on par or better with pure image based results
of [10] while being much simpler and not requiring to train any landmark detectors.

By jittering the dataset with extra translations, rotations and scales we observed notice-
able benefits to view recognition. Extra jittering steps might be useful to improve robustness
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to intensity differences between different acquisitions. If enough examples are collected, this
method can be simply extended to other pathology specific views such as in congenital heart
diseases and acquisition sequences different from SSFP.

We plan to use our method to organize collections of images, semantic image retrieval
and parsing of medical literature.

Acknowledgments. This work was partly supported by Microsoft Research through its PhD Schol-
arship Programme and ERC grant MedYMA. We used data and infrastructure made available through
the Cardiac Atlas Project (www.cardiacatlas.org) [2][3]. This work uses scikit-learn toolkit[7].
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Abstract 

Ultrasound is one of the most widely used multipurpose imaging modalities that is 

ideal for monitoring and diagnosing early pregnancy events. The first sign and 

measurable element of an early pregnancy is the Gestational Sac (GS). Currently, the 

size of GS is manually measured from an ultrasound image of the GS. This paper 

argues that the Mean Sac Diameter (MSD) derived from the manual measurements 

results in inter- and intra-observer variations, which may lead to difficulties in 

diagnosis. The paper proposes a fully automated diagnosis solution to accurately 

identify miscarriage cases in the first trimester of pregnancy based on currently used 

MSD as well as alternative geometric features extracted from the image. Our 

experimental results show that the perimeter and volume of the GS are effective 

features where the perimeter can outperform the MSD. Furthermore, our study shows 

that the identification accuracy of early miscarriage can be further improved by 

combining the perimeter, volume and MSD of the GS. 
 

1 Introduction 
Medical imaging techniques have been increasingly deployed in the past decades to 

diagnose various types of diseases. Among medical imaging modalities, ultrasound 

imaging is considered to be safe, non-invasive, portable, accurate, and cost effective. These 

advantages have made the ultrasound imaging the most common diagnosis tool deployed 

hospitals around the world [1]. Ultrasound imaging is also considered as an effective 

modality particularly for monitoring pregnancy because of its safety without hazard of 

radiation [2].  

The first three months, known as the first trimester, are the most crucial period in 

pregnancy. Monitoring pregnancy within this period enables clinics to evaluate the 

development, growth, and wellbeing of the foetus [3]. The first sign and measurable 
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element of an early pregnancy is the Gestational Sac (GS). The American College of 

Radiology guideline defines miscarriage as being an empty GS with a Mean Sac Diameter 

(MSD) greater than or equal to 16 mm [4, 5]. However, the Royal College of Obstetricians 

and Gynaecologists of the United Kingdom first recognised miscarriage as being an empty 

sac with MSD greater than or equal to 20 mm, but later concluded that an empty GS with 

MSD greater than or equal to 25mm should be introduced as a new guideline to minimize 

the risk of false positive diagnosis of miscarriage [6]. 

Estimating the size of the GS is currently done manually. The manual process involves 

multiple subjective decisions when three diameter measurements on the GS are taken from 

an ultrasound image to establish the MSD [6]. The subjective decisions increase the inter- 

and intra-observer variations which may lead to difficulties and even errors in the 

diagnosis stage. Therefore an automated way of measuring the size of the GS from a given 

ultrasound image is desirable. Unlike other types of medical image, ultrasound images are 

corrupted by speckle noise that tends to reduce image resolution and contrast, and 

consequently reduce the diagnostic value of the image. Therefore speckle noise reduction 

is an important requirement whenever ultrasound imaging is used.  

A large amount of research into ultrasound image de-nosing has been undertaken 

[7,8,9], but the research in the area of gestational sac segmentation and enhancement is 

very limited. In [10], Chakkarwar et al. presented an automatic method for GS 

segmentation using a database of 12 images with average accuracy of 83.3%. Their method 

starts by de-speckling the image using a combination of contrast enhancement, low pass 

filter and wiener filter, followed by thresholding. Zhang et al. [11] proposed a three-step 

automatic detection method for GS from a video using AdaBoost method to detect the GS 

in each frame followed by an efficient method exploiting the local context to reduce false 

positive detection. The algorithm was tested on 31 videos and achieved a GS detection rate 

of 87.5%. 

This paper proposes an automatic solution for accurate segmentation and quantification 

of GS. Besides MSD, the proposed solution also extracts some geometrical features from 

GS images such as volume, perimeter, area, circularity, compactness, solidity and 

eccentricity from two most important planes - transverse and Sagittal for GS that may be 

relevant to miscarriage identification. We have used k Nearest Neighbor (kNN) classifier 

to identify early miscarriage cases based on the extracted features. To verify the 

performance of the proposed solution, we have conducted experiments on a data set of 68 

ultrasound images. Our experimental results show that the proposed solution can achieve a 

higher level of accuracy using the perimeter compared with the MSD. We also showed that 

combining the perimeter, volume and MSD features can further improve the accuracy of 

miscarriage diagnosis. 

2 Materials and Methods  

2.1 Materials 

A database of 68 ultrasound images for GS was prepared to cover both Normal (44) and  

Miscarriage (24) cases. Each image was captured from two planes - transverse and sagittal 

for GS. The database was labeled by experts in early pregnancy department, Queen 

Charlotte's and Chelsea Hospital, London, UK. 
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2.2 Methods 

Figure 1 shows the block diagram of the underlying process of the proposed solution for 

automatic identification. Each stage of the process will be explained in detail in the 

following sub-sections. 

 

Figure 1:  Block Diagram of the Major Steps of the Proposed Method 

2.2.1 Pre-processing 

Ultrasound images of GS are very dark and hence the accuracy of GS segmentation can be 

badly affected. We first separate the sectional images as shown in Figure 2 (a) and (b), and 

then brighten each image by using the following adaptive method:  if the mean of all pixels 

intensity values of the image >=55, the intensity value of each pixel is multiplied by 2; 

otherwise it is multiplied by 4. Unlike histogram equalisation, this transformation gives 

more weight for the dark pixels (where the detailed information lays) by stretching them 

over the whole grey-sale range. The enhanced image is shown in Figure 2 (c).  

2.2.2 GS Segmentation 

Step 1: A simple method to extract an object from its background is through thresholding. 

The Otsu method [12] is typically used to automatically select the best threshold. However, 

this method did not perform well on most of the images in our database because our 

database contain images where are very different intensity. Therefore, we chose the mean 

pixel values of the original image as an alternative threshold. This simple solution is 

effective on almost all type of images (bright and very dark) in our database as illustrated 

by the example in Figure2 (d). 

Step 2: A median filter with a window size of 15x15 is applied to smooth the boundary of 

the binary object without losing its original shape in addition to filling holes and removing 

small outlier regions. The result is shown in Figure2 (e). 

Step 3: The best-fit ellipse is then found to estimate the shape of the GS due to the fact that 

GSs are usually round in the early pregnancy, but as the sac grows it often appears more 

elliptical. Figure 2(f) shows the ellipsoid shape on the GS 

Step 4: To extract the border of GS, the morphological operation erosion is first applied. 

The resulting image is then subtracted from the binary image from step 2. The border of 

the GS is illustrated in Figure2 (g). 

Step 5: The border extracted in step 4 is superimposed on the original image to clearly 

visualize the segmented GS as shown in Figure2 (h). 

2.2.3 Feature Extraction 

As explained earlier, each GS is visualised in two perpendicular sections/planes. Our 

algorithm first finds the best fitting ellipse for the segmented GS in each plane. Assuming 

the GS has ellipsoid shape in 3D, the three principal axes of the ellipsoid can be estimated 

by the major axis (A), minor axis (B) of the ellipse from the first plane and the depth (C) 

from the second plane. After that, we extracted the following geometric features from each 

GS:  

 

Pre-

processing 
Segmentation 

Feature 

Extraction 
Classification Diagnosis 
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1. The Mean Sac Diameter (MSD) : Based on the three principal axes A, B, and C, 

the MSD is given by: 

𝑀𝑆𝐷 =  
𝐴+𝐵+𝐶

3
 

2. Volume: The volume of the GS can be estimated using the three semi-principal 

axes as follows:  

𝑉𝑜𝑙𝑢𝑚𝑒 =  
4

3
𝜋  𝐴𝐵𝐶 

3. Perimeter: It can be accurately calculated by simply counting the number of pixels 

around the boundary of the GS, and then taking the average of the perimeter from 

both sections to produce a single perimeter measure. 

2.2.4 Classification 
At this stage, a classifier is normally derived from a set of examples. In principle, any 

suitable classifier can be trained and deployed in this step. In this study, we particularly 

used a simple kNN classifier to test the effectiveness of the extracted features. 

                    
            (a)                  (b)             (c)            (d)            (e)            (f)            (g)            (h) 

Figure 2: (a) Original Image in two sectional, (b) Cropped image GS (c) Enhanced Images, 

(d) Binarized image  (e) Border of the GS smoothed (f) Border extracted (g) Superimposed  

the border on the original image (h) Result of segmented GS with best fitted ellipsoid  

3 Experiment Results & Discussion 

3.1 Experiments and Results 

In our experiments, a stratified cross-validation was employed and a random sample was 

drawn 15 times. For each sample, 24 random normal and 24 miscarriage cases were 

chosen. We report the average accuracy, the average sensitivity and the average specificity. 

The results in Figure 3 illustrate that when the automatically extracted MSD feature is 

used, we obtained an overall accuracy of 98% with sensitivity (miscarriage) 97% and 

specificity (normal) 99%. When the Volume feature is used, the level of accuracy is 

marginally lower with a larger discrepancy between sensitivity 95.5% and specificity 

100%. The Perimeter feature has achieved a better sensitivity of 98.6% while specificity 

remains at 99%. The difference between the sensitivity and specificity has also been 

narrowed, indicating an overall improvement over the MSD and the Volume features. 

Perimeter is a more robust feature which is automatically measureable from each single 

image of the GS. Furthermore, the results in figure 3 also show that combining the three 

features will further improve the performance (accuracy, sensitivity and specificity) to 

99.5% through complementing the strengths of the individual features. 

3.2 Discussion 

In order to further understand the applicability of the extracted features in classification, 

we also tested the features using two other types of classifiers: decision tree (DT) and 
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support vector machine (SVM) as well as kNN [13] when k=1. Figure 4 shows a consistent 

pattern of performance of MSD and perimeter across the classifiers, but the performance 
of volume feature deteriorates for SVM classifier and for kNN , k=1 classifier, due to some 

border line cases which make the decision very sensitive. 

We also have investigated into other features such as area, compactness, circularity, 

solidity and eccentricity [14]. Area is another indicator of GS size and is calculated by first 

finding the actual number of pixels in the GS region (GS) and then converting the number 

of pixels to area measurement in mm
2
. The classification test on this feature shows an 

inferior performance compared to the other three features. Compactness, solidity, 

circularity and eccentricity are indicators of roughness, irregularity, and the shape of GS 

borders. Our experimental result shows that these features have little diagnostic value for 

miscarriage cases except the area. Figure 5 illustrates the classification results for these 

features. The reason for the poor performance of these features may well be due to the 

images in our data set where most sacs, miscarriage or normal, have regular and smooth 

borders. Initial investigation on replacing the MSD with the three measurements , major 

axis (A), minor axis (B) of the ellipse from the first plane and the depth (C) from the 

second plane separately to be fed into the classification scheme did not show any 

improvement over the MSD. However, more images of various border characteristics are 

needed in future investigations to draw solid conclusions.  
 

 

Figure 3: Comparing miscarriage classification accuracy, sensitivity and specificity based 

on MSD, perimeter, volume and multi features using kNN, k=3 
 

 

Figure 4: Classification accuracy based on MSD, perimeter, and volume using 4 different 

Classifiers 

 
Figure 5: The system performance based on area, compactness, circularity, solidity and 

eccentricity using kNN, k=3  
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4 Conclusions 

In this paper, an automatic computer based solution for segmenting, quantifying and 

classifying the GS has been proposed for miscarriage diagnosis in a very early stage of 

pregnancy. Firstly, our results show that our preprocessing task was successful for 

segmenting the GS. Secondly, we have investigated the effectiveness of new features 

such as perimeter and volume to further improve the classification accuracy. The 

result shows that using perimeter as a single feature outperforms the use of MSD in 

terms of miscarriage classification accuracy. Thirdly, our study shows that the 

combining perimeter, volume and MSD can improve the classification accuracy even 

further. Finally, we establish that the contribution of other features such as area, 

solidity, circularity, compactness, and eccentricity in diagnosis is very limited. Our 

future work includes segmentation, quantification and classification of other types of 

miscarriage cases such as GS with Yolk or Embryo inside. 
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Abstract 

The automatic detection and quantification of skeletal structures has a variety of 
applications for biological research. This paper proposes an automatic solution for rib 
segmentation and counting based on structural properties of ribs in mouse X-ray 
images. The solution consists of five stages, including alignment, cropping the region 
of interest, image enhancement, rib segmentation, filtering of non-rib objects and rib 
counting. Experimental results on a set of 100 X-ray images showed consistent good 
performance of the algorithm compared with a manual annotation by domain experts, 

with an overall accuracy of about 88%. 

1 Introduction 

The Mouse Genetics Project [1] was initiated to systematically knock-out mammalian 

genes and screen for a broad range of resulting traits. One element of the phenotyping 

pipeline is the thorough evaluation of the skeleton through systematic X-ray imaging of 

individual animals and manual observations of variation. Given the volume of images that 

are generated by high-throughput screening, an automated approach to annotation and 

triaging of images will reduce time and human resource requirements and possibilities of 

human error. 

Accurate identification of any perturbation in skeletal structure is of significant 

biological relevance. For example, human congenital abnormalities can lead to additional 

ribs and potential nerve damage to the arms (i.e. thoracic outlet syndrome), whereas loss of 
ribs can lead to damage within the thoracic cavity due to a lack of protection [2]. 

Therefore, the identification of genes associated with such abnormalities will provide 

insight into both specific and generalised abnormalities in skeletal structure.  

Our aim is to exploit image processing techniques to enable the automatic counting of 
ribs from X-ray images of mice. However, this task faces the following specific 
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challenges. First, the source images in our study are full-body images and hence 

segmentation of regions of interest (ROIs), i.e. the rib areas, is essential. Second, ribs can 

be difficult to distinguish in a 2D X-ray image because of their low, sometimes extremely 

low, colour intensity. Third, most ribs are connected to each other on the edge of the 

ribcage, making automatic separation a difficult task. Furthermore, the inherent noise in X-

ray images presents technical difficulties in rib identification. 

Previous work has described rib segmentation and positioning in humans for different 

medical modalities. The method presented in [3] exploits the capability of Hough 

Transform to detect lines that determine the first rib in the sagittal plane. The position of 

the first rib was then used as a reference to determine the initial position of other ribs. Li et 

al. [4] presented a method that firstly determined the position of the spinal canal after 

thresholding the image (empirically determined), and then the location for a seed region 

for every rib. These seeds were then used as a starting point to segment ribs from 

vertebrae. A model based segmentation was used in [5] to segment and label the ribcage. 

Triangulated surface models of all 24 ribs were initially created.After that, an adaptation of 
these models to their corresponding anatomical object to form an initial ribcage was done 

by using shape constrained model. To determine a proper position for a complete model, a 

ray based search approach was used to detect a ribs. However, the methods described in 

[3], [4] and [5] were applied to segment ribs in 3D CT images, and it remains unclear if 

these methods were applicable to single view X-ray images. 

Rib segmentation in X-ray images was considered in [6]. The proposed solution first  

smooths the image using a Gaussian function, followed by passivation masking, i.e. 

subtracting the original from the smoothed image. The wavelet image fusion between 

original and segmented image has been used to enhance the image. After that the Otsu 

segmentation method [7] has been used to detect lung parenchyma. Finally, ribs were 

denoised using wavelet and morphology operations such as corrosion and expansion. 

However, the final result shows connected ribs as well as noises from chest tissues and 

other organs which makes it unsuitable for automatic counting of the ribs. 

This paper proposes a fully-automated method to segment and count ribs in X-ray 

images. Experimental results on a data set of 100 manually annotated X-ray images 

confirmed the effectiveness of the proposed method with an overall accuracy of 88%. 

2 Proposed Method 

Our proposed solution consists of a sequence of 5 steps. The process started with the 

automatic alignment of a dorsoventral 2D X-ray image to orientate the mouse skeleton in a 

vertically-upright position. This stage is essential for correct detection of rib ROIs, and to 

allow later exploitation of left and right ribcage symmetry. After that, a mask image of 

reference points is used to crop out an ROI containing ribs. This is then followed by image 

enhancement in spatial and frequency domains to improve the contrast of the cropped area. 

The next step is the segmentation of ribs from other organs in the chest. The last step is 

removal of unwanted objects and counting of ribs.   

2.1 Automatic Alignment 

To perform alignment of the mouse skeleton as shown in Figure 1-a, the spine must be 

correctly located. We realised that the spine has higher contrast than other surrounding 

tissues and bone structures. To achieve the objective of spine location, we first applied 
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adaptive histogram equalization (ADHE) [8] to enhance the contrast, followed by Gamma 

transformation [9] to highlight the high contrast bones and eliminate other low intensity 

structures . Morphological operations are then applied to make the spine a complete object 

without breaks, and to filter out unwanted objects. Once the approximate spine was 

located, the rotation angle required for the vertical alignment is determined from the 

bounding box dimensions as illustrated in Figure 1-b using the inverse tangent function. 

The result of the rotation is shown in Figure 1-c.  

 

 

 

 

 

 

  (a)                                          (b)                                           (c) 

Figure 1: Alignment process:(a)Input image;(b) Detected spine;(c) Result of alignment. 

2.2 Cropping of ROI 

To crop the ROI, we need to locate relevant x and y coordinates of the region. It is 

realised from our observation of the images that such coordinates can be estimated from 

the x and y coordinates of the limbs. To obtain an image of limbs, we first apply a High 

Emphasis-Butterworth High Pass Filter (HE-BHPF) [9]. HE-BHPF uses a multiplier to 

emphasise the high frequency components such as higher contrast bone, limbs and skull 

while maintaining the low frequency for other organs, as shown in Figure 2-a. This will 

enable a segmentation of these bones in the next step. After that, the regiongrow 

segmentation technique that segments different objects by grouping pixel with similar 

properties (e.g. Intensity) in a region [9] is used to extract high contrast objects such as 

limbs and skull (shown in Figure 2-b). Once the limbs are segmented, we locate the x and 

y coordinates of the limbs as shown in figure 2-b, and then use the coordinates to crop the 

ROI from the original image as shown in figure 2-c. 

 

 

 

 

 

                          (a)                                        (b)                                          (c) 

Figure 2: Cropping of ROI: (a) Original image processed with the HE-High-Pass filter; 

(b) Image of processed with region growing segmentation; (c) Cropped ROI. 

2.3 ROI Image Enhancement 

The cropped ROI may be of very low contrast that may lead to some ribs, particularly the 

lower ones, being missed by the rib segmentation step. To increase rib contrast, we apply 

image enhancements through the following two steps: 
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1. Enhancement in the spatial domain. Similar to the spine location, ADHE is used 

to enhance the contrast of the overall image first. A median filter is then applied to 

suppress background noise and smooth the image as shown in Figure 3-a. 

2. Enhancement in the frequency domain. It can be seen from Figure 3-a that some 

overlapping between the ribs and the lung tissues is still present despite the 

enhancement in spatial domain. For this reason, we decide to further process the 

enhanced image in the frequency domain by applying first the Butterworth High-Pass 

filter (BHPF) to highlight and enhances image details, and then a median filter to 

suppress noise. Figure 3-b shows the result of this step. 

 

 

(a)                                                 (b) 

Figure 3: Enhaning the cropped image: (a) after adaptive HE and median filters, and (b) 

after applying BHPF and median filters. 

2.4 Rib Segmentation 

To segment ribs from other structures, we need to remove the spine and the edge of the 

ribcage from the enhanced ROI. We use the spine outline shown in Figure 1-b as a mask to 

clear the spine, and split the ROI into two parts as shown in Figure 4-a.  

To remove the edge of the ribcage, we proposed a linear function that initiates from the 

edge of the top rib towards a lower one. This function trims most of the noisy edges of the 

ribcage and separate the ribs (Figure 4-b). Although crude in cutting off parts of ribs, as we 

are only concerned with rib counting as opposed to rib length measurement, the function is 

effective for separating the edge of the ribcage from disjointed ribs. 

 

 

 

 

 

(a)                                                     (b) 

Figure 4: Rib Segmentation process: (a) Spine removal ;( b) Ribcage removal and splitting  

2.5 Filtering Out Non-Rib Objects and Counting Ribs 

It can be seen that the image in Figure 4-b can still not be used directly for rib counting as 

the image has many non-rib objects that can affect the counting accuracy. By analysing the 

properties of the ribs, we use the following criteria to remove non-rib objects: 

1- Size. If the size of any object is smaller than a specific threshold (i.e. the size of the 

smallest rib), it will be marked as noise.  

2- Shape. Ribs have well-defined shape properties. We approximate each object as shown 

in Figure 4-b by the smallest ellipse that contains the object, and measure the ratio of 
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the minor to major axis. Since any rib should have its major axis value greater than its 

minor axis value, we can eliminate circular, vertical and irregularly-shaped objects. 

3- Orientation. After the initial alignment, ribs have expected orientation angles, e.g. a rib 

cannot be vertical. Therefore, setting a rational threshold for the orientation of left and 

right ribs can eliminate many non-rib objects. 

4- Starting position. All ribs start approximately at the same spatial x-coordinate. Using 

the mean x-coordinate for the start position of all left and right groups of ribs, non- ribs 

objects that have start position far away from the mean value, e.g. 2, can be removed. 

Figure 5 shows the effectiveness of applying these criteria on an example image. Non-rib 

objects in the circles in Figure 5-a are removed. After filtering, the image is ready for rib 

counting. This is done by simply scanning along the y-coordinates as shown in Figure 5-c. 

 

 

 

 

 

 

(a)                                    (b)                                              (c) 

Figure 5: Filtering-out non rib objects: (a) Before filtering, with non-ribs circled; (b) 

Filtering using rib properties; (c) Final annotated image. 

3 Experiments and Discussion 

We have tested our method on a dataset of 100 full body dorsoventral view X-ray images 

that were previously manually annotated by domain experts. These 100 images include a 
variety of images of different degrees of difficulties in image analysis. Since the proposed 

solution goes through three main stages, i.e. body alignment, ROI cropping, and rib 

segmentation and counting, we evaluate the accuracy at each of the three stages separately. 

Automatic body alignment is considered accurate if the position of the body is in a vertical 

position by observation.The results show that our automatic alignment achieves an 

accuracy of 98%. The ROI cropping is considered accurate if the cropped area isolates all 

the ribs without missing any. Our method cropped 98 out of 98 correctly aligned images, 

i.e. 100% accuracy. The two inaccurately aligned images has caused error at the cropping 

stage where the top rib is not included in the area as shown in Figure 6-a.   

  

 

 

 

 

 

(a)                                                          (b) 

Figure 6: Examples of inaccurate counting: (a) Missed upper (b) Merged ribs. 

Out of the 98 images that were correctly cropped, ribs in 86 of them (i.e. 87.8%) were 

counted accurately according to the manual annotations. The other 12.2% of images 
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contain missing, merged or discontinuous ribs. Missing ribs occur due to extremely low 

intensity of lower ribs, or errors in removing ribcage edges. Merged ribs, as shown in 

Figure 6-b, can be a result of reflection due to the noisy nature of X-ray images. 

4 Conclusions 

Segmentation and counting of ribs is essential for assessing skeletal phenotype. We 

proposed a fully-automated algorithm that segments and counts ribs in X-ray images. We 
have demonstrated a comparable accuracy with existing manual methods, and shown the 

ability of our solution to overcome a variety of challenges presented by the segmentation 

of X-ray images. The aim of this study was to locate and count ribs rather than to segment 

and identify them in their entirety.We are now working to improve the level of accuracy of 

the alignment, and the removal of non-rib objects by exploiting more sophisticated filters 

and investigating various thresholds used in this process. Our future work also includes a 

more in-depth analysis for the proposed schemes on a larger set of images. 
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Abstract
Parametric active contours have been widely used for image segmentation. However,
high noise levels and weak edges are the most acute issues that hinder their performance,
particularly in medical images. In order to overcome these issues, we propose an exter-
nal force that weights the gradient vector flow (GVF) field and balloon forces accord-
ing to local image features. We also propose a mechanism to automatically terminate
the contour’s deformation. Evaluation results on real MRI and CT slices show that the
proposed approach attains higher segmentation accuracy than snakes using traditional
external forces, while allowing initialization using a limited number of selected points.

1 Introduction
Parametric active contours, or snakes, model the movement of a dynamic curve towards

an object’s boundary under the influence of internal and external forces [5, 8]. Parametric
snakes produce closed and smooth object boundaries while allowing the separation of objects
in contact by prohibiting contour fusions. The latter is an important advantage over non-
parametric approaches, such as the level-set approach [15].

Despite the outstanding results of parametric snakes for image segmentation, their accu-
racy is relatively low when the amount of image clutter and noise is high [14]. In such cases,
the use of various external forces that help the snake to conform to the desired boundary is
an appropriate solution. For example, Cohen [2] propose balloon forces to guide the snake
to the object’s boundary in a similar way a balloon inflates or deflates. Xu et al. [11] pro-
pose the gradient vector flow (GVF) field as an external force to help the snake to conform
to concave boundaries. Other proposals include using vector field convolution (VFC) as an
external force, which is calculated by convolving the image edge map with a user-defined
vector field kernel [6]; integrating the GVF field with prior directional information manually
provided [14]; convolving the image with a sigmoid function before computing the GVF
field [12]; adaptively computing the GVF field according to the characteristics of an im-
age region [10];and computing a mean shift based GVF (MSGVF) to balance internal and
external forces and drive the curve towards the desired boundary [13].

Although balloon forces may help guide the snake to the desired boundary over noise ar-
eas, the strength of the force must be appropriately set in order for the snake to detect weak
edges and avoid snake leakages. GVF-based methods, and many of its variants, are proposed
in order to address shortcomings of the balloon force; these external forces, however, may
still require that the initial snake be initialized close to the desired boundary to obtain accu-
rate segmentation results, particularly in noise images [1]. This inevitably involves manually

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

149



selecting several initial points or snake elements. Moreover, regardless of the external force
used, the appropriate number of iterations to accurately conform the desired boundary must
be carefully selected in an empirical manner.

In this work, we propose an external force that combines the advantages of GVF and
balloon forces, especially for cases when the snake is initialized far from the desired bound-
ary in a noisy area and with a very limited number of snake elements. Specifically, balloon
forces are used to guide the snake to the object’s boundary even in the presence of image
clutter and noise; while GVF forces are used to improve segmentation accuracy even around
weak edges. We control the effect of these two forces by a weighting function based on local
image features. We also propose a mechanism to terminate the snake’s deformation process
without having to manually indicate the number of iterations. The proposed approach mini-
mizes snake leakages and considerably reduces the number of initial snake elements, making
it suitable for medical image segmentation with little manual intervention.

2 Proposed External Force
A snake is a curve C(s) = [x(s),y(s)], with s ∈ [0,1] at position (x,y), that evolves to

an object’s boundary by minimizing the energy functional ES =
1∫
0
[Eint(C(s))+Eext(C(s))]ds,

where Eint(C(s)) = 1
2 (α|C′(s)|

2 +β |C′′(s)|2) is the internal energy with α and β controlling
the smoothness of C, and Eext(C(s)) is the external energy, which attracts C towards the
object’s boundary. ES can be minimized by evolving the snake dynamically as a function of
parameter s and artificial time t; namely, C(s, t) =

[
αC

′′
(s, t)−βC

′′′′
(s, t)

]
−∇Eext , where

the first term and the second term are called the internal force, Finternal, and the external force,
Fexternal , respectively.

Our proposed external force is a weighted combination of balloon and GVF forces and
aims at exploiting the advantages of each of these two forces. Balloon forces are represented
as Fballoon = n(s), where n(s) is a unit vector normal to the snake at snake element Cn. GVF
forces are derived from the diffusion of the gradient vectors of the image edge map f (x,y),
and are given as FGV F = v(x,y), where v(x,y) = [u(x,y),ν(x,y)] denotes the GVF field [11].
The proposed external force is then defined as Fexternal = (FBalloon ∗ (1−Ω))+ (FGV F ∗Ω),
where Ω ∈ [0,1] is a weighting factor given by:

Ω = h̄(1−(ĀD−ε)) (1)

where h̄ ∈ [0,1] denotes the average intensity value of f (x,y) over a semi-circular region S
of radius r centered at each snake element, and ĀD ∈ [0,1] is the average angular difference
between the direction of FBalloon and the direction of the GVF field over a cone-shaped region
T centered at each snake element. ĀD = 0 represents 0 rad, while ĀD = 1 represents π rad.
Constant ε = 0.001 prevents power by zero when ĀD= 1. For each snake element at position
(x,y), h̄ and ĀD are calculated as follows:

h̄(x,y) =
1
N ∑

(i, j)∈S
h(i, j); ĀD(x,y) =

1
M ∗π ∑

(i, j)∈T
θ(i, j) (2)

where N is the number of pixels located in region S, h is the edge intensity at position (i, j),
M is the number of GVF field vectors in region T , and θ is the minimum angle between
the GVF field vector at position (i, j) and FBalloon for snake element Cn at position (x,y), as
illustrated in Fig. 1. Note that T (x,y,sl,ϕ) is a cone-shaped region with its vertex in (x,y),
which allows analyzing the region located far from snake element Cn and thus provides a
better insight of the direction of the GVF field than the region close to Cn.
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(a) (b)
Figure 1: (a) Region S and (b) T for snake element Cn. The snake, the direction of FBalloon, and the
GVF field vectors are represented in green, red and blue, respectively.

The weighting function in Eq. (1) assigns different priorities to Fballoon and FGV F ac-
cording to two local image features: the average edge intensity (h̄) and the average GVF
field direction (ĀD). This weighting process helps to achieve the following:

1. Guide the snake to the boundary in smooth areas even if its normal direction of growth
is opposite to FGV F . This allows initialization far from the boundary with a limited
number of snake elements. Fig. 2(a-b) illustrate this, where Ω approaches 0.

2. Minimize snake leakages around weak edges by averaging the edge intensity and the
GVF field direction. Fig. 2(c) illustrates this, where Ω slowly approaches 1.

3. Conform to the desired boundary by assigning a higher weight to FGV F when edges
are encountered. This is illustrated in Fig. 2(d), where Ω approaches 1.

(a) (b) (c) (d)
Figure 2: GVF field direction in region T (a) towards and (b) against the snake’s growth (Ω→ 0); and
around (c) weak and (d) strong edges (non-white pixels represent strong edges).

In classical snakes, the deformation process is usually performed over a fixed number of
iterations, over which it is expected to achieve convergence, i.e., external forces become
zero. For images with strong edges, this number of iterations may be easily determined
empirically. However, for images with weak edges, this number should be carefully selected
to prevent leakages [7]. Here, we propose a mechanism to terminate the deformation process
based on the percentage of snake elements labeled as off. A snake element is said to be off
if no external force is acting on it. This usually occurs when the element encounters a strong
edge, i.e., FGV F is the main acting external force (Ω > 0.5) and the overall strength of the
GVF field around the element is close to zero. To this end, if Ω > 0.5, we compute Ωb in the
same manner as Ω in Eq. (1), but using regions Sb and Tb, as illustrated in Fig. 3. We then
label a snake element as off and set its forces to zero if (Ωb)

2 > Ω > 0.5. This condition
allows determining if the overall strength of the GVF field around the element is close to
zero, i.e., the GVF field has opposite average directions in regions T and Tb. We use the
squared value of Ωb to prevent the element from moving past the edge. If the percentage of
off snake elements is equal to or greater than Q, the whole deformation process is terminated.

3 Experimental Results
The performance of the proposed approach over several regions of real MRI and CT

slices is compared to that of snakes using three different external forces: a) FGV F exclusively
[11], b) Fballoon and image gradient (BGrad) forces [2], and c) FGV F or Fballoon (BGVFT)
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(a) (b) (c)
Figure 3: (a) Regions T and S (in red) used to compute Ω, and regions Tb and Sb (in black) used to
compute Ωb. (b) Dimension of regions S and Sb and of (c) regions T and Tb.

Table 1: Detection accuracy of snakes using various external forces.

Exp. GVF BGrad BGVFT Proposed
approach No.

iterationsDSC JC DSC JC DSC JC DSC JC
1 0.8716 0.7724 0.8795 0.7848 0.9341 0.8763 0.9413 0.8902 43
2 0.9329 0.8742 0.8969 0.8130 0.9368 0.8812 0.9517 0.9079 45
3 0.9041 0.8249 0.8840 0.7921 0.9374 0.8822 0.9537 0.9115 44
4 0.9311 0.8710 0.8676 0.7662 0.9365 0.8806 0.9559 0.9154 38
5 0.9345 0.8770 0.8493 0.7380 0.9612 0.952 0.9631 0.9288 43
6 0.1445 0.0779 0.8017 0.6691 0.9517 0.9078 0.9643 0.9311 96
7 0.0044 0.0022 0.6877 0.5240 0.8996 0.8174 0.9709 0.9453 171
8 0.9381 0.8834 0.9045 0.8256 0.9568 0.9171 0.9433 0.8926 45
9 0.9043 0.8253 0.8263 0.7040 0.9393 0.8855 0.9310 0.8709 26

10 0.9258 0.8619 0.6844 0.5202 0.9231 0.8541 0.9426 0.8915 60

according to a threshold i.e., if h̄ > 0.05 the acting external force is then set to FGV F . All im-
ages are preprocessed using histogram equalization to enhance edges. The edge map f (x,y)
is computed using the wavelet coefficients obtained after applying the stationary wavelet
transform (SWT) using the Haar filter with L = 3 levels of decomposition, as explained in
[9]. We use all parameter values suggested in [11] to compute the GVF field and to control
the snake’s smoothness. We use a radius r = 1 pixels for regions S and Sb, an angle ϕ = 45o

and sl = 5 pixels for regions T and Tb. These values provide the best trade-off between cap-
turing enough local image features and computational complexity. All snakes are initialized
inside the desired region by manually selecting a single position that is used as the center of
an initial circular curve of p pixels in radius. The whole deformation process is terminated
if more than Q =90% of the snake elements are labeled as off.

The detection accuracy of the evaluated methods is measured by the Dice similarity
(DSC) [3] and Jaccard coefficients (JC) [4] using manually annotated ground truth. DSC
and JC values are within the range [0,1], where 1 indicates identical overlap and 0 indicates
no overlap between the regions inside the detected boundaries. Table 1 tabulates the DSC
and JC values for different regions of MRI and CT slices. Experiments 1-3 represent three
different regions of an MRI slice of a spinal cord, 4 and 5 represent two regions of an MRI
slice of a pelvis, 6 and 7 represent two regions of an MRI slice of a knee, 8 represents one
region of a CT slice of a skull, and 9 and 10 represent two regions of a CT slice of a spinal
cord. In all experiments, the number of iterations is equal for all evaluated methods and is
set to the number of iterations required by our termination mechanism. Results in Table 1
show that our approach achieves the highest accuracy for the majority of experiments. Note
that for experiments 8-9, the BGVFT snake achieves higher DCS and JC values than our
approach for the same number of iterations. In these cases, the BGVFT snake effectively
switches between GVF and balloon forces based on the selected threshold. However, the
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BGrad

GVF

BGVFT

Proposed
Approach

(a) 5 iterations (b) 20 iterations (c) 60 iterations (d) Final Results
Figure 4: Snake deformation process (green curves) for experiment 2. The white dot represents the
manually selected initial position, the red curve represents the initial snake.

(a) 5 iterations (b) 20 iterations (c) 60 iterations (d) Final result
Figure 5: A GVF snake that fails if initialized by a small curve far from the desired boundary.

BGVFT snake, similarly to the GVF and BGrad snakes, requires manual selection of the
number of iterations. More iterations may cause snake leakage, unlike our approach which
terminates the deformation process when the majority of snake elements encounter strong
edges. Visual results for experiment 2 are shown in Fig. 4. The BGrad snake conforms to
the desired boundary with high accuracy (DSC=0.8969 ; JC=8130 ). However, for the same
number of iterations required by our proposed approach, this snake does not reach the actual
edge. More iterations may cause snake leakage around weak edges if the balloon force is
greater than the gradient force. The GVF and BGVFT snakes result in leakages around weak
edges. Our approach successfully conforms to the desired boundary with high accuracy.

Note that although the capture range of FGV F is in general large, methods using this
external force exclusively may fail if the snake is initialized far from the desired boundary
using a relatively small initial curve (see Fig. 5). The GVF field around such small initial
snakes may not point towards the desired boundary due to the high levels of noise and clutter.
An initial snake closer to the boundary may increase segmentation accuracy in this case.

4 Conclusion
This paper proposed an approach that combines balloon and GVF forces for parametric

snakes, and a mechanism to automatically terminate the snake’s deformation process. The
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approach uses a weighting factor to leverage the advantages of these two forces according to
local image features. In smooth areas, balloon forces guide the snake to the object’s bound-
ary, while in the presence of strong edge information GVF forces make the snake conform to
the boundary. Experimental results on real medical images show that the proposed approach
outperforms methods based on traditional external forces, while offering the advantage of
initializing the snake with a single manually selected point inside the desired region and
terminating the deformation process automatically.
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Abstract 

This paper presents a retinal vessel segmentation method that is inspired by the 

human visual system and uses a Gabor filter bank. Machine learning is used to 

optimize the filter parameters for retinal vessel extraction. The filter responses are 

represented as textons and this allows the corresponding membership functions to be 

used as the framework for learning vessel and non-vessel classes. Then, vessel texton 

memberships are used to generate segmentation results. We evaluate our method 

using the publicly available DRIVE database. It achieves competitive performance 

(sensitivity (TPF) =0.7673, specificity (1-FPF) =0.9602, accuracy=0.9430), and 

especially its considerably higher sensitivity means it is better in detecting vessels 

than the other methods. These figures are particularly interesting as our filter bank is 

quite generic and only includes Gabor responses.  

1 Introduction 

Retinal vessel segmentation is an important preliminary stage in automatic assessment of 

retinopathy as it enables the vascular tree to be constructed. The integrity of the vascular 

tree is a key factor in assessment of systematic disease such as diabetes, glaucoma etc.  

Conventionally, the assessment of the retina vessel anomalies is a skilled time consuming 

task [1], and as such it has been the focus of research into automatic assessment techniques. 

Many techniques for automatic retinal vessel segmentation have been proposed 

[17][18][21][22][23] but a significant number use filter-banks to identify vessel and non-

vessel structures. The success of filter-based methods depends largely on the design of the 

filter bank used to extract vessel features. The work of Chaudhiri et al. [2] is a good 

example of a filter-bank approach that employs a classic matched filter (MF) and several 

authors have built on this idea. For instance, M. Al-Rawi et al. [3] improved the 

performance of the matched filter by optimizing the filter parameters. In [4], Gang et al. 

proposed an amplitude-modified second-order Gaussian filter. They optimized the 

parameters of the matcher filter via mathematical analysis and experimental simulation. 

Zhang et al. [5] proposed a novel extension of the MF approach named MF-FDOG to 

distinguish the vessels from non-vessel step edges. Wu et al. [6] used a compound filter-

bank that combines Hessian-based filters, matched filters and incorporates edge constraints 
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in a vessel enhancement stage. Further development of compound filters followed due to 

Adjeroh and Kandaswamy, et al. [7]  (RVF-20) and Zhang and Fisher [9] (MR11) for 

retinal vessel extraction. However these approaches that rely on special filters sometimes 

introduce pathological changes in the fundus image causing these anomalies to be 

segmented as vessels, whilst some tinny vessels are miss-segmented. Although a 

compound vessel enhanced filter set can address some of these limitations, it is 

computationally expensive since many filter kernels need to be applied on the image.  This 

work investigates if we can balance this situation by decreasing the number of filters while 

maintaining or improving the segmentation performance. Our technique uses the Gabor 

filter to enhance retinal vessels. The Gabor filter was originally proposed by Dennis Gabor 

[20] and subsequently used by Daugman [10][11] to model specific frequencies and 

orientations of certain cells in the visual cortex of some mammals. Because of its 

characteristics, Gabor filters have been widely used in many applications of image 

processing, such as object recognition, edge detection, and texture classification. In this 

paper, we present a procedure for parameter selection based on the retinal vessel features, 

and use a further parameter λ to control the function’s performance.  Section 2.1 describes 

details of this procedure. We optimise the parameters within the framework of textons 

derived from vessel feature vectors. Texton-based approaches have been a significant 

branch of texture analysis processes since the term texton was first introduced by Julesz in 

the 1980’s [13]. Psychophysical experiments have shown that these texture primitives 

(microstructures) discriminate differences among various textures and models a process 

used by humans to discriminate one texture from another. Leung and Malik [14] described 

an operational definition of textons which enables textons to be generated automatically 

from an image [8][12]. 

We evaluate our experimental approach by training and testing on the publicly 

available DRIVE database [17]. The DRIVE data set contains 40 TIFF formatted RGB 

retinal images with a size of 565*584 pixels. The database is divided into training and test 

sets, each set consists of 20 images. For the test set, two sets of manual segmentation are 

provided by two observers. In practice, the first set is used as ground truth whilst the other 

one can be used to calculate the differences with the first one thus provides the 

measurements of independent human segmentation. The sensitivity (TPF), specificity (1-

FPF) and the overall accuracy are used as performance measures of the experiments. Our 

results are compared with other state of the art approaches. 

2 Method 

In this experiment we choose a Gabor filter kernel to extract features of retinal vessels as 

the function encodes information about specific frequencies and orientations. The Gabor 

filter was originally introduced by Dennis Gabor [20] and defined as 

�(�) = �
√�	
 ��

�
��������   (Eqn. 1) 

where  
�

√2�� �
− �2
2�2 represents a Gaussian envelope and �����  is a complex sinusoid. Daugman 

[11] extended the concept to two dimensions 

 
	 �(�, �) = �̅(�, �)�����(����)���( � �)!
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where �� , �  determine the spread of the Gaussian envelope and �*, �*  the origin in the 

spatial domain. If the terms �*, �* are set to 0, this Equation can also be written 
 

+,,-,.,
,/(�, �) = �(�
0�12�&0�
��� ) cos(2� �0

, +7)   (Eqn. 3)                                      

where �8 = � cos 9 + � sin 9, �8 = −� sin 9 +� cos 9 and λ is the wave length (hence 1/	λ 

is the spatial frequency) of the Gabor filter kernel. The angle parameter θ ∈ [0, 	π ) 

determines the filter direction and specifies the orientation of normal parallel stripes of a 

Gabor function. The spatial aspect ratio γ determines the ellipticity of Gabor kernel (if γ 

equals 1, the kernel is circular) and	σ is the standard deviation of Gaussian envelope. 

2.1 Optimization of Gabor filter parameters 

Because the vessel boundaries are normally presented and form (approximately) parallel 

edges, we model the vessel as an even symmetric function with φ =0 and φ  = π 

corresponding to center-on and centre-off responses (Fig 1-c and 1-d). Since retinal vessels 

appear darker compared with their background (e.g. Fig.1-a) we choose φ= 	π  for our 

kernel model. Neurophysiological research shows that the parameter λ  and σ  are not 

independent [16]. Petkov and Kruizinga [15] reported that the ratio σ/λ is related to the 

half-response spatial frequency bandwidth b and can be set as follows. 

     


, = �

	DEF �
� . �H���H��                                (Eqn. 4) 

In practice, the bandwidth b controls the number of visible parallel excitatory and 

inhibitory stripe zones. Three zones, one inhibitory and two excitatory are visible in the 

retinal vessel structure (Fig.1-a) so we determined b=3 in our experiment. We set the 

spatial aspect ratio γ as 0.85 as our previous work suggests this ratio to be optimal. Since 

�	and	K  are correlated, only one of them (K) is considered a free parameter.  Hence, we 

can write 

+,,-(�, �) = �(�
0�1�.L�&0�
�.'�⋅N� ) cos(2� �0

, + �)       (Eqn. 5) 

Orientation of the retinal vessels is another significant structural characteristic since 

vessels are neither vertical nor horizontal precisely. Hence, the Gabor filter kernels are 

designed to cover 12 different orientations in 15º increments. An optimized kernel size is 

obtained by considering the value of σ. This plays a significant role in determining the 

width of vessels that will be detected. We choose K by plotting a family of ROC curves for 

a range of filter responses obtained from on a training set of images. Typical results are 

plotted in Figure 2 and from this analysis we chose the λ =13 (Fig. 1-e). Using Eqn. 4 we 

find σ is 3.12 and hence a suitable kernel size is 9 × 9. 

2.2 Generating the Texton 

A texton is an element (e.g. line segment, elongated blobs, cross and terminator) that is 

defined to represent the basic micro geometric textural structure in image [13]. The 

training procedure includes two stages. We trained vessel and non-vessel textons. In the 

vessel texton training stage our Gabor filter bank was applied to obtain filter response and 

the background was removed. 
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Figure 1:  Showing the characteristics of vessel boundaries, the symmetric Gabor kernel 

and the Gabor filter bank. (a) is a panel cropped from a gray-level retinal image; (b) a gray 

level profile from the red line crossing the vessel in (a); (c) Gabor kernel with parameter  

φ=0; (d) Gabor kernel with parameter φ=	π; (e) is optimized Gabor filter bank for retinal 

vessel feature extraction. 

To train non-vessel textons vessel pixels were removed in order to obtain non-vessel 

influences background responses. The textons were generated by employing a k-means 

clustering algorithm on the filter responses. As representations of texture, the textons were 

aggregated based on the properties of distances calculated from memberships to clustering 

centres. This procedure is an iterative process.  

Initially, K random points were selected as the means (centroids) of K clusters. 

Corresponding memberships were selected based on differences of Euclidean distance 

between means and centre bins. New means of those memberships were calculated again 

which were new clustering centroids. The process runs iteratively until it converges. Both 

vessel textons and background textons were stored in a texton dictionary and subsequently 

used in test stage. In test stage, the trained textons were assigned depending on responses 

of filter bank and corresponding memberships are calculated. The vessel texton relative 

memberships generate texton maps and the final segmentation results are obtained by 

combining various vessel texton relative maps. At textons training stage, various values of 

parameter K (no. of cluster centres) were chosen (K= 2,…,20). The corresponding 

accuracies were calculated by evaluating with respect to ground truth. The appropriate 

K=12 can be selected since the corresponding accuracy reaches maximum. 

 

 

 

 

 

 

 

Figure 2:  the ROC curves obtained by different lambda values. 

(a) (b) 

(c) (d) (e) 
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3 Experiment results  

The proposed method was tested and evaluated on DRIVE data sets. In order to quantify 

the performance of proposed approach, the resulting segmentation is compared to its 

corresponding ground truth. The ground truth is defined by a binary vessel mask in which 

all vessel pixels are set to one and all non-vessel pixels are set to zero. Our algorithm was 

evaluated in terms of sensitivity, specificity and accuracy for each sample of test images. 

The sensitivity (TPF) represents the true positive rate of segmentation and a significant 

factor in evaluating the performance of the method. The specificity (1-FPF) indicates the 

correct classification rate for segmentation of non-vessel pixels. The accuracy refers the 

overall segmentation performance. As shown in Table 1, for the DRIVE dataset, average 

specificity reaches 0.9602 with 0.7673 sensitivity, the average accuracy is 0.9430. To verify 

the performance of our proposed methods, we compare results with other state-of-the art 

approaches for retinal vessel segmentation. Table 1 presents corresponding results. The 

relative terms of measurement are average obtained from all of the test images. The 

experimental results show that our proposed method has produced a much better sensitivity, 

whilst maintaining almost the same overall accuracy, compared with the best other methods. 

In practice, it’s difficult to balance the sensitivity and specificity. Normally, with increasing 

sensitivity, the value of specificity might reduce and this, in turn changes the overall 

accuracy. In our experiment, we find the sensitivity increase more than 5% however the 

specificity just reduce 1% compare with other methods. This verifies the robustness of our 

method in detecting retinal vessels.  

Method 
Performance Results 

database Sensitivity Specificity Accuracy 

2nd observer DRIVE 0.7761 0.9725 0.9473 

Our method DRIVE 0.7673 0.9602 0.9430 

Mendonca [19] DRIVE 0.7344 0.9764 0.9452 

Zana[18] DRIVE 0.6696 0.9769 0.9377 

Staal [17] DRIVE 0.7194 0.9773 0.9441 

Zhang [5] DRIVE 0.7120 0.9724 0.9382 

Soares [22] DRIVE 0.7283 0.9788 0.9466 

Fraz[23] DRIVE 0.7525 0.9722 0.9476 

Table 1: comparative results on DRIVE database  

4 Conclusion 

We proposed a novel method for retinal vessel segmentation by using both Gabor filter and 

texton. A new filter bank for retinal vessel network enhancement was designed based on the 

human visual system and the corresponding parameters of the Gabor filter were optimized 

using a ROC analysis of the filter performance on training data. Our experimental results 

demonstrated that our method significantly enhances the true positive rate while 

maintaining a level of specificity that is comparable with other approaches. The overall 

performance accuracy (0.943) is better than most of state-of-the-art retinal vessel 

segmentation methods proposed by other authors. Although the performance of our method 

in terms of sensitivity, specificity, and accuracy is good, we can find some limitations and 

weaknesses from our method.  Visually, some false positive pixels are evident in our 

segmentation results, especially in an area around the optic disc (OD). This is because the 

area surrounding the OD exhibits strong contrast and so there are significant gradient 

changes on its boundary. We intend to address these limitations in our further work.   
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Abstract

The importance of neuro-imaging as one of the biomarkers for diagnosis and prog-
nosis of pathologies and traumatic cases is well established. Doctors routinely perform
linear measurements on neuro-images to ascertain severity and extent of the pathology or
trauma from significant anatomical changes. However, it is a tedious and time consum-
ing process and manually assessing and reporting on large volume of data is fraught with
errors and variation. In this paper we present a novel technique for segmentation of sig-
nificant anatomical landmarks using artificial neural networks and estimation of various
ratios and indices performed on brain CT scans. The proposed method is efficient and
robust in detecting and measuring sizes of anatomical structures on noncontrast CT scans
and has been evaluated on images from subjects with ages between 5 to 85 years. Results
show that our method has average ICC of ≥ 0.97 and, hence, can be used in processing
data for further use in research and clinical environment.

1 Overview and problem statement
Linear measurements on axial CT scans provide clinicians and surgeons opportunity to ascer-
tain differential diagnoses of neuropsychiatric disorders, outcomes of clinical and surgical
interventions, geriatric changes and deleterious effects of drugs. Quantitative assessment
of neuro-images is an effective approach to reveal structural changes in conditions such as
Alzheimer’s disease (AD), Schizophrenia, Huntington’s disease, hydrocephalus and many
other neurological and psychiatric disorders [1, 2, 11, 12]. The typical measurements per-
formed on the axial CT scans (fig. 1a, details in table 1) are used to estimate indices and
ratios such as Evan’s Ratio (ER), Bifrontal Index (BFI), Bicaudate Index (BCI), Cella Media
Index (CMI), Frontal Horn Index (FHI), Ventricular index (VI), Huckman number (HN) and
3rd ventricle width (V3) [3]. Manual measurements of regions of interest (ROI) are still con-
sidered ’gold standard’, however, these are time consuming and a robust and efficient method
is required to assist the researchers and to our knowledge, there is no automated system for
performing measurements and calculation of these from CT scans.

Computer aided quantitative radiology and volumetry studies of the human anatomy and
pathology have been undertaken by many researchers and a surfeit of image segmentation
methods have been proposed [10]. However, in medical images an ROI can have dissimi-
larity of pixel intensity, inhomogeniety of background contribution and noise, and spatially

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) (b) (c)
Figure 1: Measurements on Axial CT Scans (a) and Manual Labelling (b, c).

blind methods in these cases can result in disjoint, quasi-homogeneous regions [9]. To pre-
serve the spatial relationship between the pixels and neighbourhood information, spatially
guided techniques such as region growing and merging, active contours and level sets show
better results [10].

The extensive and tenable integration of computational intelligence in medical problems
can be attributed to the fact that these systems can adaptively learn and optimize the rela-
tionship between inputs and outputs [4, 5, 6, 7, 8]. Medical images e.g., CT scans, usually
have inhomogeniety of background and noise; and recognition of ROI in images with similar
characteristics using ANN can give plausible results [13]. In addition, ANN’s can be trained
using a few images which have been manually annotated and labelled in order to learn to
recognize the ROI.

2 Methodology

The proposed methodology uses ANN to segment the input images into ROI. Measurements
of landmark regions are then used for calculating the various ratios and indices. The input
images are DICOM (Digital Imaging and Communications in Medicine) files and the training
set has been manually segmented and measured by radiology experts (Figure 1b, 1c). The
dataset used for training, validation and testing consists of noncontrast CT studies from
different subjects. The studies include subjects of both genders and between ages 5 to 85
years. Our method is used on axial CT slices.

2.1 Correction of Orientation of Head

The first step is to align the head into proper orientation on the CT image to ensure that the
reference points for measurements are properly identified. This is done by demarcating the
bony protuberance of the anterior and posterior falx cerebri attachments as these landmarks
are usually not affected in traumatic and pathological cases in which the brain tissue may
show abnormalities. The skull boundaries are extracted using Canny edge detection with
σ = 2 and threshold = 0.5 in our experiments, and properties of connected regions are
measured. Then the curve of the skull bone is modelled as a function of the location and
height of pixels and the extrema represent the protuberances which are used to find any shift
Pshi f t in the orientation.
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(a) (b) (c)
Figure 2: Correction of orientation of CT Scans.

Taking arctan of the Pshi f t with reference to the skull centroid calculated earlier, gives the
rotation angle θ ◦ to be corrected (Figure 2). An ideal midline can also be drawn using skull
centroid which, in normal cases, would pass through the septum pellucidum. Identifying
the septum pellucidum and its location with reference to skull can be used for measuring the
midline shift which is an important clinical feature in assessment of traumatic or pathological
conditions.

2.2 Detection of Candidates for Measurements
An input image is represented as an (n×m) matrix X = {xi j}, i = 1 . . .n, j = 1 . . .m, whose
pixels can either belong to a region of interest class Ω0 or to a non region Ω1. A function
ui j = φ (X ; i, j) reflects the brightness of the pixel xi j influenced constantly or variably by
the neighbourhood. The function is estimated in a rectangular window P, which is a (k× k)
matrix containing the central pixel xi j and r−1 nearest pixels, where r = k2. Then by sliding
the window P through the image X , every central pixel xi j can be assigned to one of the two
classes Ω0 or Ω1. The sliding window transforms the image X into an r×q matrix Z where
q = (n− k+1)(m− k+1) and the central element of a vector z ∈ Z, hence, represents the
pixel xi j of the input image. The matrix Z is fed to the ANN with one hidden layer and
the output neuron makes a decision yc = {0,1},c = 1 . . .q, on the central element of cth
column vector z(c), thus, classifying the image pixels to classes Ω0 or Ω1 as proposed by
[13]. The ANN is trained with standard back propagation technique aiming to minimize an
error function ε for a given number of training epochs. We use images whose pixels are
manually labelled and assigned either to class Ω0 or Ω1 by a radiology expert Fig. 3b and
the ANN is trained (Fig. 3c) to approximate these. The approach is implemented to identify
both ventricles and skull as ROI for subsequent measurements and estimations of indices.

The output from the neural network classifies pixels of the input image into ROI as
shown in Fig. 3e. In this binarized image, the discontinuities within the regions and the
non-smooth boundaries are further refined using active contours using output of ANN for
automatic seeding. The values of curve length µ and curvature κ are empirically estimated in
our experiments to ensure a good approximation of the edges of regions. This step generates
a binary image as output with the skull and ventricles’ boundaries clearly demarcated as in
Fig. 3f and 3g respectively.

2.3 Measurements and Estimation of Indices
The CT scan studies are viewed using ’brain window’ (width = 80, length = 40) with image
size of 512× 512 pixels and a reference ruler is overlaid on the images to calibrate our
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(a) Input image (b) Manual labelling (c) ANN Output

(d) Input Image (e) Segmentation (f) Skull (g) Ventricles
Figure 3: Segmentation of the ROI in Brain CT Scans.

measurement algorithm. An expert then provides multiple reference measurements in an
interactive session using a simple user interface and the averages are stored as benchmarks
Pcal for subsequent automatic measurements. There is an option to use Metric or Imperial
units for measurements. The contiguous image regions from step 2.2 are used to determine
measurements such as extrema, centroid, area, major and minor axes. The values of extrema
are used to draw reference points (Fig. 1a) around the ROI using same approach as section
2.1 and the number of pixels between relevant points is divided by Pcal to give measurements.
To estimate the indices, the distance between relevant reference points is counted in terms of
pixels and appropriate formula is applied from atlas [3].

3 Experimentation Results
The technique has been applied on 48 noncontrast CT studies from different subjects with
ages between 5 to 85 years including 14 subjects from the National Cancer Institute pub-
lic dataset. Two radiology experts independently performed manual segmentation and cal-
culated ratios and indices to be used for training and evaluation in our experiments. The
subjects’ personal information was anonymized and only age and gender data were retained.
Measurements of the maximum frontal horn diameter (A), inner skull diameter at the level of
frontal horns (D), maximum inner skull diameter (F), outer skull diameter at the frontal horns
(G), maximum outer skull diameter (H) and minimum width of the later ventricles separated
by the septum (I) were made by experts. Our method repeated the same linear measurements
after segmenting the ROI and using reference points and calibration information. The results
were compared with the measures in noncontrast CT scans from different age groups and
showed ICC ≥ 0.97. Correction of orientation of head showed 85% sensitivity and 75%,
while detection of brain midline shift > 5mm showed sensitivity and specificity of 80% and
86% respectively. The intraclass correlation coefficient (ICC) was calculated using MedCalc
to compare the results with experts to ascertain reliability of measurements. Linear mea-
surements show ICC range from 0.97 to 0.99 and the results are given in table 1. For both
the CMI and ER estimations, ICC was 0.98 compared to the experts. The optimum testing
performance of 88.9% of the ANN was observed with 10 hidden neurons to segment the
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Label Measurement ICC
A Maximum frontal horn diameter 0.99
D Inner skull diameter at the level of the

frontal horns
0.97

F Maximum inner skull diameter 0.97
G Outer skull diameter at the frontal horns 0.97
H Maximum outer skull diameter 0.98
I Minimum width of the lateral ventricles

separated by the septum (cella media)
0.98

Table 1: Measurements on the axial CT scans

(a) Transtentorial Arachnoid cyst (b) Metastatic lesions
Figure 4: Cases excluded from experiments.

image using 70% training, 15% validation and 15% test samples. Increasing or decreasing
the number of hidden neurons in ANN did not significantly improve the performance and
the average performance was 87.4− 88.9% in training and testing. The sliding window in
section 2.2 was evaluated with varying sizes of 3×3, 5×5 and 7×7 neighbourhood pixels,
however, the optimum output was achieved with 5× 5 pixels windows for extracting fea-
tures. The experiments were performed using Matlab R2013b on Mac OS X and Windows 7
platforms. The average time taken by our method to perform segmentation and estimations
of indices and ratios was≤ 20 seconds because the algorithm performs the segmentation and
measurements in toto without performance degradation. CT studies of patients with gross
deformity of the brain structure due to either neoplastic metastasis, pathology or trauma gave
less satisfactory estimations and resulting measurements were amiss. These 2 of the 34 cases
(fig. 4) were excluded from the performance analyses after preliminary experiments.

4 Conclusion
Manual demarcation of ROI by expert radiologists is still considered gold standard, however,
our proposed system has shown plausible results with 87.4−88.9% accuracy with ANN in
segmenting the ROI which are used as reference points for estimating various brain indices.
The error in linear measurements on noncontrast axial CT scans was less than ±1mm and
ICC results were ≥ 0.97 compared with experts. Correction of orientation of head and de-
tection of midline shift > 5mm showed sensitivity of 85% and 80% and specificity of 75%
and 86% respectively. The average time taken for measurements was also significantly re-
duced. Currently, the CT slice with pertinent anatomical landmarks is manually input to
the system for measurements. However, we are working on an algorithm to automatically
select the representative slice from the complete study of the subject. Interpretation of the
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medical images by the radiologists is fraught with errors and variations which represent the
weakest aspect of clinical imaging. Based on the results of our method, we propose that
integration of automated systems in clinical and research settings can significantly reduce
the radiologists’ workload and inter-observer variability in assessing normal development,
ageing, pathological and traumatic cases.
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Abstract 

Alzheimer’s Disease (AD) is increasingly prevalent in modern society and methods 

for its diagnosis are only just starting to emerge. Given images of brain tissue, we 

show how Alzheimer’s disease can be detected from the branching structures of 

blood vessels. This is achieved by a new approach which counts the branching points 

and derives measures which are suited to the analysis of small branching structures. 

The measures are formulated to be rotation, scale and position invariant and are 

deployed in tandem with more standard measures. Analysis on a database comprised 

of brain tissue samples from subjects who are normal, with Alzheimer’s and age 

matched normal has shown capability to classify correctly images of brain tissue 

from subjects afflicted with Alzheimer’s disease. 

1 Introduction 

Alzheimer’s Disease (AD) is the commonest form of dementia, affecting nearly a million 

people in the UK and with no effective treatment. Diagnosis is difficult, as many 

neurodegenerative conditions present similar characteristics [1]. Amyloid beta (Aβ) is a 

normal product of metabolism, cleaved from an amyloid precursor protein (APP). Young 

brains are equipped with different mechanisms to break down and eliminate Aβ, but with 

ageing and on the background of different genotypes the elimination of Aβ fails, leading to 

its accumulation and to AD [2]. The accumulation of Aβ in the walls of blood vessels of 

the brain reflects a failure of its elimination along the walls of blood vessels. 

In recent years, researchers have tried to detect AD by processing images of the human 

brain. Most have used MRI and CT scans to detect the abnormalities. For example, shape 

changes were detected in the corpus callosum in AD [3]. In addition, texture was evaluated 

to discriminate a brain with AD from one without [4], while a new method was introduced 

to measure the thickness of the human cerebral cortex by considering the white and the 

grey matter. However although the methods using computer vision have been 

demonstrated some detection capability, little attention has been given to detecting the 

abnormalities of specific components in the brain that are affected by amyloid beta, such as 

the blood vessels. The concept of the early onset detection of AD has yet to receive much 
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research attention. Naturally, any approach that can detect AD at the onset or early in its 

progression could be invaluable in medical planning.  
Blood vessels have previously been analysed in diagnosis of diabetes, hypertension and 

atherosclerosis [5] supporting their potential use for Alzheimer’s Disease diagnosis. The 

previous importance of the blood vessels suggests detecting abnormalities of the blood 

vessels is important in human condition analysis, and coupled with observations 

concerning Aβ drainage suggests that analysis of the branching structure might give an 

indication of the presence of AD. There is a general computer vision aspect in branching in 

that natural patterns such as sea fans, water flow in the rivers and trees show structural 

similarity suggesting automated analysis is appropriate there as well.  

The detection of a blood vessel’s pattern can use many established features such as density 

and tortuosity for Alzheimer’s disease detection [6]. In this study, we describe the blood 

vessel’s overall structure of by their density, by a new invariant measure of branching 

structure, and by their tortuosity. Our aim is to detect the signs of AD at an early stage by 

focusing on the objects that have been most affected by this disease.  

Current approaches to analysing branching structures in medical images currently 

concentrate on ductal trees [7] and vascular structures [8]. These are largely large scale 

analyses of topology whereas blood vessels in segments of brain tissue are considerably 

smaller. Further, there is no analysis of this sort directed towards the detection of 

Alzheimer’s disease. 

  

Figure 1: Example Image of Brain Tissue      Figure 2: Branching Structure 

In this paper, we propose a new analysis of the branching structure, with a measure which 

is invariant to rotation, scale and translation. This measure together with density and 

tortuosity are analysed on a database of images of brain tissue derived from young people, 

old people with Alzheimer’s disease and age-matched old people without Alzheimer’s 

disease to show that these new measures have detection capability. 

2 Materials and Methods 

2.1 Brain Images 

We have used images of human tissue from the Brain Tissue Resource in Newcastle 

derived using a Nikon Eclipse E600 microscope fitted with a digital camera Nikon Coolpix 

950 at fixed ×10 magnification, Fig. 1. We have five samples of tissue from; young, older 
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age-matched control and older Alzheimer’s subjects. This dataset appears small compared 

with large scale image analysis datasets, and the purpose here is proof-of-concept and this 

size suffices for that purpose. 

2.2 Density 

The density is defined as the number of branches in the image which is determined by 

detecting the points at which branching occurs. Images are first thresholded using Otsu’s 

technique and then thinned to provide a skeleton. A potential branching point I(V), is 

calculated for each point V, of the skeleton where the Ni(V) are the neighbours i of the 

analysed point, V. Should there be more than two neighbours V is classified as a branching 

point    , Eqs. 1 &2. 

 

 ( )  
 

 
(∑|  ( )      ( )|

 

   

) 

(1) 

     ( )    (2) 

After obtaining the branching points      (       ) , the branching points are then 

excluded when counting the number of branches, giving the density D. The vessels         
are determined via 8-way connectivity and counted excluding the branching points as 

  ∑(           ̅̅ ̅̅ ) 
(3) 

2.3 Description of the Branching Structure 

The detected branching points allow for the new analysis of the branching structure. 

Essentially we have segments of blood vessels which are at different inclinations to the 

branching points. For a branching point bp with N branches each of length L(n) the 

branching structure, as shown in Fig. 2, can be described by a composite measure which is 

derived from the branch length and relative inclination of the vessels. The average vector 

product of pairs of branches and the angle between them, gives the measure B which is 

invariant to rotation, translation and scale (size). 

  ∑  ( )   ( )      ( (   )           
 
⁄     

(4) 

As this equation appears to favour smaller angles, a version not using the cosine was also 

deployed, though this was found to have lower performance. 

2.4 Other measures 

We also described vessel structure using a standard measure of tortuosity   

    ⁄  (5) 

where c is the total length of the curve and L is the length of a straight line connecting the 

curve end points. This measure suffices for the analysis here though could be extended [9]. 

Here the tortuosity is averaged over all detected branches in an image. 
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3 Results 

 

Figure 3 shows the results of correct classification rate achieved by using the function 

shown in eq. 4, and classified using the k nearest neighbour rule across the whole dataset 

and compared to version that used the pure angle (without the cosine function). Clearly, 

using the averaged dot product improves the correct classification rate.  

  

Figure 3: Correct classification rate using alternative branching measures. 

 

Next, Figure 4 shows the Correct Classification Rate for the images when divided into 

three groups; young, old-matched control and old with Alzheimer’s disease. Here, samples 

are classified by correct classification is achieved when an image from a sample without 

Alzheimer’s disease is correctly classified as not having the disease. Correct classification 

also occurs when a sample from an older subject with Alzheimer’s disease is correctly 

classified as that. The horizontal axis is the value of k used within the k-NN rule. 

In Fig. 4 the features used are the density D, the tortuosity   or the branching measure B or 

combinations thereof, combined as a feature vector for use with the k-NN rule. By this 

analysis, each measure contributes to successful discrimination of subjects with 

Alzheimer’s disease, suggesting that image based analysis of brain tissue samples could 

prove a suitable avenue for research, as predicted by physical analysis and the postulated 

effects of A 
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Figure 4: Correct classification rate and for each feature combinations versus the number 

of nearest neighbours k 

 

Next, in Figure 5 we combine the young datasets with the control dataset to perform the 

discrimination of the brain tissue with AD from normal brain tissue. This provides ten 

images from young and age-matched control subjects, together with five samples from 

subjects with Alzheimer’s Disease.  

 

 
 

Figure 5: Correct classification rate overall and for each feature combinations versus the number of k using 2 

groups 

Clearly in this figure, the CCR for branching structure shows capability to differentiate the 

AD from other normal brain. By combining the density with branching structure, we can 

see some enrichment of CCR suggesting the continuity of this combination for this 

research.   
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4 Conclusions 

Studies suggest that the drainage of the protein A is consistent with presence of 

Alzheimer’s disease and this suggests that image based analysis of blood vessel structure 

might indicate the presence of Alzheimer’s disease. Here we have deployed the standard 

measures of density and tortuosity for this analysis and have developed a new technique 

which is suited to analysis of the small branching structures to be found in these images. 

The new measure is formulated to have requisite invariant properties for this analysis. 

 

In general, our initial result shows that the branching structure has become a major 

contributor to discriminate AD from a normal brain. In addition, a basic measure of 

tortuosity has shown some contribution to correct classification and has motivated us to 

increase the performance of the classification by finding a better way to analyse tortuosity. 

 

Note that so far the study is in vitro and this study is sufficiently encouraging for 

translation to in vivo 3D MRI image analysis. 
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Abstract 

The aim of this study was to compare several threshold-based segmentation 

methods in delineating tumours on pre- and post- therapy PET scans both in terms of 

the volumes segmented and the effect on predicting survival. On a dataset of 14 

patients with mesothelioma, different segmentation methods were found to correlate 

well with each other for pre- and post- therapy tumour volume (TV) and total lesion 

glycolysis (TLG) but did not correlated as well for absolute change and % change of 

TV and TLG between pre- and post- therapy images. This was also found for the 

effect of the TV and TLG on receiver operator characteristics (ROC) analysis on 6-

month progression free survival (PFS) in where the segmentation method had little 

effect when assessing pre- or post- therapy TV and TLG but showed significant 

differences when using change of % change as a predictor of PFS.  

1 Introduction 

 There are a number of different threshold-based region growing segmentation methods 

that have been used for segmenting tumours on PET scans. These range from using a fixed 

standardised uptake value (SUV) threshold of 2.5, found to distinguish between malignant 

and benign lesions [1], to methods which take into account the background in an image, 

such as those defined in the PERCIST criteria [2]. Segmentation can be used to delineate 

PET scans to obtain tumour volume (TV) and measures combining TV and SUVs, defined 

as total lesion glycolysis (TLG) [3]. Pre-therapy TV/TLG and the change in TV/TLG 

between pre- and post- therapy scans have shown promise as useful measures for 

predicting patient survival in mesothelioma and other cancers [4-8]. However, there is no 

designated, default method of segmentation and studies have used various threshold based 

methods such as a fixed 2.5 SUV threshold [4,5], fixed percentage of SUVmax [6], 

PERCIST criteria method [7], and a method using SUVmean (named GRAB) [8]. The aim 

of this work is to compare these and other methods to see if the segmentation method 

makes a significant difference to the measurement of TV and TLG and, more importantly, 
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whether it effects the prediction of response/survival in patients. This work has been 

completed using 14 pre- and post- therapy PET scans from a dataset investigating the use 

of Sorafenib as a therapy for mesothelioma [9].  

2 Materials and Methods 

2.1 PET Image Data 

       14 pre- and post- therapy PET scans of patients with mesothelioma were used for this 

GE Discovery ST or GE Discovery VCT PET scanners (Waukesha, WI). Post-therapy 

scans were performed ~8 weeks after the start of treatment  a first line treatment of 

pemetrexed plus cisplatin chemotherapy, before a second line Sorafenib chemotherapy - 

and all patients had measurable disease, as defined by modified RECIST criteria [10]. PET 

image dimensions were 128 x 128 x 223, 267 or 311 (with voxel sizes of 5.47mm x 

5.47mm x 3.27mm for all but one image with voxel sizes of 4.69mm x 4.69mm x 

3.27mm). All PET images analysed were attenuation corrected using a smoothed CT 

dataset. Administered FDG dose ranged from 315 to 380MBq (median, 342MBq). The 

median time between administration of FDG and the start of the scan was 93min (range, 

79-122min). Patients had a median age of 63 (range, 55-77) and 86% were male (12 male, 

2 female). The study was approved by the UK National Research Ethics Service. 

2.2 Disease Segmentation 

All segmentation methods used 3-D region growing using 6-voxel connectivity in a 

software package called PETTRA (PET Therapy Response Assessor), a software tool 

designed using commercial software package MATLAB® 2012b (The MathWorks Inc., 

Natick, MA, 2000). Areas of segmentation were defined by an experienced consultant 

physician who decided which areas were disease and which were physiological uptake. In 

instances where the segmentation method clearly included areas of physiological uptake 

such as the liver, bladder or heart, restrictions were made using a given cubic area in which 

the segmentation must remain or which could remove unwanted physiological uptake, 

depending on which was easier. This was the same for all segmentation methods.   

A fixed 2.5 SUV region growing segmentation method was used as the default method 

of segmentation due to its simplicity and objectivity. A fixed threshold based on a 

percentage of SUVmax was also used with various percentages, as has been done in other 

studies [7]. The PERCIST method, which uses a formula of the mean of the background 

plus two standard deviations (S.D.), was used as a threshold with the background taken as 

a large volume of interest (VOI) over the centre of the liver. A large VOI was used to 

increase the robustness of the algorithm, rather than use a smaller VOI prone to more 

observer variability as proposed in the PERCIST guidelines [5]. This background measure 

was also used for other segmentations which included a background mean and/or S.D. Two 

methods using the SUVmean and background uptake were included, a method by Davis et 

al. (2006) which uses a relative percentage threshold of the SUVmax  the background 

mean (this is then added to the SUVmean of the VOI) [11], and those defined by Nestle et al. 

(2005) and Nestle et al. (2007) which use a percentage of the SUVmean and a percentage of 
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the background added together [12,13]. Finally, the GRAB method, an adaptive method 

using the SUVmean and the background was used [14]. All the segmentation methods using 

the SUVmean as a starting point underwent an iterative process to continue recalculating the 

segmentation until the volume no longer changed or it had exceeded ten iterations with the 

starting SUVmean taken from a fixed 2.5 SUV threshold segmentation. Each segmentation 

method was used to segment disease on each of the 28 images (14 pre-therapy and 14 post-

therapy). The TV and TLG was then calculated and compared for each segmentation 

method as was their resulting area under the curve (AUC) for receiver operating 

characteristics (ROC) analysis for 6-month progression free survival (PFS). 

3 Results 

3.1 Segmentations 

Each pre- and post- therapy image was found to have some disease so all 28 images 

had a measure for TV and TLG. Segmentation using a threshold based on the percentage 

of the SUVmax has been omitted from the results. A variety of fixed percentages were 

attempted but over the entire dataset they were found to either have too low thresholds at 

low percentages, which segmented almost the entire body, or too high thresholds at high 

percentages, which clearly segmented only a fraction of the disease in the image (Figure 1, 

(vi)). This was also true of some of the other segmentation methods tested, particularly 

when using different relative thresholds.  

After removing segmentation methods which had problems segmenting many images, 

five region growing threshold segmentation methods were tested with thresholds based on: 

(i) a fixed 2.5 SUV [1], (ii) background uptake + 2 S.D., recommended by PERCIST [2],  

(iii) background mean + 0.10 (SUVmax  background mean) where 0.10 is the chosen 

relative threshold factor, defined by Davis et al. (2006) [11], (iv) (0.15 * SUVmax) + 

background mean, defined by Nestle et al., (2005) [12], and (v) a threshold based on the 

adaptive GRAB method [14]. The threshold used in the GRAB method is given as: 

 

Threshold = SUVmean * Threshold Factor 

Threshold Factor = 1  ((SUVmean  MNL) / (SUVmean + MNL)) 

MNL = Background Mean + (Background S.D. * 3) 

 

All background means and S.D.s were taken from a 201ml volume in the middle of the 

liver placed by an operator. This was true of all but one dataset which had disease present 

at the top of the liver so a smaller volume of 119ml was used instead to make sure no 

disease would alter the liver mean and S.D. When using the fixed 2.5 SUV threshold over 

the 28 images, 21 could be segmented with no restrictions. 4 pre-therapy and 3 post-

therapy images had either the segmentation area restricted from physiological uptake or the 

physiological uptake removed from the segmented area. Physiological uptake included the 

heart, liver, spleen, bladder and bowel. All other segmentation methods were perceived to 

visually segment the diseased areas and had reasonable restrictions put in place to stop the 

segmentation of physiological uptake in comparison with the fixed 2.5 SUV method. A 

visual comparison of the segmentation methods on datasets 1 and 7 can be seen in Figure 

1. 
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Figure 1: Coronal PET slices of segmentations of two datasets (1 and 7) by the five chosen 

methods: (i) fixed 2.5 SUV threshold, (ii) background mean + 2 background S.D., as 

recommended in the PERCIST guidelines, (iii) background mean + 0.10 (SUVmax  

background mean), defined by Davis et al. (2006), (iv) (0.15 * SUVmax) + background 

mean, defined by Nestle et al. (2005), and (v) the GRAB method. (vi) A threshold for 40% 

of the SUVmax is also shown, as can be seen to the layman even on this 2-D coronal view, 

the method has clearly not segmented all of the disease. 

3.2 Comparison of Segmentations 

As can be seen in Figure 1, all segmentations cover the same areas of disease but 

differences in the threshold mean the TV can often be very different. A fixed 2.5 SUV 

threshold had a mean TV of 586ml over the 28 scans, while segmentations using PERCIST 

and the Nestle method had higher mean TV of 636ml. In comparison, the Davis method 

and GRAB generally produced lower TVs with means of 459ml and 327ml respectively. 

Compared to the fixed 2.5 SUV threshold segmentation method, the other four needed less 

restriction from or removal of physiological uptake in segmentation, however, it is worth 

noting that the PERCIST and GRAB methods needed to use more user initiated VOIs to do 

this over the dataset. 

Table 1 shows the correlation between the fixed 2.5 SUV segmentation and the other 

four methods investigated for TV, TLG and the absolute change and absolute % change 

between them. The results show excellent correlation for all the segmentation methods for 

TV and TLG across all images but much weaker correlation when comparing the absolute 

change or % change between pre- and post- therapy images, with the PERCIST and GRAB 

methods having better correlation to using a fixed 2.5 SUV threshold than other methods.  
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Segmentation Method 
All Images Change % Change 

TV TLG TV TLG TV TLG 

(ii) PERCIST 0.946 0.984 0.677 0.962 0.943 0.974 

(iii) Davis et al. (2006) 0.920 0.965 0.879 0.955 0.188 0.369 

(iv) Nestle et al. (2005) 0.950 0.985 0.416 0.920 0.475 0.654 

(v) GRAB 0.927 0.970 0.892 0.982 0.781 0.836 

Table 1: Correlation between fixed 2.5 SUV threshold and other segmentation methods: 

shows the Pearson correlation coefficient (ppc) for TV and TLG over all 28 images and the 

absolute change and absolute % change over the 14 pre- and post- therapy images. For p < 

0.01, pcc > 0.479 over all images and for p < 0.01, pcc > 0.662 for changes and % change. 

3.3 Segmentation Effect on Predicting Response 

A comparison of ROC AUC for 6-month PFS for each segmentation method 

shows that all segmentation methods produce similar results when using pre- and post- 

therapy TV and TLG to predict 6-month PFS with all methods producing AUC between 

0.8 and 0.9 (with one exception, the Davis method (iii) with a pre-therapy TV AUC of 

0.938), potentially caused by just one patient being categorised differently. For pre- 

therapy TLG all methods have identical ROC curves. However, when using change, or % 

change, between pre- and post- therapy TV or TLG the AUC ranges from 0.292 to 0.729. 

This suggests that while the segmentation method to obtain TV or TLG is unlikely to have 

a great effect when using pre- and post- therapy values to predict PFS, it is likely to have a 

greater impact when using the change, or % change, between pre- and post- therapy scans.  

 

Method 
TV TLG 

Pre Post Chg % C Pre Post Chg % C 

(i) 2.5 SUV 0.875 0.812 0.396 0.438 0.875 0.833 0.313 0.396 

(ii) PERCIST 0.875 0.875 0.646 0.437 0.875 0.854 0.500 0.396 

(iii) Davis 0.938 0.833 0.396 0.417 0.875 0.833 0.313 0.375 

(iv) Nestle 0.875 0.875 0.729 0.604 0.875 0.854 0.521 0.458 

(v) GRAB 0.875 0.875 0.458 0.354 0.875 0.833 0.375 0.292 

Table 2: Area under the ROC curve (AUC) for predicting progression free survival (PFS) 

at 6 months, using TV and TLG, for all segmentation methods. Chg = Change between 

pre- and post- therapy images. % C = % change between pre- and post- therapy images.  

4 Conclusion 
 This study compares five threshold-based segmentation methods to delineate 

disease on pre- and post- therapy PET studies. On 14 patients with mesothelioma, all the 

other methods were shown to correlate well with the fixed 2.5 SUV threshold method and 

the segmentation method had little or no effect on ROC analysis when using TV or TLG to 

predict 6-month PFS. However, when using the change, or % change, between pre- and 

post- therapy TV and TLG there was a much lower correlation between segmentation 

methods and a greater impact on ROC analysis where the change, or % change, between 

TV and TLG produced vastly different AUC depending on the segmentation method. 

177



6  

 
 

 

References 
[1] A.C. Paulino and P.A. Johnstone. 2004. FDG-

box? International Journal of Radiation Oncology Biology Physics, 59, 4-5. 

[2] R.L. Wahl, H. Jacene, Y. Kasamon and M.A. Lodge. 2009. From RECIST to PERCIST: 

Evolving considerations for PET response criteria in solid tumours. Journal of Nuclear 

Medicine, 50 (1), 122S-50S. 

[3] S.M. Larson, Y. Erdi, T. Akhurst et al. 1999. Tumor Treatment Response Based on Visual and 

Quantitative Changes in Global Tumor Glycolysis Using PET-FDG Imaging. Clinical Positron 

Imaging, 2, 159-171. 

[4] P. Veit-Haibach, N.G. Schaefer, H.C. Steinert et al. 2010. Combined FDG-PET/CT in response 

evaluation of malignant pleural mesothelioma. Lung Cancer, 67, 311-317. 

[5] M.K. Song, J.S. Chung, H.J. Shin et al. 2012. Prognostic value of metabolic tumor volume on 

PET/CT in primary gastrointestinal diffuse large B-cell lymphoma. Cancer Science, 103, 477-

82. 

[6] T.M. Kim, J.C. Paeng, I.K. Chun et al. 2013. Total lesion glycolysis in positron emission 

tomography is a better predictor of outcome than the International Prognostic Index for patients 

with diffuse large B-cell lymphoma. Cancer, 119 (6), 1195-202. 

[7] H.Y. Lee, S.H. Hyun, K.S. Lee et al. 2010. Volume-Based Parameter of F-18-FDG PET/CT in 

Malignant Pleural Mesothelioma: Prediction of Therapeutic Response and Prognostic 

Implications. Annals of Surgical Oncology, 17, 2787-2794. 

[8] R.J. Francis, M.J. Byrne, A.A. Van Der Schaaf et al. 2007. Early prediction of response to 

chemotherapy and survival in malignant pleural mesothelioma using a novel semiautomated 3-

dimensional volume-based analysis of serial 18F-FDG PET scans. Journal of Nuclear Medicine, 

48, 1449-58. 

[9] S. Papa, S. Popat, R.Shah et al. 2013. Phase 2 Study of Sorafenib in Malignant Mesothelioma 

Previously Treated with Platinum-Containing Chemotherapy. Journal of Thoracic Oncology, 

8(6), 783-87. 

[10] M.J. Byrne and A.K. Nowak. 2004. Modified RECIST criteria for assessment of response in 

malignant pleural mesothelioma. Annals of Oncology, 15, 257-260. 

[11] J.B. Davis, B. Reiner, M. Huser et al. 2006. Assessment of 18F-PET signals for automatic target 

volume definition in radiotherapy treatment planning. Radiotherapy & Oncology, 80, 43-50. 

[12] U. Nestle, S. Kremp, A. Schaefer-Schuler et al. 2005. Comparison of different methods for 

delineation of 18F-FDG PET-positive tissue for target volume definition in radiotherapy of 

patients with non-small cell lung cancer. Journal of Nuclear Medicine, 46, 1342-8. 

[13] U. Nestle, A. Schaefer-Schuler, S. Kremp et al. 2007. Target volume definition 18F-FDG PET-

positive lymph nodes in radiotherapy of patients with non-small cell lung cancer. European 

Journal of Nuclear Medicine and Molecular Imaging, 34, 453-62. 

[14] J.A. Boucek, R.J. Francis, C.G. Jones et al. 2008. Assessment of tumour response with (18)F-

fluorodeoxyglucose positron emission tomography using three-dimensional measures compared 

to SUVmax  a phantom study. Physics in Medicine and Biology, 53, 4213-30. 

178



NELSON ET AL.: LOCAL TERMINATION OF ACTIVE MESHES 1

Speeding Up Active Mesh Segmentation
by Local Termination of Nodes

Carl J. Nelson1

carl.nelson@dur.ac.uk

Martin Dixon2

martin.dixon@durham.ac.uk

P. Philippe Laissue3

plaissue@essex.ac.uk

Boguslaw Obara*1

boguslaw.obara@dur.ac.uk

1 School of Engineering & Computer
Science
Durham University

2 School of Biological and Biomedical
Sciences
Durham University

3 School of Biological Sciences
University of Essex

Abstract

This article outlines a procedure for speeding up segmentation of images using active
mesh systems. Active meshes and other deformable models are very popular in image
segmentation due to their ability to capture weak or missing boundary information; how-
ever, where strong edges exist, computations are still done after mesh nodes have settled
on the boundary. This can lead to extra computational time whilst the system continues
to deform completed regions of the mesh. We propose a local termination procedure, re-
ducing these unnecessary computations and speeding up segmentation time with minimal
loss of quality.

1 Introduction
Deformable models [6] are a group of algorithms used to segment images, particularly im-
ages with weak or missing boundaries. Such deformable models, also known as active mod-
els and snakes, are used heavily in biomedical imaging segmentation where low contrast,
high noise or obscured edges make other segmentation techniques unsuitable. Deformable
models come in several forms and have been used for multiple modalities and scenarios
(see [5] for a comprehensive review). Here we introduce and briefly describe the field lim-
ited to active meshes, three-dimensional polygonal-faced meshes that can be deformed in a
discrete manner to segment objects of interest [7].

1.1 Active Meshes: a Quick Background
Active meshes are a subset of deformable models that commonly use a triangular-faced mesh
to segment an object of interest from an image with weak or missing boundaries (see [4] for
an early example). The use of a mesh with distinct nodes, or vertices, and a known connectiv-
ity, through face or edge information, allows computationally simple and speedy calculations
to be performed over the whole mesh. To find the segmentation shape the mesh is deformed
in one of several ways. The use of physics-based forces allows a new position to be calcu-
lated at each iteration by Euler-Lagrange mechanics [8]; however, there have been concerns

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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that optimality of such systems is not guaranteed [1]. A more common system is to provide
each vertex with an energy and, for each iteration, identify some trial points for the vertex
to move to; one of these points is then accepted by some optimisation method, the simplest
of which is a greedy algorithm [10]. Many of these systems require a balloon force [3] or
another force (e.g. [11]) to attract the shape towards the edges from any initialisation. As
with many techniques each variant has its advantages and drawbacks and the optimal choice
for a particular case is dependent on the experiment and researcher.

1.2 Termination of Meshes
Deformable models tend to work on an iterative system with each iteration deforming the
model to minimise energies or balance forces, eventually the mesh reaches an optimal state
and the desired object is segmented. With many optimisation techniques there may be no
definite and/or optimal termination; as such, many systems are provided with an explicit
stopping criterion in order to terminate the process. One key feature of termination criteria
that are mentioned in the literature is that they focus on the overall mesh, i.e. they terminate
in a global fashion, e.g. the percentage of ’inactive’ vertices [8] or a maximum number of
iterations [9]. We have been unable to find any articles in the literature that use a system of
local vertex termination, that is to say, each vertex is deformed as part of the mesh until it
reaches some independent termination criteria. In this article we propose a heuristic system
for local vertex termination during deformation. We show that this method of termination
can speed up the overall process of segmentation by testing the algorithm on synthetic data
and also demonstrating the system on real 3D images.

2 Methods
For the purpose of this article we have used a simple balloon-driven, energy minimisation
mesh (based on [2]). The mesh is initiated as an icosahedron of user-defined size. For each it-
eration, every vertex is assigned a new ‘more optimal’ position selected, by a simple greedy
algorithm, from a 3D neighbourhood. A steepest gradient descent method is employed to
link the image gradient to the size of the steps available. After each iteration of deformation
the mesh undergoes local resampling, again based on [2]. During each iteration, all vertices
are checked to see if they should be terminated (described fully below). Deformation contin-
ues until a termination criterion is met; this criterion will be described for each experiment
in Results. All codes were written in MATLAB 2012b (The MathWorks, Inc., US) on a
Windows 7 64-bit PC running an Intel Core i5-2320 CPU (3.0 GHz) with 6GB RAM.

2.1 Local Termination of Vertices
In order to terminate vertices we identify, at the end of each deformation, a list of vertices
to be considered ‘terminated’. During the next iteration we only deform vertices that are not
terminated, decreasing computation time per iteration. Our system checks whether or not
a vertex should be considered terminated after every iteration; this prevents a vertex being
turned off due to, for example, a large noise signal, and being prevented from re-initiation as
the mesh around it deforms. We define whether or not a vertex should be terminated using
the following cost function,

Cv = αCI +βCG + γCT , (1)

where α,β and γ are user-defined parameters such that α + β + γ = 1. The first two
terms, CI and CG, are the value of the normalised image and gradient magnitude image,
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respectively, calculated through trilinear interpolation. Finally, CT is one if the vertex was
terminated during the last iteration and zero otherwise. We note that more advanced cost
functions could look at the history or neighbourhood of the vertex in more detail but we
have, so far, only looked at basic, faster cost functions. In order to make this cost-based
method more robust we use a combination of the cost at the vertex and the average cost of
its direct neighbourhood. So Tv, the choice to terminate a vertex or not, is given by,

Tv =

{
TRUE if µCv +(1−µ)∑ j C j

Nv
> c,

FALSE otherwise;
(2)

here, Nv is the size of the neighbourhood around the vertex, v, C j is the cost at a neigh-
bour, j, and µ is a user-defined parameter. The user-defined cost-level, c, is a threshold
above which a point is terminated.

2.2 Measure of Quality
To determine segmentation ‘quality’, Q, of synthetic images we have used a simple metric
comparing the segmented mesh to the binary ‘ground truth’ image, G. The resultant mesh
is voxelised, B, and the measure of quality is calculated as Q = B∩G/B∪G. If the mesh
extends outside of the ground truth the denominator increases and if the mesh has not fully
extended to the ground truth boundaries then the numerator decreases. An ideal segmentation
will always have a quality of one. Any segmentation that over or under segments will have a
quality less than one; over segmentation and under segmentation in different regions cannot
balance out using this metric.

3 Results
In order to clearly show when and where local termination may be effective for active mesh
segmentation we have run experiments on five noise-free synthetic shapes. We also com-
pare the results of globally terminated and locally terminated segmentation on real data of
dehisced mature pollen grains.

3.1 Synthetic Data
We have chosen five synthetic shapes to represent various scenarios found in biological and
biomedical images: a sphere, a cube, a hollow, rectangular cuboid, a tube and a weeble (a
cone placed on top a hemisphere). We have chosen to demonstrate on noise-free data to
show the differing effect of local termination on different shape scenarios, where we feel
the difference is most significant. User-chosen parameters for local termination were used
for each shape. The origin for segmentation was user-chosen based on manual selection of
an approximate centroid. For all the control segmentations, i.e. segmentations using global
termination, we terminated the procedure based upon the Haussdorf distance before and
after each iteration. For each step the Haussdorf distance between the set of vertices before
deformation and resampling and after were compared. If the Haussdorf distance was below
a user-defined value then the shape was considered to be terminated.

Table 1 shows the time taken to segment and final segmentation quality for these shapes
under global and local termination procedures. As can be seen there is a dramatic decrease
in segmentation time with only a moderate loss of quality. We note that shapes that are
fairly round or with a surface fairly evenly distributed from the point of initiation, i.e. the
weeble and sphere, reap the smallest benefit in terms of time. The very slight increase in
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Shape (Vertices) Global Termination Local Termination Reduction
Time(s) Quality Time(s) Quality Mean Time Quality

Sphere (4,342) 186.1(0.1) 0.9564 70.0(0.4) 0.9595 62.4% -0.3%
Cube (4,281) 336.0(0.7) 0.9241 69.8(0.2) 0.8730 79.2% 5.5%
Weeble (6,606) 251.4(0.6) 0.9589 118.2(0.5) 0.9647 53.0% -0.6%
Tube (6,617) 265.5(0.7) 0.9580 40.2(0.07) 0.9287 84.9% 3.1%
Cuboid (3,694) 124.8(0.3) 0.9142 59.3(0.03) 0.8738 52.5% 4.4%

Table 1: Table showing reduction in time and quality of segmentation using local termination
procedures. Times are taken from an arithmetic mean of ten full segmentations; the number
in standard brackets is the standard error upon the mean to one significant figure. Number of
vertices, taken from global termination results, are shown in brackets after shape names.

quality seen in some shapes is caused by the ’wiggle’ of vertices across the surfaces due to
the multidirectional nature of our method: as the Haussdorf distance measures the minimum
distance between one vertex before deformation and its closest match after, it is conceivable
that, as the mesh settles on the surface of the shape, vertices ’wiggle’ in a Brownian motion-
like manner across the surface, leading to resampling of particular regions of the surface,
hence keeping the Haussdorf distance high. We should also note that we tracked the quality
of the segmentation for each iteration (data not shown) and found that the maximum quality
was not at the point of termination but a few iterations before termination due to the same
reason. Figure 1 shows distance maps from the segmentation mesh of the hollow cuboid.
The colouring at that area of the surface shows the average distance between that region of
the mesh and the true boundary of the synthetic shape.

3.2 Noisy Data
In order to test our local termination data on images more similar to those found in biological
and biomedical modalities we applied pseudo-random noise to our hollow cuboid image.
Under these noisy conditions the local termination method lead to a decrease of 50 (±10)%
in run time with only a 7.9 (±0.5)% decrease in quality compared to the global termination
method. The average peak signal to noise ratio for the global termination trials (n=10) was
73.1685 (±0.0002) and for the local termination trials (n=10) was 73.1688 (±0.0003); peak
signal to noise ratio was calculated as maximum(Is)/variance(N), where Is is the noise-
free image and N the noise applied to the image.

(a) (b)
Figure 1: Local Termination of Vertices Reduces Segmentation Time with a Small Reduc-
tion in Quality. (a) Distance difference map of segmentation using global termination. The
segmented mesh is compared to a ground truth image and the colours represent the distance
between the mesh and ground truth. (b) Distance difference map of local termination-based
segmentation. The scale bar applies to both subfigures. Units are in voxels.
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Local Termination... Time(s) Quality Reduction from Global
Mean Time Quality

with Random Benefit 54(2) 0.9737(0.008) 79.4% -1.6%
with Double Take 49.54(0.08) 0.9733 81.3% -1.6%

Table 2: Table showing the results of variations upon the basic cost-based local termination
method. Note that the Quality of Local Termination with Random Benefit segmentation is
stated as a mean (standard error) of ten repeats due to the use of a random value.

3.3 Improving Segmentation Quality
As shown above, local termination of active mesh segmentation can lead to a dramatic re-
duction in computing time; however, segmentation within biological and biomedical imaging
requires as high a precision as possible. Here we show two slight modifications of our local
termination scheme that help to improve the quality of segmentation. The results of these
methods are shown in Table 2 for the synthetic tube; we have chosen this shape as there was
the largest effect on reduction in time and a small decrease in quality. Tube-like structures
are also heavily prevalent in biomedical images.

The first variation subtracts a pseudo-random value between 0 and 0.1 from the termi-
nation cost before comparison to c; this causes some vertices that should be terminated this
iteration to be left on for at least one more iteration. As this is random it should lead to a
slightly improved segmentation quality at the end result. With this method there is, however,
a chance that no iteration will have all vertices terminated and, as such, a global termination
criterion must be employed; for consistency we have chosen the Haussdorf distance as used
above. In Table 2, this method is referred to as ’with Random Benefit’. The second method
ignores the first termination of a vertex, i.e. a vertex must be classified as terminated for two
iterations before it is actually terminated. The final termination criterion for this method is
that when all vertices are terminated the segmentation is considered completed. In Table 2,
this method is referred to as ’with Double Take’.

Table 2 shows that both variations keep the reduction in segmentation time low but im-
prove the segmentation quality; in fact, both methods improve the quality beyond the orig-
inal segmentation system. It is likely that this difference in quality is due to the particular
stopping criterion for global termination used throughout this paper. As noted above the
maximum quality for segmentation is often not the final quality when using the Haussdorf
distance.

3.4 Biological Data
The proposed approach has been tested and validated on 3D CLSM images of DAPI-stained
dehisced mature pollen grains obtained from wildtype Arabidopsis thaliana plants of the
Columbia (Col-0) ecotype (Figure 2). On average, the proposed local termination approach
has been able to speed up the overall process of pollen grains segmentation by 51%.

4 Conclusion
We have demonstrated the effect of local termination of vertices on the segmentation of
shapes using active mesh systems. We have shown how the segmentation of long thin shapes
is sped up dramatically by terminating those vertices that are ’complete’ and no longer de-
forming the mesh in that region. We have chosen to show a basic cost function with some
interesting improvements upon the basic idea; however, we are currently looking into more
advanced ways of deciding whether or not a vertex is completed and, in general, the idea
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(a) (b) (c)
Figure 2: Mature pollen grain: (a) 3D volume rendering. (b) 2D contour and (c) 3D mesh
representation of the segmentation results. Scale bar corresponds to 10µm.

of a cost function can be easily extrapolated for many imaging scenarios. Scenarios where
this system will have the greatest effect are the segmentation of long, tubular structures,
e.g. blood vessels, nerves or pathways such as the branchial network of the lungs, and by
combining local termination with a topologically adaptive active mesh we could segment
complicated tubular systems in a fraction of the time of the traditional methods. We are
currently expanding application of the algorithm on biological and medical datasets.
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Abstract
Phase  contrast  microscopy  is  widely  used  for  live  cell  imaging.  Automatic 

computer processing of phase-contrast images is complicated, particularly because of 
the halos that are present around the cells. We introduce a new algorithm able to  
segment individual cells by using the halos. The halos between cells are detected by 
thresholding and skeletonization, and gaps in the edges are filled in using Dijkstra’s 
algorithm.  The result  of  the algorithm was  compared  with  the  results  of  manual 
segmentation performed by a human expert and evaluated on level of precision of 
individual  cells’  edges.  The  source  code  and  test  data,  including  the  manual  
segmentation are made available to the public.

1 Introduction
Nowadays, computer processing of microscopic images is becoming more 
common as a part of research in the field of cell science, replacing slow and 
time-consuming manual processing by human experts. A challanging task is 
for example to process images of live mammalian cancer cells from a phase 
contrast  microscope.  The  cells  have  irregular  shape,  appear  semi-
transparent in the images (their inner structure is visible), and the colour of 
their inner parts is quite similar to the background colour. A characteristic 
feature of this microscopy method are light areas around the cells, so called 
halos (see Fig. 1). All this complicates the automatic computer processing 
of such images.

When processing the time-lapse images of live cells, the main goal is to 
describe the movement and behaviour of individual cells. From the image 
processing point of view, this means segmenting individual cells. 

We  distinguish  two  categories  of  segmentation  methods  that  process 
phase contrast microscopy images: Methods [1,2] that separate background 
from contiguous cells, and methods [3,4,5,6] that segment individual cells 
from colonies (densely packed cells touching each other) or even from cell 
monolayers (cells create a contiguous layer) which is much more difficult.
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2   SEGMENTATION OF INDIVIDUAL CELLS IN PC MICROSCOPY

Figure 1: Phase contrast microscopy images of A) vero cells E6, B)  L929 
mouse fibroblast, C) HeLa cerivix epitheloid carcino cells.

Methods  [3,4] were  applied  to  contiguous  cells,  methods  [5,6]  were 
tested  only  on  images  containing  separated  cells  with  small  spaces  in 
between. 

All  the  above-mentioned  methods  have  their  advantages,  as  well  as 
disadvantages  (require  labeled  database,  high  computational  demands, 
lengthy parameter tuning, ...) and may fail when processing certain types of 
data (noise, blurring, presence of impurities).

Our work offers  an alternative  way to segment  individual  cells.  It  is 
based on the presence of halos around individual cells and it can process 
images of many contiguous cells or images of cell monolayers. To evaluate 
the algorithm's performance we developed a numerical evaluation on the 
level of individual cells based on precision, recall and F1 measures.

To provide a baseline for testing performance of previously mentioned 
methods or any future methods we provide the method’s source code, test 
data  and  manual  segmentation  by  human  experts  on  our  website 
http://zoi.utia.cas.cz/IndividualCells. 

Together with the algorithm itself we have developed a software tool for 
editing the segmentation results (merging or splitting the cell regions), so 
that  any mistakes  of  the  algorithm can be  easily and quickly corrected, 
making the algorithm more usable. 

The rest of the paper is organized as follows: Sec. Methods describes our 
algorithm,  and Sec.  Results  shows the  precision  of  our  algorithm when 
compared to human experts.

2 Methods
The goal of our method is to find individual cells in the images, or more 
precisely their borders. The algorithm consists of several stages. In the first 
stage, an incomplete set of edges between cells is created by thresholding 
and subsequent skeletonization. The aim of the second stage is to fill in the 
missing parts of the edges by connecting the loose ends of the skeleton. The 
third stage adjusts the resulting edge map by merging too small areas to the 
neighbouring cell  areas. In  the  following text  we first  explain the main 
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principles  of  the  method  and  then  describe  modifications  that  further 
improve the method.

The main characteristic of phase contrast microscopy images is that cells 
are often surrounded by a white area – the halo see Fig. 2A. Halos are also 
present in areas where two cells touch each other. This is used by the first 
stage of our algorithm. First we slightly blur the image (by gaussian with 
standart deviation 10) and divide it into lighter and darker areas (see Fig. 
2B) using Otsu’s automatic thresholding method [7]. The blurring ensures 
that the thresholding does not select the occasional light points inside the 
cells. The lighter area therefore consists mostly of the halos. The result of 
the thresholding is subsequently subjected to skeletonization (see Fig. 2C). 
We use a modified version of skeletonization [8], which reduces the number 
of short branches of the main skeleton.

Fig. 2: A) original data, B) after thresholding using Otsu’s method, C) after 
skeletonization, D) result of the method - white region is background, white 
lines are found cell borders.

We presume that most of the loose ends of the skeletonization results 
from the halo being less distinctive in the given area, and so in the second 
stage  of  the  algorithm  we  connect  these  loose  ends  to  other  skeleton 
fragments. In order to make these connections closer to reality, we try to 
make them as short as possible and keep them in the brightest areas. For 
this we use Dijkstra’s algorithm for finding the shortest path in a graph [9]. 
We represent every pixel as a vertex  V of a graph and edges between the 
vertices connect neighbouring pixels using 8-neighbourhood connectivity. 
The edge weight is calculated based on the pixel intensity I as f( I(V1)+I(V2)  
), with f being a function that assigns lower value to the lighter pixels, e.g. 
f(x) = -x or  f(x) = -log(x+1). For our experiments we used the latter one. 
For  the  diagonal  edges  we  multiply  the  weight  by  sqrt(2).  Dijkstra's 
algorithm  runs  from  each  loose  end  and  finds  the  nearest  part  of  the 
skeleton. At the end of this phase we have an outline of individual cell 
edges.

At the end we check whether the results correspond with our knowledge 
of the studied cells. For this we use several criteria which we do not discuss 
due  to  lack  of  space  but  the  main  is  the  cell  size.  If  the  final  border 
segmentation shows a smaller area than this criterion allows, we fill in this 
area  completely and skeletonize  it  once  more.  In  most  of  the  cases  the 
smallest  possible  size  of  a  cell  corresponds  to  the  size  of  a  cell  in  the 
mitotic phase  (cells shrink during this phase). Final result can be seen at 
Fig. 2D. 
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4   SEGMENTATION OF INDIVIDUAL CELLS IN PC MICROSCOPY
The algorithm can be substantially improved when prior to connecting 

the loose ends of skeleton we first label the image pixels as belonging to 
cells or background. There are several algorithms available for this task– 
we use the SegTool programme [2] which is fast and quite accurate. This 
modification prevents drawing false edges between clusters of cells that do 
not touch each other. It also makes searching for optimal connections  in 
Dijkstra’s algorithm faster.

Other  modifications  adjust  the  process  of  searching  for  optimal 
connections  using  Dijkstra’s  algorithm.  The  algorithm  has  a  natural 
tendency  to  use  connections  displayed  in  Fig  3A (the  red  or  yellow 
connections). To achieve the green connection, we use two ad hoc rules. 
The first one states that the connecting line must leave the contour. By the 
conture we mean the result of the Otsu thresholding as seen at Fig. 2B. This 
rule prevents the red connection, see Fig. 3A. The second rule defines the 
direction in which a connection line is searched, see Fig. 3B.

Figure  3:  A)  Illustration  of  the 
problems with  connecting  skeleton 
ends.  The green connection line is 
the  preferred  one.  Without 
additional  modifications  the 
algorithm creates the red or yellow 
connection  line.  B)  Illustration  of 
the rule for direction of connection 
line search.

The algorithm has several inner parameters. These are ad hoc rules that 
enhance the performance of the algorithm, such as the amount of initial 
image blurring and two rules  (in Sec.  Alg.  Modifications)  for searching 
connections between contour ends. These parameters need to be tuned only 
once to  achieve the most  successful  segmentation and they are fixed in 
subsequent runs of the algorithm. The minimal size of cells depends on the 
type of scanned cells and is defined by the user.

3 Results
When comparing results of individual cell segmentation with ground truth 
(in  our  case  manual  segmentation  done  by  human  experts),  we  can 
distinguish three types of errors in the segmentation results: A) misaligned 
cell borders, B) two or more cells merged into one region C) one cell split  
into two or more regions. Boundaries between these three error categories 
are not well defined, combination of merging and splitting could sometimes 
results in cell border misalignment and vice versa. Therefore our evaluation 
method measures these three types of errors together. 

For each cell from the manual segmentation we found an area from our 
algorithm that had the largest overlap. For all these pairs we measured the 
size of the overlapping area – true positive (TP), the size of the area in the 
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manual segmentation apart from the overlap – false negative (FN), and the 
size of the area in our segmentation apart from the overlap – false positive 
(FP). We added up the sizes of TP, FP and FN of all the cells pairs and 
converted them to precision (P = TP/(TP+FP) ), recall (R = TP/(TP+FN) ) a 
F1 (F1 = 2PR/(P+R)) measures.

The  algorithm was  implemented  in  Java  and Matlab.  The CPU time 
(using Dual core 2.3 Ghz) for segmentation of 4 MPixel image was about 
30  seconds. The algorithm was tested using three different types of cells: 
HeLa cerivix epitheloid carcino cells (4 images), L929 mouse fibroblast (1 
image),  and  vero  cells  E6  (3  images).  The  images  were  taken  using 
Olympus  X51S8F-3  microscope  with  magnification  20x  and  resolution 
2288x1712. In total 8 images were considered on which were almost 2000 
cells.  We  compared  the  algorithm  results  with  results  of  manual 
segmentation done by an expert. The mean precision values  for all of the 
test images are P = 0.65, R = 0.73, and F1 = 0.68 (cell-background labelling 
was provided by SegmentationTool) and P = 0.66, R = 0.74, and F1 = 0.69 
(cell-background labelling was taken from manual one by merging all the 
cells).  Number of the cells that our algorithm found is about 13% higher 
than real number.

As we have already mentioned, the results of the automatic segmentation 
algorithm  can  be  improved  (connecting  or  dividing  areas  and  shifting 
edges)  by  our  software  tool.  The  quality  of  segmentation  therefore 
influences only the amount of work needed to correct the mistakes. 

The  obtained  results  are  graphically  represented  in  Fig  3.  Yellow 
signifies under-segmented areas (where our algorithm connected two real 
cells into a larger one), light blue is for over-segmented areas  (containing 
extra borders). Green signifies areas that were segmented accurately and 
dark blue is used for background without any cells on it.

For comparison, we tested ordinary watershed method  on our dataset. 
Precision of this method is much worse  (P = 0.87, R = 0.26, F1 = 0.40) 
mainly due to oversegmentation (algorithm found 22-times more cells than 
present in the image).

Figure 3: Results of our algorithm. A and D are the original images. B and 
E  are  examples  of  segmentation  by  our  algorithm.  C  and  F  show 
correspondence with manual  segmentation (green areas are  correct,  light 
blue ones are under-segmented and yellow are over-segmented. Dark blue 
is used for background).
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4 Discussion and conclusions
We introduced a new method for segmentation of individual cells in images 
acquired  by  phase  contrast  microscopes.  Unlike  previous  segmentation 
methods, it uses the presence of halos around individual cells. 

One  of  the  weaknesses  of  this  algorithm  is  that  it  processes  the 
individual  images  from  time  series  separately.  The  algorithm  could  be 
improved by connecting tracking and segmentation. Further improvement 
could be achieved by using methods, such as active contours or level-sets, 
since the results of our algorithm could provide a good  initialization  for 
them. 

Our method is currently being tested at Working place of tissue culture - 
certified  laboratory,  which  researches  on  new  potential  materials  for 
implants in vitro.
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Abstract

The purpose of this work is to quantify the symmetry in human actions, which is a
common objective in medical research. To this end, a novel non-intrusive method for
quantifying action symmetry in the frequency domain is proposed. Reflectional sym-
metry is estimated over time and a new metric is proposed based on dynamic symmetry
warping distance. The proposed method can be utilised to provide quantitative estimates
of symmetry in actions occurring during the examination of a patient. In order to evaluate
the proposed approach and metric, experiments were performed both with phantom data
where ground truth is available and with real data offering quantitative and qualitative
analysis.

1 Introduction
The purpose of this work is to quantify the symmetry in human actions, which is a common
objective in medical research. The symmetry between the sides of the human body can be a
valuable metric for many medical related procedures and applications. For example, moni-
toring patients with cerebral palsy [9], in rehabilitation after a stroke [2] or amputation [10],
diagnosis of Parkinson’s disease in early stages [8] and even diagnosis of numerous medical
conditions in infants [4].

There are four main categories of symmetry as described in the literature [5], (see figure
1). In research on human body motion analysis, the mirror-symmetry properties are exam-
ined, assuming that the axis of symmetry is vertical and the differences between the left and
right side motions are considered. In existing literature on human body motion analysis,
symmetry has been estimated using a variety of sensors all of which are intrusive to the sub-
ject. In particular, to acquire the measurements, a variety of sensors attached to the subjects
have been employed (gyroscopes [3], accelerometers [6], motion capture sensors [14]). Ad-
ditionally, the placement of the sensors and the acquisition of the respective measurements
are not universal and they change according to the action or application.

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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a) b) c) d) 

Figure 1: Examples of symmetry (a) rotational, (b) mirror, (c) radial and (d) circular.

To overcome the aforementioned limitations a computer vision approach is proposed to
measure symmetry in humans actions. Finding symmetry in images is a well-studied sub-
ject. The symmetry detection task is performed either in the pixel [7] or in the frequency
domain [12], with the Fourier techniques, that are based on Phase Correlation and log-polar
transform to offer measurements with high degree of accuracy and robustness. This ap-
proach has the advantage of invariability to changes in illumination, is very fast, scale invari-
ant and can estimate multiple symmetries simultaneously without additional computational
cost, [12]. Furthermore, symmetry is an important feature in computer vision and is used for
action classification [11].

In this work the concept of symmetry estimation over time with applications in the mea-
surement of the progress of a patient during the rehabilitation or the diagnosis of Parkinson’s
and Alzheimer’s disease is introduced.A novel, non-invasive, method is proposed to quantify
symmetry in human actions using RGB or depth sequences. The technique of symmetry de-
tection is extended to pairs of images. The contributions in this research are a novel method
to estimate symmetry between a pair of images in the frequency domain and extending this
approach to the time dimension by introducing a innovative Dynamic Symmetry Warping
technique. The method introduced in this paper can quantify human action symmetry in a
variety of cases where symmetry is an important feature for the monitoring of patients and
the diagnosis of diseases.

2 Methodology
Initially, the subject is asked to perform some activities (e.g. flexion and extension of a limb)
both from the left and the right side (see figure 2). The same activity is performed multiple
times and then the captured data is pre-processed to extract the action silhouettes. The aim
of the proposed algorithm is to estimate the level of symmetry between two actions. Initially
symmetry in a single image is defined using properties in the Fourier domain. Next,the
approach is extended to estimate the symmetry between a pair of images and finally temporal
information is incorporated. As this research is aiming to identify symmetry between the left
and the right side of the body, the main symmetry of the body is assumed to lie in the vertical
axis of the image plane. The overall process is shown in figure 3.

2.1 Estimation of Reflectional Symmetry in the Frequency Domain
Working in the frequency domain allows the robust estimation of translation between images
through phase correlation. Furthermore, it has been shown that after converting an image
to polar coordinates the rotation can be measured as translation [13]. Exploiting this fact,
the method proposed in [12] estimates the symmetry properties of images in the frequency
domain, suggesting that the magnitude of the Fourier transform of the polar representation
of an image can be used to obtain the symmetry properties of the image. The best approach
to achieve a high quality polar representation is to use the fast and accurate polar Fourier
transform proposed in [1]. This algorithm’s computational complexity is the same order as
the standard Cartesian Fast Fourier Transform (FFT), whilst the experimental results show
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(a) 

(b) 

(c) 

Right Action Left Action Right Action Left Action 

(d) 

(e) 

(f) 

Figure 2: Examples of six symmetry actions performed by the patients in both sides.

high accuracy [1].
The aim is to identify reflectional symmetry in images. To this end symmetry detection

is formulated in the frequency domain which enables the use of robust correlation-based
techniques. The key advantage of a Fourier-based formulation is that for any type of sym-
metric pattern about a symmetry centre (x0,y0), the magnitude of its Fourier Transform is
also symmetric about the origin (0,0). This enables the computation of the axis of symme-
try by a simple correlation in the polar domain. In particular, let denote by I a reflectionally
symmetric image and let us also denote by a0 the symmetry axis. Based on the Fourier
properties, the magnitude M of Fourier Transform of I resampled on polar coordinates (r,θ)
contains the information about the degree and the axis of symmetry that can be obtained by
performing a 2D autocorrelation C, as shown below:

C = F−1{M ·M∗} (1)

where M is the Fourier transform of the polar magnitude, ∗ denotes the complex conjugate
operator and F−1 denotes the inverse Fourier transform.

The higher the values in the output signal the higher the symmetry in the corresponding
rotation, extrapolating this information allows the detection of the main axes of symmetry of
the image as suggested in [12] and as shown can be used to quantify symmetry.

2.2 Symmetry Distance Metric
In order to evaluate and quantify the level of symmetry between two given images I1 and I2, a
novel metric is proposed. According to the proposed approach, the two images are combined
side by side into a larger image I, (see figure 3). Concatenating the images in this way ensures
that the images found to be symmetrical also have a similar shape. Two dissimilar shapes
may have the same symmetry properties but with the undertaken approach the dissimilarity
in shape will result in asymmetry. Additionally, the main symmetry is forced to be near
to the vertical axis so differences between the sides can be examined, which is the desired
result.

After combining the images a 2D autocorrelation is performed on the polar Fourier trans-
formed magnitude of the combined image I (equation (1)). Considering the highest peak in
the output signal as the centre, dissimilarities either side suggest asymmetries between the
images. The difference between the left (CL) and the right side (CR) of the signal is obtained
by calculating their distance, as shown in equation (2):

SD = ∆(CL,CR) (2)

where ∆ is the Earth mover’s distance (EMD) and is calculated by the following equation:

∆(CL,CR) =
∑m

i=1 ∑n
j=1 di j fi j

∑m
i=1 ∑n

j=1 fi j
(3)
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Figure 3: Each of the m×n combined images is represented in polar coordinates in the fre-
quency domain and the magnitude is used for the 2D autocorrelation. The symmetry distance
is calculated as the EMD of the sides of the correlation surface. The symmetry distance sur-
face is composed of the symmetry distance of each combination of images while the index
preserves the temporal structure of the original sequences. The yellow line represents the
optimal path (wo) that minimises the global symmetry distance between the two sequences.

where d denotes the ground distance between samples i and j along CL and CR and f the
flow between them. According to the proposed metric, the smaller the symmetry distance
SD the higher is the symmetry between the images.

2.3 Dynamic Symmetry Warping
A symmetry detection and evaluation approach over time is introduced in this section allow-
ing the quantitative assessment of action symmetry. In order to find the symmetry between
two time series a novel approach based on the proposed symmetry distance metric is in-
troduced. Dynamic Symmetry Warping (DSW) is a dynamic algorithm that computes the
optimal symmetry between two sequences, by stretching the time dimension and summing
the local symmetries of individual matched elements. The outputs of the DSW algorithm are
the optimal warping of the sequences and the minimum global symmetry distance between
the given series.

Specifically, each image of the sequence R, of length m, is combined with each image
of the sequence F , of length n, and their symmetry distance is calculated as described in
equation (2). The SD values are arranged in an m× n symmetry distance surface matrix
where the indices of m and n describe the temporal structure of R and F respectively. The
warping path w that minimises the global symmetry distance GW between the sequences,
indicates the optimal global symmetry distance GS(R,F) = minw Gw(R,F) where Gw are the
possible available paths of the accumulated symmetry distance surface:

Gw =
T

∑
t=1

SD(wR(t)wF(t)/Nw) (4)

where Nw is a normalisation factor and

wR(t) ∈ {1...m}and wF(t) ∈ {1...n} (5)

where t = 1...T , and T is the length of each path.
The normalisation factor Nw can be chosen according to the needs of the application,

and determines the flexibility of the path selection. The output GS is the optimal global
symmetry difference between the image sequences after they are stretched in order to have
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the best possible symmetry. This metric can be used to assess symmetry in a variety of
human actions and to assist the monitoring of patients and the diagnosis of diseases.

3 Results
In this section, the experiments performed and the results obtained are presented. In order
to evaluate the proposed method, a new Action Symmetry Database (ASDB) was created
that consists of both phantom and real data. The phantom dataset is a moving dummy where
the main attributes of the motion for each case are known, providing ground truth for each
case. The differentiated attributes are the speed and the angle of movement; and the shape
of the limbs. Each one of the attributes is subjected to three variations: original state, 10%
increment, and 20% increment, resulting in 27 different cases. The second part was captured
with the Kinect sensor consisting of 5 subjects performing different actions, including: body
weight shifting to each side, arm swings, leg swings, throwing a ball, kicking (see figure 2).
Each person performs 6 actions and repeats each action 4 times on the right and 4 times on
the left side.

The optimal global symmetry distance GS metric is used to quantitatively evaluate our
algorithm. For the experiments, the actions are considered pre-segmented, with each subject
starting in a specific pose, performing an action and finishing in a specific pose. The normal-
isation factor that was used is N = m+n, providing a symmetric continuity constrain forcing
each image to be matched at least once, even if that means that some images are matched
more than once. In figure 4, the results for the phantom data are displayed, indicating that
the proposed metrics are close to ground truth and follow the same trend since the values of
our metric are increasing while we differentiate the motion attributes to induce asymmetry.
The plots show the response of the system when we keep two parameters constant and in-
crease the third. Also the variance is plotted to provide a more accurate representation of the
performance of the proposed metrics. All the results are summarised in table 1.

Table 1: Phantom Data Estimated Mean Error and the Variance.
Angle Changes Length Changes Speed Changes

0% 10% 20% 0% 10% 20% 0% 10% 20%
Length 0% Angle 0% Angle 0%

0.336
(0.014)

1.462
(0.001)

3.03
(0.008)

0.336
(0.014)

2.227
(0.005)

4.686
(0.001)

2.345
(1.839)

2.433
(1.763)

2.471
(1.740)

Length 10% Angle 10% Angle 10%
2.227

(0.005)
3.491

(0.002)
5.244

(0.012)
1.462

(0.001)
3.491

(0.002)
5.931

(0.005)
3.652

(1.851)
3.619

(1.816)
3.612

(1.814)
Length 20% Angle 20% Angle 20%

4.686
(0.001)

5.930
(0.005)

7.738
(0.014)

3.03
(0.008)

5.244
(0.012)

7.738
(0.014)

5.448
(1.949)

5.331
(1.912)

5.234
(1.908)

Table 2: Real Data Estimated Mean Error and the Variance.
Actor 1 2 3 4 5 6

Symmetry
6.237

(1.167)
5.876

(1.563)
7.308

(1.101)
8.186

(2.549)
5.452

(1.562)
9.399

(3.004)

Regarding the real data the obtained results are shown in table 2. The more complex
action of kicking (action 6) is scoring the highest value indicating that is performed the
least symmetrical, as expected. The results show that the overall methodology provides an
accurate non-intrusive action symmetry evaluation framework.
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Figure 4: Obtained Action Symmetry Values for the phantom data using the proposed
Symmetry Metric.

4 Discussion
In this paper a novel framework is proposed to detect and quantify symmetry between actions
in a non-intrusive way. The suggested method operates in the frequency domain based on
the properties of the Fourier transform. The proposed method has been quantitatively and
qualitatively evaluated on the new Action Symmetry Database (ASDB) using both phantom
and real samples.
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Abstract

Within a combined EEG-fMRI study of contour integration, weanalyze responses
to Gabor stimuli with a combined Empirical Mode Decomposition and an Independent
Component Analysis. Generaly, responses to different stimuli are very similar thus hard
to differentiate. EMD and ICA are used intermingled and not simply in a sequential way.
This novel combination helps to suppress redundant modes resulting from an application
of ensemble EMD alone. The simulation results show an improved mode separation
quality. Hence, the proposed method is an efficient data analysis tool to clearly reveal
differences between similar response signals and activitydistributions.

1 Introduction
It had been already noted by early Gestalt psychologists that the human visual system tends
to group local stimulus elements into global wholes. Such grouping is often based on simple
rules such as similarity, proximity, or good continuation of the local elements [3]. One
special instance of perceptual grouping is contour integration where local parts of Gabor
elements are re-integrated into a continuous contour line.Contour integration is typically
tested with a stimulus paradigm where arrays of Gabor patches are presented to the subjects
(see Fig.1). In 1998, N.E. Huang et al. [4] invented a heuristic tool for complex, non-
stationary signal analysis named Empirical Mode Decomposition (EMD). Soon afterwards,
EMD has been extended to Ensemble EMD [8], a noise-assisted variant to suppress mode
mixing, as well as to multi-dimensional EMD (MEEMD) [6], [9] including complex-valued

c©2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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data sets [7]. EEMD/MEEMD cannot guarantee completeness and orthogonality, and may
produce redundant components which affect the accuracy of the decompositions. Combining
Independent Component Analysis (ICA) with EEMD [5] allows to overcome some of the
above limitations. But MEEMD-ICA cannot reveal small differences between closely similar
signals. The aim of this paper is to introduce a new way to combine EEMD with ICA which
allows to fully suppress redundant signal components in different IMFs. Eventually, the non-
stationary signal or image can be decomposed and distinguished accurately, yielding a much
better decomposition and feature extraction performances.

2 Methods

2.1 EEMD/MEEMD
EMD was developed from the assumption that from any signal locally simple oscillations can
be extracted. The resulting component signals are called Intrinsic Mode Functions (IMF).
Such IMFs are obtained from the signal by means of a sifting algorithm resulting locally
in pure oscillations with zero mean. Amplitude and frequency of the IMFs may change
over time. Furthermore, IMFs are ordered according to theirfrequency content. In contrary
with wavelets, EMD is a data driven algorithm that decomposes the signal without prior
knowledge.

The decomposition of an image, for example an fMRI brain slice, starts by applying
EEMD to each columnX∗n ≡ xn of the M × N - dimensional data matrixX, whereM de-
notes the number of samples andN gives the dimension of the data vectors. The 1D-EEMD
decomposition of then-th column becomes

xn := X∗,n =
J

∑
j=1

C( j)
∗,n (1)

where the column vectorC(J)
∗,n represents the residuum of then-th column vector of the data

matrix. This finally results inJ component matrices, each one containing thej-th component
of every columnxn,n = 1, . . . ,N of the data matrixX.

C( j) = [c( j)
1 c( j)

2 · · · c( j)
N ] = [C( j)

∗,1 C( j)
∗,2 · · · C( j)

∗,N ] (2)

Next one applies an EEMD to each row of eqn.2 yielding

C( j)
m,∗ =

(
c( j)

m,1c( j)
m,2 · · ·c( j)

m,N

)
=

K

∑
k=1

(
h( j,k)

m,1 h( j,k)
m,2 · · ·h( j,k)

m,N

)
=

K

∑
k=1

H( j,k)
m,∗ (3)

wherec( j)
m,n = ∑K

k=1 h( j,k)
m,n represents the decomposition of the rows of matrixC( j). These

componentsh( j,k)
m,n can be arranged into a matrixH( j,k) according to

H( j,k) =




h( j,k)
1,1 h( j,k)

1,2 · · · h( j,k)
1,N

h( j,k)
2,1 h( j,k)

2,2 · · · h( j,k)
2,N

...
... · · ·

...

h( j,k)
M,1 h( j,k)

M,2 · · · h( j,k)
M,N




(4)

The resulting component matrices have to be summed to obtain

C( j) =
K

∑
k=1

H( j,k). (5)
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Finally this yields the following decomposition of the original data matrixX

X =
J

∑
j=1

C( j) =
J

∑
j=1

K

∑
k=1

H( j,k) (6)

where each element is given by
xm,n =

J

∑
j=1

K

∑
k=1

h( j,k)
m,n (7)

To yield meaningful results, componentsh( j,k)
m,n with comparable scales, i. e. similar

spatial frequencies of their textures, should finally be combined [9] according to comparable
minimal scale combination principle(CMSC). In practice, for two-dimensional data sets this
implies that the components of each row, which represent a common horizontal scale, and the
components of each column, which represent a common vertical scale, should be summed
up [9].

Hence, the CMSC - principle leads to BIMFs given by

S(k′) =
K

∑
k=1

H(k,k′) +
J

∑
j=k′+1

H(k′, j) (8)

which thus yields a decomposition of the original data matrix X into BIMFs according to

X =
K

∑
k′=1

S(k′) (9)

whereS(K) represents the non-oscillating residuum. The extracted BIMFs can be considered
features of the data set which, according to the CMSC - principle, reveal local textures with
characteristic spatial frequencies which help to discriminate the functional images under
study.

2.2 ICA
Independent component analysis(ICA) aims to find a linear representation of data based
on maximally non-Gassian components which renders them statistically independent. Con-
siderM statistically independent sourcesH = {h1,h2, ....,hM} andM sensor signalsX =
{x1,x2, ....,xM}. The goal of ICA is to find a de-mixing matrix which recovers the hidden
componentsH underlying the observationsX . The differentym are estimates of the latent
variableshm according to the following model

ym = Wxm = WAhm with WA = PD. (10)

whereW denotes the demixing matrix,P represents a permutation matrix andD a scaling
matrix. Examples of common ICA implementations are theJADE algorithm [2] and the
INFOMAX algorithm [1].

2.3 Proposed Method
As mentioned above, a combination of EEMD/MEEMD with ICA yields a signal decom-
position free of redundant remnants of other components in any extracted IMF. The newly
proposed methods works as follows:

1. Decompose the measured signal or imageX with EEMD and BEEMD resulting in
IMFs or BIMFs which are ordered according to their frequencycontent.
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2. Initializei = 1 andj = 1; wherei, j = 1.....K andK represents the number of extracted
modes.

3. Choose a pair of IMFs,IMFi andIMFj 6=i, and feed it into an ICA algorithm. After
decomposing the IMFs with ICA, we obtain two independent componentsICi and
IC j, respectively.

4. If i > j, choose the IC with higher frequency according to their Hilbert - Huang Trans-
form [4]. Otherwise, choose the IC with the lower frequency.

5. ReplaceIMFi with the selected IC.
6. Increasej by one and repeat the steps above untilj = K. This results in a new Intrinsic

Mode Component (IMC).
7. Increasei by one and repeat steps 3 to 6 untili = K.
8. This procedure yields IMCs/BIMCs which neither fulfill the conditions for an IMF or

a BIMF nor an IC.

3 Simulation
In order to demonstrate the performance of the proposed method, one EEG signal and a slice
of the related fMRI image collected during a contour integration task is selected. Such sig-
nals are illustrated for both stimuli,contour andnon-contour (see Fig.1). The EEG signals
and related fMRI images, as shown in Fig.1, are decomposed by EEMD in case of EEG
signals, and by BEEMD in case of fMRI images. Eight IMFs are extracted from the EEG
signals (but only three are shown), and six IMFs are obtainedfrom each fMRI image. The
resulting components are shown in Fig.2. As can be seen from the original signals, exhib-
ited in Fig.1, no noticeable differences between the recorded signals, following contour and
non-contour stimuli, can be detected. Even from the IMFs andBIMFs, obtained from an
EEMD/BEEMD decomposition (shown in the top row of Fig.2) no characteristic difference
can be noticed. A similar result is obtained if, after decomposing the recorded signals with
EEMD/BEEMD, an ICA is applied to the IMFs/BIMFs directly (see Fig. 2, middle row).
This is due to incomplete signal decompositions by these methods which leave remnants of
one components in others, causing some redundancy in the different components. Such re-
dundancies load a large subjectivity onto any diagnosis based on these methods. In contrast,
the IMCs/BIMCs extracted by our proposed method, can overcome this limitation and yields
clearly different characteristics corresponding to both stimuli. This can be seen clearly from
the bottom row of Fig.2. As a cross-check, we can obtain ICs identical to the ones shown
in Fig. 2, middle row, if we apply ICA to the IMCs/BIMCs obtained from our method. This
corroborates that no information loss has occurred during the analysis.

4 Discussion and Conclusion
In real applications, stimulus responses would most likelynot be identical under different
conditions. Rather some response asymmetries are to be expected. Because response differ-
ences are small, they become submerged in the background of the extracted modes. Hence,
such differences cannot be classified simply by visual inspection of the responses. We even
demonstrated that such small differences cannot be revealed by plain EEMD/BEEMD or a
sequential combination of EEMD with ICA. The reason is some partial mode mixing which
appears in noise-assisted ensemble EMD. Our proposed method is able to do so because it
helps to suppress remnants of other modes interfering in anyof the extracted modes. This
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Figure 1: Left: contour and non-contour stimuli.Middle: EEG signals and their corre-
sponding Fourier spectra.Right: stimulus-related fMRI images and their spatial frequency
spectra.

Figure 2: fMRI activity distributions and EEG recordings inresponse to contour (column 1
and column 3, red line) and non-contour (column 2 and column 3, green line) stimuli.Top:
BIMFs and related IMFs extracted with BEEMD and EEMD from fMRI and EEG record-
ings. Middle: ICs resulting from an ICA applied to BIMFs and related IMFs obtained from
original data sets directly.Bottom: BIMCs and related IMCs extracted with our proposed
method. For fMRI images, modes are sorted from left to right and from top to bottom ac-
cording to their spatial frequency content. For EEG time series, the three interesting modes
are shown together with their corresponding Fourier spectra.

results in clean modes with no interferences from other modes and thus improves the sepa-
ration quality considerably. The results showed that the proposed method can be applied to
efficiently extract features from biomedical signals and images. This is especially important
if different response classes need to be differentiated.
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Response classification of our proposed method has been evaluated against competing
methods like applying BEEMD to the raw data sets or applying BEEMD and ICA sequen-
tially. The study comprised 18 subjects where a combined EEG-fMRI analysis has been
performed within a contour integration task with contour and non-contour Gabor stimuli.
As classifier, a Support Vector Machine (SVM) using the LeaveOne Out Cross Validation
(LOOCV) technique has been employed . Dimension reduction has been achieved by pro-
jecting the extracted modes onto principal components and using the projections as input to
the classifier. A Student t-test was used to select informative features and the parameters of
the classifier were optimized by using a grid search approach. The values between square
brackets in Table1 show the number of selected features for an optimal performance and the
first column indicates the mode.

Table 1: Comparison of statistical measures (Accuracy, Specificity and Sensitivity) obtained
with different techniques evaluating corresponding classification results.

BEEMD BEEMD-ICA Proposed Method
♯ Acc Spec Sens Acc Spec Sens Acc Spec Sens
1 0.81[7] 0.84 0.79 0.84[34] 0.80 0.89 0.92[35] 0.89 0.94
2 0.82[4] 0.84 0.79 0.68[1,30] 0.68 0.68 0.63[1] 0.58 0.68
3 0.89[2,11] 0.89 0.89 0.79[23] 0.79 0.79 0.71[32] 0.78 0.63
4 0.84[3] 0.84 0.84 0.63[22] 0.68 0.57 0.84[3] 0.84 0.84
5 0.84[29] 0.89 0.79 0.66[18] 0.63 0.68 0.74[29] 0.74 0.74
6 0.79[26] 0.74 0.84 0.76[29] 0.84 0.69 0.71[21] 0.68 0.74
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Abstract 

In this work, we present an algorithm to perform automatic segmentation, feature 

extraction and dosage classification of images derived from a novel organotypic 

angiogenesis assay developed to assess the effects of ionising radiation in the mouse 

heart. The images presented very different conditions of illumination and conditions 

of density and shapes of cells. The algorithm consists of a pipeline of several steps, 

which were validated against hand-segmented images. The algorithm provided 

satisfactory results, as all images were correctly dose-classified. The cells exposed to 

the lowest radiation dose were observed to have the greatest relative feature 

variability. 

1 Introduction 

Formation of new blood vessels by angiogenesis is a feature of embryonic development, 

while in the adult, angiogenesis is associated with several pathological conditions such as 

cancer, as well as normal physiological tissue repair processes. For example, in the heart, 

injury triggers repair mechanisms within the myocardium, which are dependent on 

angiogenesis. For example, following a myocardial infarction, ischaemia triggers vascular 

responses and new blood vessel formation/angiogenesis aiming to repair the damage and 

re-establish flow [1]. Various organotypic assays have been developed in order to model 

the angiogenic process, test therapeutic agents and analyse the molecular mechanisms 

involved [2]. In these assays, which are generally based on co-culturing endothelial cells 

with fibroblasts, the endothelial cells migrate and align to form capillary-like structures 

embedded within fibroblasts and matrix. We have recently developed a heart angiogenesis 

organotypic assay by culturing enzymatically digested heart tissue fragments [3]. In this 
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model, cardiac endothelial cells form tubule-like structures embedded within the various 

cellular components of the digested heart tissue, which include fibroblasts and pericytes. 

We used this model system to establish the effects of ionising radiation on heart 

microvascular damage and inhibition of angiogenesis. This paper is concerned with the 

geometric analysis of these tube-like structures using cultures derived from the hearts of 

C67BL/6 mice that were irradiated with a range of ionizing radiation doses  (0.2, 2, 8, 16 

Gy) [n=4x4] and sham-irradiated controls [n=4]. The hearts were excised for assay at 20 

weeks post irradiation. One of the 8 Gy images was discarded due to duplication, leaving 

19 images in total.  

2 Materials and Methods 

Organotypic cultures were stained with lectin to identify the endothelial cells and a 

representative image at each irradiation dose is shown in Fig. 1. The images are greyscale, 

with low contrast, each 696x520 pixels in size and comprising a cluttered background 

overlaid with the tube-like structures formed by endothelial cells (white arrow). There are 

significant inter-image and intra-image shading variations. Dead cells or debris were also 

present, sometimes occluding the tubules (black arrow). The tubules were the primary 

target of the analysis, though the debris (biological in nature rather than imaging artefacts) 

is also relevant. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1: Representative images of the image set; white arrow marks tubule, black arrow 

marks debris. Irradiation doses: (a) 0 Gy, (b) 0.2 Gy, (c) 2 Gy, (d) 8 Gy, (e) 16 Gy.    

The automatic segmentation was validated against manual segmentation (Fig. 2), 

performed within the MATLAB roipoly function by one of the authors without knowledge 

of the subsequent algorithm or of the automatic segmentation results. 

 (d)     (e) 

(a)           (b)           (c) 
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(a)  (b) (c) 

Figure 2: Manual segmentation (a) original image, (b) tubules, (c) debris. 

An automatic segmentation script was developed in MATLAB with the following 

steps: 1) Median filtering with a 5×5 pixel neighbourhood using medfilt2(); 2) 

Thresholding based on the local mean of each 151×151 neighbourhood, for each pixel  > 

0.75  and > 1 [4, p. 527]; 3) Removal of noise, i.e. objects with area < 25 pixels; and 4) 

Removal of likely debris, i.e. objects of solidity > 0.6

 [5]. This step 

removes objects that are insufficiently spindly to be tubules. These steps are illustrated in 

Table 1. 

MATLAB function Implementation Output (close view) 

 Original image 

 
medfilt2() De-noise while retaining edges by 

applying a median filter with a 

5x5 pixel neighbourhood 

 
localthresh() Threshold using local means with 

151x151 neighbourhood, std dev 

multiplier of 1, mean multiplier of 

0.75. These parameters produced 

peak mean segmentation 

correlation for all images.  
bwarea() De-speckle by deleting all binary 

objects of area < 25 pixels 

 
regionprops() Remove debris, i.e. binary objects 

with solidity > 0.6  

(pixels in object / pixels in convex 

hull) 

 
Table 1: Automatic segmentation algorithm pipeline 
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The following feature metrics were extracted from the segmented images: 1) Relative 

tubule area, as a proportion of total image area; 2) Euler number 

the tubule mesh) as a proxy for the count of regions completely enclosed by tubules 

(bweuler); 3) Largest major axis of the tubule objects in the image, as a proportion of the 

diagonal image size; and 4) Largest minor axis of the tubule objects in the image, as a 

proportion of the diagonal image size. These features were selected for their discrimination 

properties. No formal means of feature selection was used; we leave that as further work. 

The extracted features were classified with the function treebagger [6][7], to grow 

regression and classification decision trees with the intent of automatically placing the 

target images into dosage categories. The same function was also reapplied with the intent 

of automatically estimating the dosage exposure as a continuous value. 

3 Results 

Validation was performed as a binary pixels-by-pixel comparison against the manual 

ground truth (Fig. 3). The results of the classification algorithm showed a mean 

misclassification for all target images of 0.0733 ±0.0455. Misclassification overall ranged 

between 0.0263 and 0.2059. The visible output of the automated segmentation method 

when applied to two sample images is shown in Fig. 4. 

 
Figure 3: Automatic segmentation accuracy against manual ground truth, grouped by dose. 

Performance on irradiated images is considerably better than on control images. 

Comparison of two of the extracted feature metrics is presented in Fig. 5a (manual 

segmentation) and Fig. 5b (automatic segmentation). From inspecting Fig. 5a, it is 

apparent that the largest relative biological morphological variation is present in a healthy 

specimen exposed to the smallest dose of radiation (0.2 Gy). Even with only two feature 

dimensions plotted, the topological changes between 0 and 0.2 Gy are greater than those 

changes that occur between 0.2 and 2 Gy. 

The grouping of vector sets into obvious clusters indicates suitability for the application 

of automatic classification techniques, though 8 Gy and 16 Gy images are difficult to 

separate when only these two features are examined. It can be seen that the cluster 

separation is reasonably clear in the data extracted from the manually segmented images 

(Fig. 5a), and that the clusters are noticeably less separated in the data extracted from the 

automatically segmented images (Fig. 5b). This indicates that there is low-dimensional 

information loss in the automatically segmented images due to segmentation inaccuracy.  

All automatically segmented images were correctly dose-classified (Table II). The dose-

classification confusion matrix of the treebagger was extremely good; this is thought to be 
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due to the dose-discrimination exhibited by the extracted features. Though treebagger 

cross-validation is not required, there were few images and no measurement of 

misclassification cost was attempted. The feature extraction appeared to be robust to the 

misclassifications of the segmentation process. Mean classification confidence is 0.83± 

0.11. Minimum classification confidence is 0.66, for one image of 2 Gy dosage.  

 

 
Figure 4: Segmentation results: (left) representative images; (centre) automatically-

segmented tubules overlaid in red; (right), validation:  correct segmentation (black) false 

positives (magenta), false negatives (green). Largest second-moment major and minor axis 

region features are plotted as solid and dotted blue respectively (centre lower), these 

features are thought to assist with measurement of tubule fragmentation. A dark image 

seems to have missed tubules, whilst a bright image segmented background and debris as 

tubules.  
  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5: (a) Plot of Euler number vs. tubule area ratio extracted from manual 

segmentations. There is an inverse relationship between tubule area ratio and Euler 

number. Note the cluster discrimination, and that the largest feature change is caused by 

the smallest radiation dose. (b) Plot of Euler number vs. tubule area ratio extracted from 

automatic segmentations. Note the reduced cluster discrimination in comparison to the 

manual segmentation in Fig 5(a). 
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 Classification category 

Images at dose, Gy      

0 0.88 0.08 0.04 0.02   

0.2 0.05 0.78 0.14 0.06   

2 0.07 0.11 0.76 0.21 0.02 

8 0.01 0.05 0.15 0.77 0.12 

16     0.02 0.04 0.96 

Table 2: Dose-classification mean confusion matrix derived from automatic segmentation 

4 Conclusion 

Automated segmentation of the source images was mildly successful, with an automated 

algorithm pipeline giving pixel-level misclassification versus manually segmented images 

of minimum 0.026, mean 0.073, and maximum 0.206. Four spatial features with high 

dosage discrimination were identified and then applied to reduce the segmented images to 

low-dimensional form. The smallest radiation dosages cause the largest relative cell 

structure feature changes. This is clearest when extracting features based on manual 

segmentation, though is still apparent when using automated segmentation. All images 

were correctly automatically dose-classified with > 65% confidence and five images with 

> 95% confidence. This indicates that an automatic segmentation and classification 

algorithm can be applied to classify and investigate the characteristics of the effects of 

radiation on cardiac tissue. We plan to extend the algorithm, investigating the effect of the 

shading [8] on the segmentation and classification, we will consider other classifiers and 

test it with a larger database in the future. 
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Abstract 

Non-destructive, quantitative evaluation of cell numbers in epithelial 

monolayers is necessary to monitor their proliferative rate in a single culture over a 

time period. Imaging using phase contrast microscopy is non-invasive and creates 

contrast in optically transparent cells; however intrinsic image artefacts mean that 

thresholding-based segmentation methods alone are insufficient to identify cells. 

The method described uses mathematical morphology to assign contrast to cells in 

a way that enables approximate segmentation by applying a threshold value. K-

means clustering is subsequently applied to improve enumeration accuracy by 

removing segmentation artefacts. Cell numbers in images over multiple time-points 

may then be used to non-destructively generate growth curves. To validate this 

method we demonstrate a dose dependent relationship between H400 keratinocyte 

proliferation and concentration of foetal calf serum. 

1 Introduction 

Epithelial keratinocytes form stratified structures in regions of the body where their robust 

response to stress is essential, for example, in the masticatory mucosa. When the continuity 

of epithelial tissue is broken, keratinocytes respond by increasing proliferation and migrate 

into the wound to close it and prevent dehydration and infection [1]. Keratinocytes 

cultured in vitro form monolayers, which can be thought of as a simplified, 2D model of 

epithelium and are frequently used to study cell behaviour. The growth of such cultures in 

response to a stimulus may be assessed using cell counts obtained at multiple time-points.  

The most widely-used method for determining cell number in cultures is by 

dissociating cells from their substrate, re-suspending and manually counting them on a 

haemocytometer using a microscope. The destructive nature of this technique means it is 

necessary to simultaneously maintain several cultures to generate growth curves. Small 

variations in the initial seeding densities of each culture or dilution upon re-suspension 

introduce error into the cell counts, therefore these are often performed at least in triplicate, 

which consumes both time and laboratory resources. Furthermore, operator variability 

contributes strongly to the count error [2]. 

Phase contrast (PC) microscopy creates contrast non-invasively in optically transparent 

objects using small changes in the phase of transmitted light so PC images of cell cultures 
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provide a potential approach for non-destructive cell counting. However, PC images are 

subject to intrinsic artefacts in the form of a ‘halo effect’: regions of high intensity pixels 

found at the edges of objects (Figure 1a). As a consequence, simple thresholding 

techniques are unsuccessful at distinguishing cells from background in PC images. 

PC image analysis techniques frequently fall into two groups: textural analysis of entire 

images to distinguish between cell-populated and background regions, and high precision 

segmentation of individual cells. Methods in the first group are unable to provide 

information relating to individual cells and are not applicable at very low cell densities [3]. 

Conversely, methods in the second group are unsuitable for segmenting cells in dense 

images since they require time-consuming initialisation and high computational power [4]. 

Neither of these approaches is appropriate for both low and high density images of cell 

cultures, as is required to generate a comprehensive growth curve.  

An alternative approach for locating cells in PC images involves correcting the halo 

artefact by using a mathematical model of PC optics to deconvolve images [5]. However 

this method is computationally expensive and therefore unsuitable for use on large images. 

A quicker, approximated form of deconvolution has been used to locate epithelial cells in 

scratch wound assays but to our knowledge has not been used to accurately count cells [6]. 

Lack of contrast in the related technique of brightfield microscopy makes it generally 

unsuitable for imaging unstained cells, but when the imaging plane is moved slightly 

above the focal plane, contrast increases such that cells become brighter than the 

background, albeit at the expense of subcellular detail. The opposite contrast is observed 

when the imaging plane moves below the focal plane, i.e. cells become darker. Dehlinger 

et al. located cells in a monolayer by subtraction of two such images acquired with the 

objective lens displaced by 15 µm [7]. However, this relatively small distance is difficult to 

achieve consistently without costly automated imaging apparatus.  

In this paper we describe a method for emulating the contrast changes of defocusing 

brightfield microscopy by using mathematical morphology operators on a single, in-focus 

PC image. This produces an image in which cells are brighter than the background and 

thus may be segmented using a single threshold. We then perform k-means clustering on 

the segmented regions to identify and remove regions that do not correspond with cells and 

provide an accurate value for the number of cells in an image from which the total number 

of cells is extrapolated. This technique was applied to generate growth curves for H400 

oral keratinocyte cultures supplemented with different concentrations of foetal calf serum. 

2 Image analysis  

2.1 Segmenting cells  
When a mean filter is applied to a PC image using a circular kernel with radius,   , smaller 

than that of a cell, cells retain bright edges from the halo and a relatively dark centre 

(Figure 1b), analogous to the contrast observed by Dehlinger et al. when the imaging plane 

was focused below the focal plane. Conversely, when    is larger than the average cell, cell 

centres become brighter than the margins (Figure 1c). Imposing a minimum pixel intensity 

of 0 and subtracting the small kernel image from the large kernel image generates an image 

in which cell containing regions are brightest (Figure 1d), and to which a single threshold 

may be applied using the Otsu method to locate cells (Figure 1e) [8]. 

For the purpose of selecting appropriate   values, a ground truth dataset was obtained 

by manually counting the cells in 10 images representing a range of cell densities. The 
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segmentation method described was applied using a range of radii for both large and small 

kernels to find the combination that minimised differences between this and the manual 

counts for all ground truth images.  

 
Figure 1: a) - Raw phase contrast image of H400 cells. b) - Image a) filtered with a small 

kernel mean filter, retaining bright cell margins and darker centres. c) - Original image a) 

filtered with a large kernel mean filter. Cell-containing regions are brighter than the 

surrounding regions. d) - Image b) subtracted from image c). Cell containing regions now 

appear brightest and Otsu thresholding is applied to obtain e). The contrast has been 

enhanced in all images for improved reproduction. Scale bar in a) is 150μm. 

2.2 Classifying segmented regions 
The cell count of an image is given by the total number of segmented objects in it. Image 

noise and edge effects at low cell densities can cause incorrectly segmented regions, which 

contribute erroneously to the cell count and must therefore be discounted. To this end, a 

dataset of 32 geometrical features describing the morphology and the greyscale properties 

of the corresponding pixels in the original image were calculated for each region using the 

“Particles8” plugin for ImageJ [9]. This feature dataset was subsequently reduced to 4 

features by performing principal component analysis (PCA) on all segmented regions in all 

images acquired from a culture over the course of the experiment. K-means clustering 

(k=2) was applied using these 4 features to classify each segmented region as either “true” 

(real cell) or “false” (incorrect segmentation), and only “true” cells were counted. 

2.3 Extrapolation of total cell count 

The average count from a number of images was used to extrapolate the total number of 

cells in order to account for density differences across the culture; we used 20 images 

acquired at random locations in the culture. The fraction of the total culture area 

represented by one image was used to extrapolate total number of cells in the culture.  

3 Experimental materials and methods 

3.1 Cell cultures 

Immortalised H400 keratinocytes derived from a human oral squamous carcinoma [10] 

were maintained at 37°C in a humidified atmosphere with 5% CO2 in Dulbecco’s MEM / 

nutrient mix supplemented with 10% foetal calf serum (FCS) (Biosera, UK), 0.6 μg/mL L-

glutamine (Sigma, UK) and 0.4 mg/mL hydrocortisone (Sigma, UK). 

For experimental analysis 3.6x10
4
 cells, as determined using a haemocytometer, were 

initially seeded into 35 mm culture dishes (Sarstedt, UK). To reduce the likelihood of non-

uniform cell adhesion across the vessel due to uneven temperature distributions, culture 

dishes were preheated to 37°C prior to seeding and gently agitated following seeding. 

Duplicate cultures were supplemented with 2%, 6% and 10% FCS for analysis. 
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To enable comparison between cell counts obtained using the two approaches, 

additional cultures established under the same conditions were imaged and subsequently 

counted using an Improved Neubauer haemocytometer (as described below). 

3.2 Image acquisition and analysis 

A Nikon TE300 PC microscope with a x10 objective and a Nikon D40 digital camera 

(Nikon, UK) were used to acquire images at 2000 x 3008 pixels. Conversion from pixels to 

mm was obtained via calibration with an image of a microscope stage micrometer giving 

an image size of 1.17 x 0.78 mm. Images were acquired between 48 - 120 hours post-

seeding. The optimal kernel radii for this experimental set-up were determined to be 80 

pixels (31 μm) and 14 pixels (5 μm).  Cell segmentation and classification steps were 

implemented in ImageJ and included the use of freely available “Morphological_PCA” and 

“Morphological_Clustering” macros [9][11]. Computation time on a set of 280 images was 

10 minutes using an Intel® Core™ i7-3770 processor. The kernel radius selection method 

was implemented using Matlab version R2013a [12]. 

3.3 Cell enumeration using haemocytometer method 

Immediately following imaging, the media was aspirated from the culture vessel and 

replaced with 1 mL trypsin, and incubated until cells were detached. For ease and accuracy 

of counting at high cell numbers, the cell suspension was diluted appropriately with culture 

media. Cell concentration was measured using an Improved Neubauer haemocytometer by 

counting the number of cells in each of the nine 1 mm
2
 squares (representing a volume of 

0.1 μL each) for each of the two haemocytometer chambers and averaging to provide the 

number of cells per 0.1 μL. To extrapolate the total number of cells in the culture this value 

was multiplied by 10
4
 and the dilution factor dependent upon the amount of media added.  

3.4 Assessing classification success 

The success of k-means classification was assessed by comparison with 20 images across 

all samples in which all segmentations had been labelled manually. For this comparison, 

true positive (TP) describes segmented cells correctly identified by the clustering method 

described, and true negative (TN) describes erroneous segmentations correctly classified as 

such. False positive (FP) describes artefacts wrongly classified as cells and false negative 

(FN) describes cells classified as artefacts. The F1-score is a combined measure of 

precision and recall, for which 0 indicates no agreement between manual and k-means 

classifications and 1 indicates perfect agreement. It is calculated as: 

    (
  

   
)    (1) 

where    
  

     
 is precision and    

  

     
  is recall. The number of cells undetected in 

the segmentation step was also recorded for these 20 images. 

4 Results 
The average F1-score of segmentation classification using k-means clustering was 

0.94 ± 0.04 versus 0.86 ± 0.06 without classification. Average precision was 0.92 ± 0.06 

and average recall was 0.96 ± 0.03. 

Figure 2a shows growth curves obtained using the method described, which indicate 

that H400 keratinocytes proliferate in a dose dependent manner with FCS concentration.  
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Figure 2b shows the growth curves obtained from a set of cultures using the image 

analysis method described here and the more routinely used haemocytometer method. The 

image analysis method was systematically lower than the haemocytometer-measured 

count, although within one standard deviation. The high F1-score indicated that this 

discrepancy was not likely due to errors in cell classification. On average, 3.8 ± 1.4% of 

cells per image were undetected in the segmentation step, but this does not fully account 

for the difference in counts between techniques, which is 22 ± 5%. The systematic operator 

error associated with haemocytometer counting could potentially have contributed to the 

discrepancy. Further work is required to determine the source of this difference. 

 

 
Figure 2: a) Growth curves for H400 keratinocyte cultures supplemented with different 

concentrations (2-10%) of FCS calculated using the method described. Growth rates were 

dose-dependently associated with FCS supplementation. Error bars indicate standard 

deviation between the average cell counts of two cultures under the same culture 

conditions. b) H400 keratinocyte growth curve determined using two enumeration 

methods. Each time point corresponds with a single culture from which the total number of 

cells was determined initially using the image analysis method described and subsequently 

using the haemocytometer approach. Error bars indicate ±1 standard deviation of the mean.  

5 Discussion and conclusion 

The most significant advantage of the method described compared with other commonly 

used cell counting approaches is that it is non-destructive and thus cultures may be counted 

multiple times. Aside from minimising human errors associated with the haemocytometer 

method and reducing the time and cost of maintaining many cultures to generate a growth 

curve, this image analysis method also introduces the opportunity for the study of the 

spatial distribution of cells under different culture conditions.  

Image filtering has been used previously to locate cells in monolayers, for example, 

Sarsby et al. used a difference of Gaussians filter in their scratch wound analysis 
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algorithm[6]. A key difference in our approach is the parameterisation method, which 

prioritises a single region being segmented per cell, to reduce the likelihood of cells 

merging in the segmented image; essential given our aim of accurate cell counting. By 

using classification with the unsupervised k-means clustering technique, incorrect 

segmentations were accurately identified and removed without requiring the use of time-

consuming manual training sets. However, it may be possible to further improve accuracy 

using supervised classification techniques and this will be investigated in further work. 

We have shown that our method may be used to distinguish between the growth 

profiles of keratinocyte monolayers established in different culture conditions. The cell 

counts obtained by this method are within one standard deviation of that obtained from the 

same culture using a haemocytometer, although systematically lower. Further work is 

required to determine the source of this difference. 
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Abstract 

In this paper a feasibility study of brain MRI dataset classification, using ROIs 

which have been segmented either manually or through a superpixel based method in 

conjunction with statistical pattern recognition methods is presented. In our study, 

471 extracted ROIs from 21 Brain MRI datasets are used, in order to establish which 

features distinguish better between three grading classes. Thirty-eight statistical 

measurements were collected from the ROIs. We found by using the Leave-One-Out 

method that the combination of the features from the 1st and 2nd order statistics, 

achieved high classification accuracy in pair-wise grading comparisons.   

  
Keywords, Brain tumour grading, MRI images, superpixel segmentation, pattern 

recognition, SVM classification. 

1 Introduction 
Brain tumours are caused by abnormal and uncontrolled growing of the cells inside the 

brain or spinal canal. The primary tumours are those started in the brain and are 

categorised in four main types: Gliomas, Meningiomas, Pituitary adenomas and Nerve 

sheath tumours. The most popular grading system for tumours is that suggested by the 

World Health Organization (WHO). Regarding to the WHO grading system, the tumours 

are graded from I to IV, corresponding to least advanced to the most advanced diseases, 

respectively. 

Utilizing computer-aided procedures for medical diagnosis and treatment is a growing 

field of research nowadays. Image processing and pattern recognition algorithms are 

widely used for analysis and interpretation of medical images. Feature extraction is the 

most important and impartible element of classification and pattern recognition tasks. In 
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the case of medical images, such as MRI, the reduction of dimensionality is of high 

importance. MRI images are three-dimensional volumetric data acquired with different 

protocols, which lead to extraction of high dimensional information in the form of 

statistical features. Classification of high dimensional data is based on these extracted 

features. 

Several techniques have been used to detect and classify brain tumours in MRI images. 

Joshi et al. [1] developed a system for detection of Astrocytoma cancer tumours and 

classify them base on artificial neural network. They use grey-level co-occurrence matrix 

for texture feature selection and Neuro-Fuzzy classifier to classify the tumours. Georgiadis 

et al. [2] proposed a method to classify primary tumours and metastatic, which are 

originated outside brain. They applied non-linear least square feature transformation and 

combined it with a probabilistic neural network (PNN). Zacharaki et al. [3] used SVM with 

recursive feature elimination for classification of tumour grades in MRI images using 

texture, shape and rotation invariant texture features. They suggested one-versus-all SVM 

classification and majority voting for multi-class problem. 

In this paper, we intend to classify tumour grades II, III and IV using different MRI 

acquisition protocols i.e. FLAIR, and T2. Region of interest segmentation is performed 

separately for each protocol. The segmentation is based on a superpixel based method with 

nearly similar intensity features. Then 1st order and 2nd order statistical textural features are 

extracted. The aim is to classify the tumours using the features collected from every 

individual protocol as well as their combinations. For this task, a support vector machine 

(SVM) classifier is utilized to classify different combinations of the data. The evaluation is 

performed using the overall classification accuracy and comparison of the results is based 

on the abo . 

This paper is organised as follows. Section 2 explains the stages of the proposed 

method, which is partitioned into the main stages of the algorithm. Section 3 represents the 

experimental results. Finally, section 4 discusses the conclusion and future works. 

2 Tools and Methods 

2.1 Data Description 

We acquired MR data using a GE Signa LX 1.5T MRI system (GE Healthcare, 

Milwaukee, WI, USA) equipped with a maximum field gradient strength of 22mT/m and 

using a quadrature head coil. The MRI sequences used in this study are described below: 

FLAIR (TE = 133 ms, TR = 9000 ms,  inversion  time  2200  ms,  band  width = 

61.04Hz). FLAIR were acquired in the axial plane with a field of view (FOV) 240 x 240 

mm
2
, matrix size 256 x 256 and 5 mm slice thickness  with  no  slice  gap. 

Axial T2 weighted MRI using a single-shot spin echo echo-planar-imaging (EPI) 

sequence. The sequence covered whole brain with 50 contiguous slices that were acquired 

as two interleaved series of four repeats, i.e., 2.8 mm thick slices with 2.8 mm gaps. Other 

parameters were set as TR = 8000 ms, TE = 88 ms, acquisition matrix 96 x 96, FOV = 24 

cm, and resulted in in-plane resolution of 2.5 mm. 

Another T2 weighted MRI data were acquired using a dual echo sequence with FOV of 

either 220 x 220 mm
2
 or 240 x 240 mm

2
 , a 256 x 256 acquisition matrix, 29 slices with 5 

mm thickness and a TR = 3500 ms and TE = 98 ms [4]. 
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A cohort consisting of 21 patients entered retrospectively into our study, each with a 

brain tumour, who has been imaged with the aforementioned MRI sequences. The dataset 

consists of 6 grade II tumours, 4 grade III tumours, and 11 grade IV tumours. Each patient 

has a histological ground truth.  Patient ages at the time of scanning ranged from 22 to 73 

(mean 55), and consisted of 7 females and 14 males.  All the MRI datasets have been 

realigned to remove eddy current effects by affine registration using FSL [5]. 

2.2 Superpixel Segmentation and Grouping 

The image is segmented to small partitions using linear iterative clustering superpixel 

(SLIC) [6].The initial superpixel centres are located by uniform sampling the pixels in one 

slice in 2D space. The search space is a square window with the size of two times more 

than a superpixel size to decrease computations time. The cluster labels are updated in each 

iteration, based on the location and intensity distance of the pixels in search area to the 

centres. Therefore, the centres location is changed in every loop by calculating the gravity 

centres of new labels. A seed point is selected in an arbitrary slice by the user. The mean 

intensity value of the superpixel which contains this point is determined. The mean 

intensity value of the all the neighbouring superpixels are checked. The superpixels with 

values in a confidence margin of 3 are assumed to be in the region of interest. The process 

is repeated until we ensure that there is no new superpixel with similar value to add to the 

ROI. 

2.3 Feature Extraction 

Our statistical pattern recognition approach uses the classical steps of feature extraction, 

classification and feature selection, which are further described below.  

The first step of our pattern recognition approach is the feature extraction step, which is 

the transformation of patterns into features that are regarded as a compacted representation. 

The usage of statistical features for the analysis and classification of textured images has 

been extensively demonstrated in the literature. Overall thirty eight statistical image 

features were collected from each image, given by category as: 

The selected regions of interest (ROI) in the previous stage are based on the intensity 

mean of the superpixels. First Order Statistics [7] which express the distribution of grey 

levels (i.e. the intensity) within the selected ROI. These features are based on the 

histogram of the image, since they represent the frequency distribution of the grey level in 

the ROI. These 16 in total features are average, standard deviation, variance, mean of the 

absolute deviation, median absolute deviation, coefficient of variance, skewness, kurtosis, 

maximum , minimum, median and mode of the intensity values, central moments, range, 

interquartile range and entropy. 

Second Order Statistics [7] which are measurements collected by the Grey-Tone 

Spatial-Dependent Matrices. These matrices of grey-tone spatial-dependence frequencies 

are a function of the angular relationship between neighbouring image elements, and 

additionally a function of the distance between them. This is performed for one 

neighbouring pixel in the selected ROI in four different directions [0°, 45°, 90°, and 135°]. 

However, in our case the average feature vector of the four directional feature vectors was 

estimated in order to reduce the dimensionality of the feature combinations. The features 

which can be extracted by the grey-tone spatial-dependence matrices are: autocorrelation, 

contrast, correlation 1, correlation 2, cluster prominence, cluster shade, dissimilarity, 

energy, entropy, homogeneity, maximum probability, sum of squares' variance, sum 
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average, sum variance, sum entropy, difference variance, difference entropy, information 

measure of correlation 1, information measure of correlation 2, inverse difference, and 

inverse difference moment normalized.  

2.4 Support Vector Machine Classification 

Support vector machine (SVM) is a supervised learning method, which is used for 

classification and regression tasks [8]. The data must include exactly two number of 

classes. The SVM finds the best hyperplane for separation of the classes, which presents 

the largest margin between them. The margin is defined as the maximum distance in which 

in the best case scenario the data points of the different classes are separable in the feature 

space.  The aim of using SVM is to find a hyperplane in the feature space to separate them 

with the minimal error (i.e. maximum distance from the clusters closets points).   

3 Results 
The aim of this study is to examine the performance of the linear SVM classification on 

brain MRI datasets which have been delineated either manually or using a superpixel based 

method, and in particular, to determine whether we can distinguish between different 

grades of cancer brain tissue. 

The performance of the linear SVM classifier was evaluated by using the Leave-One-

Out method. In addition, for each set of features all possible combinations were tested up 

to three dimensional decision spaces. Those features, which achieve the best classification 

rate, were used in the pattern recognition process. This phase is called feature selection, 

and aims to reduce the features set to a subset, which consists only of meaningful 

information (i.e. features that characterize best) about the images we want to classify. The 

classification accuracy results presented in this paper are those, which fulfil the 

requirement that the overall accuracy is more than 80%. 

Figure 1, shows three examples of grades II, III, and IV, acquired using the FLAIR 

MRI protocol. Each column presents the original image, as well as the results of the 

superpixel and the manual segmentation. 

In terms of classification accuracy, we tested all the pair-wise combinations between 

the different grades present in our cohort. In addition comparisons between datasets using 

different acquisition MRI protocols were also performed. These results are presented in 

Tables 1 and 2, for ROIs extracted manual and with superpixel segmentation, respectively. 

It is worth noticing that the best classification results were achieved in three-dimensional 

space, for both manual and superpixel ROIs.  

In terms of the performance of the Statistical Features extracted from all the brain MRI 

images, we concluded that: Features from the 1
st
 Order Statistics obtained from either the 

manual or the superpixel segmentation, produced classification accuracy results above the 

thresholds set. Features from the 2
nd

 Order Statistics obtained from either the manual or the 

superpixel segmentation produced the best classification accuracy results. The overall 

number of feature combinations which exceeded the inclusion threshold of 80.00%, is 

greater on features from the superpixel segmentation than that of the manual delineation 

(34652 to 29429).   

The usage of statistical features for the analysis and classification of textured images 

has been extensively demonstrated in the literature. Our results suggest that features from 
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the 2
nd

 Order Statistics achieved the best classification accuracy results, since such 

measurements focus on the overall nature of the texture such as homogeneity, contrast, the 

presence of organized structure, complexity, and the grey tone transitions within the image. 

 
Grade II Grade III Grade IV 

G II - ( a ) G III - ( a ) G IV - ( a ) 

G II - ( b ) G III - ( b ) G IV - ( b ) 

G II - ( c ) G III - ( c ) G IV - ( c ) 

Figure 1: Examples of Grade II, III, and IV brain oedemas: a) original MRI slice, b) 

superpixel segmentation, c) manual segmentation. 

 

MANUAL SEGMENTATION 

 2D 3D 

Grade 

Combinations 

FLAIR  

Accuracy 

T2 (1)  

 Accuracy 

T2 (2)  

 Accuracy 

FLAIR  

 Accuracy 

T2 (1)  

 Accuracy 

T2 (2)  

 Accuracy 

II vs III 90.00 80.00 90.00 90.00 80.00 90.00 

II vs IV 94.12 92.36 94.12 100.00 82.36 94.12 

III vs IV 93.33 93.33 86.67 93.33 93.33 93.33 

II+IV vs III 90.48 85.71 85.71 90.48 85.71 90.48 

II+III vs IV 90.48 80.95 90.48 95.24 80.95 90.48 

III+IV vs II 90.48 80.95 90.48 95.24 80.95 90.48 

Table 1: Overall classification accuracy for 2D and 3D decision space, using the manual 

segmented ROIs. 
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SUPERPIXEL SEGMENTATION 

 2D 3D 

Grade 

Combinations 

FLAIR  

 Accuracy 

T2 (1)  

 Accuracy 

T2 (2)  

 Accuracy 

FLAIR  

 Accuracy 

T2 (1)  

 Accuracy 

T2 (2)  

 Accuracy 

II vs III 100.00 80.00 80.00 100.00 80.00 100.00 

II vs IV 88.24 88.24 94.12 94.12 94.12 100.00 

III vs IV 86.67 93.33 86.67 93.33 93.33 93.33 

II+IV vs III 90.48 90.48 85.71 95.24 95.24 90.48 

II+III vs IV 90.48 80.95 85.71 90.48 85.71 85.71 

III+IV vs II 90.48 85.71 85.71 90.48 90.48 85.71 

Table 2: Overall classification accuracy for 2D and 3D decision space, using the superpixel 

segmented ROIs. 

4 Conclusion 
In this paper a feasibility study of brain MRI dataset classification, using ROIs which have 

been segmented either manually or using a superpixel based method in conjunction with 

statistical pattern recognition methods is presented. In our study, 471 extracted ROIs from 

21 Brain MRI dataset were used, in order to establish which features distinguish better 

between three grading classes. Thirty-eight statistical measurements were collected from 

the ROIs. We found by using the Leave-One-Out method that the combination of the 

features from the 1
st
 and 2

nd
 Order statistics, achieved overall classification accuracy above 

the self-imposed threshold of 80.00% that we had originally set.  
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Abstract

Optical mapping is an important tool for assessment of cardiac electrophysiology.
We demonstrate a new system for quantification and measurement of electrophysiologi-
cal parameters in isolated cardiac tissue. The system makes use of voltage sensitive flu-
orescent dyes that shift in spectral property in response to millivolt changes in potential
across cell membranes. Automated analysis of the pixel-wise measurements yields infor-
mation on action potential durations and isochronal maps allowing for high throughput
of data analysis. The algorithms that we propose reliably describe activation sequences
and allow for quantification of conduction velocities.

1 Introduction
Cardiovascular disease is the largest cause of death worldwide and atrial fibrillation (AF)
is the most common arrhythmia. AF regularly causes strokes and cardiac death. Despite
the progress made on the characterisation of the factors that lead to AF there is still a need
to further understand disease mechanisms to improve therapies for prevention and manage-
ment [2]. Genetic mouse models pose as an attractive tool for these studies [7] but their small
size particularly the atria prove challenging for detailed assessment. Despite this, they allow
for characterisation of functional molecular consequences of their genetic alterations.

Optical mapping with its high temporal and spatial resolution is a valuable technique
in aiding our understanding of arrhythmias[1]. This method utilises voltage sensitive dyes;

c© 2014. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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these bind on to the lipid molecules on a cell membrane and will shift its spectral proper-
ties in response to a change in potential[6]. The motivation for development of these dyes
arise where microelectrode measurements are unsuitable, and makes possible the measure-
ment of spatial and temporal variations in membrane potential, hence it is it ideal for cardiac
tissue[6]. High speed and high quantum efficient cameras are particularly well suited for
imaging cardiac activation as events occur over the millisecond time scale and changes in
fluorescence intensity are small. This is important, in particular for small animal prepara-
tions as heart rates are a magnitude faster than humans. These studies at high acquisition
rates involve generating large data sets, in the range of hundreds of thousands of images,
and hence the need for faster analysis methods. The use of semi-automated algorithms not
only allows for signal processing but eliminates any user bias saving time and increasing
reliability. One difficulty that arises from imaging cardiac muscle is its contractile properties
causing movement artefacts; these greatly affect the emitted fluorescence but can be over-
come with the use of mechanical uncouplers in the experimental setting which inhibit these
muscle contractions.

There are several imaging techniques for the study of the heart such as computed to-
mography (CT), magnetic resonance imaging (MRI) and ultrasound [3]. These are mostly
limited to visualising diameters and contractile function but not electrical activation and re-
polarisation. Another method in which activation spread can be investigated is to use contact
mapping [4] where an array of electrodes are placed on the surface, but these have limited
use with the resolution determined by the number of electrodes that can be physically placed
on the sample and there is no information on repolarisation.

In cardiac tissue, as the cells depolarise, they cause a sharp upstroke in membrane volt-
age. This is followed by a slower rate of repolarisation. In order to understand cardiac
arrhythmias from optical mapping data we analyse the duration of these action potentials at
30, 50 and 70% of the repolarisation. These action potential durations (APD) are important
in determining the membrane voltage as this is characteristic of ion channel activity. The
different phases of an action potential are caused by ion channel currents. In addition to this,
it is useful to image activation patterns from a sample by generating an isochronal map. This
allows for determining spatial areas of slow or fast conduction, which is particularly impor-
tant in evaluating disease models. In this paper we discuss the development of the optical
mapping design along with the algorithms to assess the images produced.

2 Method

2.1 Optical mapping experimentation and design

Isolated murine hearts were perfused with the potentiometric dye Di-4-Anepps, with a peak
Ex/Em of 502/703nm. This dye is fast responding and has been used in a multitude of
other preparations not only murine hearts, but in larger animals and cells such as neurons[6].
After 5 minutes the atria were individually dissected and superfused with oxygenated solu-
tion and the excitation-contraction uncoupler blebbistatin. Preparations were continuously
superfused and stimulated at twice the diastolic threshold with a 2ms pulse. The stimula-
tion frequencies ranged from 3.33 Hz to 12.5 Hz. Samples were field illuminated by two
twin 530nm LEDs and the emitted light was filtered at 630nm. Images were acquired at up
to 2 kHz on the CMOS camera using WinFluor V3.4.9 (Dr John Dempster, University of
Strathclyde, UK). From the raw images, time course information from regions of interest
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was extracted into text format for APD measurements or an image series to tiff images for
isochronal mapping.

Figure 1: Optical imaging system. Samples were continuously superfused and stimulus
electrodes were used to pace the heart at desired frequencies. Four LEDs were required
to provide an even field illumination of the sample.Images acquired on high speed CMOS
camera. (Figure adapted from submission to Progress in Biophysics and Molecular Biology,
under review)

2.2 Optical action potential recordings

The fluorescence intensity obtained from the raw image data is inversely proportional to
membrane voltage and the action potential properties can be measured pixel-wise from this
time varying signal. The obtained optical traces often exhibit large shifts in baseline which is
sometimes attributed to photobleaching and variations in solution level since the shifts do not
follow a predetermined pattern. A linear top hat filter with a suitable structuring element was
appropriate for flattening the signal baseline without affecting the action potential morphol-
ogy. With high speed acquisition, noise is a strong contributing factor in image formation.
To reduce noise, up to 25 action potentials were grouped together and averaged, but firstly
each action potential was identified by using the ’findpeaks’ detection algorithm in MAT-
LAB. The next step was to identify the start of the action potential. This is conventionally
chosen to be the fastest upstroke of the depolarisation. This was simply calculated by taking
the peak of the signal derivative. The mean value of ten frames before the upstroke deter-
mined the baseline. This, along with the peak height, yields the absolute signal amplitude.
From here it was possible to calculate the APDs at 30, 50, 70% repolarisation by linearly
interpolating the data.
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Figure 2: Outline of steps used to determine action potential durations (a) and generation of
isochronal maps (b)

2.3 Isochronal maps
To create a map showing the different regions of activation the background must be first re-
moved as this interferes with the subsequent processes. As the fluorescence signal tends to
always be greater than the background, thresholding proved to be the most suitable method.
Following this, a mean filter was applied to smooth the images. The next step was to de-
termine the point of activation for every pixel. This was a similar process to that described
in optical action potential recordings above, but signals were not averaged or did not have
their durations measured. However, a Savitzky-Golay filter was applied to each pixel in the
time series smoothing the data. This step was necessary to reduce noise amplification dur-
ing signal differentiation. The peak of this derivative was chosen to be the activation time,
repeating this process for every pixel generates the isochronal map. The origin of activation
(t=0) was automatically determined by arranging the unique values of this array in ascending
order. Each of these values represents a time determined by the exposure of the camera, and
the second differential of these values should yield close to zero. The longest sequence of
zeroes indicated the start point of activation spread. As each pixel represents a time value,
the distance between two points of activation was used to represent a conduction velocity.

3 Results
An optical mapping system was built and used on small cardiac tissue samples. The auto-
mated algorithms described above accurately determined APD values from signal traces. The
quality of these images also allowed for the generation of isochronal maps, which indicate
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the changes in activation across a tissue. From Figure 3(a) the baseline is well defined, this
is subtracted from the signal and allows for analysis of action potentials. From Figure 3(b)
we can see that the averaging can accurately combine several action potentials as indicated
by the small errors. This allows for APD measurements as indicated by Figure 3(c). Valida-
tion work has been completed using microelectrode and monophasic action potential (MAP)
and is currently under review, but results remain consistent throughout all techniques. These
traces are derived from the temporal data acquired from a selected region of interest typically
a 4x4 area, an example of a raw image can be seen in Figure 4.

Figure 3: (a) An example of a drifting signal, the red line indicates the baseline detected.
(b) An average of 10 action potentials: error bars indicates standard errors of the mean. (c)
Displays the calculation of APD values and the point of activation indicated by the black
arrow. (Figure (b) and (c) adapted from submission to Progress in Biophysics and Molecular
Biology, under review)

Figure 4: Isochronal maps showing activation patterns across an isolated left atrium and the
raw image(left). These high resolution maps indicate that at higher stimulation frequencies
the activation time increases across the entire tissue.

4 Discussion and Conclusion
This paper has presented a new optical mapping system capable of imaging isolated atria.
The algorithms used have also been shown to perform APD calculations autonomously from
fluorescence data, increasing signal quality by use of averaging. In addition to this, the
baseline correction was proven to be robust and efficient. Other methods such as polynomial
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fitting have limited use with signals that fluctuate greatly [5]. The isochrones were generated
automatically, the only input was the user cropping the image to highlight the region of
interest. As seen in Figure 4, the algorithms used to determine t=0, the activation start
point, can be automated saving time, allowing for faster analysis. This differs from most
current methods where manual selection is required, which can introduce subjectivity to
results. This system was also sensitive enough to detect changes in activation at different
stimulus frequencies. With these accurate measurements this system can be used in studies
for characterising arrhythmias in mouse models. This is important in enhancing knowledge
of treatments for those afflicted with cardiovascular disease.
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Abstract

Breast cancer is the most common cancer in women and the number of incidences

keeps rising. Mammographic breast density has been recognized as a very important

breast cancer risk and can also mask abnormalities. Information regarding mammo-

graphic breast density may be used for planning individualized breast cancer screening

and treatment. Thus, breast density is increasingly assessed as the limitations of a one-

fits-all method of screening and Computer Aided Detection become more apparent. The

presented work investigates the use of Amplitude-Modulation Frequency-Modulation

(AM-FM) models in the evaluation of multiscale Instantaneous Amplitude (IA) features

for the characterization of breast density. AM-FMmodels provide a meaningful and con-

cise method to model digital images. The IA evaluated at different frequency scales is

used to capture the relative variations in the breast tissue characteristic to the different

breast density classes. Normalized histograms of the IA across the different frequency

scales - estimated using multiscale Dominant Component Analysis - are used to model

the breast density classes. Classification of a new mammogram into one of the density

categories is achieved using the k-nearest neighbor method and the Euclidean distance

metric. The method is evaluated using the Breast Imaging Reporting and Data System

on the Medical Image Analysis Society mammographic database and the results are pre-

sented and compared to other methods in the literature. The presented method allows

breast density classification accuracy reaching over 80%.

1 Introduction

Breast cancer is the second most commonly diagnosed cancer, and the most common cancer

in women both in the developing and developed world. Mammography has been the modal-

ity of choice for breast cancer screening for early detection. Yet, the incidences of breast
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Figure 1: Examples of mammograms from the breast parenchymal density BI-RADS classes

a) BI-RADS I, b) BI-RADS II, c) BI-RADS III, d) BI-RADS IV.

cancer continue to rise. Breast density has not only been shown to be one of the most impor-

tant risks for developing breast cancer [3], but it also impacts the ability of the detection of

breast cancer by masking abnormalities. Breast density assessment information can be used

towards breast cancer screening personalization; as the basis for supplementary screening

using other imaging techniques [11]. Mammographic breast density refers to the amount of

fibroglandular tissue in the breast as it appears on a mammogram, first reported by Wolfe in

1976 [13]. The Breast Imaging Reporting and Data System (BI-RADS) Atlas produced by

the American College of Radiology (ACR) [1] provides a mammographic breast density cat-

egorization that serves as a comprehensive guide and a classification system, important for

peer review and quality assurance. The BI-RADS mammographic breast density categories

descriptions are [1]: (I) the breast is almost entirely fatty, (II) there are scattered fibroglandu-

lar densities, (III) the breast is heterogeneously dense which may obscure small masses, and

(IV) the breast is extremely dense, which lowers the sensitivity of mammography. The first

two classes are low density, low risk and the last two are high density, higher risk. Examples

of the four BI-RADS mammographic breast density classes can be seen in Fig. 1.

The new requirements regarding reporting breast density in place, the global increase in

breast cancer and the high inter- and intra- observer variability in breast density classifica-

tion [6] necessitate the development of accurate mammographic breast density classification

algorithms. A review can be found in [9]. Petroudi et al. [10] proposed a scheme that uses

texture models to capture the mammographic appearance: parenchymal density patterns are

modeled as a statistical distribution of clustered, rotationally invariant filter responses in a

low dimensional space. More recently He et al. [5] calculated different texture features

on the intensity histograms to characterize different tissue types, using Bayes classifier for

classification.

Amplitude-Modulation Frequency-Modulation (AM-FM) methods provide powerful and

physically meaningful image decompositions that describe non-stationary content and cap-

ture local (instantaneous) variations in amplitude, frequency, and phase. AM-FM models

characterize each pixel value as sampled from amplitude and frequency modulated orthog-

onally oriented signals. The AM components capture the local texture contrast whilst the

FM components capture the local texture orientation and granularity. The extraction of such

features is most relevant to the appearance of fibroglandular density patterns and thus AM-

FM derived features may provide a strong basis for the development of density classification

algorithms. AM-FM models have been used in different medical image applications and a

recent review can be found in [8]. This paper presents an initial evaluation of the use of

AM-FM features for breast density classification towards the development of a complete
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Figure 2: The Gabor filterbank used.

Computer Aided Detection (CAD) system incorporating breast density. Multi-scale Instan-

taneous Amplitude (IA) AM-FM features are used to model mammographic density and

classification is achieved using k-nearest neighbor (k-NN) with Euclidean distance.

2 Method

Initially the mammograms are pre-processed and normalized, and the breast region is seg-

mented using the methodology in [10]. The AM-FM demodulation is evaluated on the pre-

processed mammograms but only the values corresponding to the breast region mask are

utilized for tissue characterization. Each segmented breast region is then represented by a

set of normalized histograms of the evaluated AM-FM features, one for each frequency scale.

Finally, the k-NNmethod is used to classify mammograms to the corresponding density class

with the leave one woman out cross-validation method.

AM-FM methods model an image as a function of spatially local amplitude and fre-

quency modulations. An image can be decomposed to a sum of AM-FM components using:

I x y
n M

n 1

an x y cos n x y (1)

In the AM-FM expansion I is the input image, an x y cos n x y is the collection

of M AM-FM component signals used to model the essential image modulation structure

[7], and n 1 2 M denote the different frequency scales. Each scale is defined in terms

of a collection of bandpass filters that share similar magnitude range. an x y denote the in-

stantaneous amplitude (IA) functions, and n x y denote the instantaneous phase functions

(IP). The IA amplitude reflects local image intensity variations, e.g. edges, with different

spatial scale variations reflected in different frequency scales. There are different AM-FM

demodulation methods that can be used for the estimation of the different AM-FM compo-

nents. The multiscale approach introduced by Murray et al. [7] is used here. Very briefly,

given the real input image I x y the 2-D extended analytic signal associated with I x y is

computed by:

IAS x y I x y jH2d I x y (2)

where H2d denotes the 2 D extension of the 1 D Hilbert transform operator [7]. The

resulting IAS is processed through a filterbank. For each bandpass filter output IASn , it is

possible to estimate the IA with:

an x y IASn x y (3)

Unlike [7] the Gabor filterbank using eight orientations and six different frequency scales

is applied [2] (see Fig. 2). Image characterization is achieved using multiscale Dominant

Component Analysis (mDCA). The filterbank channels are grouped into scales from very
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Figure 3: The maximum IA representation for all scales ranging from the very very low

frequencies to the very high for a BI-RADS1 mammogram. The first image is the original

mammogram.

Figure 4: The maximum IA representation for all scales for a BI-RADS4 mammogram.

very low frequencies to very high frequencies [2] and the maximum IA is evaluated across

all orientations for each scale, and used to characterize each pixel in the breast region. Ex-

amples can be seen in figures 3 and 4. For each scale, for each mammogram, the normalized

histogram of the IA is evaluated. Normalized histograms from different frequency scales

are concatenated and used to characterize the corresponding mammogram and in turn the

different mammographic density classes.

The k-NN method is used to classify mammograms to the corresponding density class

using the Euclidean distance measure. k is set to 5 after empirical evaluation. Despite k-

NN being a quite simple classification method - for this stage of the algorithm development

it works quite well. The method is developed and quantitatively evaluated using the 206

mammogramswith no abnormalities present in the Medical Image Analysis Society (MIAS)

mammogram database [12]. The mammograms are classified into one of the four BI-RADS

density classes - as classified for [9]. The performance of the presented method is evalu-

ated using the leave one woman out validation model on the normalized histograms of the

presented AM-FM texture features.

3 Results - Discussion

The algorithm is evaluated on the mammograms that do not include any abnormalities from

the MIAS mammographic database [12]. The classification accuracy using k-NN on the

different density classes is shown in Table 1. The agreement with the density annotations

provided with the MIAS database, when all the mammograms from all different classes are

used for classification, is 80.00%. Accuracy is calculated as the percentage of correctly

classified mammograms in a breast parenchymal density category over the ground truth total

number of mammograms in that category.

The presented work has demonstrated that AM-FM features can help differentiate be-
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Table 1: Classification accuracy results for the MIAS breast density characterization using a

k-NN classifier with IA AM-FM features

MIAS BI-RADS BI-RADS BI-RADS BI-RADS BI-RADS

Class 1 2 3 4 TOTAL

IA AM-FM 89% 85% 69% 77% 80%

tween the different breast density classes. So far, only histograms of the IA have been used

which capture the contrast in the texture of the images. In addition, the value of IA reflects

the extend of the presence of frequency components from that particular scale in the im-

age. Figures 3 and 4 provide examples of the IA for the 6 scales and it can be seen that the

AM-FM features can capture differences in the mammographic appearance of fibroglandular

tissue e.g homogeneity vs heterogeneity that characterize different mammographic density

variations or lack thereof. This was also investigated by classifying the images using the IA

histogram from each frequency scale separately, which resulted in different classification ac-

curacies for the different classes e.g. the very low frequency scale captured the homogeneity

present in very high density breasts providing the best single scale classification accuracy for

BI-RADS 4 at 71%. Depending on the application, different AM-FM decompositions using

different frequency coverage can provide for higher classification accuracy, and so can the

incorporation of IF and IP. Moreover, the use of all concatenated valuesmay negatively affect

the results because it can affect the evaluation of the measure distance. The next step will

be dimensionality reduction using Principal Component Analysis and other dimensionality

reduction methods. The presented methodology did not involve any processing or reduction

of the IA features. Still, the resulting classification accuracy of 80% into one of the four

BI-RADS classes compares very favorably with other methods in the literature. Petroudi

et al. [10] evaluated texton histograms using chi-square distance and achieved a classifica-

tion accuracy of 76% but on a different database. Oliver et al. [9] extracted morphological

and texture features from the segmented breast areas and used a Bayesian combination of a

number of classifiers, achieving 84% BI-RADS classification accuracy on the same dataset.

Chen et al. [4] achieved a classification density of 76% on theMIAS database with BI-RADS

classification using a topographic representation, saliency and shape. The achieved classi-

fication accuracy from the evaluation of the IA warrants further investigation of AM-FM

texture features to help establish a best feature selection for each density class.

4 Conclusion

The evaluation of the IA from AM-FM provides a characterization of the contrast of texture

at different frequency scales for an image. Thus, it may be used to capture different character-

istics in the appearance of mammographic breast density for BI-RADS density classification.

The method builds on the AM-FM demodulation method presented in [7] but with the use of

a Gabor filterbank. The normalized histogram of the maximum IA across all frequencies for

each scale is used to characterize the breast density for each mammogram. The histograms

are concatenated to characterize each image and classification is achieved by comparing the

corresponding distribution to the rest using k-NN and Euclidean distance. The achieved clas-

sification accuracy of 80% on the MIAS [12] database for BI-RADS classification is high
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and comparable to other methods in the literature. Future work will involve use of additional

AM-FM features, dimensionality reduction and investigation of other classification methods.
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