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Foreword
Welcome to the 15th Medical Image Understanding and Analysis meeting, held this year on the Guy’s
Hospital campus of King’s College London. With its interesting location and excellent transport links,
Guy’s was the obvious venue to host MIUA 2011 at King’s, and both conference chairs spent several
years working on this site before moving to other parts of the college.

MIUA is an established technical meeting for medical image analysis researchers of all levels.
Primarily aimed at researchers in the United Kingdom, it now attracts a growing attendance from
Europe and beyond. It has always been a comparatively small but friendly and eclectic meeting which
provides a snapshot of current research in medical image analysis.

In London, there is a concentration of medical image analysis research that is unmatched across the
rest of UK. Therefore we have been able to invite some excellent London-based speakers to give us
their vision of the future of medical image analysis. Professor Steve Williams has led neuro-imaging at
the Institute of Psychiatry for many years and been instrumental in the use of imaging for
psychiatry-based research. Mr Tom Carrell is leading vascular surgeon at Guy’s & St Thomas’ NHS
Foundation Trust and perfectly placed to provide some key insights into an area critically dependent on
the marriage of imaging and human expertise. Finally Professor Daniel Rueckert was also a post-doc
at Guy’s in the dim and distant past but is now at Imperial College and known across the world for his
work in image registration methods and applications.

This year we had a large number of paper submissions. In total 74 papers were submitted of which we
were able to accept 21 as oral presentation and 34 as posters. The submitted papers were of a high
standard and we would like to thank all the authors and the reviewing team for their efforts.

There are many people who have enabled this conference to happen. The MIUA Steering Committee
chaired by Neil Thacker has been a constant source of encouragement, advice and occasional
(necessary) admonishment. Locally we have had help from the King’s College Conference Office and
the Guy’s and St Thomas’s Hospitality team. We would also like to thank the many other staff and
students from our institutions for helping out on the day, especially Emily Serra, Melanie Beasley, Tracy
Chenoweth, Finbar O’Reilly, Michael Barnes and Amanda Hughes for administrative support. The
chairs would especially like to thank Robin Saklatvala who has been responsible for the practical
organisation of the meeting and been vital to its smooth running. Finally we would like to thank all
those who joined us here in London for continuing the MIUA success story.

Bill Crum and Graeme Penney (July 2011)
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Abstract
We propose a fast algorithm for the identification of localised brain regions from

medical images that discriminate between two groups of individuals. The method is
based on a combination of penalised regression and a data resampling procedure. We
apply this approach to both MRI and PET images for the classification of subjects with
Alzheimer’s disease and mild cognitive impairment. We show that the voxels selected
by the algorithm form connected brain regions which are well known to be affected by
Alzheimer’s disease. A linear statistical classifier trained on the selected voxels achieves
cross-validated classification results that are comparable to those obtained by current
state-of-the-art methodologies.

1 Introduction
Early and accurate diagnosis of Alzheimer’s disease (AD) is crucial for a timely and opti-
mal treatment of patients. Neuroimaging techniques, such as MRI or PET, can help identify
diagnostic biomarkers [4] and even predict later development of the disease. A comparison
of supervised and unsupervised techniques for biomarker extraction has recently been pub-
lished [3]. While supervised biomarkers encode prior knowledge about the disease and brain
anatomy, such as hippocampal volume, shape or atrophy [2], unsupervised biomarkers do
not require any a priori knowledge of structures that are involved in the disease process. In
this paper we consider the latter approach and propose a statistical model for the automatic
extraction of brain regions that can potentially be used as biomarkers. One of the key chal-
lenges of unsupervised biomarker extraction is given by the fact that the number of voxels

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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that need to be processed and tested is very large, so that many classical feature selection
techniques will not scale up well or provide reliable results.

We propose a simple and computationally efficient approach for the unsupervised se-
lection of discriminative voxels. The approach relies on a penalised regression model that
encourages sparsity in the regression coefficients, thus performing voxel selection. This so-
lution is combined with a data resampling scheme that provides a measure of discriminative
importance for each individual voxel.

2 Methods
Let X be a n× p matrix composed of n brain images of independent subjects each with p
voxels. We assume that the n individuals have clinical labels D (diseased) and H (healthy
controls). The class label for subject i is represented by a binary variable yi, such that yi = 1
if individual i is in class D and yi = 0 otherwise. We also assume that the vector y is mean
centred and the columns of X , x j, where j = 1, . . . , p, have zero mean and constant variance.

We use the n images to identify localised groups of voxels whose intensities are highly
discriminative between the two classes. We achieve the desired voxel selection by means
of penalised regression. We treat the class indicator y as a response variable in a linear
regression model whose predictors are given by the voxel intensities. Assuming a least
squares loss function, we aim to estimate the linear regression coefficients β = (β1, . . . ,βp)
such that they satisfy two main properties: (a) only the coefficients corresponding to most
discriminative voxels are non-zero, thus yielding a sparse estimate β̂ , which is achieved by
introducing an l1 penalty [7], and (b) the non-zero coefficients of correlated voxels should
be smoothed towards a common value to allow for the selection of voxels in groups, which
is obtained by imposing an l2 penalty on the regression coefficients [8]. Accordingly, the
estimates are found by minimising the following penalised least squares problem

argmin
β

{
‖y−Xβκ‖2

2 +λ ‖βκ‖1 + µ ‖βκ‖2
2

}
(1)

where λ > 0 and µ > 0 are regularisation parameters introduced for the l1 and l2 penalties
respectively, and where the scaling factor κ = (1 + µ)−1 corrects for the double shrinkage
caused by applying both penalties. By setting µ to infinity, we reduce the number of free
parameters down to only one, λ , whilst still maintaining the grouping effect. This leads
to a very computationally cheap estimation algorithm. The optimal β coefficients can be
computed one element at a time by applying a simple soft-thresholding function,

β̂ j = sign(x′jy)
(
| x′jy | −

λ
2

)

+
j = 1, . . . , p (2)

where (α)+ is defined as max(0,α).
The regularisation parameter λ in Equation (2) controls the amount of sparsity, and there-

fore determines a set S containing the selected voxels. When λ is exactly zero, no penalty
is imposed and all p voxels enter the set S. As λ increases away from zero, less voxels are
retained. At its maximum value λmax, no voxel is selected and S becomes the empty set. A
common approach to model selection in sparse regression involves tuning λ , for instance by
cross-validating the prediction error obtained for all values of λ ∈ [0,λmax], and then choos-
ing the value of λ that provides the smallest cross-validated error. However, the selection
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of the optimal λ might suffer from sampling errors, in the sense that a different λ , hence a
different sparsity pattern, might arise from an independent data set.

To select highly discriminative voxels that are more robust against sampling errors, we
adopt a data resampling scheme that has been proposed for sparse predictive modelling [6].
This procedure aims to obtain a measure of voxel importance by repeatedly fitting the sparse
regression model on random subsets of the data set and keeping track of voxels that are con-
sistently associated to non-zero regression coefficients. Specifically, for λ ∈ [λmin,λmax], we
draw B random sub-samples with replacement. For each sample we obtain a sparse estimate

β̂
(b)

(λ ), where b = 1, . . . ,B. For each estimate, we determine which voxels have non-zero
regression coefficients by using an indicator variable v(b)

j (λ ) which is equal to 1 if the co-
efficient corresponding to voxel x j is non-zero, or 0 otherwise. Using all B sub-samples, a
measure of voxel importance is finally computed by estimating the selection probabilities

P j(λ ) =
1
B

B

∑
b=1

v(b)
j (λ ) j = 1, . . . , p (3)

Rather than tuning the regularisation parameter λ , we search for a set of voxels with high
probability over a range [λmin,λmax]. The upper bound λmax is determined to be the lowest
value of λ that results in empty set S. The lower bound λmin is determined using a search
procedure. The final set of voxels to be included in S is obtained by choosing a threshold π
on the selection probabilities, hence we denote by S(λmin,π). The optimal λmin and π are
chosen to minimise a measure of cross-validated classification error.

3 Experiment and Results

3.1 Data Sets
The proposed method was applied to MRI and FDG-PET data obtained from the Alzheimer’s
Disease Neuroimaging Initiative (ADNI) database1. T1-weighted 1.5 T baseline MRI scans
were available for 838 subjects: 198 AD patients, 409 subjects with mild cognitive impair-
ment (MCI) and 231 cognitively normal elderly subjects (CN). Within the MCI group, 168
subjects have so far been diagnosed with AD and are denoted by pMCI (progressive MCI),
whereas the remaining subjects are denoted by sMCI (stable MCI). The baseline MR images
were aligned with the MNI152 brain template using a coarse non-rigid registration regu-
larised by a 10mm B-spline control-point grid. Brain extraction was performed based on
automated tissue classification using SMP52. Image intensities were normalised to the tem-
plate using linear regression prior to performing Gaussian smoothing with a 4mm FWHM
Gaussian kernel. PET images were available for 287 subjects: 71 AD, 62 pMCI, 85 sMCI,
and 69 CN. Each PET image was converted to a 30-minute static and affinely aligned with
the corresponding native-space MRI. The non-linear transformation parameters estimated to
map the MR images to the MNI template were then applied to the MR-space PET images
using a trilinear interpolation. These images were smoothed to a common isotropic spatial
resolution, normalised and resampled to the higher resolution of the MRI. 1,650,857 voxel
intensities in MRI and PET images were used to perform voxel selection with the proposed
method after correcting for age and gender using a linear regression model.

1www.loni.ucla.edu/ADNI
2www.fil.ion.ucl.ac.uk/spm
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Figure 1: (A) Two-dimensional projections of training data points observed on the selected
voxels (MRI data) show that AD and CN subjects are linearly separable. (B) Transversal
slices showing the selected voxels (in yellow) and insets displaying selection probabilities
for AD vs CN in MRI and PET data.

3.2 Classification results
Six independent classification experiments were performed, whereby we compare two groups
in each experiment: AD vs CN, pMCI vs CN, and pMCI vs sMCI, using both MRI and PET
data. For each experiment, voxel selection was carried out according to the procedure de-
scribed in Section 2. Selection of the most discriminative voxels leads to linear separability
of the pairs of subject groups in training sets as illustrated in Figure 1(A). Since the groups
are linearly separable we can use linear discriminant analysis (LDA) to assess the discrimi-
native power of the selected set of voxels, S(λmin,π). LDA does not require any parameter
setting, therefore there are only two parameters λmin and π to be optimised.

The optimal parameters λ ∗min and π∗ were obtained by 10-fold cross-validation of three
performance measures: accuracy, sensitivity and specificity. These performance measures
are reported in Table 1. Using MRI data, the accuracy index is between 69.7% (for pMCI vs
sMCI) and 86.2% (for AD vs CN). Remarkably, only less than 400 voxels were required to
achieve these high classification accuracies. Slightly superior classification performance is
achieved when using PET data, and requires from 1178 to 2020 voxels. The accuracy results
reported in Table 1 were assessed for the statistical significance using permutation testing.
All accuracy measures were found to be highly significant (p-values < 0.001).

Voxels in S(λ ∗min,π
∗) from the AD vs CN comparison using both datasets are visualised

in yellow in Figure 1(B). As an illustration, the insets show the whole range of selection
probabilities P j(λ ∗min) for all voxels, without any thresholding. The selected voxels form

Table 1: Classification performance measures in percentages - accuracy (acc), sensitivity
(sen) and specificity (spe) - using LDA based on selected voxels (vox).

MRI PET
Comparisons vox acc sen spe vox acc sen spe
AD vs CN 221 86.2 82.8 89.2 2020 87.1 87.3 87.0
pMCI vs CN 386 81.7 76.8 85.3 1178 84.0 80.6 87.0
pMCI vs sMCI 288 69.7 68.5 70.5 1463 70.1 72.6 68.2
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connected regions in hippocampus and amygdala in the MRI data and in posterior cingulate
gyrus and superior parietal gyrus in the PET data, in agreement with previous findings [1, 4].

4 Discussion and Conclusion
A method based on a combination of penalised regression and data resampling has been pro-
posed here. The approach enables computationally efficient selection of highly discrimina-
tive voxels between two groups of medical images. The methodology has been applied to the
sparse classification of ADNI images. The classification performance compares favourably
to results of state-of-the-art studies (for example [5]) and a recent meta-analysis [3] of clas-
sification methods on ADNI data. While our results for AD vs CN classification are com-
parable to the best results reported in this study, we achieve better results for pMCI vs CN
classification and for the clinically most interesting discrimination of pMCI from sMCI sub-
jects. Our findings are fully consistent with patterns of AD atrophy and hypometabolism
demonstrated in previous studies [1, 4].
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Abstract

This paper describes an automated model selection method for analysing the relation-
ship between the order of the spherical harmonic basis functions used to fit high angular
resolution diffusion imaging (HARDI) data and the accuracy of the fitting results. The
method performs statistical inference on the spherical harmonic expansion coefficients
and uses a backward elimination procedure to remove those basis functions that con-
tribute the least to explaining the data. The proposed method improves the accuracy of
higher order spherical harmonic expansion while preserving its shape adaptation proper-
ties.

1 Introduction
Diffusion-weighted (DW) imaging of the brain uses water molecule diffusion in the tissue to
introduce contrast to images. Water diffusivity can be analysed to study brain connectivity in
vivo [14]. DW imaging can calculate a single scalar diffusivity, which depends on the direc-
tion of the applied magnetic field gradient. Diffusion tensor imaging (DTI) [4, 5, 19] extends
this one-dimensional technique and reconstructs the three-dimensional diffusion profile. Due
to the assumption of a single fibre bundle within a voxel, DTI calculates only the dominant
fibre direction for the voxel. Regions of complex anatomy though, require more advanced
reconstruction techniques such as high angular resolution diffusion imaging (HARDI) [17]
methods based on apparent diffusion coefficient (ADC) analysis [2, 6], diffusion spectrum
imaging [18], generalized diffusion tensor imaging [9, 11], q-ball imaging [12, 13, 16],
spherical deconvolution [3, 15] and persistent angular structure (PAS) MRI [7].

Most HARDI methods rely on extracting from the diffusion signal a probability density
function called the orientation distribution function (ODF), which can be processed further
to produce fibre ODFs (fODF). Such probability functions can be used to estimate connec-
tivity of different brain regions. The ideal fODF is a set of delta functions, and is obtained by
convolution of the diffusion weighted signal with the response function for a single fibre. A

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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sharp and noise suppressed representation of the fODF, with the capacity for resolving mul-
tiple fibre bundle configurations depends on an accurate modelling of the diffusion signal.

In order to estimate ODFs and fODFs from HARDI data the signal profile is usually
expressed with a set of orthogonal basis functions such as spherical harmonics (SHs). SHs
can be seen as the extension of Fourier basis functions to the sphere. They are the solutions
of Laplace’s equation and are given by:

Y m
l (θ ,φ) =

√
2l +1

4π
(l−m)!
(l +m)!

Pm
l (cosθ)exp(imφ) (1)

with Pm
l being the associated Legendre function of order l and degree m. We define a single

integer j = l2 + l +m to enumerate a SH series.
In the first attempt to utilize the SH framework the ADC profile was modelled using a

linear combination of SHs [2]:
f = αY (2)

where α is a vector with SH coefficients, Y is a matrix with the elements Yi j = Yj(θi,φi) and
f is a vector with either a diffusion coefficient d or diffusion signal S. The relation between
the d and S is given by:

d =−1
b

log(S). (3)

where b is a diffusion-weighting factor.
The advantage of this approach is that the calculation of the coefficients requires a rela-

tively small number of samples and a linear least squares fitting. However, with this scheme
it is not initially obvious how many SHs should be used. Further it is not obvious which of
the SHs should be included in the expansion, leading to the use of a relatively large number
of SHs to represent the signal. To our knowledge, no detailed experimental analysis of this
model selection problem has been published.

Diffusion-weighted signals are particularly affected by noise (Figure 1 image a) due to
the high degree of signal attenuation needed for a suitable diffusion weighting. By using too
many basis functions to explain the signal the ODF will fit to the acquisition noise (Figure 1
image c) whereas by using too few it will not resolve the underlying signal accurately.

In this paper we present an approach that uses a backward elimination process to find
those SHs that significantly contribute, in a statistical sense, to explaining the measured
signal, and to remove those that merely fit to the noise. This will improve the robustness of
the SH representation of the diffusion signal to acquisition noise.

2 Model selection by backward elimination
For a sufficiently high signal to noise ratio, the acquisition noise is (to a reasonable approx-
imation) normally distributed with a variance σ2. Consequently statistical inference can be
performed on the estimated expansion coefficients.

If the measured diffusion signal is S and the fitted signal obtained by expanding N vol-
umes over L spherical harmonics is SL then an unbiased estimate of σ2 (Equation 4) and the
t distribution with N−L degrees of freedom under the null hypothesis (Equation 5) can be
computed as:

σ̂2 = ∑(S−SL)2

N−L
(4)
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a. c.

b. d.
Figure 1: ADC profiles of a synthetic 3 fibre configuration. Visualisation of: noisy 60-
volume scan (a), ground truth (b) and 4th, 6th and 8th order SH expansion of noisy data both
without (c) and with (d) backward elimination model selection.

ti =
|αi|

σ̂
√

Mii
(5)

where Mii is the ith diagonal element of matrix M = (YT Y)−1.
To establish whether the expansion coefficient αi contributes, in a statistical sense, to

explaining the diffusion signal, rather then simply to noise, ti should be compared with the
tN−L distribution. If ti is lower than some critical value (CV) the coefficient can be considered
as statistically insignificant and will be removed from the expansion of Equation 2. Since
the estimate of σ2 depends on the number of coefficients being estimated, the removal of the
coefficients is done iteratively through a process called backward elimination. The algorithm
can be summarised as:

1. Estimate the current set of expansion coefficients and the variance σ2.

2. Compute the t value for each of the coefficients.

3. Eliminate from the expansion the SH function with the smallest t value.

4. Repeat from step 1 until only significant expansion coefficients are left.

3 Experimental setup and results
A backward elimination model selection procedure was applied to a synthetic HARDI datasets.
Data for each voxel was generated using a multi-Gaussian model [1, 6]:

S(ḡi) = S0

n

∑
k=1

vk exp(−bḡi
T Dkḡi). (6)

where S0 is a T2 image, vk is a volume fraction (∑n
k=1 vk = 1) and Dk a diffusion tensor

(λ1 = 0.0015, λ2 = λ3 = 0.0005) of the kth fiber, b is a constant (1500) and ḡi is a diffusion
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4th 6th 8th CV
noiseless 7.0936e-03 6.0679e-05 3.3518e-07 -

SNR 20

0.6398 1.1882 1.9114 -
0.6241 1.021 1.6716 90%
0.6181 0.8943 1.408 95%
0.6202 0.7856 1.1018 97.5%

Table 1: Mean error of 4th, 6th and 8th order SH expansion of random 3 fibre orientations.
Same data with and without added noise (row 1 and 2) and with a backward elimination
model selection applied to the noisy data (row 3, 4 and 5).

0 5 10 15 20 25 30 35 40 45
0

5

10

Figure 2: Frequency (in thousands) of how often a basis function was statistically significant.
3 random fibre orientations, CV = 97.5%. Red line marks 1000 (10% of cases).

encoding direction (60 directions in total). To simulate a real world measurement with a
signal-to-noise ratio of 20 a normally distributed noise with the standard deviation of 0.05
was added.

Table 1 shows the comparison of results obtained using full and reduced SH expansion.
The test case included 10000 voxels with 3 random volume fractions and fibre orientations,
each expanded using 4th, 6th and 8th order SH. For backward elimination model selection
the CV was set to 90%, 95% and 97.5%.

4 Discussion and further work
We have shown that the ODF of any 3 fibre configuration can be accurately modelled with
a 4th order SH (Table 1 row 1). The estimation accuracy can be improved by applying a
backward elimination model selection procedure (Table 1 rows 3–5 and Figure 1 image d)
to the expansion. Although we have only investigated the SH expansion, the proposed back-
ward elimination procedure can be applied to other basis functions as well. The important
advantage of this method is that it can also be used for other DW-MRI data.

It was observed that when expanding a noisy HARDI dataset (SNR of 20) the higher
order basis functions rarely (once for every ten cases) contribute to explaining the signal
(Figure 2) and instead they mostly interpolate noise. It was also observed that in the case
of expanding the signal with a 4th order SHs the highest CV (97.5%) performs (on average)
worse than the lower (95%). To minimize the effect of the type 2 statistical error a CV should
be chosen based on the order of the SHs used.

In this research each voxel was solved independently. However, even if the fitting pro-
cedure minimises the least squares error function, real data is inherently noisy and may still
cause errors. Spatial regularisation within the neighbouring voxels can produce smoother
diffusion signals. Incorporating regularisation into the backward elimination method should
improve the accuracy of the model and produce a better results.
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Though SHs have been widely used for data modelling, they are the extension of Fourier
basis functions to the sphere, globally supported and therefore cannot represent high-frequency
signals efficiently. They also suffer from some difficulties, such as ringing. Spherical
wavelets [8] and spherical ridgelets [10] have been used to estimate and sharpen ODF. In
future work we will investigate the application of the proposed model selection procedure to
these promising approaches.
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Abstract

Whole-brain structural connectivity matrices extracted from Diffusion Weighted Im-
ages (DWI) provide a systematic way of representing anatomical brain networks. They
are equivalent to weighted graphs that encode both the topology of the network as well
as the strength of connection between each pair of region of interest (ROIs). Here, we
exploit their hierarchical organization to infer probability of connection between pairs of
ROIs. Firstly, we extract hierarchical graphs that best fit the data and we sample across
them with a Markov Chain Monte Carlo (MCMC) algorithm to produce a consensus
probability map of whether or not there is a connection. We apply our technique in a
gender classification paradigm and we explore its effectiveness under different parcella-
tion scenarios. Our results demonstrate that the proposed methodology improves classi-
fication when connectivity matrices are based on parcellations that do not confound their
hierarchical structure.

1 Introduction
Anatomical brain connectivity refers to the existence of axonal connections between two
brain areas. With the advent of Diffusion Weighted Imaging (DWI) neuronal connections
can be extracted in vivo and characterized non-invasively. Within tissue with an oriented
structure, such as white matter, the diffusion of water is hindered in the direction perpendic-
ular to the fiber tracts. There is an inherent complexity in exploiting this directional informa-
tion of each voxel and reproducing the neuronal pathways. These limitations originate from
the fact that DWI is a macroscopic technique utilised to infer microscopic tissue properties.
Currently, there are several techniques to reconstruct fiber tracts [3]. Among the most suc-
cessful is probabilistic tractography, which utilises a probabilistic framework to propagate
local probability density functions on parameters in the diffusion model [3]. However, in

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: The original 83-ROIs parcellation as well as the four sub-parcellations based on an
indicative/approximate number of 500, 400, 300 and 200 voxels per region, respectively.

probabilistic tractography a number of connections emerge that may or may not represent
real fibers.

Here, we exploit the hierarchical organization of brain networks to redefine whole-
brain connectivity matrices. We propose inferring hierarchical structures from the observed
anatomical connectivity with a technique that has been developed recently and has been
tested in both biological and social networks [2]. This technique uses statistical inference
combined with a MCMC sampling algorithm to derive hierarchical models, also called den-
drograms, with probability proportional to the likelihood that they generate the observed
network. This model allows the assignment of a probability for each connection that reflects
the confidence in its existence based on the whole-brain network topology and the assump-
tion that it is hierarchically organized. We use this methodology to analyze whole-brain
connectivity matrices derived from a number of different sub-parcellations (scales). We ap-
plied our approach in the paradigm of gender classification. Leave-one-out cross-validation
is used to compare the performance of classification with and without the application of the
hierarchical algorithm.

2 Methods

2.1 Pre-processing and Extraction of Brain Networks

FSL was the main tool for pre-processing of DWI . This involved eddy current correction and
brain extraction. Bias correction was applied to T1 and B0 images to improve the robustness
of the non-rigid registration tools. In order to extract anatomical brain networks from DWI,
ROIs are defined based on the fusion of 83-ROIs atlas based segmentation and soft-tissue
segmentation. This facilitated the extraction of ROIs that are anatomically sensible and they
are located in gray-matter. Segmentations were transformed to diffusion space with non-rigid
registration. This procedure has been described in details in previous work [4]. Subsequently,
connections between regions are identified using a standard probabilistic algorithm available
as part of FSL [1]. However, we estimate the local diffusion anisotropy by determining the
diffusive transfer between voxels using the orientation distribution function (ODF) [4].

2.2 Sub-Parcellation of ROIs

To sub-parcellate the 83 segmented ROIs we transformed the segmentations from diffusion
space into standard (MNI) space using affine registration. We counted the voxels within each
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Figure 2: Structural connectivity matrices that correspond to the parcellations in Figure 1.

region and across subjects and we predefined the number of sub-areas based on an indica-
tive (approximate) number of voxels per area. Each area was sub-divided into a number of
regions, according to the average number of voxels across subjects divided by the indicative
size and rounded to the closest integer. Subsequently, we extracted the boundary voxels of
each ROI with white matter and we applied eigen-decomposition to the covariance matrix
to define the best fit plane for the boundary voxels. The coordinates of each voxel in the
ROI was projected on the first eigen-vector so that we could sub-divide them based on their
projected position. Finally, they were subdivided into the predefined number of sub-regions
so that each sub-region has equal number of voxels (±1). This way guarantees that all sub-
regions within the original ROI are surrounded with relatively equal number of white matter
voxels. Therefore, tracts between each sub-region and the rest ROIs can be identified. An
example of the subparcellation for a subject is shown in Fig. 1.

2.3 From Brain Graphs to Hierarchical Random Graphs
In networks with hierarchical organization, nodes are subdivided into groups that are further
subdivided into more groups and so forth over multiple scales. In brain networks, this im-
plies that connections are dense within groups of areas and sparse between them. Clauset
et al. showed that this property alone is able to explain both qualitatively and quantitatively
a number of topological and statistical properties of the original graph, such as their degree
distribution, clustering coefficient and so on [2]. Their approach offers two major strengths:
Firstly, it can capture both clusters of nodes, ’assortative’, and disassociated nodes, ’disas-
sortative’ structures, as well as arbitrary mixtures of the two. Secondly, it does not depend
on one hierarchical model but it generates a series of hierarchical models, dendrograms, and
samples along them to create a consensus dendrogram that expresses the network’s topology.

Let us represent a structural brain network as a graph G with n nodes. The observed
network data can be fitted to a random binary dendrogram based on a Monte Carlo sampling
algorithm over a maximum-likelihood approach. A binary dendrogram has n leaves corre-
sponding to the n nodes of the graph G, and each of the n−1 internal nodes have exactly two
descendants. Each internal node r is associated with a probability pr. Under a maximum-
likelihood approach the probability pr is estimated as the fraction of edges between the two
sub-trees:

p̄r =
Er

LrRr
(1)

where Er are the edges between left and right sub-trees and Lr and Rr are the number of nodes
in left and right sub-tree, respectively. The likelihood of the dendrogram at this maximum is
given below:

L(D) = ∏
r∈D

[
p̄r

p̄r(1− p̄r)1−p̄r

]LrRr

. (2)
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Figure 3: ROC curves for gender classification.

The overall likelihood of the dendrogram reflects how well the dendrogram fits the graph data
under the assumption that the original graph has hierarchical organization. Here we used the
logarithm of the likelihood to avoid numerical instabilities due to very small numbers:

logL(D) =−∑
r∈D

LrRrh(p̄r) (3)

where h is the Gibbs-Shannon entropy function: h(p) =−p log p− (1− p) log(1− p). Note
that dendrograms with high probability are those that partition the vertices into groups that
are either very well interconnected or disconnected. Subsequently, the MCMC method is
used to sample dendrograms and accepts them according to the Metropolis-Hasting rules [2].
The Markov chain consists of re-arrangements of subtrees of the dendrogram by choosing a
random node and exchanging any of its children with its parent’s child.

Once MCMC reaches equilibrium, dendrograms can be sampled at regular interval from
the Markov chain. For each sampled dendrogram a probability connectivity matrix can be
created with values that reflect the probability of each pair of nodes/areas to be connected.
The probability between each pair of nodes i and j is equal to the probability pr of the lowest
common ancestor of the nodes i and j in the sampled dendrogram. A consensus probability
matrix is estimated by averaging these matrices across dendrogram samples.

3 Results
We used diffusion weighted images (DWI) that have been acquired from 20 normal vol-
unteers (10 males, 10 females) with the following imaging parameters: 64 non-collinear
directions, in 72 slices, slice thickness 2mm, FOV 224mm, matrix 128x128, voxel size
1.75x1.75x2mm3, b value 1000 s/mm2 (Philips 3Tesla). Based on the original 83-ROIs
segmentation, we created four sub-parcellations with an indicative size of region of 500,
400, 300 and 200 voxels per area. This resulted in four segmentations with 243, 295, 381
and 564 regions, respectively, Fig. 1. We run the adapted probabilistic tractography [4],
which estimated the connectional strength between each pair of regions and provided with
the corresponding connectivity matrices for each sub-parcellation, Fig. 2. For each subject
and each parcellation, we run the MCMC method until the algorithm reached equilibrium.
Once the MCMC has reach equilibrium, the probability that there is a connection between
each pair of nodes is estimated and it is averaged across a predefined number of dendrograms
(5000). These new connectivity matrices define the probability that two nodes are connected.
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We performed gender classification by separating subjects into two groups according to their
gender and averaging the mean-subject probability connectivity matrices. We used leave-
one-out cross validation to classify the subjects based on the normalised Euclidean distance
between the average probability maps of each group and the leave-one-out subject. If the
subject’s distance from the male group is higher than its distance from the female group, we
classify the subject as female and vice-versa. To demonstrate the efficiency of our method-
ology we also performed classification with the original connectivity matrices and the same
classifier. In Fig. 3, the Receiver Operating Characteristic (ROC) curve is shown for each of
the sub-parcellations with and without MCMC. The Area Under the Curve (AUC) is a mea-
sure of the optimum performance of the classifier. Our results suggest that age classification
is not successful based on the original parcellation alone neither with the application of the
MCMC algorithm or without, Fig. 3 . However, when we analyzed the sub-parcelated con-
nectivity matrices with the MCMC approach, we could classify the subjects with up to 82%
classification rate. Gender classification based on the original connectivity matrices was un-
successful for all the different sub-parcellation scenarios. Since MCMC has as input binary
matrices (one when a connection exist, zero for the absence of connection), we also clas-
sified the binarised version of the original connectivity matrices. There was no significant
difference in performance between the original weighted graphs and the binarised versions,
Fig. 3.

4 Discussion and Conclusions
We applied our approach successfully in a gender classification paradigm of 20 subjects
with diffusion data in 64 directions, Fig. 3. Our results showed that although classification
performance did not improve in the case of the original 83-ROIs parcellation, it was signifi-
cantly enhanced in all other sub-parcellations. This suggests that hierarchical organization of
anatomical networks derived from DWI can be confounded by the uneven sub-parcellation
in 83-ROIs with size that varies from 20 to over 8000 voxels per region. On the other hand,
MCMC applied on connectivity matrices derived from the sub-parcellation has a significant
improvement in classification over the original connectivity matrices, Fig. 3. These results
demonstrate the potential of the MCMC to identify missing links and false connections in
whole-brain structural connectivity data.
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Abstract
We propose to model breast tissue in mammograms covering both density and tissue

patterns. The breast tissue density modelling is based on the global density distribution
of the breast region. We segment the whole breast region into a number of uniform
density sub-regions and construct an overall density model of the breast using the relative
proportions of these sub-regions. The breast tissue pattern modelling is based on the local
texture appearance, for which we use a texton based approach. The breast tissue models
generated in this way can be used for mammographic risk assessment. The evaluation is
based on the MIAS database. The classification results show a high agreement with the
consensus of three experts according to four BIRADS categories.

1 Introduction
Mammographic density and parenchymal patterns are both strong predictive indicators of
breast cancer risk, which corresponds to greylevel and texture information, respectively. A
variety of methods have been developed for breast tissue characterisation [1, 3, 5, 8, 9].
A number of publications are related to breast tissue segmentation, where the breast tissue
region is segmented into a number of sub-regions corresponding to different densities or
appearances based on greylevel and texture information [3, 5]. The segmentation results can
be used for mammographic risk assessment. On the other hand, texture representation of
breast tissue has been investigated and has played a significant role in mammographic risk
assessment [8, 9]. Recently, the adoption of local information to represent texture images
has become a trend in texture classification. Numerous approaches to texture classification
based on local texture information have been developed [4, 7, 11]. A number of publications
have applied local texture information to mammographic risk assessment [1, 9].

We model breast tissue in mammograms incorporating global greylevel information and
local texture information. The modelling process consists of three steps: (1) breast tissue
extraction; (2) breast tissue density modelling; and (3) breast tissue pattern modelling.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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(a) (b) (c) (d)

Figure 1: (a) Original mammogram; (b) breast region segmentation; (c) breast tissue filter-
ing; and (d) breast tissue segmentation: the breast tissue density corresponding to the four
colour sub-regions increases in the order of blue, light blue, green, and red.

2 Methodology

As a preprocessing step we segment the breast region [2]. An original Medio-Lateral Oblique
(MLO) mammogram and the segmentation result are shown in Figure 1(a) and 1(b), respec-
tively. Following breast region segmentation, the breast region is filtered with an adaptive
local window filter defined in [3] in order to eliminate the sensitivity to noise and small
intensity inhomogeneity effects. The filtered result is shown in Figure 1(c).

To model breast tissue, a set of training images are first needed to learn the greylevel
and texture information for a specific mammographic database. A greylevel histogram is
generated over all the training images, which is used to describe the overall distribution of
the breast tissue density. The modified Fuzzy C-Means (MFCM) algorithm [3] is used to
segment the breast region into Nd density sub-regions. The segmentation result (Nd = 4) of
Figure 1(c) is shown in Figure 1(d). The relative areas of the density sub-regions are used to
represent the breast tissue density composition.

Breast tissue patterns are modelled using a texton based approach [9, 11] (as shown in
Figure 2). Firstly, the original image patches (for which neither filtering nor normalisation is
performed) are extracted at each breast tissue pixel from all the training images. The image
patches we use are N ×N square local windows. The patches entirely located within the
breast area are aggregated to form a local tissue appearance space. We rearrange the pixels
within the patches in row order to form N2 dimensional vectors. The K-Means clustering
algorithm is used to partition these vetors into Nt clusters. The Nt cluster centres are consid-
ered as the breast tissue textons. Subsequently, the breast tissue patterns are modelled with
the frequency histogram of the Nt textons. Specifically, for a given mammographic image,
image patches are first extracted, each image patch is then labelled with the closest breast
tissue texton. The occurrence of each texton labelling is calculated to generate the breast
tissue texton histogram, which is L1 normalised to avoid the bias caused by the breast size.

To generate a breast tissue model incorporating both breast tissue density and patterns,
we combine the relative proportions of the density sub-regions and the texton histogram to
form an n (n = Nd +Nt ) dimensional feature space. Consequently, breast tissue is represented
based on the joint distribution of breast tissue density and local breast tissue appearance.
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Figure 2: Breast tissue pattern modelling: the three texton histograms correspond to the top
mammograms with the breast density increasing from left to right.

3 Results and Discussion
To test the capability of the developed breast tissue models for mammographic risk assess-
ment, the Mammographic Images Analysis Society (MIAS) database [10] has been used.
This database contains 322 MLO mammograms from 161 women. Three experts classified
321 available mammograms (mdb295ll was excluded for historical reasons) according to the
Breast Imaging Reporting and Data System (BIRADS) standard [6]. The consensus was
considered as the classification ground truth.

We used 5 different training sets, for each of which we randomly selected 40 mammo-
grams from the MIAS database (we did not make an implicit assumption that mammograms
in each class have the same appearance). The breast region was segmented into 8 density
sub-regions. The original spatial resolution of the images is 50µm× 50µm per pixel. For
memory and efficiency reasons, we downsampled the full resolution to 800µm×800µm per
pixel at the stage of breast tissue texton learning. The image patch size was 3×3. 160 tex-
tons were learned from the training set. The number of features (Nd + Nt = 8 + 160) in the
breast tissue model was 168 in total.

A leave-one-woman-out evaluation methodology was used for the classification. When
classifying one mammogram, the other mammogram from the same woman was excluded
from the training samples to avoid bias (left and right mammograms from the same woman
might have similar tissue features). We used a k-Nearest Neighbours (kNN) based classi-
fier. A value of k = 8 was selected, but small variations in k produced similar results. The
similarity between two models was measured using the χ2 distribution comparison, where
χ2(x,y) = 0.5∑ n

i=1(xi− yi)2/(xi + yi). To prevent the similarity measurement being dom-
inated by the features scaled in a range of larger values, all features in the models were
normalised between 0 and 1 (other normalisation methods have been tried giving similar re-
sults). The performance was improved after normalisation. Initially, a classic kNN was used,
but when equal classes were indicated, we used a weighted kNN approach. In addition, the
traditional kNN classifier weights all the features equally, taking no account of their discrim-
inating capability. To solve this problem, we used the sequential forward selection (SFS)
algorithm to select a set of discriminative features. For different training sets, on average
40 features were retained. Among these features, a subset of top-ranking features played an
important role in the classification (which contained most of the density ralated features),
while the remaining features slightly increased the performance.

Table 1 shows the classification results based on 321 mammograms in the MIAS database
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Automatic
BIRADS I II III IV CA

Tr
ut

h

I 78 9 0 0 90%
II 7 87 9 0 84%
III 0 16 73 5 78%
IV 1 1 8 27 73%

Table 1: Confusion matrix of breast density classification, with overall classification accu-
racy (CA) equal to 83%.

according to the four BIRADS classes. The classification accuracy (CA) for the four-class
classification is 83%, and increases to 92% when considering the two-class (i.e. low and
high density) classification. When analysing each BIRADS class, the correct classification
percentages are 90% for BIRADS I, 84% for BIRADS II, 78% for BIRADS III, and 73%
for BIRADS IV, respectively. The relatively poor performance for BIRADS IV might be
explained by the lower number of samples for that class. Moreover, it should be noted
that only two mammograms were mis-classified by more than one BIRADS class. Similar
classfication results were obtained when using different training sets. The average results
were 81±2% for four classes and 90±2% for two classes.

We have compared the results with some closely related work which also used the BI-
RADS criteria for the classification. Petroudi et al. [9] modelled mammographic parenchy-
mal patterns with a statistical distribution of clustered filter responses of the Maximum Re-
sponse 8 (MR8) filter bank, and obtained a classification accuracy of 76% for the Oxford
Database. Oliver et al. [8] used a set of morphological and texture features. They obtained
a correct percentage of 77% using the combination of the kNN classifier and the SFS algo-
rithm, which increased to 86% when the Bayesian combination of the kNN classifier and
the C4.5 decision tree was used. He et al. [5] developed a number of mammographic image
segmentation methods for mammographic risk assessment, and the classification accuracy
they recently obtained was 75%. A number of these publications (e.g. [5, 8]) used the same
database and the same ground truth, so a direct comparison is possible.

At the breast tissue density modelling stage, the breast tissue density was described by
the relative areas of the segmented density sub-regions to the whole breast area. A range
of other properties of the dense tissue sub-regions related to shape measurement (e.g. Euler
number and solidity) can be investigated to link the BIRADS criteria and morphological
information of dense tissue. At the breast tissue pattern modelling stage, we used reduced-
resolution mammographic images, where useful small texture information might be lost.
The multi-resolution effects on the modelling will be investigated. In addition, there are
two important parameters in the developed breast tissue models: the number of segmented
density sub-regions, and the number of breast tissue textons, respectively. They were set
to 8 and 160 in our experiments. We have experimented with different parameter settings.
From a thorough evalution, the selected parameters performed better, and small variations
in this setting provided similar results. We used a leave-one-woman-out methodology in our
experiments, where the distribution of training samples in the four classes was unbalanced.
BIRADS IV was not well represented due to a small proportion in the training set, which
might explain the lower performance for this class. The unbalanced training sample problem
will be further investigated to optimise the classification.
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4 Conclusions
We have presented a breast tissue modelling method for mammographic risk assessment,
which combined density and tissue patterns based on global greylevel and local texture infor-
mation. The breast tissue density based segmentation showed realistic results corresponding
to different tissue densities. The breast tissue patterns were represented by frequency his-
tograms of breast tissue textons. The developed breast tissue models have been used to
discriminate mammographic images in the MIAS database according to the BIRADS stan-
dard. A high agreement has been achieved with the consensus classification from three ex-
perts. The classification results are comparable with the state of the art. This work provides
an overall framework for modelling breast tissue in mammographic images. As future work,
we will incorporate different types of breast tissue features to generate more integrated breast
tissue models. Different methods for breast tissue representation will be investigated on the
basis of this framework. In addition, feature selection and multiple classifier combination
will be used to improve the classification.
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Abstract

Haustral folds are a major source of false positives (FPs) in the Computer Aided
Detection (CAD) of colorectal lesions. In this paper, a novel bottom-up data-driven ap-
proach is presented to globally analyze haustral folds. Unlike the earlier haustral fold
detection methods that rely solely on local differential geometric computations, which
can be unreliable, particularly for thicker folds, our method builds a global model of
the fold ridge to characterize the fold on a much larger scale. We propose a novel ge-
ometric feature, the density of ridge candidates (DRC), to remove CAD false positives.
The method is tested on a dataset of 333 CAD marks detected using a state-of-the-art
CAD system [7] on a data from 34 patients, and a significant FP reduction of 14.13% is
achieved while maintaining 100% sensitivity.

1 Introduction
There has been a growing research in the past decade in the area of the detection of colorectal
lesions, the second leading cause of cancer deaths in developed countries. The standard
method for screening of the colorectal lesions is Optical Colonoscopy (OC). However, it
has several disadvantages such as invasiveness, difficulties imaging the entire colon, use
of sedation, and risk of perforation which has led to the evolution of CT Colonography
(CTC). In CTC, CT images of the entire colon, cleansed and insufflated, are obtained and
then examined by a radiologist using a visualization software to detect colorectal lesions.
Computer Aided Detection (CAD) systems employ image processing and pattern recognition
algorithms to help the radiologist analyze the CT data and automatically identify lesions
which may have otherwise been overlooked. However, haustral folds are a common source
of false positives [4] in CAD systems. Therefore, their accurate detection can significantly
reduce false positives (FPs), thereby enhancing the CAD performance.

Some work has been previously presented for the detection of haustral folds. Huang
et al. [2] detected folds by estimating surface curvatures using patch methods. Lamy and
Summers [3] relied on local estimation of principal curvatures and morphological operations
to detect folds. Another method was proposed in [9] which also detected folds by estimat-
ing curvatures on the colonic wall and used that information to extract the teniae coli. A
difference filter was proposed in [6] which computed the difference of CT values along the
centerline of colon and used it to detect folds. Recently Chowdhury et al. [1] presented an

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Block-diagram of the haustral fold detection method

approach which combined two methods (the first method used level sets, and the second used
heat diffusion and fuzzy c-means algorithm) to detect folds.

Previous solutions to haustral fold detection rely primarily on local computations around
a voxel in the image or mesh vertex, typically on the order of 1−2mm of resolution. How-
ever, haustral folds are elongated objects that are significantly larger, often having lengths in
the range of 20−50mm. In this paper, we demonstrate the advantage of our global approach
that analyzes folds at this scale. We geometrically model the fold ridge, from which we
derive a novel feature, the density of ridge candidates (DRC), which is shown to be highly
effective in reducing FPs in CAD system. Unlike [10] which employed the ridge-line detec-
tion for the segmentation of folds, the proposed method is aimed more towards the analysis
of folds, and additionally, it can filter out FPs significantly with no impact on the sensitivity.

2 Proposed method

2.1 Extraction of fold candidates
Fig. 1 shows the block diagram of the proposed fold detection method. Given a CAD mark,
a detected polyp location (a point) in the CT volume, the method first extracts a 50mm3 sub-
volume around it for further processing. With a threshold of −800, we apply the marching
cubes algorithm to the extracted image sub-volume, resulting in a triangular mesh. We work
with the triangular mesh for two reasons. Firstly, since the folds are outward (when viewed
endoluminally) protrusions of the colon surface, the change in their shape can easily be
studied on a 2D manifold rather than the 3D volumetric CT data. Secondly, [8] showed that
it is more accurate to compute surface curvatures on mesh than on the volumetric data.

Inspired by [5], for each vertex v of the mesh, the average distance of the points in
the 2-ring of v from the plane running through v and orthogonal to its surface normal is
computed. The distance is large where the mesh is curved, and low where the mesh is
locally flat. Hysteresis thresholding is applied to this distance, producing fold candidates,
and the one closest to the CAD mark is retained. In hysteresis thresholding, a fixed value
of lower threshold = 0.07 is used and upper threshold is computed adaptively. The largest
average distance value among that of all the vertices, which are less than five voxels away
from the CAD mark, is chosen as the upper threshold.

2.2 Detection of ridge candidate points and modeling the fold ridge
To detect ridge candidate points on a fold candidate, a data-driven probabilistic model of the
fold ridge is created by analyzing the behavior of principal curvatures (K1 and K2) on real
fold ridges. This is done by manually annotating 732 points on 17 fold ridges and plotting
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(a) (b)

Figure 2: (a) Distribution of K1 and K2 for annotated ridge candidate points (b) Examples
of detected ridges. Ridge candidate points rendered in blue and ridges rendered in red color.
Left and middle sub-meshes are haustral folds having greater DRCs, and the right sub-mesh
is a polyp having a smaller DRC.

their K1 and K2 values (see Fig. 2(a)). There are some outliers in Fig. 2(a) which have been
filtered out and the resulting distribution is fitted into a 2D Gaussian and is given by

P(K1,K2) = exp
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where P(K1,K2) represents the probability of a mesh vertex to be a ridge candidate point
given its K1 and K2, (m1,m2) = (1.6787,−0.0175) is the mean point of the 2D Gaussian
distribution, σ1 and σ2 are the standard deviations of K1 and K2 respectively, ρ is the cor-

relation coefficient of K1 and K2, and the computed Covariance =
[

0.2163 −0.0023
−0.0023 0.0063

]
.

The vertices with P(K1,K2) > τ are considered as ridge candidate points where τ = 0.3 and
is chosen empirically. A decrease in the value of the τ leads also to the selection of those
vertices as ridge candidate points that lie outside the vicinity of the ridge and an increase in
the value of τ tends to discard vertices lying in the close vicinity of the ridge, both of which
are undesirable. Ridge candidates points are unorganized 3D points. They are first organized
and then fitted into a quadratic space curve to obtain the ridge.

We adopted a three-step strategy to organize these points. Firstly, we find the start point
and the end point of a ridge based upon the Seeded Distance Transform. To find the start
point, a ridge candidate point is randomly selected as a seed and the seeded distance trans-
form is applied on the mesh. Seeded distance transform assigns a distance value to all other
points depending upon their geodesic distance from the seed point. The farthest point from
the seed is selected as the start point, as it will lie at one end of the ridge. Then, we repeat the
same procedure again, selecting the start point as a seed now, to get the end point that lies at
the other end of the ridge. Secondly, the geodesic path between the start point and the end
point is computed based upon the A*-algorithm. Thirdly, all points are organized based upon
their interpolated distance values along the geodesic path, which is found by projecting them
on the geodesic path (closest projection is taken). The organized ridge candidate points can
then be fitted to a quadratic space curve to obtain the geometric ridge model (see Fig. 2(b)).
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2.3 Feature extraction and classification
From the ridge model, we extract two values that are combined to form the proposed feature,
the density of ridge candidates (DRC). Specifically, we determine the ridge length LR which
is computed along the quadratic space curve, and the number of ridge candidates points Nc.
Both LR and Nc are very useful to analyze folds. LR is typically higher for folds (as they
are elongated structures) than that of polyps. Also, Nc is significantly higher for folds as
compared to polyps. Thus, combining the information of LR and Nc, we define the DRC as

DRC =
{

0, LR < τL;
Nc
LR

, otherwise. (2)

DRC is quite a discriminative feature as its value is considerably higher for folds as compared
to polyps (see Fig 2(b)). It is important to note that DRC is set to zero for fold candidates with
LR < τL, where τL = 27 in this paper. This is done to minimize the chances of misclassifying
polyps, as the fold candidates with smaller ridge lengths (LR < τL) are more likely to be
polyps, hence, are allowed to pass as true positives (TPs).

3 Experimental results
The proposed method is tested on 333 CAD marks containing both TPs (polyps) and FPs
(including folds). CAD marks are detected by the CAD system described in [7], on a data
from 34 patients for which we have 68 volumes (each having one prone and one supine
volume). The dataset is obtained from seven different institutions around the world.

Using LR alone as a feature can provide a significant FP reduction, but at the expense of
some sensitivity, which infrequently results from large or long polyps. Fig. 3(a) demonstrates
that some TPs have large ridge lengths and are more likely to be misclassified as folds. That
is why, we combine with LR the Nc in the DRC formulation as it is more robust in preserving
the sensitivity while reducing a significant amount of FPs (Fig. 3(b)). Both in Fig. 3(a) and
Fig. 3(b), red points are TPs and blue points are FPs. The FROC curve computed with the
DRC feature is plotted in Fig. 3(c). The results are quite encouraging and a FP reduction of
14.13% is achieved with 100% sensitivity (see Fig. 3(c)).

The performance of the proposed method depends on how well the meshes of fold can-
didates are extracted, which is accurate for the majority of CAD marks in our experiments.
However, in the case, where the extracted mesh of a fold candidate contains a polyp attached
to a fold, DRC is found to misclassify it as a fold. This is because, in such a case, DRC value
is high due to the detection of a large number of ridge candidate points Nc on the fold-part
of the extracted mesh of the fold candidate.

4 Conclusions
In this paper, we have presented a method for haustral fold detection that can significantly
reduce false positives (FPs). Unlike most of the existing methods that depend solely on local
differential geometric computations, we have studied haustral folds on a much larger scale.
We fit a global shape model to the local detections to estimate a ridge model of haustral folds
capable of robust characterization. The overall performance of 14.13% FP reduction with
no impact on sensitivity has been demonstrated on a sufficiently large dataset of 333 CAD
marks resulting from 68 CT volumes. The focus of our future work is to further study the
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(a) (b) (c)

Figure 3: (a) Ridge Lengths (LR) of CAD marks (b) DRC values of CAD marks (c) FROC
curve with the DRC feature (τ = 0.3). The two points used to compute the 14.13% FP
reduction are encircled in red color

generalization of the method so as to address the problem of misclassification of the cases
where polyps are attached to folds.
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Abstract
Here we analyse the effects of the error involved in manually placing “mark-up”

points in active shape models. We demonstrate that the magnitudes of eigenvalues re-
tained in principal components analysis (PCA) are increased by point-placement error.
We present a revised covariance matrix that reduces or completely removes the effects of
point-placement error. We find results for “predicted” placement errors that are in excel-
lent agreement with the “set-up” parameters of simulations for an elliptical shape. We
find that increasing point-placement error in the original “training set” increases point-to-
line and point-to-point errors in ASM image searches and adversely affects convergence.

1 Introduction
Active shape models (ASMs) and active appearance models (AAMs) [1, 2, 3, 4] have been
used extensively in image processing to carry out the segmentation of features from (espe-
cially medical) images (see Fig. 1). However, the effects of inaccuracy in the placement of
“mark-up points” used in ASMs and AAMs have not been considered in great detail. Here
we use “measurement models” [5] in order to analyse and account for such sources of error.

2 Method
A 2D shape may be represented by a vector zi j of size 2n, where n is the number of mark-
up points. The index i refers to a specific image in the training sample of size N, and the
index j refers to a specific observer (or equivalently to a specific replication of the mark-up
points by the same observer). The “mean shape” over the N images in our “sample” for
observer/replication j is given by z j = 1

N ∑N
i=1 zi j. We define additionally: δzi j = zi j− z j.

The covariance matrix is given by

Cov(z′j1 ,z j2) =
1

N−1

N

∑
i=1

δz′i j1 δzi j2 . (1)

The lth eigenvalue of Eq. (1) is denoted λl and its (normalised) eigenvector is denoted by ûl .
(The symbol ′ indicates the transpose of a vector.) A new shape is represented by

znew = z+
M

∑
l=1

bl ûl . (2)

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Mark-up points on a panoramic dental radiograph as part of the OSTEODENT
project (see Ref. [4]). It was remarked anecdotally during the process of “marking-up” these
images by clinicians that placement of points parallel to strong edges was much more difficult
than placement of these points perpendicular to these edges, e.g., vertically at the left- and
rightmost points of the jaw. However, the effects of placement errors on the application and
use of ASMs (e.g., in image searches) is not well-understood.

The b-coefficients are (scalar) coefficients and M is the number of the eigenvectors used in
PCA in descending order of λl . Constraints on these coefficients are that |bl | ≤ 3

√
λl so that

we never stray too far away from a “sensible solution.” The cumulative amount of variability

AM of M of the eigenvalues/vectors is given by AM = ∑M
l=1 λl

∑2n
l=1 λl

.

A “measurement model” [5] for the mark-up points for a given image i and observer/
replication j,

zi j = ηi + εi j , (3)

where ηi indicates the “true” value and εi j is the “placement” or “measurement” error. (η
and ε are also vectors of size 2n.) Errors ε are assumed uncorrelated with the “true” values
for the points η and they are also uncorrelated between different observers/replications, i.e.,
for different values of j. (Here there are no “systematic biases” dependent on observer.)
From these discussions, we see now that

Cov(z′j1 ,z j2) = Cov(η ′,η)+Cov(ε ′j1 ,ε j2)δ j1, j2 , (4)

where δ j1, j2 is equal to 1 if j1 = j2 and it is equal to 0 otherwise. We use Eq. (4) in
order to form an “error-corrected” version of the covariance matrix that should reduce or
remove the effects of point-placement or “measurement” error. For the simplest case of two
observers/replications, we see that Cov(z′1,z2) = Cov(z′2,z1) = Cov(η ′,η); which ought to
be correct in the asymptotic limit N→ ∞. However, this is clearly impossible in a practical
study and so we note that we might have problems with small sample sizes leading to a
(marginally) non-symmetric covariance matrix. We propose that a reasonable approximation
to might be given by

Cov(η ′,η) =
Cov(z′1,z2)+Cov(z′2,z1)

2
. (5)

We estimate placement errors by finding Cov(ε ′j,ε j) = Cov(z′j,z j)−Cov(η ′,η). The vari-
ance at each mark-up point is given by the diagonal of this matrix and so the predicted error
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No Placement Error With Placement Error “Error-Corrected” Matrix of Eq. (5)
1 0.125 0.131 0.125
2 0.059 0.063 0.060
3 0.009 0.023 0.010
4 0.008 0.020 0.009
5 0.002 0.018 0.002
6 0.000 0.018 0.002

Table 1: The first six eigenvalues for the elliptic shape with n = 20 and N = 1000.

(i.e., the standard deviation) is found readily. An estimate of the reliability for a specific
observer/replication is given by κ = Var(η)/Var(z). A value of κ near to zero indicates low
reliability and a value near to 1 indicates good reliability.

An elliptical shape was used in the simulation study. The basic equations are given by

x(θ) = acos(θ)cos(φ)−bsin(θ)sin(φ)
y(θ) = acos(θ)sin(φ)+bsin(θ)cos(φ) . (6)

The coefficients a and b were both set to a value of 0.4 (standard deviation=0.1), and φ
was set to zero (standard deviation=0.025 rads.). Two sets of mark-up points were gener-
ated automatically with equal amounts of uncorrelated random (Gaussian) error added to the
placement of the points. Points on the left and the right of the shape had more random error
in the y-direction than those near to x=0. Points near to x=0 had more random error in the
x-direction than those at the left and right edges. Mark-up points were placed on the cortical
bone edges of panoramic mandible images [4] as part of the OSTEODENT study by two ex-
perts (separately) using a custom-written graphical user interface (again, see Fig. 1 above).
N = 133 images were used in this study and there were n=84 mark-up points in total.

3 Results
Results for the first six eigenvalues for the elliptic shape for the case of n = 20 (d.o.f. =
2×20) and N = 1000 are shown in Table 1. We see from this table that the eigenvalues for
the cases with random placement error compare less well to a “reference” case with zero
placement error than the corrected case of Eq. (5). We see that the effect of placement error
is to increase the eigenvalues. The cumulative amount of variability AM is shown in Fig. 1
for the elliptic shape with n = 20 (d.o.f. = 2×20) and N = 1000, and also for the OSTEO-
DENT data. We see that the effects of placement error (magnitude 0.08 in both the x- and
y-directions separately) for the simulated elliptical shape is to reduce the cumulative amount
of variability AM at every value of M when compared to the “reference” case with no place-
ment error. The curve for the “corrected” covariance matrix of Eq. (5) lies quite close to the
“reference” case with zero placement error. The results for the corrected covariance matrix
of Eq. (5) for the OSTEODENT data are higher than those curves for the two independent
observers in Fig. 2b. These results indicate that the corrected covariance matrix of Eq. (5) is
probably going some way to removing the effects of point-placement error.

The mean shapes for the “elliptical” simulations (n = 20, N = 1000) and the OSTEO-
DENT data are shown in Fig. 3. We see that the mean shapes are circles for the “elliptical”
simulations and that the values for a and b are near to their “true” values of 0.4, as expected.
The average predicted errors (both in the x- and y-directions separately) were 0.080(±0.001),
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(a) (b)
Figure 2: Cumulative variability AM for the (a) simulated elliptic shapes (n = 20, N = 1000)
and (b) the OSTEODENT data

(a) (b)
Figure 3: Mean shape and predicted placement errors (standard deviations) for the (a) simu-
lated elliptic shapes (n = 20, N = 1000) and (b) OSTEODENT data (expert 1)

which also compares well to the “true” value of 0.08 in these simulations. The predicted er-
rors in the y-direction also increased near to the right and left of the figure and those in the
x-direction at the top and the bottom, also as expected from the set-up of this simulation.
Results for the predicted errors for the OSTEODENT study indicated that errors were great-
est along the direction of shape edges (e.g., at the left- and rightmost points of the jaw) and
also at the “mental foramen” [4]. Also, expert 1 had a mean(s.d.) predicted placement error
of 74(17) pixels and expert 2 had a mean(s.d.) error of 59(22) pixels for the OSTEODENT
data. The result for the reliability for the simulated elliptical shapes was κ = 0.44 (n = 20,
N = 1000; average placement error in the x- and y-directions = 0.08). Results for the relia-
bilities of experts 1 & 2 for the OSTEODENT data were κ = 0.786 and 0.845, respectively.

A simple ASM image search code was written for the elliptical simulated shapes with
n = 40 and N = 500. Initial results for the point-to-line (P-2-L) and point-to-point (P-2-P)
errors and the percentage (%C) of successfully converged ASM image searches (to 3 d.p.s.
in max. 200 iterations) for “new” shapes under the same conditions as for the “training set”
are shown in Table 2. The “reference” case with zero placement error demonstrated the
smallest amount of error, and convergence was found to be very good. (400 “test” cases
were used in order to determine these quantities.) The cases with error added in the “training
set” showed increased point-to-line and point-to-point errors and also poorer convergence
properties. Interestingly, this became more apparent for increased numbers of eigenvectors
retained, M. The predicted mark-up points from ASM image searches were more prone to
“wander” along the edge of the image boundary for larger values of M. We suspect that this
is because these eigenvalues/vectors for larger M corresponded purely to random “noise”
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M = 10 M = 20 M = 40
P-2-L P-2-P %C P-2-L P-2-P %C P-2-L P-2-P %C

“Reference” 0.027(8) 0.10(3) 99% 0.026(8) 0.10(3) 100% 0. 026(8) 0.10(3) 99%
Error=0.1 0.033(7) 0.10(2) 99% 0.044(7) 0.16(3) 91% 0.042(6) 0.25(4) 79%
Error=0.2 0.036(7) 0.10(3) 100% 0.048(7) 0.16(3) 95% 0.046(6) 0.25(3) 76%
“Corrected” 0.037(7) 0.12(2) 99% 0.046(8) 0.17(4) 94% 0.044(6) 0.21(4) 80%

Table 2: Mean point-to-line (P-2-L) and point-to-point (P-2-P) errors evaluated over 400
ASM image searches for the elliptic shapes with n = 40 and N = 500. The percentage of suc-
cessfully converged searches (%C; 3 d.p.s in 200 iterations) is shown also. (“Reference”=no
placement-error in the underlying shape model; Error=0.1,0.2 has some placement-error;
“Corrected” uses Eq. (5). Errors w.r.t. the last decimal place shown are in brackets.)

from the placement error in the underlying shape model. Finally, results for the point-to-
point distance for the “corrected” covariance matrix of Eq. (5) (arguably) improved slightly
on those results with random placement-error added (error=0.1,0.2) for M = 40 in these very
initial studies, although not for lower M.

4 Conclusions
Measurement models allow us to predict where placement errors are smallest and “reliabil-
ity” is greatest geographically on a (e.g., mean) shape. This information might be used to
to decide where to extract biometric parameters or which set of mark-up points one ought
to employ, where more than one set of mark-up points is available. Placement error in the
“training set” for the shape model was seen to increase point-to-line and point-to-point errors
in ASM image searches and to adversely affect convergence. A revised covariance matrix
that reduces or removes the effects of placement error was tested: cumulative variability
curves were shifted upwards nearer to the “reference” case with zero error; and, a slight re-
duction in point-to-point errors for larger values of M was seen in ASM image searches in
very initial tests. However, more testing is needed to establish firmly whether the “corrected”
covariance matrix is a useful and practical method for feature segmentation via ASMs.
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Abstract

In this paper, we propose a new algorithm to estimate diffeomorphic organ atlases
out of 3D medical images. More precisely, we explore the feasibility of Kärcher means
by using large deformations by diffeomorphisms (LDDMM). This framework preserves
organs topology and has interesting properties to quantitatively describe their anatomical
variability. We also use a new registration algorithm based on an optimal control method
to satisfy the geodesicity of the deformations at any step of the optimisation process.
Initial tangent vectors to the shapes, which are used to compute the Kärcher mean, are
therefore estimated accurately. Our methodology is tested on different groups of 3D
images representing organs with a large anatomical variability.

1 Introduction
In the field of Computational Anatomy, the Riemannian point of view on shape spaces has
provided efficient tools to perform of powerful statistical methods [3, 4]. The driving mo-
tivation of this work is to quantify, on real 3D images, the anatomical variability of bi-
ological shape populations, with a particular attention to the topology preservation of the
organs. We therefore study a topology preserving method for averaging biological shapes.
For biomedical data like 3D cerebral images for instance, preserving the structures topol-
ogy is a key challenge when registering or averaging images. Diffeomorphic techniques are
then of high interest since they can encode large deformations while preserving the shape
topology. Defining an average shape in a diffeomorphic framework has been addressed in
several works, using deterministic [1] or Bayesian approaches [9]. Mixed methods using in-
tensity voxel averaging and diffeomorphic registration have also been developed in [6]. The
averaging method of [6] does not however preserve the shape topology, since it mixes two
averaging strategies, which are the Kärcher mean [3, 7], i.e. intrinsic mean on Riemannian

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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manifold, and an extrinsic mean as explained in [3]. In this work, we study the strategy of
[4, 11] to compute the Kärcher mean on images using the framework of large deformations
by diffeomorphisms (LDDMM) [2, 5, 8]. Compared with [4, 11], the novelty of our study
is that we use this strategy on segmented 3D medical images requiring large deformations.
We also use a new geodesic shooting algorithm which ensures geodesic transformations at
each registration iteration and only at convergence like the standard LDDMM algorithm of
[2]. Since the convergence is often truncated to keep the computational burden reasonable,
this strategy is more suitable than [2] to compute Kärcher means.

2 Optimal control for geodesic shooting
We consider two scalar images I and J defined on a domain Ω. Their registration consists
in the minimization of the functional E (u) .= 1

2
∫ 1

0 ‖ut‖2
V dt + ‖I ◦ φ−1

0,1 − J‖2
L2 , where u ∈

L2([0,1],V ) is a time-dependent velocity field and the space V is usually a Reproducing
Kernel Hilbert Space of smooth vector fields defined on Ω. The deformation φ0,1 is generated
by the ODE d

ds φt,s = vs ◦φt,s, where φt,t = Id. The minimization of the functional E can be
carried over the geodesic flow, which leads to the minimization of

S (P0) =
λ
2
〈∇I0P0,K ?∇I0P0〉L2 +

1
2
‖I1− J‖2

L2 , (1)

subject to the shooting system




∂t It +∇It · vt = 0 ,

∂tPt +∇ · (Ptvt) = 0 ,

vt +K ?∇ItPt = 0 ,

(2)

with initial condition P0 for the initial momentum. In order to compute the gradient of (1),
we follow an optimal control approach: We introduce a time-dependent Lagrange multiplier
to constrain the paths to be geodesics. The gradient of S is given by: ∇P0S =−P̂t +λ∇It ·
K ? (P0∇I0) where P̂0 is given by the solution of the following PDE solved backward in time:





∂t Ît +∇ · (vt Ît)+∇ · (Pt v̂t) = 0 ,

∂t P̂t + vt ·∇P̂t −∇It · v̂t = 0 ,

v̂t +K ? (Ît∇It −Pt∇P̂t) = 0 ,

(3)

subject to the initial conditions Î1 = J− I1, P̂1 = 0 and Pt , It are the solution of the shooting
system (2) for the initial conditions I0,P0. Existence of the geodesic flow (2) and the solutions
to the adjoint equations (3) can be proven, provided that the source and target images are
sufficiently smooth, namely H2. The algorithm to compute the gradient is divided into two
steps: First, solving the shooting system (2) forward from the initial conditions I0,P0; second,
solving backward the adjoint equations (3).

3 Kärcher mean
We use the methodology of [3, 11] to define the average of a group of images having the
same topology. Given a group of imaged shapes I1, . . . , In and a Riemannian metric d on the
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images, an average can be defined as a minimizer of

M (I) =
1

2n

n

∑
k=1

d(I, Ik)2 . (4)

Remark that the uniqueness is not guaranteed in general. However, in finite dimensions it
can be proven that if the group of data lies in a sufficiently small neighborhood, there exists
a unique minimizer to (4). Since the matching between the registered images is not exact,
we also approximate (4) by M (I)≈ 1

2n ∑n
k=1 d(I, Ik

1)2, where Ik
1 is the result of the shooting

equations for the initial condition P0 = Pk
0 and Pk

0 is a minimizer of the matching functional
(1) for J = Ik. In this case, the squared distance is given 〈P0,K ?P0〉L2 and the gradient of M
is given by

∇M (I) =−1
n

n

∑
k=1

K ?∇IPk
0 , (5)

where Pk
0 is the initial momentum matching I on Ik via the shooting system (2). In particular,

at an average shape Imean, the gradient of M vanishes. In this situation, the gradient is
given by (5). The intrinsic mean is given by a gradient descent procedure. We first initialize
T 0 = I1, ε > 0 and α > 0. We then repreat until convergence (1) Register T i on each Ik

for k ∈ [1,n] with geodesic shooting and extract Pk
0 the corresponding initial momentum. (2)

Compute Pmean = α
n ∑n

k=1 Pk
0 . (3) Compute I1 from (3) with initial conditions I0 = T i and

P0 = Pmean and update T i+1 = I1. The convergence of this algorithm can be assessed via the
norm of the momentum Pmean.

4 Results

4.1 Experimental data and parameters
We test here the ability of our algorithm to estimate average shapes for different groups of
3D imaged organs: (1) Eight segmented hippocampal images randomly selected out of the
healthy controls of the Alzheimer’s Disease Neuroimaging Initiative (ADNI) study. (2) eight
3D MR brain scans acquired, with a spatial resolution of 0.85mm, on several preterm infants
between 29 and 31 weeks of gestational age. Probabilistic segmentation of the brain gray
matter were performed on each subject using [10]. (3) eight other 3D MR brain scans pre-
treated with the same protocol, but acquired on preterm infants between 37 and 39 weeks
of gestational age. As shown in Fig. 1, these three image groups have different levels of
complexity. We denote in all tests Rn, n ∈ [1, · · · ,N] the reference images and An

i the average
image estimate after i iterations, where An

0 = Rn. We finally define the kernels K by using the
multi-kernel technique of [12] incorporate a multi-scale information in the the metrics. For
the brains, the kernel K is defined as the sum of two isotropic Gaussian kernels of standard
deviation 25mm and 1.5mm. When registering the hippocampuses, we however use a simple
Gaussian kernel K with a standard deviation of 1mm.

4.2 Convergence for different initial guesses
We now validate our methodology by measuring the influence of the initial guess. For a set
of reference shapes and an initial guess, the algorithm converges to an optimal average shape.
However, there is no uniqueness of the optimised shape for different initial guesses. We then
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Figure 1: Isosurface of typical segmented 3D MR images from which the average shapes
are estimated. (From left to right) Isosurface of a hippocampus and inner face of cortical
surfaces out of two pre-term baby acquired at 30 and 38 weeks of gestational age.

measure here the similarity of the average shape estimates using different initial guesses.
In each distinguished reference image dataset Rn, n ∈ [1, · · · ,N], we pick up 3 different
initial guesses and perform average shape estimations. In Fig. 2, we show the evolution
of the 3D images of 30 weeks old cortexes in a 2D slice during the 3 first iterations. In
order to quantify the similarity of the different images, we also measure S(A1

i , · · · ,A3
i ) =

1
8 ∑3

m=1 ∑3
p=1 SSD(Am

i ,Ap
i ), where SSD(., .) is the sum of squared differences between two

images. If S is null, then the average estimates are all the same and the higher this value, the
more different are the images. Results are given in Fig. 2 .
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Figure 2: (Left and centre) Average image estimates Am

i , m ∈ {1, · · · ,3} after i =0, 1, 2 and
3 iterations, where m represents the identifier of the initial guess. Here the the evolution of the
3D shapes of 30 weeks old cortexes are shown in a 2D slice. (Right) Normalised similarity of
the average estimates Am

i for different initial guesses m in function of the iteration number i.
Similarities S(A1

i , · · · ,A3
i ) are shown for the hippocampuses (continuous line), the 30 weeks

brains (semi dashed line) and the 38 weeks brains (dashed line).

In all the considered cases, the average estimates are increasingly similar. Interestingly,
the influence of the initial guess is very weak after only one iteration for the hippocampuses
and a few iterations for the 30 weeks old brains as shown Fig. 2. The convergence is however
slower for the more complex 38 years old brain. We can indeed observe in Fig. 2 that while
about 85% of the differences are lost in one iteration for the hippocampuses and two itera-
tions for the 30 weeks old brains, five iterations are needed for the 38 weeks old brains for a
similar result. This number of iterations remains however limited regarding the differences
in the initial guesses. The proposed methodology therefore appears efficient to estimate av-
erage shapes but requires an increasingly number of iterations according to the complexity
of the reference shapes.
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5 Conclusion
In this work, we have successfully explored the Kärcher mean strategy of [4, 11] in a dif-
feomorphic setting, to estimate average shapes on 3D medical images requiring large de-
formations. To this end, our main contribution is to use a new geodesic shooting technique
within the LDDMM framework. The averaging strategy therefore preserves the shape topol-
ogy even for organs having a large variability and it does not require intensity averaging. We
have also shown that the algorithm computes good estimates of the averaged shapes in very
few iterations for shapes requiring small deformations and a limited number of iterations for
more complex shapes. The immediate perspective of this work is to estimate temporal atlases
of the early cortical growth. Other potential directions consist in performing descriptive and
inferential statistics on 3D and 3+t shape populations.
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Abstract
Conventional methods for shape analysis, based upon Procrustes and PCA, seem in-

capable of dealing with ‘non-landmark’ features, meaning measured positions not asso-
ciated with well defined locations. This is due to an assumption of homogeneous errors,
associated with an attempt to extract linear models with biologically meaningful descrip-
tions. We propose a shape analysis system based upon the description of landmarks with
measurement covariance which will extend the modelling process to ‘pseudo-landmarks’
such as boundaries and surfaces. We discuss the properties of our approach and how these
covariances can be considered characteristic of the local shape. The method has been im-
plemented and tested on measurements from fly wing, hand and face data. We use these
data to explore possible advantages and disadvantages over the use of Procrustes/PCA.

1 Introduction
Over a decade during 70’s, bio-mathematical and biometrical aspects of biological shape
studies were treated separately. This early work was later criticised during 80’s by Book-
stein [4], Goodall [9] and Kendall [11]. Later Bookstein [5] worked towards converging
notations from Goodall, Kendall and himself, for the biometric analysis of landmark data in
a bio-mathematically interpretable framework of shape. As a consequence of these efforts,
the standard method for analysis of variation in landmark position is generally regarded as
“Procrustes”. It comprises a least squares alignment of a set of landmark features to a mean
shape, and this is often followed by eigen-vector analysis of the linear correlations in vari-
ation around that mean. While the technique is now very popular the approach has several
limitations with regard to the types of variation with which it can deal. One of these limi-
tations is due to the assumption associated with taking least-squares differences and eigen
vector summaries of distributions. Though many regard these as simply definitional, and in
particular associated with shape, any statistical interpretation suggests that data are measures
with homogeneous noise. It is this statistical interpretation we intend to investigate here.

Although landmarks are generally carefully chosen in order to allow accurate measure-
ments of position within the image, problems will occur if ‘pseudo landmarks’, measured
from smooth curves (and only accurately localised in one dimension 1D), are input to the
analysis. Landmarks with a high degree of variability can act as outliers in the alignment
stage, generating correlated compensating shifts and rotations of the other points. As PCA
aims to describe the main sources of variation, high levels of such correlated movement will
then necessarily contaminate the extraction of eigen-vectors. This contamination cannot be
considered a genuine biological variation, as it has occurred purely due to the uncertainty in
the measurement. This in turn follows from the subjective definition of the landmark lead-
ing to the view that problems can be avoided via appropriate definition. The mathematical

c© 2011. The copyright of this document resides with its authors.
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concept of homology (and mapping) underlies many of the considerations behind much theo-
retical work which is described with the mathematical formalisms of iso-morphism. Because
of such restrictions on the definition of landmarks, semi-landmarks were introduced in order
to allow inclusion of other points which are not homologous among the specimens, where a
unique corresponding location can not be uniquely defined. Measurement at these locations
must be augmented by a constraint, such as bending energy [6, 13], in order to recover the
information missing due to the nature of local structure. However, it is easy to construct
examples where such resolution of corresponding locations is not biologically meaningful.

From a statistical perspective a homology must be augmented by distributions indica-
tive of the extent to which a correspondence can be established. The standard way to deal
with inappropriate weighting of data in a least-squares fit is to introduce weighting, or more
generally to generalise the least-squares cost to a Mahalanobis distance, computed using
measurement covariances. By avoiding the requirement of specifying a unique homologous
location, this has the advantage of accommodating varying information in measured data
without having to re-create missing data or to reject some points as outliers.

There have been several attempts in the literature to include measurement errors for land-
mark points. Fitzpatrick et al [10] worked on the relationship between localization error and
registration error in rigid-body, point-based registration. Chui and Rangarajan [7] proposed
a general framework for non-rigid point matching where outliers are effectively rejected.
Goodall [8] suggested a method which assumed a single covariance for all landmark pertur-
bation. It has been noted that such a matrix is inestimable [12]. Goodall himself acknowl-
edged that “as a model of measurement error this is a drawback, as the direction of greatest
variation may vary considerably between landmarks”. Despite this problem, later work [14]
generalised this idea to a Bayesian framework. Instead, we suggest an approach which can
support the process of landmark location as measurement, with a covariance describing the
localisation of each landmark separately. For example, Rohr et al [15] used such covariance
matrices in a Mahalanobis distance form for non-isotropic data. This was, however, for the
purpose of image registration using splines. As we believe this to be the correct statistical
form for this problem, we investigate possible generalisations of Procrustes along these lines,
and show one of several ways that measurement covariance can be reliably estimated.

2 The Method
Suppose that there are K shapes (2D) in our data-set and each shape vector wk contains N
landmark points, i.e. wk = [w1x,w1y,w2x,w2y, ...,wNx,wNy]. We apply a scale sk, a rotation
Rk and a translation tk to the original data to get an aligned version of the data called zk;
zkn = skRk(wkn− tk). The mathematical description of the model so far can accommodate
any value of scale or orientation for the definition of mean model. We hence define the
orientation of mean shape so that the line between a specified pair of points is horizontal.
This also has the benefit that initial estimates of alignment for sample k can be set according
to the relative positions of these points. We use the average distance between these landmarks
to rescale the mean shape at each iteration so that scale remains numerically defined.

We assume a common, fixed, 2x2 covariance for each landmark derived from the mea-
surement process. These are composed into the matrix C. This is a tri-diagonal matrix,
the diagonal line of which contains data for individual landmarks. Outside of the 2x2 co-
variances, the off diagonal elements of C are zero, i.e. there are no correlations between
landmark measurements (biological correlations are however to be modelled by the PCA
process). The use of a fixed data covariance cancels out when taking the weighted mean to
regenerate the conventional formula m = (1/K)∑K

k=1 zk, where zk = [zk1,zk2, ...,zkN ].
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In order to apply the PCA as a standard statistical tool and obtain a model, we introduce
ghost points. Ghost points gT

k = W (zk−m)T are defined in the original coordinate system
and, being scaled projections relative to the shape centroid, are an alternative way to sum-
marise the original measurement. Projection to ghost points amplifies the spatial variation
in directions which are well measured relative to those which are not so that the resulting
locations have isotropic errors. In turn, this allows accurately measured structure to be en-
coded in the most significant eigen vectors of the linear model. The whitening matrix W
is computed by applying singular value decomposition to C−1; C−1 = UTVU . By making
W T IW equivalent to C−1 we find that W = V 1/2U .

Application of PCA to gk follows for construction of the shape covariance, giving the
eigen vectors e j and values µ j for the whitened space of ghost points as those which minimise
the unexplained variance for fixed J < N. For any specific shape example k, linear factors
λ jk can be computed to best approximate zk with the model z′k as follows.

F =
K

∑
k=1

gT
k gk ≈

J

∑
j=1

µ jeT
j e j , z′k = m+W−1

J

∑
j=1

λ jke j (1)

Here J parameter is the number of eigen vectors used in the model and λ jk = e j.gk. In
order to find the best Rk, tk,sk parameters for each k, the cost function we would expect to be
minimised (e.g. using simplex) is a Mahalanobis distance. A genuine Likelihood should be
based upon the variation of the data around the assumed model. Failure to do this results in
only partial registration and residual distributions which cannot be meaningfully interpreted.
Using this argument, if we wish to align to the mean shape we should use a covariance B
consistent with the distribution around this mean. It therefore quantifies the entire variation
of the sample as opposed to the noise in the measurement. The Likelihood function is

log(Pk) = (m− zk)T B−1(m− zk) , B =
1
K

K

∑
k=1

(m− zk)(m− zk)T (2)

This also stabilises the alignment process with respect to poorly localised landmarks, but
unlike C, B is independent of eigen vector estimation. We can therefore iteratively com-
pute the best alignment and B prior to construction of the linear shape model. As an initial
estimate of the model and transformed data is required, it makes sense to start from the Pro-
crustes result. To reach the best possible alignment we should iteratively estimate Rk, tk and
sk using the assumed e j, m, C−1 (or B−1) and W−1. This gives us a new zk, and so, a new m
and F for construction of e j. For fixed covariances, convergence can be monitored via con-
struction of the total Likelihood log(P) = ∑K

k log(Pk). The measurement covariance may
be computed using the final estimates of zk and z′k either as a new estimate of the assumed
C, or as a consistency check;

C =
1
K

K

∑
k=1

(z′k− zk)(z′k− zk)T (3)

When attempting to estimate C, the use of free parameters during model fitting reduces
the sample covariance obtained from residuals. A possible outcome of this is the over weight-
ing of landmarks leading to a runaway convergence on one landmark, during iterative esti-
mation. For an eigen vector e defined in the ghost space, the total correction would be

∆C =
W−1eT ⊗W−1e

W−1eTC−1W−1e
= W−1eT ⊗W−1e (4)

This is correct for the tri-diagonal components, and is added to the sample covariance.
The known structure of covariances is enforced by zeroing relevant off-diagonal terms.
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3 Experiments
Our first set of data corresponds to left-hand images (40 samples, 56 landmarks) of 4 indi-
vidual hands with various angles between fingers [1]. The second set corresponds to face
images (200 samples, 68 landmarks) taken from video frames of talking faces of 3 individu-
als [2]. Finally we test the stability of our method using 4 sets of repeat mark-up data (200
samples per set, 15 landmarks) from fly wings [3]. We choose the minimum number of linear
components which gives a ratio χ2/DoF (degrees of freedom) about unity (3 for fly wings,
9 for hands, and 11 for faces).

Figure 1: Aligned points using Procrustes (left) and our method (middle); error bars (scaled by 20)
estimated using our method (right).

Figure 2: Aligned points using Procrustes (left) and our method (middle); error bars (scaled by 20)
estimated using our method (right).

We show the results in Figs. 1-3. Here sub-figures on the left column (except for Fig.
3) correspond to the aligned data using Procrustes, while sub-figures on the middle column
correspond to those using our method. Further, sub-figures on the right column show the
error bars computed using the eigen vectors and values of the 2x2 covariance matrices. Error
bars for each landmark show the extent of an elliptical (non-isotropic) distribution around
the corresponding point in the mean shape showing why we can not assume isotropic mea-
surement distributions. It is clear from Fig. 1 that compared to Procrustes our method results
in tighter groupings. The largest variances correspond to the landmark points which are not
well constrained or unstable to some extent. They are either defined mathematically (based
on two neighbouring landmarks) or pseudo landmarks with high variations in one direction.
Most points on the sides of fingers have their largest variation in the directions tangent to
the boundary curves. From the error bars in Fig. 2, it is clear that points at symmetrical
locations on face data have similar variances, with those on the symmetry line being almost
vertical. Similarly in Fig. 3, the error bars are oriented in the directions we expect based
on the structures observed on fly wings. The values of standard deviations estimated vary
between half a pixel and a few pixels (4.4 for fly wings, 8.7 for hands, and 4.0 for faces).

Finally, we investigate the stability of our method. There are four datasets available from
left and right wings (L and R) of 200 female flies (L1, L2, R1 and R2) [3]. We perform
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a simple χ2 test based upon the construction of corrected covariances on one data set and
then used for the calculation of χ2 for a second set. We set the statistical test for significant
difference on the basis of an allowable range of χ2/DoF corresponding to ±4 S.D., i.e.
[0.72, 1.28] for 200 samples. The corresponding plot in Fig. 3 confirms the stability of
our method, as almost all χ2/DoF values fall in the range expected. Further χ2 tests (not
shown here) with different numbers of data samples and combinations of datasets indicate
the appropriateness of the assumed linear model for the fixed number of components.

Figure 3: The χ2/DoF ratios (left) when our method is applied to 3 sets of repeat fly wing data (L2,
R1, R2) using fixed covariances (right; scaled by 30) estimated earlier using L1 set (middle).

4 Conclusions
In order to remove the theoretical difficulties associated with conventional approaches to
morphometric shape analysis [8], we have implemented a method which takes appropriate
account of measurement and landmark localisation stability to obtain a new form of analysis
which is consistent with a Likelihood based definition of the alignment and model building
tasks. Our results indicate that measurement covariances can be reliably estimated in our data
even for small sample sizes, contradicting the common view that this should be impossible.
This may be the result of using a corrected estimate rather than the conventional sample
covariance.
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Abstract
Anteroposterior (AP) pelvic radiographs only give a 2D projection of what is a 3D

shape. Depending on the position of the patient while the radiograph is taken, the 2D
projection of the shape may vary. This paper investigates the short-term variability of
projected proximal femur shape using AP pelvic radiographs. We train a statistical shape
model of the proximal femur based on a set of 87 radiographs–42 of which represent 21
pairs of two radiographs per person taken at two different sessions on the same day. These
21 pairs allow us to use the parameters of the shape model to analyse the within-person
variation of projected proximal femur shape. We demonstrate that the within-person
variation is small compared to the overall shape variation of the proximal femur given by
all 87 radiographs. This work underlines the suitability of AP pelvic radiographs–even
though only giving a 2D projection–for the analysis of the relationship between proximal
femur shape and diseases such as osteoarthritis or osteoporosis.

1 Introduction
Statistical shape models have been widely used in medical imaging for segmenting struc-
tures and capturing their shape variation (see e.g. [1, 6]). Recent research shows evidence
that proximal femur shape is related to the susceptibility to medical conditions such as hip
osteoarthritis or osteoporotic hip fracture, and that the related risk can be predicted by apply-
ing statistical shape models to anteroposterior (AP) pelvic radiographs (see e.g. [3, 4, 5, 7]).
However, with AP pelvic radiographs only providing a 2D projection of a 3D shape and the
hip joint being a free-moving joint, some of the shape variation may be solely attributable to
patient positioning. This study investigates the contribution of within-person shape variation
(WPV) to overall shape variation of the proximal femur in AP pelvic radiographs.

2 Methods
2.1 Statistical shape models
Statistical shape models define a deformable model to represent the shape variation of a par-
ticular object class, where shape is given by a set of landmarks specifying the boundary of

c© 2011. The copyright of this document resides with its authors.
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the object. For a shape model to estimate the shape variation of the object class, it needs to be
trained on a set of annotated images. The size of the training set should be large enough such
that the shape variation captured is representative for the particular object class. Landmarks
should be placed in a consistent way over all training images. Applying a modification of
Procrustes analysis to align the shapes of all training images followed by principal compo-
nent analysis (PCA) allows to describe every shape xi of the training set by

xi = x̄+Pbi (1)

where x̄ gives the mean shape over the training set, P is a matrix of eigenvectors of the
covariance matrix over all shapes and represents the modes of the shape model, and bi gives
the model mode parameters specific to shape xi. Once a shape model has been trained, an
Active Shape Model (ASM) can be used to find the target object in a new image (see [1]).
Given the approximate position of the target object in the new image, the ASM applies
an iterative optimisation method to locally move each landmark to a better position. The
decision making about a better position is based on finding the best match to a local model
along the profile normal to the object boundary. For active shape modelling to be successful,
the target shape needs to be sufficiently similar to the shapes the model has been trained on,
and landmarks should be placed on locally distinctive structures. See [2] for details.

2.2 Data set
This work is based on a set of 87 pelvic radiographs taken in AP view. The image set in-
cludes radiographs of 66 individuals. There are 45 single images each of a different person
provided by the arcOGEN Consortium and 21 pairs of two radiographs per person provided
by J.M. Wilkinson. The latter have been taken under standardised conditions in two sep-
arate sessions where the person was asked to walk around between sessions. The single
images, however, are not guaranteed to have been taken under standardised conditions. All
radiographs were collected under relevant ethical approvals.

2.3 Data annotation
A shape model of the proximal femur was trained based on 87 radiographs. The annotation
of the 45 single images was done manually by placing 65 landmarks along the boundary of
the proximal femur as shown in Figure 1(a). We chose to use what we call the “front view”
of the proximal femur which means that we neither included the greater trochanter nor the
lesser trochanter. With AP radiographs giving a 2D projection, depending on the rotation of
the leg the lesser trochanter may be “hidden” in some cases as demonstrated in Figure 1(b).
Including the lesser trochanter by following the outer boundary of the femoral shaft, hence,
would cause the shape model to include variation that is not true shape variation but rather
is caused by the angle of the 2D projection of a 3D object. A similar reasoning applies to the
visibility of parts of the greater trochanter, where the visibility of the lesser and the greater
trochanter are correlated due to the vertical rotation axis of the femur.

The annotation of the 21 pairs was done by using an ASM build on the basis of the 45
manually annotated images. Therefore, the 21 pairs were split into four subsets of five or six
pairs. Starting with the first subset, one image of each pair has been annotated by an ASM
based on the most recent shape model. The shape model was then updated to include the
newly annotated images and the resulting ASM was applied to the second of each pair of
the first subset. In this manner, each of the four subsets has been gradually annotated and
included in the shape model. The reason for splitting the annotation of every pair is to allow
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(a) (b)
Figure 1: (a) Outline of the proximal femur specified by 65 distinctive landmarks; (b) “Hid-
den” lesser trochanter in 2D radiograph.

the model to learn the shape variation that is given by the projected proximal femur of this
particular person.

2.4 Within-person shape variation
As given in Equation (1), statistical shape models allow to define every shape by the mean
shape over the image set as well as a linear combination of shape vector modes, where a
specific shape is characterised by shape parameters b. Since there may be patient position-
ing differences between two short-term radiographic sessions, we assume that every shape
parameter vector b not only reflects the true shape but also includes some error due to patient
positioning variation. Accordingly, every shape parameter vector b, can be represented as

b = bι +bε (2)

where bι characterises the true shape, and bε accounts for repositioning errors. For simplic-
ity, we assume that bι and bε are independent. In this case, the covariances of each term are
related as S = Sι +Sε (3)

where S is the covariance of all the data, and Sε is the within-person covariance due to re-
positioning. We estimate the latter from the shape parameters for the 21 pairs of images
in the usual way (i.e. as the pooled covariance of the difference from the mean for each
individual). This allows us to use Equation (3) to estimate Sι .

The eigenvectors of Sε define a shape model which can be used to visualise the variation
in projected shape due to positioning (see results below). Analogously, the eigenvectors of
Sι define a model of true shape variation of the projected proximal femur in a population.

3 Results
Figure 2(a) illustrates the standard deviation (SD) of the shape model modes of the overall
model compared to the model modes of the WPV model. This shows that the WPV makes
a rather small contribution to the overall shape variation given by the model over 87 ra-
diographs. Figures 2(b)-(d) demonstrate the parameter values for the first six modes of the
overall shape model together with the predicted WPV distribution (within two SD of the
mean) for every individual of the 21 paired radiographs. At this, Figure 2(c) gives an ex-
ample of shape modes where the proportion of WPV is quite high compared to the overall
variance of these modes. Figure 3 shows the three most significant modes of the WPV sub-
space, and Figure 4 gives the four most significant modes of projected proximal femur shape
variation after allowing for WPV.

71



4 LINDNER et al.: SHORT-TERM VARIABILITY OF PROXIMAL FEMUR SHAPE

(a) (b)

(c) (d)
Figure 2: (a) Standard deviation of the overall shape model modes compared to the standard
deviation of the within-person shape variation; Parameter values and within-person variation
distribution (2 SD) of the overall shape model for all 21 pairs for selected model modes: (b)
mode 1 versus 2; (c) mode 3 versus 4; (d) mode 5 versus 6.

(a) (b) (c)
Figure 3: The three most significant modes of the within-person shape variation subspace
((a) most – (c) less significant). Each figure shows the average (—) and ± 6 SD.

4 Discussion

As demonstrated in Figure 2(a), the variation in projected proximal femur shape for an in-
dividual is small compared to the overall variation in a population. As can bee seen in
Figure 3(a), the first WPV mode appears to represent projected proximal femur shape varia-
tion due to patient positioning. In contrast, the less significant modes, as for example given

72



LINDNER et al.: SHORT-TERM VARIABILITY OF PROXIMAL FEMUR SHAPE 5

(a) (b) (c) (d)
Figure 4: The four most significant modes of the individual proximal femur shape variation
subspace ((a) most – (d) less significant). Each figure shows the average (—) and ± 2.5 SD.

in Figures 3(b) and 3(c), seem to be related to annotation errors introduced by the required
manual adjustment after the application of an ASM to the second of each image in a pair.
Annotation errors may be caused by missing key landmark points (e.g. along the hemispheric
shape of the femoral head) or by the absence of a locally distinctive boundary (e.g. along the
superior border of the greater trochanter). This work suggests that proximal femur shape
in AP pelvic radiographs provides reliable data for the analysis of the relationship between
proximal femur shape and hip joint diseases such as osteoarthritis or osteoporosis.

In terms of future work, we hope to extend this study by also allowing for the possibil-
ity of individual proximal femur shape variation and WPV to be dependent on each other.
Moreover, this work could be extended by setting up an additional shape model for both the
lesser and the greater trochanter and by analysing the WPV accordingly.
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Abstract

This paper proposes a novel reflectional asymmetry descriptor to quantize the asym-
metry appearance of melanocytic lesions. The new reflectional asymmetry descriptor
based on global point signatures (GPS) of the pigmentation model enable to characterize
the shape and pigmentation information simultaneously. The experiment results from
311 dermoscopy images shows that the proposed asymmetry descriptor has more dis-
crimination power than descriptors without GPS, which gives 85.12% sensitivity and
76.38% specificity for melanoma diagnosis.

1 Motivation
Asymmetric appearance usually represents an abnormal reproduction of biological cells
within body organs and tissues, with probability to become metastatic and aggressively
spread thorough the body. Malignant melanoma, which accounts for 75% mortality caused
by skin cancers [1], is one of these examples. Accordingly ABCD rules- standing for asym-
metry (A), border irregularity (B), colour variegation (C) and diameter of the lesion (D)-
have been developed for clinical diagnosis to identify melanoma. In particular, asymmetry
characterizing the extrinsic contour or shape of the lesion has been transferred into auto-
matic computed quantities. Stoecker et al. [2] computed the principal axes and determined
the reflectional asymmetry of the lesion in terms of area differences across axis. Andreassi
et al. [3] segmented a lesion across 360 axes and exploited the variance of area differences
to generate a contour asymmetry measure. Stanganelli et al. [4] used the size function to
quantify the shape and colour asymmetric appearance of the two-halves of the lesion. How-
ever, these asymmetry detection approaches share some similar shortcomings. Firstly, most
of the existing asymmetry descriptors are shape dependent or sometimes colour dependent
alone, while dermatologists comprehensively analyze both during clinical diagnosis. Sec-
ondly, recent approaches simply combined the shape and colour asymmetry descriptors. But
separating shape and colour asymmetry detection might yield two different reflectional axes.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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This paper proposed a new asymmetry descriptor able to simultaneously quantify the spa-
tial and colour distributions of the cutaneous lesions. A pigmentation model is constructed
by mapping colour information, like red, green or blue values in an RGB image, to the third
axis of a Cartesian coordinate. Then the global point signatures (GPSs) of the pigmenta-
tion model are applied to measure the reflectional asymmetry of the lesion by minimizing
the histogram difference of the GPSs. Compared with asymmetry descriptor without GPSs,
the proposed asymmetry detector proved more efficient in describing the abnormality of the
cutaneous skin lesions.

2 Methodology
2.1 Pigmentation Modelling
Several pre-processing steps are applied to remove the hairs on the skin [5], flatten the homo-
geneous regions meanwhile preserve the edges [6], and isolate the areas of pigmented skin
lesions from the surrounding normal skin [7]. Then the pigmentation model is constructed
by assigning colour values as Z axis, and spatial information of the isolated lesion as X and
Y axes respectively. In order to make the spatial and pigmentation provide comparable con-
tributions when building the asymmetry descriptor, the model is scaled down in a bound box
as follow. First normalize the Xlesion so that its range is 1 (supposing Xlesion has larger range
than Ylesion). Then compress the Ylesion to the range of r, where r = Ylesion/Xlesion. Finally Z
axis representing colour information is normalized to the range of [0 1] by dividing 255.

Figure.1 shows the pigmentation models calculated from an isolated malignant melanoma
(MM) and a benign nevus (BN) images. The outer boundary of the shape stands for the
spatial distribution of the lesion, and the pigmentation asymmetry can be reflected by the
asymmetry of the pigmentation model along Z direction.

Figure 1: Pigmentation model from dermatoscopy images. (i) MM (ii) BN.

2.2 Computing the GPSs
The proposed asymmetry descriptor is based on GPSs, which are derived from Laplace Bel-
trami operator [8]. The Laplace Beltrami operator is defined as the divergence of the gradi-
ent on a surface function in Riemannian manifold and it can be approximated by the graph
Laplacian matrix by heat kernel [9], where the eigenvectors of the Laplacian matrix embed
the points on the manifold to low dimensional representations. GPSs are used because they
integrate the shape and colour information on the pigmentation model simultaneously. More-
over, it has been proved that GPSs are robust to the metric deformations [10] which might
be introduced by the camera positions or various lighting conditions during data acquisition.

Suppose a set of feature vectors x1,x2, . . . ,xω ∈ M and M is a d-dimensional Rieman-
nian manifold. An adjacency graph connecting edges between points can be constructed by
computing the heat kernel Wi j as,

Wi j =

{
e−

(xi−x j )
2

4σ i f x j is the k nearest neighbor o f xi
0 otherwise

(1)
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where t is the standard deviation of neighbour points, and k is the number of nearest
neighbours. Then the Laplance matrix L can be calculated as L = D−W , where D is a diag-
onal weight matrix with the entries Dii =−∑ j Wi j. Since the Laplance matrix is symmetric,
negative and semi-defined, it has an eigen-decomposition with a set of eigenvectors φu and
the corresponding eigenvalues λu as Lφu = λuDφu(0 = λ0 < λ1 < λ2 < .. . < λω−1). The
manifold M can then be embedded in the GPS spaces [8] as,

gps(p) = {φ1(p)√
λ1

,
φ2(p)√

λ2
, . . . ,

φu(p)√
λu

, ...} (2)

In our work, M is the pigmentation model in 3-dimensional space. The eigenvectors
corresponding to the first few eigenvalues determine the optimal embeddings. In practice,
the first eigenfunction with λ0 = 0 is neglected because it generates a constant function. In
addition, the eigenfunctions associated with repeated eigenvalues could introduce rotational
symmetries that are not stable for small non-isometric perturbations [10]. Therefore we
restrict our searching for reflectional asymmetry detection in the first 6 eigenfunctions with
non-zero and non-repeated eigenvlaues.

2.3 Reflectional Asymmetry Descriptor
Because the Laplace operator L uniquely determines the metric of the manifold, M is in-
trinsically symmetric if there is a self-mapping T : M → M, making both φu and φu ◦ T
the eigenvectors of L. Suppose gpsu is the uth(1 < u < 6) component in the GPSs with
p ∈M, and T = {t1, t2, . . . , t6} be the sign sequence. For a complete symmetric object, the
GPSs with non-repeated eigenvalues only holds two possible mappings around the reflec-
tional symmetry axis as gpsu ◦T = gpsu and gpsu ◦T = −gpsu. As such, the selfmapping
T can be determined by a sign sequence with entries of either positive (+1) or negative (-1).
But because skin lesions are not the exact symmetric object, the complete symmetry mea-
sure |gps(p) ◦T | = |gps(p)| will not fulfil. We thus generate a region-based descriptor in
histogram to quantify the reflectional asymmetry distribution of the skin lesion in the GPSs.

The gravity centroid of a lesion is first defined, and the lesion is segmented into 180
segments around the polar coordinate across the centre. For each segment, we built the
histogram with 100 bins, and the descriptor of each segment l in signature u is,

Desu,l(T ) = 1
Nl

∑100
n=1 f (gpsn

u,l(T ))∗ v(gpsn
u,l(T )) l = 1,2, . . . ,180 (3)

where f represents the frequency counts in each bin, v is the bin location of gpsu,l(T ) in
histograms and Nl is the number of pixels in each segment.

For a single gpsu(T ), the Desu(T ) value can be plotted in 1D space from 0 to π . As the
principal axis must exist in these 180 segments, we assume one segment as the principal axis
at each time, and translate part of the Des(T ) to ensure 90 elements on both sides along the
axis. The values of histogram on the left and right sides are then compared by minimizing
the Euclidean distance to find the optimal reflectional symmetry plane. Considering there
are 6 GPSs, the asymmetry degree of a dermoscopy image can be quantified as,

Asy(T ) = min(
6

∑
u=1

90

∑
l=1
‖DesL

u,l(T )−DesR
u,l(T )‖2

2) (4)

where DesL
u,l represents the left side and DesR

u,l stands for the right part of the histogram.
Because the asymmetry descriptor is a function of the sign sequence T , the minimum asym-
metry measure also indicates the potential optimal reflectional axis. So the process inte-
grates the asymmetry measure and the reflectional axis searching simultaneously. Moreover,
since GPSs integrate the shape and colour asymmetry detections simultaneously, it avoids
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the problem of yielding two different symmetry planes when the symmetric appearance of
shape and colour are analyzed separately.

Figure.2(i) show the images corresponding to the first 6 GPSs with optimal T computed
from blue channel in RGB images of the MM and the BN in Figure.1. All the gps(T )
from the BN display approximate symmetric appearance in a given direction, whereas it is
difficult to find an appropriate symmetry plane fit for all the gps(T ) of the MM. The first
two gps(T ) are usually indicators for shape asymmetry quantization, while higher orders of
gps(T ) reflect the pigmentation asymmetry inside the lesion. Figure.2(ii) plots the trans-
lated histograms with minimum asymmetry measure of the GPSs. The BN shows symmetric
appearance on left-right side of the translated histograms, while the optimal translated his-
tograms of the MM greatly fluctuate, which result in a large asymmetry measure for classi-
fication purpose.

Figure 2: Visualization of the asymmetry descriptor of the MM and the BN in Figure.1. (i) The first
six GPSs with the optimal T. (ii) Translated histograms given minimum asymmetry measures.

3 Experimental Results
The asymmetry descriptors for melanoma diagnosis is validated on 311 dermoscopy images
with resolution ranging from 448× 336 to 1098× 826 pixels [11, 12]. There are 88 MMs
and 223 BNs. The asymmetry feature vector is 6-dimensional with the minimum asymmetry
measures obtained from red, green and blue channels in an RGB image, and their asymmetry
measures in the direction perpendicular to the optimal reflectional axis.
3.1 Comparison with Asymmetry Detector without GPSs
In order to demonstrate the efficiency of the proposed asymmetry descriptor, we compute the
shape and colour asymmetry descriptor without GPSs and compare the classification results
with that from the descriptors in GPSs. The asymmetry detectors without GPSs are defined
similarly as the proposed one. Specifically, a lesion is first segmented into 180 segments.
Then each segment is represented by the proportion of segment areas in the whole lesion
SDesl , or by colour histogram CDesl . Finally the asymmetry measure without GPSs can be
quantified by minimizing the histogram differences in [0 π] as (6).

SDesl = Nl
N , CDesl = 1

Nl
∑100

n=1 f (colourn
l )∗ v(colourn

l ) (5)

SAsy = min(∑90
l=1

∥∥SDesL
l −SDesR

l

∥∥2
2), CAsy = min(∑90

l=1

∥∥CDesL
l −CDesR

l

∥∥2
2) (6)

Figure 3: pdfs of the asymmetry descriptors. (a) the proposed asymmetry descriptor in GPSs. (b)
colour asymmetry descriptor without GPSs. (c) shape asymmetry descriptor without GPSs.

Figure.3 plots the probability density functions (pdfs) of MMs and BNs calculated from
the GPS-based descriptors, and the shape and colour asymmetry detectors without GPSs.
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Compared the pdfs from measures without GPSs, the pdf computed in GPS spaces provides
better distribution separation.

3.2 Performance Evaluation
Three different classifiers are applied to validate the classification accuracy, including Sup-
port Vector Machine (SVM), Artificial Neural Networks (ANN) and Bayesian classifier
(BC). During the training-testing process, 155 dermatoscopy images are randomly selected
for training and the other half of data are used for testing. For each classification algorithm,
we automatically execute the program 30 times and record the average sensitivity, speci-
ficity and accuracy as the final classification results to complement the bias introduced by
the insistence of random selection of the training data.

Table.1 shows the classification results of asymmetry descriptors with and without GPSs
computed by 3 classifiers. Similar to the results in ure.3, the accuracy of the GPSs-based
descriptor is approximately 4% higher than that of the combination of shape and colour
descriptors without GPSs. The best diagnosis of the proposed asymmetry descriptor for
testing data is 85.12% sensitivity and 76.38% specificity with the SVM classifier.

Table 1: Statistics of the classification results from asymmetry descriptors with and without GPSs.
Training(%)(without/ with GPSs) Testing(%)(without/ with GPSs)
Sensitivity Specificity Accuracy Sensitivity Specificity Accuracy

SVM 86.65/ 88.17 77.15/ 81.50 79.84/ 83.39 82.94/ 85.12 70.96/ 76.38 74.08/ 78.85
ANN 76.08/ 79.80 74.89/ 75.42 75.23/ 76.66 75.10/ 76.33 69.70/ 74.28 71.24/ 74.86
BC 80.21/ 87.39 72.72/ 77.82 74.70/ 80.53 76.93/ 81.72 67.51/ 72.08 70.18/ 75.31

4 Conclusions
This paper proposes a novel histogram based reflectional asymmetry descriptor computed
from global point signatures of the pigmentation model of the skin lesions. Experiments
show that the proposed asymmetry descriptor is more efficient in distinguishing melanoma
from benign nevi than the asymmetry detectors without GPSs. The classification results
achieved by the SVM classifier proved competitive with 85.12% sensitivity and 76.38%
specificity respectively.
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Abstract

The thickness of different layers of skin plays an important role in monitoring the skin
health, skin aging and the diagnosis of many skin abnormalities such as seborrheic ker-
atoses, basal cell carcinoma, malignant melanoma, psoriasis, and actinic porokeratosis.
So far, detecting the first intensity peak and the immediate valley on the smoothed aver-
aged A-line profile of the optical coherence tomography (OCT) B-scan image has been
one of the most popular ways to find the skin layers. In this paper, we present an image
processing algorithm to automatically detect stratum corneum layer and the boundaries
between the main skin layers; epidermis, dermis, and hypodermis. The algorithm has
been evaluated using 31 fingertip OCT images of variety of ethnic groups.

1 Introduction
Many different imaging modalities, including ultrasound imaging, dermatoscopy, spectropho-
tometric intracutaneous analysis (SIA) scopy, confocal microscopy, magnetic resonance imag-
ing (MRI), multi photon microscopy, terahertz imaging and optical coherence tomography
(OCT) have been studied by biomedical imaging researchers to investigate skin tissues and
detect abnormalities. Among these imaging modalities, OCT offers the necessary axial
and transversal resolutions and satisfactory penetration depth for skin diseases diagnosis
[1]. OCT is an advanced high resolution, non-invasive imaging tool which produces three-
dimensional (3D) images of skin microstructures. OCT systems can be implemented in
frequency domain (FD) as well as time domain (TD). FD-OCT is implemented in the form
of spectral domain or swept source. In TD-OCT, the coherence gate moves over the sam-
ple along the confocal gate (depth of focus) axially, and the peak of the interference signal is
used to generate an A-line. Then B-scan is constructed from the A-lines. In FD-OCT though,
an A-line is obtained at once by measuring the spectrum of the interference fringes and tak-
ing Fourier transform of it [2]. Skin layers are usually characterized by identifying the first
and second intensity peaks of the A-line in B-scan OCT images corresponding to the top of
the uppermost papillae and the valleys of the papillae. This approach is called Automatic
Peak Detection (APD) [1]. In a number of studies traditional manual skin layers detection
(MSLD) has been employed. In some studies, a semi-automatic border detection algorithm

c© 2011. The copyright of this document resides with its authors.
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81



2 AVANAKI et al.: DETECTION OF SKIN MAIN LAYERS IN OCT SKIN IMAGES

has been used by incorporating APD algorithm with user defined thresholds. These ap-
proaches are dependent on the border markers which are defined manually. In the model
introduced in [3], different structural types of dermal papillae have been taken into account.
The dermis/epidermis boundary detection algorithm in [4] employs a sequential classifica-
tion on texture features to minimize the labelling required and to cope with the high inter-
and intra- subject variability and low contrast. The APD algorithm in [5] finds the peaks
in A-lines and chooses the ones which can pass the statistical thresholds. APD algorithms
are strongly dependent on the extremums of the A-line intensity profile, unless an observer
corrects the incorrectly detected points. Therefore if the intensity pixel values of A-line, shift
or fade due to different factors such as skin disorders, lack of quality of optical devices, or
speckle noise, the algorithm may miss some of the extremums. In this study we design a
new APD algorithm based on a set of image processing techniques. With this algorithm the
skin layers in the OCT B-scan image are detected regardless of the epidermal-dermal layer
architecture which has been one of the main sources of error in many APD algorithms. We
evaluated the results using OCT images obtained by a novel SS-OCT imaging system.

2 Material and methods
In this study a swept-source Fourier domain OCT (SS-OCT) from Michelson Diagnostic
has been employed for imaging. The light source of the OCT is a super luminescent diode
(SLD) works with central wavelength of 1305 nm and laser wavelength sweep range of
150nm. The penetration depth of the system was measured 1.5mm. The OCT is based on
multi beam technology in which the depth of focus is composed of four consecutive confo-
cal gates each 0.25mm. Utilizing the multi beam technology, the images obtained from the
four channels are averaged to generate images with a higher signal to noise ratio (SNR) and
contrast than those obtained from a conventional OCT. The images obtained from this OCT
system are B-Scan images with the lateral and axial resolutions of 7.5µm and 10 µm, respec-
tively. Our proposed skin layers detection algorithm is based on finding the high gradient
of the pre-processed B-scan image obtained by the SS-OCT, followed by some morphologi-
cal operations, labelling, object detection, edge linking and a thinning algorithm (see Figure
1). Due to the highly multiple scattering characteristic of skin, the OCT images are speck-
led and enhanced (pre-processing stage). Following the work introduced by Yasuno et. al.
[5], every 3 A-lines of the B-scan images are moving-averaged to reduce the speckle noise.
Moreover using histogram equalization algorithm used in [6], the images are enhanced. The
resultant images have higher contrast and SNR. The B-scan image that has been enhanced
and despeckled is split into two parts (top and bottom images) to separate the high intense
stratum corneum region from the rest of the image. This prevents the effect of large dynamic
range of the intensity values in the image, i.e. choosing appropriate hysteresis thresholds,
due to the high back reflection from stratum corneum. As stratum corneum represents as a
high gradient region on the gradient image, the deepest edge pixels are considered as where
the image is split. The image above this region is "top image" and the image below that
called "bottom image". Our edge detection algorithm is based on detecting high gradient
pixels and hysteresis thresholding. The algorithm initially smoothes the image to eliminate
the additive noise and highlights regions with high spatial derivatives. It then tracks along
these regions and suppresses any pixel that is not maximum. Similar to Canny edge detec-
tion algorithm, the gradient profile is further reduced by a hysteresis thresholding scheme
in which two thresholds are used, T1 and T2 (T1<T2). In this study, the higher threshold
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value is chosen as a fraction of maximum intensity of the image and the ratio of T1/T2 is
considered 0.4. The hysteresis thresholding scheme in the edge detection algorithm helps
finding the gradients along the skin borders even if some of the edge pixels are displaced or
faded. For the top image, after detecting the border pixels belong to stratum corneum, there
might be disconnections between the pixels. A morphological filter using closing followed
by opening is used to connect the border pixels. An eight-pixel horizontal line kernel and
two-pixel vertical line kernel are used by the morphological operators. The detected borders
are then overlayed on the top image. For the bottom image, initially the edge detection al-
gorithm with the same hysteresis threshold ratio as that of top image, is applied in order to
detect the border pixels. A morphological filter is then employed in which the morpholog-
ical operators use an eight-pixel horizontal line kernel and a three-pixel vertical line kernel
to connect the border pixels. Another morphological filter is used with ten pixels disc kernel
due to the fact that the borders have different structural types of dermal papillae than just lin-
ear or close to linear. The size of the kernel used in the morphological filter is based on the
thickness and structure of the skin layers in different sites of body [1,4]. The resultant image
is labelled such that each label represents an object. The exterior boundaries of objects as
well as boundaries of the holes inside the objects are traced using a 4-connected neighbour-
hood and 8-connecteed neighbourhood windows to count the number of boundary pixels for
each of the objects. This represents the object size. The object size is calculated for every
object detected, and those objects with object size larger than half of the maximum object
size are maintained. A directional thinning algorithm is utilized to reduce the thickness of
the borders. In the thinning algorithm, each A-line is scanned and the closest border pixels
to the surface of the image are kept. The morphological filtering, object size calculation, and
object reduction are repeated until the number of the remaining objects is two. The obtained
two objects are the border between epidermis and dermis (epidermis-dermis), and the border
between dermis and hypodermis (dermis-hypodermis). The borders overlayed on the bot-
tom image are shown in Figure (1). The boundaries resulted from the processing of the top
image and bottom image are then merged together to reconstruct the output image on which
the skin layers are identified.

3 Results
The algorithm was tested on a 2.2 GHz Pentium IV computer with 4GB memory. We used
Matlab 2010b for programming. The stages of the algorithm and performance of the skin
layers detection algorithm on the skin image taken by the SS-OCT after applying the his-
togram equalization and the speckle reduction algorithms is shown in Figure 1. To evaluate
our skin layers detection algorithm, a set of fingertip images including 31 images of variety
of ethnic groups are used. The detected borders are compared with manually delineated bor-
ders. The manual segmentation is performed by a dermatologist using Paint software. The
quality of epidermis and dermis layers detection are evaluated by calculating the number of
border pixels in both layers that are correctly detected divided by the total number of border
pixels obtained from the manual segmentation. This rate for the epidermis and dermis layers
is calculated for every image (see Figure 1). The same approach was used to calculate the
quality of stratum corneum layer detection and plotted in Figure 2(a). The curve in Figure
2(a) shows that on average the epidermis and dermis layers can be detected with about 90
percent accuracy and that for the detection of stratum corneum is 98 percent true positive.
We found experimentally that the skin layers cannot be detected correctly if there is an inter-
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Figure 1: Results of the proposed skin layer detection algorithm applied on the enhanced
OCT B-scan

section between veins, sweat ducts, hair follicle and the borders. We implemented a simple
APD algorithm using identifying the extermums of the A-lines in B-scan OCT image, and
applied on the same image as the one in Figure 1. The result of the segmentation is shown in
Figure 2(b); the stratum corneum has been detected almost correctly, however with a few in-
correct border pixels in epidermis; the epidermis-dermis border and dermis-hypodermis are
not identified with satisfaction. Comparison between our skin layers detection algorithm and
the simple APD algorithm described above shows that our skin layers detection algorithm
detects the skin main layers more precisely with thinner borders.

4 Conclusion
In this paper, a set of algorithm is presented for automatically detection of stratum corneum
layer and the boundaries between the main skin layers; epidermis, dermis, and hypodermis.
The algorithm is based on detecting the high gradient pixels of the pre-processed B-scan
image followed by morphological filtering, object detection and a thinning algorithm. The
pre-processing stage includes an image enhancement based on histogram equalization and
a speckle reduction based on moving average filtering. The results showed that our skin
layer detection algorithm is more precise than the common automatic peak detection (APD)
algorithms. The major novelty of our algorithm is that it can automatically detect the bor-
ders regardless of the epidermal-dermal layer architecture. The advantage of the algorithm
proposed in this paper is the robustness of the method and improved connectivity of the
boundary. Thirty one fingertip OCT images of variety of ethnic groups were segmented us-
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Figure 2: (a) Evaluation of the skin layers detection algorithm by comparing the number
of correct border pixel detected with the ones extracted manually,(b) segmented OCT skin
image using a simple APD algorithm.

ing our algorithm. Comparing the results from manual segmentation with those obtained
from our algorithm showed that our skin layers detection algorithm is quite promising and
reliable. The aim of the proposed skin layers detection algorithm is to assist dermatologists
in diagnosis, prescribing and monitoring the treatment, of the skin diseases characterized
with epidermal thickness change. To increase the reliability of our skin layers detection al-
gorithm, we are now investigating a new speckle reduction algorithm specifically for OCT
skin images.
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Abstract

In this study, a fast and clinically feasible residual-bootstrapping algorithm using a
geometrically constrained two-tensor diffusion model is employed for estimating uncer-
tainty in fibre orientation. Voxels are classified based on tensor morphologies before
applying a single or two tensor residual-bootstrapping algorithms. Classification of ten-
sor morphologies allows the tensor morphology to be considered when selecting the most
appropriate bootstrap procedure. A constrained two-tensor model approach can greatly
reduce data acquisition and computational times for whole bootstrap data volume gen-
eration compared to other multi-fibre model techniques, facilitating widespread clinical
use. Tractography with two-tensor residual-bootstrapping is also developed to estimate
the connection probabilities between brain regions, especially regions with complex fibre
configurations. Experimental results on a hardware phantom and in vivo data demonstrate
the superior performance of our approach compared to conventional approaches.

1 Introduction
Bootstrapping of repeated DWMRI data sets allows non-parametric estimation of uncer-
tainty in the inferred fibre orientation [1]. Model-based bootstrap methods (wild-bootstrap
[2] and residual-bootstrap [3]) using a single data set have been presented as an alternative
to conventional bootstrapping (repetition-bootstrap). Chung et al. [3] demonstrated that the
residual-bootstrap performs better than the wild-bootstrap with higher accuracy in estima-
tion of uncertainty. However, model-based and conventional bootstrap tractography methods
using DTI can fail when fibre tracts pass through voxels containing complex configurations
[4]. These configurations are often characterised by disk-shaped (planar) forms of the tensor.
The development of new models based on HARDI seeks to provide solutions to this prob-
lem. HARDI-based methods, including multi-tensor models [5] and Q-ball imaging, require
longer acquisition times than conventional DTI and are generally not suitable for clinical

c© 2011. The copyright of this document resides with its authors.
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applications. To solve some of the above problems, a geometrically constrained two-tensor
model for resolving fibre crossings was introduced in [6].

More than a third of voxels in human white matter contain crossing fibre bundles at the
current resolution of DWMRI, and these voxels challenge statistical models for tensor esti-
mation and fibre tracking. Therefore, developing a proper bootstrap method for estimating
fibre orientation in these voxels is important. Yuan et al. [4] showed that conventional and
model-based bootstrapping may fail to quantify the uncertainties in DTI derived parameters
in oblate voxels. Therefore, to use bootstrap methods correctly, the morphology of a tensor
must be known. The validity of bootstrapping algorithms strongly depends on the correct
specification of the fitted model used to estimate tensors. This raises concerns about the
validity of bootstrapping those fibre pathways that pass through voxels containing different
tensor morphologies. Our solution is to classify tensor morphologies before the application
of bootstrap algorithms, which allows the use of appropriate tensor morphologies.

In this work, a residual-bootstrapping algorithm for estimating uncertainty in fibre ori-
entation is presented based on constrained two-tensor diffusion model and voxel tensor mor-
phologies. A probabilistic tractography algorithm is then developed to reconstruct fibre path-
ways using two-tensor residual bootstrap datasets.

2 Two-Tensor Residual-Bootstrapping Algorithm
Step 1- Data Acquisition and Initial Tensor Fitting. Intensities of the measured diffusion-
weighted signals are quantified for a single-tensor model by:

Si = S0e−bgT
i Dgi , i = 1,2, ...,N.

Applying a log-transformation to the model equation, the estimation of D becomes a well-
known multiple linear regression form: Yi = (XD)i +εi, i = 1,2, ...,N, where X is a design
matrix of different diffusion gradient directions, (XD)i is the product of the ith row of X and
D, and εi is a random sample from the residuals of the original regression model.

To estimate the tensor D, the model-equation is solved by the linear least squares (LLS)
method: D̂ = (XT X)−1XTY. The residuals from the LLS fit used to generate the residual-
bootstrap samples in Step 4 are calculated from: ε = Y −XD̂.
Step 2- Classifying Tensor Morphology. To classify tensor morphologies, we developed
an algorithm based on three equalities described in Zhu et al. [7], where the algorithm
sequentially checks whether each voxel in the image is isotropic, oblate, or prolate. A Two-
tensor residual-bootstrap (TTRB) algorithm was applied to oblate voxels and single-tensor
residual-bootstrap (STRB) algorithm to the other voxels.
Step 3- Constrained Two-Tensor Model Estimation. A geometrically constrained two-
tensor model [6] was used to find the two diffusion tensors and reduce the number of degrees
of freedom in the original multi-tensor model [5].This model assumes that both fibre tracts
are constrained in the plane spanned by the first two eigenvectors from the single-tensor
fit and this now becomes a 2D problem. The gradient vectors are transformed into 2-D
coordinate system; g→ g̃.

E(qi) = Si/S0 = f e−bg̃T
i DAg̃i +(1− f )e−bg̃T

i DBg̃i

where DA and DB represent the tensor from each compartment, and f and (1− f ) are the
signal fractions from DA and DB. The equation becomes a system of non-linear equations and
minimises to ∑i(Ê(qi)−E(qi))2, which gives the estimated tensor elements D̂A, D̂B and the
fraction f̂ . The LM optimisation algorithm is used to estimate non-linear equations. In each
gradient direction i(i = 1, ...,N), a residual εi is calculated according to εi = E(qi)− Ê(qi).
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Step 4- Residual-Bootstrap Sample Generation. The residual vector ε from the single-
tensor fit or two-tensor fit used to generate the RB samples. The RB approach assumes that
all residuals have similar distributions and a residual value ε∗j randomly chosen among the
set of all residuals ε . Model-based resampling is then performed to construct many data sets,
Y ∗ or E(qi)∗: Y ∗j = XD̂+ε∗j , for voxels with single-tensor and E(qi)∗j = Ê(qi)+ε∗j for voxels
with two-tensor. Resampling ε∗ = [ε∗1 ,ε∗2 , ...,ε∗N ] and estimating D∗ or D∗A and D∗B from Y ∗

or E(qi)∗ are repeated for a fixed large number n to acquire n independent RB samples.
Step 5- Probabilistic Fibre Tractography. Having generated n tensor volumes, a 4th order
Runge-Kutta tracking algorithm was used to propagate streamlines bidirectionally from seed
points. The algorithm was repeated for n volumes to generate n tracts for each seed point.
Every voxel in a volume contains either 1 or 2 principal eigenvectors as appropriate for the
tensor morphology of the particular voxel. If the seed point voxel has two tensors then two
separate trajectories are generated from the seed point using two fibre orientations. The
deterministic tracking algorithm then propagates the trajectories to the next position. If the
next position contains two fibre orientations, we choose the diffusion tensor which has the
smallest angular difference to the principal eigenvector calculated from the previous position.

3 Methodology
Phantom Data: 3T DW-data were acquired from a physical phantom with 3x3x3 mm3 voxel
resolution, b =1500 s/mm2 and 64 diffusion directions (www.lnao.fr/spip.php?article106).
In Vivo Data: 3T DTI data were obtained on a healthy volunteer with 2x2x2 mm3 voxel
resolution using 32 diffusion-encoding gradient directions and b = 1300 s/mm2. The ac-
quisition was repeated 8 times for conventional-bootstrap analysis. The diffusion-weighted
images were first corrected for bulk motion and eddy current distortions.
TTRB: We applied the TTRB algorithm to the phantom data and the first of the eight re-
peated in vivo diffusion-weighted datasets and generated 1000 RB volumes. The probabilis-
tic tractography was applied to the RB volumes of phantom data from 4 pre-defined seed
positions. Fibre tracts were generated from user-defined regions in in vivo data based on
prior anatomical knowledge to delineate the corpus callosum (CC), superior longitudinal
fasciculus (SLF) and corticospinal tract (CST). A comparison of the results of our method
with that of the STRB method applied using the same starting points to extract the same fibre
structures in the phantom and in vivo data are presented.
TTCB: Two-tensor conventional-bootstrap (TTCB) method was used to randomly generate
samples for every voxel in each diffusion-encoded image of the in vivo data. In each iteration
5 samples were randomly sampled with replacement from the 8 data acquisitions. The signal
for each voxel was calculated as the average of the 5 selected samples. This procedure was
repeated for each voxel and diffusion-encoded dataset. The resulting data is one volume
bootstrap sample. Single or constrained two-tensor models according to the morphology
of the voxels, were fitted to the bootstrap data to estimate diffusion tensors for each voxel.
A complete bootstrap tractography dataset was obtained by iteratively running the random
sampling method 1000 times to generate multiple volume bootstrap data. Fibre tracts were
generated using the same region and the tracking threshold as the TTRB tracking.
Performance Analysis: The phantom data was used to test the performance of the STRB
and TTRB probabilistic tracking algorithm. Performance measures were calculated as the
error (ξ ) in tract estimation, which is a function of distance d from the seed point. The
distance di at the point (xi,yi,zi), is the cumulative total of all the Euclidian distances of

89



4 RATNARAJAH et al.: TWO-TENSOR RESIDUAL BOOTSTRAPPING

(i) (ii) (A) (ii) (B) (ii) (C) (ii) (D)
Figure 1: Phantom Data Results (i)(a) Ground truth, crossing regions and a branching region
(b) Voxel classification (linear (+), planar(*) or spherical (o) shape) and constrained two-
tensor model estimation. (ii)Tracking results from 4 seed points (red square) A, B, C and D.
(a) Results of STRB (green) and TTRB (yellow) (b) Probability map of STRB and (c)TTRB.

neighbouring points along the curve up to the point (xi,yi,zi) from the seed point. The
positive distances and negative distances are defined by the two directions of a curve from
a seed point. The error ξi at distance di is defined as the Euclidian distance between the
ground-truth curve point at di and the resultant curve point at di from the seed point. The
overall range of d is defined as the maximum d at both ends of the ground-truth curve. The
ground truth curves and the curves of the two probabilistic methods from the 4 seed points
of the phantom data were assessed. From the 1000 probabilistic curves, average error values
were computed for each method and for each seed point at 10 mm distances.

4 Results and Discussion

Phantom Data: In Figure 1(A), ideally, one would expect the tractography trajectories start-
ing from the seed point to cross regions 1 and 3; instead as STRB tracts enter the fibre cross-
ing region the fibre tracts diverge in the wrong direction. The TTRB result, however, shows
that the trajectories correctly cross the region and tracts are similar to the expected ground
truth. In Figure 1(B), the seed point selected as a target shows the branching ability of the
TTRB algorithm. The estimated pathways of STRB have leaked and are dispersed, which
makes the main pathway of connectivity more difficult to comprehend. For seed points C
and D the TTRB tractography correctly follows the fibre direction through the fibre-crossing
regions: Region 3 and Region 2, while the STRB results do not.
Performance Analysis: Consider the plots of average error at different distances from the
4 seed points (Figure 2(i)), generally, the error increases with distance from the seed point
for both methods. STRB errors largely increase with distance compared with TTRB errors
after the tracts enter crossing regions (Region 1, 2, and 3) in all cases, because STRB tracts
diverge in the wrong direction (Figure 1 (A), (C) and (D)) in these regions.

90



RATNARAJAH et al.: TWO-TENSOR RESIDUAL BOOTSTRAPPING 5

(i) (ii)
Figure 2: (i) Comparison of STRB and TTRB from four seed points A, B,C and D with the
average error (in mm) at different distances from the seed point. (ii) In vivo tracking results:
CC, SLF and CST in rows; STRB,TTRB and TTCB in columns.

In Vivo Data: TTRB fibre tracking techniques were able to more accurately delineate the
callosal radiation than STRB tractography (Figure 2 (ii)). The TTRB tractography method
was able to traverse regions of crossing fibres and connectivity observed throughout the
lateral frontal and parietal lobes while STRB tracts only showed connectivity between the left
and right superior frontal gyri of both hemispheres. TTRB tractography results of the SLF
show more white matter connections passing through the seed point, demonstrating not only
central parts of the SLF, but also fibres reaching more distally, as well as links and projections
to parts of the inferior longitudinal fascicle, cingulum and links between subcortical areas,
not observed for STRB. The results of the CST illustrate that STRB and TTRB are able to
reconstruct the CST from the cortex to the spinal cord from a seed point placed in the internal
capsule. STRB results indicate that a number of streamlines erroneously cross and project
into the contralateral hemisphere. TTRB and TTCB produced very similar reconstructions of
all three tracts and higher fibre dispersion values were observed compared to STRB results,
especially as the tracts move further from the seed point.
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Abstract

We present a Bayesian framework for the group-wise comparison of the regional
variation of tissue parameters estimated from diffusion-weighted MRI (DW-MRI) over
an anatomical region of interest (ROI). The regional variation model (RVM) fits a geo-
metric model of parameter variation directly to the DW-MRI signals which captures the
spatial changes in a natural way as well as reducing the effects of noise. We use the tech-
nique to localise tissue changes due to healthy aging in the mid-sagittal CC and detect
increases in diffusivity in the genu and splenium of the older group.

1 Introduction
Diffusion-weighted MRI (DW-MRI) is a powerful, non-invasive imaging tool which mea-
sures the displacement of water molecules in vivo [6]. Because the paths of water molecules
are influenced by the shape and structure of the environment in which they move, DW-MRI
is a very sensitive probe for measuring tissue microstructure and is used extensively to study
white matter (WM) in the brain. Indices that reflect tissue microstructure, such as diffusivity,
fibre orientation and anisotropy, can be estimated by fitting models of the diffusion MR sig-
nal to the measured signals. These models are typically fit to each individual voxel of data,
which means that parameter estimates are often affected by noise. This can be problematic
when performing group-wise studies to compare these indices between populations, particu-
larly for voxel-wise techniques such as voxel based morphometry (VBM) [2] or tract-specific
spatial statistics (TBSS) [7]. Region of interest (ROI) studies try to overcome the effects of
noise by averaging indices over a particular feature or tract, but lose useful information about
the spatial localisation of tissue changes in the process.

In this paper we introduce a Bayesian framework, the regional variation model (RVM),
that improves estimates of white matter microstructure by using the spatial coherence of

c© 2011. The copyright of this document resides with its authors.
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Figure 1: The pipeline for the RVM. The spatial model maps onto the ROI to provide mi-
crostructure parameters in each voxel. The diffusion model predicts MR signals, which are
compared to the measured signals. The spatial model is updated until the most likely set of
parameters is found.

specific WM structures to constrain the fitting. Curves or surfaces are used to represent
the variation of microstructure parameters throughout the tracts and are fit directly to the
diffusion-weighted signals across the whole ROI simultaneously using a smoothing prior to
reduce noise effects. The resulting curves or surfaces can be used in group-wise testing to lo-
calise tissue changes between populations whilst overcoming the limitations of noise. Unlike
traditional ROI analysis, we obtain a continuous representation of the parameter variation.
Unlike VBM or TBSS, the RVM can detect differences in global trends of parameters and
exploit the local coherence of parameter values in a natural way.

2 Methods

The RVM framework estimates microstructure parameters across an ROI using the local spa-
tial neighbourhood to constrain the fitting. A forward model predicts the DW-MRI signals
in every voxel in the region using a set of curves, the spatial model, to control the regional
variation of microstructure parameters across the ROI. The key components of the method
are the spatial model, which predicts diffusion model parameters in every voxel, and the dif-
fusion model, which calculates the diffusion MR signals from the predicted parameters. The
optimal spatial model is determined by finding the most likely curves of parameter variation,
given the data. The framework is independent of the choice of diffusion model, spatial model
and optimisation strategy. In the next sections, we describe a potential implementation using
a simple diffusion model, which we use throughout this work. We show an overview of the
whole pipeline in figure 1.

2.1 Diffusion model

We use the ball and stick model [8], which models the total DW-MRI signal as a mixture
of signals due to the restricted intra-axonal water (the stick) with volume fraction f and
orientation e (defined by angles θ and φ ) and the hindered extra-axonal water (the ball).
Both compartments have diffusivity d. The total normalised signal A for a gradient pulse
with direction Ĝ and diffusion weighting may be written as

A = f exp
(
−bd(e · Ĝ)2)+(1− f )exp

(
−bd

)
. (1)
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2.2 Spatial model

We represent the regional variation of the diffusion model parameters using Bayesian pe-
nalised b-splines (Bayesian P-splines) [9] as they are particularly suited to capturing local
variation within data. We assume that the variation of each parameter p∈{f, d, θ , φ} across
the ROI can be represented as the sum of N cubic B-spline basis functions with weights
ap=[ap,1 ap,2 . . . ap,N]. We denote the resulting curve for each parameter by Cp. If the posi-
tion of the ith voxel along the ROI is xi, we can use the curves to predict the diffusion model
parameters in each voxel by evaluating

Cp(xi) =
N

∑
n=1

ap,nBn(xi) (2)

for each parameter p. P-splines use a large number of equally spaced knots to define the
basis functions and add a penalty term to prevent fitting to the noise. In the Bayesian P-
spline approach, the penalty term is formulated as a prior probability on the basis function
weights ap such that

ap,i ∼ N
(1

2
(ap,i−1 +ap,i+1),ν2

p
)

(3)

where N is the Gaussian distribution. The variance parameters for each p, ν p
2, are fit as part

of the model with inverse gamma prior probabilities such that ν p
2∼IG(a,b). The hyperpa-

rameters are set according to the literature [9] as a=1 and b=1×10−5.

2.3 Fitting the RVM

When fitting a model within the Bayesian framework, we aim to evaluate the posterior prob-
ability of the model parameters given the data Pr(a Ã), where a={a f ,ad ,aθ ,aφ} represents
all model parameters and Ã is the observed data. Using Bayes’ theorem, we express this as

Pr(a|Ã) ∝ Pr(Ã|a)Pr(a|ν2)Pr(ν2), (4)

where Pr(Ã a) is the probability of Ã given a, Pr(a ν2) is the prior probability of a given
ν2 and Pr(ν2) is the prior probability of ν2. We use the Rician distribution for Pr(Ã a), as
the noise on MR magnitude images is Rice distributed. As we cannot evaluate equation 4
analytically, we use Markov Chain Monte Carlo (MCMC) techniques [10] to sample from
the posterior distribution. We use a Metropolis sampler with zero mean Gaussian proposal
distributions. The first 1000 samples are discarded, after which we obtain 200 samples at
intervals of 20 iterations.

3 Experiments and results

We demonstrate this method on the mid-sagittal section of the CC. We choose this region as
histology studies [3] show that the axon radius and density vary smoothly across the medial
axis of the CC, which we hypothesise will manifest as smooth variation in parameters such
as f and d.
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Figure 2: The mean curves and 95% CI for f (left) and d (right) for both groups of subjects.

3.1 Data acquisition, pre-processing and spline fitting
In this study, our diffusion MRI data sets are drawn from the large IXI database (www.brain-
development.org). We use data from 30 subjects who divide into two distinct groups: 20-29
years old (9F, 6M) and 60-69 years old (9F, 6M). All data were acquired on a 3T scanner
using 15 gradient directions (b=1000 s mm−2) and 1 b=0 s mm−2 measurement.

Prior to fitting the RVM we extract the mid-sagittal slice and segment the CC by thresh-
olding the FA maps (FA >0.35) and performing connected component analysis. The medial
axis of the CC is identified using continuous medial representation (cm-rep) [4], after which
we use a simple nearest neighbour approach to allocate each voxel in the ROI a distance
along the medial axis (normalised on the interval [0,1]).

We initalise the parameters as follows. Due to the coherent orientation of fibres across
the mid-sagittal CC, we model the variation of θ and φ using one 1st order b-spline basis
function each, which is defined using one knot point at either end of the medial axis, i.e.
the angles are fit as constants across the ROI. We fit the angles rather than fixing them in
order the capture the variance of fibre orientation. Initial values for θ and φ are determined
from the principal eigenvectors of the diffusion tensor in all voxels in the ROI. The splines
modelling the variation of f and d across the CC are fit using 26 cubic b-splines defined over
30 equally spaced knots. The 26 weighting coefficents for f are initially set to 0.7 and the 26
coefficients for d initialised at 1.7×10−9 m2 s−1, which are physically realistic values.

As we are interested in determining the changes in f and d due to age, we fit the RVM for
each group to obtain mean curves. The samples obtained during MCMC provide a simple
yet powerful way of determining confidence intervals (CI) on the mean curves for f and d
obtained for each group. By comparing the mean curves and CI between groups, we can
detect regions of significant differences between populations.

3.2 Results
Figure 2 shows the mean curves and 95% CI for f and d by group. The curves for f in show
that the variation of volume fraction along the CC is consistent regardless of age group and
there are no significant differencs between the groups. In constrast, the curves for d show
marked variation in both shape and magnitude. The older group has significantly higher
diffusivity in the posterior genu, anterior midbody and posterior splenium, although we also
observe a small peak in the diffusivity in the younger group in the anterior genu.
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4 Discussion
We have presented a regional variation model of white matter microstructure which estimates
the variation of diffusion model parameters across an ROI directly from the DW-MRI signals.
When fit to a data with two distinct age groups, the RVM detects increases in d in the CC in
older subjects, in agreement with previous studies [5]. Our method is able to show that the
spatial pattern of d, not just its magnitude, changes with age. Tracking these regional changes
may provide important information about ageing as well as disease pathologies. However,
the ball and stick model is a simple model and cannot determine the specific tissue changes
that are occurring. In future, we plan to incorporate more complex models of diffusion into
the RVM framework, allowing us to investigate more fundamental tissue properties such as
axon radius and density [1]. The RVM naturally pools information across the ROI, enhancing
sensitivity to these hard to estimate parameters. This approach could also be extended to
more complex white matter tracts such as the whole CC or the corticospinal tract, using
cm-rep [11] to characterise the shape of the medial axes or surfaces.
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Abstract

This paper introduces a novel, high-speed scheme for intrasubject registration
and segmentation of high-resolution multi-shot diffusion-weighted images.
Compared to single-shot sequences, multi-shot have advantages in terms of im-
proved spatial resolution and reduced eddy-current and susceptibility artifacts.
However, these sequences have prolonged scan times increasing the risk of sub-
ject motion, and, a lower signal to noise ratio (SNR) with smaller voxel volumes.
The proposed registration algorithm comprises a hybrid thresholding expect-
ation-maximization segmentation method that can cope with the low-SNR, and
registers diffusion-weighted to B0 images through fast detection and matching
of features found in edge images derived from floating and reference images.
We performed validations of the entire pipeline, including assessment of visual
appearance by experts, consistency error computations, and analysis of the seg-
mentation, using volunteer images, and found its performance to be comparable
with, or exceeding, that of established solutions.

1 Introduction

High-resolution multi-shot echo planar imaging (MS-EPI) sequences have advan-
tages over single-shot EPI (SS-EPI) acquisitions in the visualization of small anatom-
ical structures such as the internal features of the hippocampus. Further, they are
less prone to susceptibility artifacts and eddy-current distortions. A significant
problem with these high-resolution sequences, however, is the acquisition time. For
instance, the readout-segmented EPI [2] sequence used for acquisition of our test
data is roughly 11 times slower than SS-EPI. Even if only one series of images is to
be acquired and the subject is healthy, keeping still for such a long time is difficult,
but since high-resolution sequences also suffer from very low SNR, multiple series
are typically acquired for improving the image quality by averaging which leads to
additional misalignment problems.
As multi-shot sequences are still considered experimental, most of the work done
on registration of diffusion-weighted images only addresses the distortions arising

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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from eddy currents which are dominant in SS-EPI images, with many of the ex-
isting post-processing techniques being derived from the iterative cross-correlation
method [6]. Hence, the most widely used approach is to employ general-purpose
multi-modal affine registration algorithms, usually based on mutual information
(MI) [4] or correlation ratio (CR) [3].

2 Methods

Our proposed new registration algorithm essentially registers DW images to a B0
reference image, this is achieved with a feature-based, iterative affine registration
scheme that operates on edge-images derived from floating and reference images.
Since the main registration step uses features located on the outline of the brain,
having a clean outline without cerebrospinal fluid (CSF) or scalp is very important.
The pipeline therefore comprises a specialized segmentation method. Given an
input of multiple image series, the output of the algorithm is one average B0 image,
and for each diffusion-sensitizing gradient direction, one average DW image.
The registration pipeline can summarized by: Preregistration, segmentation, and
DW to B0 registration based on edge-images.

2.1 Preregistration and Generation of Target B0 Image

The preregistration step registers B0 images of subsequent series to that of the first
series. This serves two purposes: creation of the average B0 image and reduction
of interseries subject-motion misalignment in DW images. Interseries movement is
more likely, than that within a series, hence the transforms found for aligning the
series’ B0 images with the reference, ought to be capable correcting for the bulk of
interseries misalignment between DW images, as well.

Feature-extraction: The B0 image features are extracted from a cornerness map
which is given by the lower eigenvalue of per-pixel Harris matrices [1]. After
the cornerness map is computed, the top 10% cornerness values are considered
feature candidates which are further filtered by non-maximal suppression. Edge-
suppression is not performed.

The registration process is iterative. Each loop iteration begins with the locating
of a corresponding feature in the reference image for every floating image feature xf .
This is done by exhaustively searching a window in the reference image centered at
xf for a location xr that minimizes

fc = ||nF (xf )−nR(xr)||2
︸                    ︷︷                    ︸

Square difference of intensities

+ ||xf −xr ||2︸       ︷︷       ︸
Distance penalty

(1)

nF (xf ) and nR(xr) are neighborhoods that cover about 3% of the floating and ref-
erence image, respectively.
Given these two sets of control points the optimal transform increment is computed
with linear least-squares. The increment is subsequently, by right multiplication,
incorporated into the global transform matrix.
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(a) Registration result: Artifacts are highlighted with red dotted lines. From
left to right: Edge-image algorithm, FSL NMI, FSL CR.

(b) Segmentation result: Artifacts are highlighted with red arrows. From left to
right: Manual, EM/Thresholding, Act. contour, FSL BET.

Figure 1: Result images (best viewed electronically).

The algorithm stops when the relative difference between the accumulated trans-
forms of two subsequent iterations drops below a threshold.

2.2 Segmentation

The segmentation algorithm comprises two major steps, initial segmentation by
means of automatic thresholding and subsequent refinement by iterative applica-
tion of an expectation-maximization (EM) code.

Thresholding: Finding a threshold for the DW images can be achieved with a
smoothed histogram by setting the threshold between the first and second count
maxima. Using the DW-image segmentation masks, the B0 image is segmented with
a threshold bracket such that the overlap of the B0 segmentation mask and the union
of the DW segmentation masks is maximal.

Expectation-Maximization Segmentation: Next, priors for a 4-class EM seg-
mentation are computed. The prior for the white and gray matter areas is obtained
by averaging all segmented DW images, and blurring and normalizing the average
image. Initial priors for other anatomical-structure areas (scalp, and the like) and
CSF are obtained by applying an inverted brain segmentation mask to the average
B0 image and identifying suitable thresholds in a histogram of the segmented image.
The segments obtained in this way are then blurred and normalized. The last prior,
for background areas, is obtained by pixel-wise subtracting the maximum of the first
three priors from a flat, all-one image.
Once 4-class EM segmentations of the B0 image are obtained, to improve on the ini-
tial CSF and “other structure” priors, gradually more weight is assigned to the masks
returned by the EM algorithm. The algorithm typically stops after 4-5 iterations.

2.3 DW to B0 Registration

Extracting edge-images: A hysteresis edge detection algorithm [5] is applied with
the aim of obtaining edges at the same anatomical locations in the segmented DW
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Edge-Image FSL NMI FSL CR
(0.33, 1.26, 0.56) (0.04, 0.85, 0.4) (0.41, 1.26, 0.7)

(a) Table of avg. expert scores. Format: (scorer 1, scorer 2, scorer 3).
Edge-Image FSL NMI FSL CR
(1.44, 3.29) (3.74, 4.76) (1.99, 2.74)

(b) Average consistency errors and displacements (in pixel units). In (const. error,
displacement) format.

Table 1: Registration quality scores (best scores are in bold.)

images and B0 images. These are very strong edges that can be found on the outline
of the brain, and also at interfaces between actual brain tissue and CSF. The high
threshold image is determined such that 5% of the corresponding brain segmentation
mask is covered with edges, the low threshold chosen such that 20% of the mask is
covered.

The feature detection scheme places feature candidates at positions on the out-
line of a segmentation mask where the boundary curvature is locally maximal.
These candidates are subsequently filtered with non-maximal suppression which
yields sensible features over the entire length of the segmentation mask boundary.

Feature-matching and warping is done with the methods described in section
2.1.

3 Experiments and Results

The experiments were carried out on five volunteer image sets. All of these sets
consisted of 4-6 series each of which in turn consisted of 6 DWIs and the usual B0
image. There was varying amounts of subject motion in the test data, two sets had
almost none or only little, 3 were severely misaligned.
The image data was acquired with the sequence described in [2] on a 1.5T Siemens
scanner, the diffusion-weighting was 1000s/mm2. The images had a matrix size of
256×192, and voxel dimensions of 0.9×0.9×5mm with a 1mm slice gap.

Some typical registration results are displayed in figure 1(a) as color-coded frac-
tional anisotropy (CFA) maps. 1(b) shows example segmentation results.

For evaluating the segmentation pipeline, results on a number of DW images
from our algorithm, “Active contour without edges” [8], Brain Extraction Tool (BET)
of FSL 4.1 (http://www.fmrib.ox.ac.uk/fsl), and manual segmentation were mu-
tually compared with Dice’s set similarity measure. In these experiments, it was
apparent that the results from our EM-threshold hybrid algorithm, manual segmen-
tation, and active contour are roughly the same, with Dice scores between 97% and
99%. In some cases though, such as the darker areas of the brain in figure 1(b), the
low SNR and the anisotropy of the tissue led to areas of the brain being wrongly
excluded from the mask by “Active contour with edges”. FSL BET performed poorly
with less than 90% agreement with the other methods.
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The evaluation of the full pipeline, consisted of comparisons of FSL affine regis-
tration (FLIRT) with normalized MI (FSL NMI), and CR (FSL CR) cost functions with
our proposed method by means of expert scoring of the visual quality of fractiontal
anisotropy (FA) maps and CFA maps, and measuring algorithm robustness through
consistency errors [7]. The images were scored in randomized order with the scorer
blinded to the method. The scores were assigned on a per-slice basis ranging from
-2 (unusable) to +2 (excellent). The average (over all 5 series) expert scores and
consistency errors can be found in tables 1(a) and 1(b), respectively.
In terms of registration speed, the difference between our proposed method and FSL
CR was negliglible with an average 431.04s and 430.5s, respectively, for registration
of a full set. FSL NMI took on average 659.8s.

4 Discussion and Conclusions

Even with the method still being very experimental, the low consistency error, the
quality of the output images, and also the timings, show that its performance is
competitive with established solutions, and clearly exceeds that of FSL with the
normalized mutual information cost function on this data. We also have shown,
that our scheme does not only provide high-quality registration, but also a reliable
and fast segmentation of these noisy high-resolution DW-MR images. So, we hope
that this work will motivate and provide building blocks for new, specialized image
registration methods for a type of diffusion-weighted imaging that holds a lot of
promise for the study of the detailed structure of the brain in both health and
disease.
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Abstract
Brain iron deposits have recently been suggested as biomarkers for small brain vessel

diseases. Here, we present a novel, automated method for segmenting brain iron deposits
in the basal ganglia from structural MRI data. It is based on minimum-variance cluster-
ing of intensities from T1- and T2∗-weighted volumes, and a supervised cluster selection
algorithm. This method was evaluated with MR data from 24 subjects and compared with
iron deposit masks segmented manually by an experienced rater. A median Jaccard sim-
ilarity index of 0.64 between manual and automatically generated segmentation masks
is promising and encourages further investigations to improve the computing speed and
accuracy of the method.

1 Introduction
Iron is essential for many human cellular functions involving enzymes and prosthetic groups.
In the brain, excess iron is usually stored in form of the soluble protein ferritin which pro-
vides protection against iron induced brain tissue damage and is used as an iron source
during times of iron deficiency. Iron can also be found in form of the insoluble iron-complex
hemosiderin, which is mainly associated with brain microbleeds and iron deposits in the
basal ganglia. Histopathological investigations revealed that basal ganglia iron deposits
(BGIDs) are closely related with small blood vessels and that they can show calcifications.
Recently, a clinical study suggested brain microbleeds and BGIDs, which increase in preva-
lence and extent with age, as biomarkers for small vessel dysfunction[4].

MRI is commonly used to detect IDs in brain tissue. Water shielded paramagnetic
molecules, such as hemosiderin, ferritin and deoxyhemoglobin, as well as calcium, dephase
proton spins in their vicinity, which locally shortens the transverse relaxation time and causes
hypointense regions on T2- and T2∗-weighted magnitude images. T1-weighted magnitude im-
ages can provide additional information about the chemical state of IDs[1]. A recent study

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

105



2 GLATZ et al.: AUTOMATIC SEGMENTATION OF BASAL GANGLIA IRON DEPOSITS

already showed that fused T1- and T2∗-weighted magnitude images can be used to differ-
entiate IDs from calcium because calcium appears hypointense in T1-weighted magnitude
images[6].

Currently, IDs in MRI data are segmented and rated manually by radiologists, which
can be very time consuming and prone to a high degree of inter-observer variability. A
recent study compared two semi-automated methods for segmenting IDs based on thresh-
olding and minimum variance quantization as implemented in the software MCMxxxVI[7],
which showed good intra- and inter-observer reliability. However, both methods have limi-
tations regarding further automation and observer independence[6]. To address these issues,
we have developed a new method for reliably and automatically identifying BGIDs from
structural MRI data which we describe below.

2 Method

The automatic BGID segmentation method requires registered, bias corrected T1- and T2∗-
weighted volumes, binary masks of normal-appearing white matter, and basal ganglia struc-
tures, which are generated in a preprocessing step. In the subsequent segmentation step,
potential BGID hypointensities are identified, collected and clustered. Individual clusters
are scored and clusters with scores above an arbitrary threshold are selected to create BGID
masks. The threshold can be chosen either manually or automatically.

2.1 Preprocessing

Firstly, the T1- and T2∗-weighted volumes were affine registered to T2-weighted volumes
with FSL1 FLIRT[2]. The bias field of the registered T1- and T2∗-weighted volumes was
removed with FSL FAST[10]. We generated masks of the normal-appearing white matter
using MCMxxxVI as it has been validated on scans from older subjects[7]. Lastly, FSL
FIRST was used to segment basal ganglia structures, caudate nucleus, globus pallidus and
putamen, and to generate binary basal ganglia masks[3].

2.2 Hypointensities collection and clustering

Intensities of registered, bias-corrected T1- and T2∗-weighted volumes which are potentially
associated with BGIDs are identified in all slices and collected in a set D . Firstly, ROI
masks MROI are calculated by adding a margin to basal ganglia masks to compensate for
possible segmentation errors. Intensities pairs (IT 1,reg,bc, IT 2∗,reg,bc) within the ROI from reg-
istered, bias-corrected T1- and T2∗-weighted volumes, and with an IT 2∗,reg,bc intensity below
a cutoff intensity IT 2∗,reg,bc,max are added to the set D . The cutoff intensity is defined as
IT 2∗,reg,bc,max = mWM − n sWM with the cutoff factor n ∈ R+. White matter mean mWM and
standard deviation sWM are estimated from IT 2∗,reg,bc intensities within the volume covered
by the white matter mask. Finally, Ward’s average-linkage agglomerative clustering method
is used to partition the set D into k subsets by minimising the inter-cluster and maximising
the intra-cluster variance[8].

1http://www.fmrib.ox.ac.uk/
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2.3 Scoring and selection of clusters
After clustering, we assign a score Si to each cluster according to the likelihood that they
contain BGID intensities. A score:

Si = f ( IT 2∗,med,i ) = 1− IT 2∗,med,i

IT 2∗,reg,bc,max
i = 1..k (1)

is calculated for each of the k clusters after clustering with Ward’s method. Here, IT 2∗,med,i
is the median of IT 2∗,reg,bc intensities of each cluster. The scoring function f implements the
believe that BGID intensities are on average darker than white or grey matter intensities.

BGID intensity clusters with a score above a cutoff Scuto f f are selected to generate BGID
masks.The cutoff score can be chosen either manually by searching for the optimal score, or
automatically based on a linear relationship with the factor WD according to:

Scuto f f = α +WDβ = α +
IT 2∗,med

IT 2∗,max− IT 2∗,min
β α,β ∈ R (2)

with IT 2∗,max, IT 2∗,min and IT 2∗,med as the maximum, minimum and median IT 2∗,reg,bc intensi-
ties of set D , respectively. The parameters α and β can be estimated from the optimal cutoff
score and corresponding width factor WD of subjects in a training set.

3 Experimental results and discussion
The presented method was evaluated using T1-, T2∗- and T2-weighted volumes acquired from
24 generally healthy, community-dwelling older subjects from the Lothian Birth Cohort
19362, with imaging parameters described in [9]. We compared the BGID masks, obtained
with manual and automatic cutoff score selection, with reference masks generated with a
published, semi-automated method by an experienced rater[7]. The Jaccard index was used
to measure the spatial, in-plane coincidence of generated and reference BGID masks[5].

Figure 1 shows segmentation results with k = 16 clusters and cutoff factor n = 1.2 for a
representative subject. The Jaccard indices for manual and automatic cutoff score selection
were 0.71 and 0.57, respectively. The automatic segmentation results were generated in
a 5-fold cross-validation run. The manual segmentation result approximates the reference
masks reasonably well whereas the automatic segmentation generally produces a slightly
larger region than the reference masks. A Matlab3 implementation of the cross-validation
of the segmentation algorithm, using the pMatlab library4 to distribute processing across six
standard 2.66GHz processor cores, takes about 40min for all 24 subjects to complete.

Figure 2 shows how the number of clusters k influences the performance of the segmen-
tation method at n = 1.2 for all subjects. The performance with manual cutoff score selection
improves for k = 16 and stays about the same for increasing number of clusters. It seems
that for k = 8 there is still a significant number of clusters which contain a mixture of BGIDs
and grey or white matter intensities. Those clusters seem to be broken up for higher k val-
ues that enable a more fine-grained cluster selection. The performance with automatic cutoff
score selection generally follows the same pattern as with manual cutoff score selection. The

2http://www.psy.ed.ac.uk/research/lbc/LBC1936.htm
3http://www.mathworks.com/
4http://www.ll.mit.edu/pMatlab/
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Figure 1: Segmentation result for a representative subject The first column shows
cropped, bias corrected T2∗-weighted images with basal ganglia hypointensities from slice
38 to 40. Column two and three shows images from the first column with overlaid reference
BGID masks, and either masks from the method with manual or automatic cutoff score se-
lection, respectively. The colours in those two columns indicate the agreement between the
BGID masks: bright (red, green) coloured voxels indicate that they appear in only one of the
masks while dark (blue) voxels indicate a perfect match. The forth column shows the man-
ual mask where higher colour saturation levels indicate brighter voxels in the T1-weighted
image, and possibly a different chemical state of the iron deposits[1].

linearity between WD and Scuto f f (Equation 2) from all 24 subjects increases with increas-
ing number of clusters k, with a linear correlation coefficient of 0.66, 0.84, 0.90, 0.91 for
k = 8,16,24,32, respectively. It seems that cluster granularity and the parameter linearity is
sufficiently high at k = 16 for the automated method to work well.

For subjects with approximately the same numbers of BGIDs, grey and white matter
intensities used for hierarchical clustering results in a cluster hierarchy with three main
branches for BGIDs, grey and white matter intensity clusters, respectively. This suggests
that BGID clusters seem to separate well from grey and white matter clusters, and the num-
ber of clusters could be decreased to k = 3 without any significant loss of accuracy. For
subjects with small or large BGIDs, the BGID intensities either have too little or too much
weight in the clustering process which causes an increased aggregation of BGID intensi-
ties with grey or white matter intensities. This seems to originate from the fact that Ward’s
method is generally biased towards forming equal sized clusters. Then an increase in the
number of clusters is required to be able to separate the BGID clusters from the others.

Currently, this method is designed to segment IDs in the basal ganglia. Segmenting
IDs in other brain regions may be more difficult due to the presence of blood vessels, areas
filled with air or deposits of different minerals. All those features may cause hypointensities
similar to IDs, which would have to be detected and filtered either before or after clustering.

4 Conclusions

We have developed and evaluated an automated segmentation method for BGIDs. The result-
ing BGID masks are promising and tend to be close to reference masks from an experienced
rater. The next step will be to improve the accuracy and increase the computation speed of
the method by evaluating other clustering and cluster selection algorithms.
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Figure 2: Performance of the segmentation method for different number of clusters k
with manual and automatic parameter selection A boxplot shows the minimum, 25th-,
50th-, 75th-percentile, and maximum of the distribution of Jaccard indices from each subject.
The median Jaccard indices for each k are 0.62, 0.71, 0.71, 0.73 with manual parameter
selection, and 0.55, 0.64, 0.64, 0.64 with automatic parameter selection.
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Abstract

Brain extraction is a very important preprocessing step for neuroimage analysis.
Many automatic brain extraction tools have been developed during the past decade, how-
ever, most of them have been designed for adult brains. Since the morphology and shape
are quite different between brains of adults and neonates, this makes them less suit-
able for neonatal brain extraction. In this paper, we introduce three methods which are
specifically tailored for newborns and compare them against three state-of-the-art skull-
stripping tools. The results show that our methods yield more accurate outcomes than
these tools.

1 Introduction
Brain extraction is a very important preprocessing step for neuroimage analysis. The per-
formance of brain extraction algorithms directly affects postprocessing steps such as image
registration, brain volume calculation and tissue-type classification. To date, numerous au-
tomatic brain extraction tools have been developed, most of which are specifically designed
for adult brain MR images. However, brain morphologies between neonates and adults are
quite different. Tissues such as skull and cerebro-spinal fluid (CSF) form a clear dark gap
surrounding brain tissues in T1-weighted MR images of the adult brain, which can be eas-
ily used as a feature for brain extraction. However, this gap is missing in neonatal brains,
and consequently existing tools designed for adult brains cannot produce satisfactory results
when applied to neonatal images.

In this work we introduce three methods specifically tailored for neonatal brains, all of
which are based on brain mask propagation using B-spline FFD non-rigid registration [2].
We also evaluate the performance of three popular existing tools: Brain Extraction Tool
(BET) [5], Brain Surface Extractor (BSE) [4], and Hybrid Watershed Algorithm (HWA) [3].
All results are then compared against manual segmentations, as a gold standard.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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2 Materials
Due to the limited availability of manual segmentations, three cases were selected from a
database of eight newborn subjects, all of which were acquired using a volumetric 3D mag-
netization prepared T1-weighted gradient echo pulse sequence (MPRAGE) on a 3T scanner
with flip angle = 18◦, TR=minimum, TE=minimum, TI=450ms, FOV=256×256×128mm,
voxel resolution = 1×1×1mm.To remove the effects of intensity inhomogeneities, all images
were preprocessed using N4ITK [6].

3 Methods
We first briefly describe the three state-of-the-art brain extraction methods that are designed
for adult brains.

BET is included in FMRIB Software Library (current version 4.1). It performs an
intensity-based estimation of brain/non-brain threshold to determine centre of gravity of
the brain and then uses triangular tessellation to evolve and fit the brain’s surface by the
application of a set of locally adaptive model forces. The default setting and the following
parameters are used for our experiments: "-R/-S/-B"; "-f" = 0.1-0.5.

BSE is included in BrainSuite (current version 09). It uses an anisotropic diffusion filter
after which a Marr-Hildreth operator employing low-pass filter is applied to detect edges,
morphological analysis is then applied to extract brain from the edge map. The default
setting and the following parameters are used: "-n" = 1-5, "-d" = 10-20, "-s" = 0.5-0.9.

HWA is included in FreeSurfer (current version 5.0). It combines both watershed al-
gorithms, which provides initial brain volume estimation, and deformable surface models,
which smoothly fit around the brain. A statistical atlas is used to help to correct the brain
extraction. The default setting and the following parameters are used: "-atlas", "-less", "-
more".

We have designed three specifically tailored methods suitable for neonatal brain extrac-
tion, which are described as following:

Manual Segmentation Propagation (MSP): the target image is first affinely registered to
10 neonatal subjects whose manual segmentations are available. The best matched subject is
chosen based on similarity measure and further aligned to the target using non-rigid registra-
tion based on B-spline free form deformation. The manual segmentation is then propagated
to the target image. For validation purposes, CSF is removed by intensity thresholding since
CSF appears dark compared to other brain tissues. Finally, a two-voxel-size opening op-
eration is used to remove small regions that either completely detached or not sufficiently
connected to the main brain part.

Brain Atlas Propagation (BAP): the target image is registered to a neonatal brain T1-
template (gestational age 42wks), which is available to public (www.brain-development.org),
using affine and non-rigid registration. Next, the obtained transformation is used to propagate
the brain-mask atlas, which already aligned to and comes together with the T1-template, to
the target image. Similarly as in MSP, CSF is then removed and an erosion-dilation clean up
is applied.

Expectation-Maximization Segmentation (EMS): instead of propagating the whole brain-
mask atlas, the transformation obtained in BAP is applied to align tissue-type atlases (brain-
stem, cerebellum, cortex, cerebellum, CSF and deep gray matter) to the target image. These
aligned atlases serve as spatial priors, and a standard EM segmentation [1] is performed
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during which the intensity distribution of each tissue is modelled as a Gaussian distribution
while the background is modelled as a mixture of four Gaussian distributions. A posterior
probability map, or soft segmentation, for background and each tissue is generated as output.
Then for each voxel of the target image, if it has the highest probability of belonging to any
of the brain tissues, that voxel is identified as brain. Finally, thresholding and clean up is
again performed as in BAP and MSP.

For MSP, BAP and EMS, a multi-resolution approach is used for the non-rigid regis-
tration, with B-spline control points spacing = 16mm, 8mm, 4mm, 2mm for each level.
Intermediate results are reported.

4 Results
As a measure of volume overlap, the mean Dice’s coefficients over three cases are cal-
culated to evaluate the performance of all methods. The Dice’s coefficient is defined as
2 |A⋂B|/(|A|+ |B|), where A and B are algorithm output and gold standard, respectively.
In order to differentiate between the error types, False Discovery Rate (FDR) = NFP/(NFP +
NT P) and False Negative Rate (FNR) = NFN/(NFN +NT P) are also calculated, where NFP,NT P,
NFN refers to number of false positive, true positive, false negative voxels respectively. In-
tuitively, FDR corresponds to non-brain which the algorithm fails to remove, and FNR can
be interpreted as brain removed falsely by the algorithm. The run time for each method on a
typical PC (Intel(R) Core(TM) i7 2.93GH, 6GB RAM) is also recorded.

Table 1 summarizes the results of all methods. Due to space constraints, only the default
setting and parameters which provide the best results for BET, BSW, HWA are shown. Fig-
ures 1 and 2 show the comparison of all methods, the parameters that provide the highest
Dice coefficient within each method is used.

5 Discussion
Due to the significant morphological differences between adult and neonatal brains, it is
found that the established brain extraction tools cannot achieve reasonably accurate results
on neonatal images. BET has a tendency to cut off larger parts of the brain, while HWA
leaves a substantial part of skull unremoved. BSE produces the best result among the three
established tools if parameters are carefully chosen, but is still not performing as well as
when applied on adult images [4].

The results achieved by our three methods are much closer to the gold standard. BAP and
MSP yield similarly accurate results when B-spline control point spacing is properly tuned,
with a slightly lower Dice’s score for EMS. However, it should be noted that EMS achieves
the lowest false negative rates, therefore it removes the smallest part of true brain by error
among all methods. For post-processing, although application dependent, cutting off part of
the brain is generally a more severe problem than leaving some residual non-brain tissues.

Another finding is that for MSP, the Dice’s coefficient increases for increasing free form
deformation mesh resolution, while for atlas propagation (both BAP and EMS), the best re-
sult is achieved when the CP spacing is reduced to 4mm, further decreasing will not improve
results any more, which we attribute to the fuzziness of the atlas.

In conclusion, we have introduced three automatic methods specifically tailored to neona-
tal brain extraction. The results show that they all outperform existing major brain extraction
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Figure 1: Visual demonstration of brain extraction results. (a) original image (b) manual
segmentation (c) BET (d) BSE (e) HWA (f) BAP (g) MSP (h) EMS

(a) (b)
Figure 2: Comparison of 6 methods (a) DICE’s coefficients (b) error type analysis
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Method Parameters DICE FDR % FNR % Time
BET default .925(.011) 13.69(1.90) 0.17(0.16) 15sec

-B -f .4 .916(.020) 4.44(1.15) 11.72(5.26) 2min
BSE default .911(.003) 14.68(1.24) 2.24(1.17) 30sec

-n4 -d20 -s0.7 -p .939(.007) 6.44(1.83) 5.51(1.59) 1min
HWA default .809(.041) 29.42(9.05) 0.40(0.34) 1min

-less .825(.017) 26.97(6.08) 1.01(0.38) 2min
BAP 16 mm .963(.007) 5.94(0.85) 1.31(0.57) 10min

8 mm .965(.007) 5.48(1.11) 1.29(0.44) 30min
4 mm .966(.008) 5.54(1.16) 1.21(0.46) 2hr
2 mm .965(.008) 5.74(1.15) 1.11(0.41) 7hr

MSP 16 mm .959(.004) 4.26(0.34) 3.83(1.13) 15min
8 mm .961(.002) 4.63(0.78) 3.04(1.24) 40min
4 mm .964(.002) 4.45(0.71) 2.69(1.11) 3hr
2 mm .965(.002) 4.48(0.68) 2.47(1.03) 8hr

EMS 16 mm .945(.012) 6.35(1.32) 0.75(0.20) 12min
8 mm .954(.010) 6.31(1.11) 0.80(0.23) 32min
4 mm .955(.010) 6.30(1.09) 0.82(0.27) 2hr
2 mm .955(.009) 6.28(1.01) 0.85(0.25) 7hr

Table 1: Comparison of results of 6 methods with different parameters. The numbers in
brackets are standard deviations. Parameters for BAP, MSP, EMS stand for B-spline control
point spacing.

tools that are based on adult brain morphology. In the future, we will further investigate the
methods we introduced for applications to a larger neonatal brain database.
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Abstract 

Non-invasive imaging of the coronary arteries has attracted growing interest in the 

past few years. In conjunction with recent development of desktop-based hardware-

accelerated volume rendering techniques, the analysis and visualization of data has 

become more complex with larger datasets.  The objective of this paper is to leverage 

advancements in hardware acceleration for the categorization and visualization of 

calcium depositions through a multi-layered focus and context flythrough approach. 

The three pronged approach provides relative positioning (context), high resolution 

focal point (focus / region of interest) and refined precision on specific objects 

(object of interest) to assist with the identification and categorization of abnormal 

structures through classification, segmentation and application of transfer functions.   

1 Introduction 

The correlation between calcium depositions within vessels and cardiovascular disease was 

first described in the 19th century.  Individuals at risk for coronary heart disease increase 

with aortic arch calcification, as with the risk of stroke.  The process of vascular 

calcification is heterogeneous, occurring in different parts of the vessel and causing 

damage in varying ways [1].  

Clinicians typically visualize vessels through individual slices or mono-colour 

flythrough.  In the former, the overall structural size of the calcification cannot be easily 

determined while in the latter, the calcification cannot be clearly identified without 

applying transfer functions to isolate the calcium to enhance the visual aspects.   

This paper describes a novel approach to data analysis allowing individuals to view, 

classify and enhance the visualization of select data through a “Three Level” Focus and 

Context technique.  Coupled with the flexibility in defining the rendering type and transfer 

functions at each layer, the visualization of calcification is possible within vessels.   

2 Related Work 

Common obstacles across existing medical visualization applications include the problem 

of viewing internal structures where data between the “region of interest” is obscured by 

structures that share the same range of data values and the problem of potential loss of 

context during interaction. Visualization techniques such as Opacity Peeling [2], Feature 

Pealing [3] have been considered to offer a solution to these problems. However, 
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uniformly applying these concepts to large datasets, results in the loss/removal of relevant 

viewer information.  Beyer et al. proposed the use of multimodal data [4] to represent the 

different tissues for pre-surgical planning however the technique requires the use of many 

methods such as skull peeling and prior segmentation to work in unison to be effective, 

leaving little to no room for exploration of novel data.   

With the focus and context approach, visualization methods can be applied to a specific 

“region of interest” instead of the entire view.  Many techniques have been developed 

using this approach. Zhou et al. [5] devised focus-region based volume rendering for 

volume feature enhancement. Volume data inside and outside the focus region are rendered 

in different styles and the distance to the focal point is further included to control the 

optical properties of volume features in the context region.  Gaze-directed volume 

rendering [6] takes the observer's viewing focus into account to increase the rendering 

performance. The volume dataset is rendered at different resolutions, with the focal region 

represented at high resolution and the other parts at a lower resolution. Importance-driven 

volume rendering [7] is a view-dependent model for automatic focus + context volume 

visualization. With the Magic Lens [8], the object importance is added as a new dimension 

to the traditional volume rendering pipeline in order to maximize the visual information. 

With pre-processed segmentation, this technique removes or suppresses less important 

parts of a scene to reveal more important underlying information.  

In this paper, a more practical and novel approach is proposed for a flexible and 

intuitive interface that combines the application of transfer functions and focus+context 

with an emphasis on the “object of interest” within the focus region, also referred to as 

“region of interest”. 

3 Method 

Using a flexible framework [9], the solution extends the concept of focus and context by 

introducing the ability to intuitively segment and classify data within a tubular focus 

region to overcome the obstacle of data obscurity in real-time.  Further exploration of the 

data surrounding the classified “object of interest” is then possible by modifying 

parameters associated to the region through the interactive properties of a priority based 

multi volume OpenGL Shading Language (GLSL) raycaster with extended flythrough 

capabilities. Once the objects of interest are identified within the vessel, segmenting the 

desired data captures an instance of the relevant data for categorization and / or further 

investigation.  The overall workflow associated with the visualization of calcification in 

vessels is captured in figure 1. 

 

 
Fig. 1. Application workflow for calcification detection in Vessels 

 

With abdominal aortic aneurysm CT data loaded into the workspace, focus and context 

is enabled to enhance visual aspects of specific regions.  Moreover, a 2D cross-sectional 

118



 

AUTHORS: Asif Jamil, Andrew Bulpitt 3 
 

planar view of the 3D focal point is also available as an alternative approach for initial 2D 

slice investigation of calcium deposits (Figure 2).  Although the slice helps in identifying 

calcification, the 2D view isn’t able to depict the magnitude of the 3D structure.  

As part of the pre-processing, a tubular shaped focus filters out vascular blood by using 

a high resolution isosurface (ISO) rendering type to provide an initial rendering of the 

calcification. The low resolution context region allows realistic Direct Volume Rendering 

(DVR) representation of the captured data as well as identifying external structures for 

reference during the flythrough. 

 

 
Fig. 2. Single slice (left) at the focus point of the 3D focus region (right) 

 

Two forms of visualization are available to the end user.  The first method is the multi-

level tubular focus and context through a single magic lens.  Additionally, to account for 

multiple regions of interest, a classification driven visualization method is incorporated 

into the framework to provide overall visibility of structures with similar characteristics. It 

is through this mechanism the extent of calcification throughout the aorta is determined. 
 

Focus + 

Context  

Depth 

Perception 

Fly 

Through 

Geometric 

Primitive 

Magnifi

cation 

Multiple 

Resolution 

Multiple 

Compositions 

Priority-

Driven 

Transfer 

Function 

3 Level 

F+C 

Spherical 
 

● ● ● ● ● 
 

● ● 

Tubular ● ● ● ● ● ● 
 

● ● 

Classification 
   

● ● ● ● ● 
 

Table 1. Comparison:  focus+context types 

Table 1 illustrates the variances of the different focus+context methods discussed 

within this paper.  One of the primary differences between the methods is that spherical 

and tubular use geometric primitives to define the focus region whereas the classification 

method relies on data generated through a transfer function which enables priority driven 

rendering of important data. 

3.1 Spherical vs. Tubular Focus and Context 

 
Fig. 3. a) DVR depiction of aorta without focus + context; b) Spherical ISO focus + DVR 

context; c) Tubular DVR focus + DVR context; d) Tubular ISO focus +  DVR context 
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Figure 3 depicts the cross section of the aorta with the spine for relational context.  Figure 

3a uses DVR of the aorta without the application of focus and context.  The remaining 

images in the figure use variances of focus+context to visualize the vessel.  In figure 3b, a 

spherical focus + context approach is applied with ISO focus representing the region of 

interest to enhance the visualization of the calcium depositions coupled with a DVR 

context to help with relative details in the surrounding region.  In this case the spherical 

focus region and the surrounding contextual region supply adequate visualization but lack 

the desired depth (beyond the focus region) to provide guidance and additional visual cues 

for fly-through such as forthcoming calcium depositions.  A pure DVR solution is 

presented in figure 3c where the focus region is obstructed by the renders’ inability to filter 

out the vascular blood without impacting the lining of the vessels.  The tubular focus + 

context method, in figure 3d, mimics the approach of figure 3b and adds a greater level of 

depth perception to support flythrough; rendering the results of underlying data in z-order 

that are difficult to view and in some cases missed when using existing techniques. 

3.2 Classification driven Focus and Context 

Through the application of classification, sparse calcium depositions can be grouped and 

viewed during the vessel flythrough.  Following the steps presented in Figure 1, this 

classification procedure is achieved by using a integrated Level Set General-purpose 

Graphics Processing Unit (GPGPU) segmentation algorithm to identify data in real-time. 

 

 
Fig. 4. a) Visualization of aorta without classification-driven focus+context, sagittal view; 

b) ISO Focus + DVR context with enhanced focus imaging through transfer functions, 

axial view; c) Classification driven focus+context, sagittal view with blue segmented data 

in the descending aorta to represent the third more granular level of focus and context; d) 

Three level focus+context, axial view with blue classified calcium deposits 
 

Figure 4a represents a rudimentary view of calcification within the vessel.  Focus and 

Context is applied to figure 4b and figure 4c allowing for different rendering methods (ISO 

Focus + DVR Context) and separate viewing capabilities (transfer function, resolution, 

magnification, etc) to highlight relevant data or occlude unimportant information such as 

calcium and blood respectively. In contrast, Figure 4c and d depicts classification based 

calcification in the descending aorta with a navy blue colour.  The visual characteristics of 

the “object(s) of interest” can be further refined through similar customization capabilities 

provided to the region of interest.  

4 Focus and Context Flythrough 

Focus+context provide greater perspective when applied to flythrough. By adjusting the 

rendering mode and the transfer functions to both the focus and context regions, internal 

and external analysis occurs in parallel without impacting each other.  For example, a 

significant variation in the diameter within the vessel may imply an aneurysm as depicted 
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in figure 5 where it is faster to identify the anomaly through the context than by loading 

and analyzing multiple 2D image slices. 

Additionally, figure 5 makes use of a perpendicular contextual cutting plane that aligns 

with the focus.  Here, the camera position is moved with the focus and contextual cutting 

plane to provide contextual perspective as the focus manoeuvres through the vessel.  

Figure 5b depicts the location of the focus region in sagittal view. 

 

 
Fig. 5. Black and white lines cross reference focus positions in sagittal and axial view. The 

contextual cutting plane is aligned to the focus position to provide perspective (between 

the focus region and the surrounding). a) Axial view with focal point coordinates at (.48, 

.27, .87); and cutting plane at z = .87 (aneurysm is clearly visible) b) Sagittal view of both 

focal points descending aorta and abdominal aorta c) Axial view with focal point at 

coordinates (.48, .44, .40) with a cutting plane at z = .40 (aneurysm no longer visible)  

5 Conclusions  

This paper describes a novel approach to visualization using multiple levels of focus + 

context in conjunction with two distinct variances of focus + context (Tubular and 

Classification driven) to improve visualization.  Data visualization is enhanced by 

including segmentation, classification, and enhanced flythrough capabilities into the 

workflow.  Once the initial data is segmented, refinement is possible by applying three 

distinct transfer functions for each level resulting in an enhanced visualization of each 

selection.  In addition, all relevant data can be viewed collectively through flythrough or 

priority driven visualization. 
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Abstract
This paper studies 2D and 3D wavelet domain medical image resolution enhance-

ment method. The proposed approach is based on the interpolation of the low resolution
input image and the derived high frequency sub-band images obtained using Discrete
Wavelet Transform (DWT). Experimental results on both 2D and 3D images show how
our method enhances the image’s details and preserves edges.

1 Introduction
In recent years, the demand for resolution enhancement of pictorial data in medical images
has been increased in order to assist clinicians to make accurate diagnosis. The tasks of
resolution enhancement in medical images is generally to enlarge a region of interest. How-
ever, the main issue of concern is preserving more details in the enlarged image. In general,
interpolated images have some problems such as losing the contrast and blurring the details.
Thus, a robust medical image resolution enhancement technique must be able to cope with
these two issues.

Nearest neighbor, bilinear and bicubic are the most well known interpolation techniques.
However, the wavelet transform is playing a significant role in image resolution enhancement
and many algorithms have been using it recently. Among other works, Chang et al. [2]
and Carey et al. [1] have attempted to estimate the significant coefficients by examining the
evolution of a wavelet transform’s extrema among the same type of sub-band. The significant
coefficients were used to improve the sharpness of the enhanced resolution image and edge
detection algorithm were used to create a model for detecting edges in higher frequency
sub-bands. Only coefficients with significant magnitudes were estimated as the evaluation
of the wavelet coefficients. Temizel et al. [6] applied wavelet domain zero padding in order
to generate an initial high resolution approximation. Such approximation usually involves
smoothing and ringing that could be resolved by applying a cycle spinning methodology.

Our aim in this paper is to propose a method for 3D image resolution enhancement
based on discrete stationary wavelet transforms to generate sharp high resolution images.
More specifically, we first increase the quality of edges using a shape function [7] and then
use both the discrete and the stationary wavelet transforms to decompose the resulting image
into low and high frequency sub-bands. The proposed method shows that the results ob-
tained in [3], in the 2D case, could be further improved by considering the mean of the high
frequency sub-band coefficients. To assess the efficiency of our method, we have consid-
ered comparisons with some conventional and state-of-art image resolution techniques such
as bi-linear, bicubic, Wavelet Zero Padding (WZP), Discrete Wavelet Transform-Based Im-
age Resolution Enhancement [4], and Image Enhancement by using Discrete and Stationary
Wavelet Decomposition [3]. Note that the 2D version of the proposed method outperforms

c© 2011. The copyright of this document resides with its authors.
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the state of the art and its extension to 3D enhancement based on wavelet transforms is
completely new to the best of our knowledge.

The rest of the paper is organized as follows. Section 2 is a brief review of previous image
enhancement work. Section 3 presents the proposed method to enhance image resolution.
Results and discussions are provided in section 4 and the paper is concluded in section 5.

2 Image resolution enhancement
There are various wavelet based methods which have been used for medical image resolution
enhancement. However, just two state-of-art techniques have been implemented for compar-
ison purposes. The first technique is DWT-based resolution technique [4], and the second one
is image resolution enhancement by using DWT and Stationary Wavelet Transform (SWT)
[3].

DWT-based image resolution enhancement The method consists of combining high fre-
quency sub-bands using DWT and the input low resolution image to achieve a sharper result.
The method can be summarized as follows:

• use DWT to decompose the input image into sub-band images

• apply bicubic interpolation to sub-band images

• subtract the low frequency sub-band image from input low resolution image

• add the difference image to high frequency sub-bands

• apply bicubic interpolation to above estimated detail coefficients and low resolution
input image to reach the required size for inverse DWT.

Image resolution enhancement by using DWT and SWT In this method one level DWT
is employed to decompose the input image into four different sub-band images. The three
high frequency sub-bands images which contain the high frequency components of the input
image are interpolated by bicubic interpolation. Furthermore, SWT has been employed to
minimize information loss due to the downsampling in DWT. This is followed by combining
all the high frequency sub-band images to generate new corrected high frequency sub-band
images. Note that, the input image and the new corrected high frequency sub-band images
can be interpolated for higher enlargement. Finally, inverse DWT is applied to create the
high resolution image.

3 Proposed algorithm for 3D images
As already stated, smoothing caused by interpolation techniques create a serious problem
on edges. Hence, preserving edges must result in better output images. The complete block
diagram of the 2D proposed algorithm is illustrated in Figure 1. In order to apply the pro-
posed algorithm to 3D images, the 3D DWT has been chosen to preserve the edges. In the
proposed algorithm, one level DWT is applied to decompose a 3D low resolution image into
eight different sub-band images. The high frequency sub-bands such as HHH, HHL, HLH,
LHH, LHL, LLH, and HLL (where H and L are High and Low coefficients) contain the edges
of the low resolution image. Furthermore, the size of high frequency components of DWT
is increased by 3D bicubic interpolation with factor 2. Note that downsampling of sub-band
images in DWT cause the information loss in the sub-bands. Thus, 3D SWT is employed to
reduce this information loss. While the high frequency sub-bands in both DWT and SWT
have the same size their mean must be computed to correct all the high frequency sub-band
coefficients. For higher enlargement, the bicubic interpolation technique can be applied to

124



YAVARIABDI et al.: 3

Figure 1: The Block Diagram of the 2D Proposed Algorithm.

the new corrected high frequency sub-bands. It is worth to note that the low resolution image
is created by low-pass filtering of the high resolution image [5]. As mentioned before, the
shape function which has been explained by Tai et al. [7] applied to the input low resolution
image to enhance the edge intensities. Thus, it results in preserving more edge information
while the proposed method estimates the coefficients. Accordingly, in order to increase the
quality of the enhanced image, the improved input image is used instead of using the low
frequency sub-band which contains less information than the original high resolution image.
Also by interpolating the input image and the estimated high frequency components with
factor ( b

2 ), the 3D inverse DWT produces a sharper high resolution image than the interpo-
lated image obtained by interpolation of the input image directly. This is due to the fact
that the proposed method preserves more high frequency components after the corrections
obtained by computing the mean of high frequency sub-bands than interpolating the input
image directly.

4 Experimental result
In this section, the proposed method is discussed and compared with other resolution en-
hancement techniques. We will use 2D natural images, 2D slices of 3D volumetric MRI
images, and 3D MRI images (S01, S02, S03), as shown in Table 2 and Figure 3. As a ground
truth for accuracy evaluation purposes we consider a high resolution version of these gray
level images with a size of 512×512 for 2D images and 512×512×24 for 3D images. The
high resolution images were downsampled by a factor of 4 to create low resolution images.

The error between ground truth and reconstructed images is expressed in terms of the
peak signal-to-noise ratio (PSNR) values. PSNR, which has been generally applied for qual-
ity measurement in the field of image processing, can be defined by the following expression:

PSNR = 10log10
255×255

1
HW (∑H

i=1 ∑W
j=1 (I1(i, j)− I2(i, j))2)

(1)
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where H and W are respectively the height and the width of the original high resolution
image I1 and enhanced image I2.

The PSNR values for 2D images are given in Table 1 for four times enlargement. This ta-
ble evaluates the accuracy of the proposed method with conventional and state-of-art resolu-
tion enhancement techniques. It is clear from Table 1 that the proposed method outperforms
the other methods. Figures 2 confirms that the reconstructed images using the proposed tech-
nique in (d), comparing to the other methods in (b) and (c), improved the portrayal of salient
image feature such as edges and contours.

Table 2 (Left) is a comparison between the 2D version of our method and the state of the
art, both applied on a set of 2D MRI slices. The values in each row are obtained as a mean
over the PSNR value on each slice. In order to have a comparison with the 3D version of our
method, Table 2 (Right) shows the mean PSNR values computed over the 24 slices for each
3D image.

For display purposes, the proposed algorithm was applied to the full 3D MRI image
volume (S01) shown in Figure 3 (a) to illustrate the original low resolution image with a
size of 128× 128× 6. Low resolution Slices are shown in Figure 3 (b). In Figure 3 (c)
the proposed algorithm was applied to the 3D low resolution image in order to enhance the
resolution to a full isotropic 512× 512× 24 image; the resulting 2D slices are shown in
Figure 3 (d). The PSNR results in Table 1 and 2 and the simulation results in Figures 2 and
3 show that the proposed method has sharper edge features, more details, and visually it is
closer to the original image compared to the conventional and state-of-art image resolution
enhancement results.

Method Lena Baboon Head Brain
Bi-linear 22.27 20.09 25.93 23.64
Bicubic 24.03 21.63 27.09 24.96
WZP (Db. 9/7) 25.76 21.99 29.81 26.07
discrete and stationary wavelet decomposition [3] 26.94 22.61 30.12 28.02
DWT based image resolution enhancement [4] 29.09 22.84 31.31 28.86
Proposed method 30.81 25.16 32.26 30.33

Table 1: PSNR (dB) Results for 4× Resolution Enhancement (from 128×128 to 512×512).

Method S01 S02 S03
Bi-linear 20.31 19.01 20.65
Bicubic 20.36 19.06 20.74
DSWD [3] 22.81 21.08 23.28
DWT [4] 26.83 25.25 27.23
Our method 27.46 26.51 28.60

Method S01 S02 S03
Bi-linear 26.82 25.45 27.12
Bicubic 26.89 25.55 27.24
DSWD [3] 28.20 27.38 29.07
DWT [4] 33.49 32.13 34.72
Our method 34.57 33.40 35.71

Table 2: Average PSNR (dB) for Left: 2D Slices; Right: Overall Slices of 3D Images.

5 Conclusion
A new 3D wavelet domain image resolution enhancement technique has been presented.
The proposed technique applies a shape function to the input low resolution image in order
to enhance the discontinuities and then uses both DWT and SWT to estimate unknown detail
coefficients. It has been tested on 2D images to show its performance against state-of-art
methods and on 3D MRI images. Comparisons based on PSNR and visual results demon-
strate that the proposed method provides the best result in terms of PSNR.
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(a) (b) (c) (d)
Figure 2: (a) Original Low Resolution Image, (b) Discrete and Stationary Wavelet Decompo-
sition; (c) Discrete Wavelet Transform-Based Image Resolution Enhancement; (d) Proposed
Technique and the Residual Images of the Close-up Scene for Specific Block Size in the
Second Row.

(a) (b) (c) (d)
Figure 3: (a) 3D Original Low Resolution Image (S01), (b) 2D Slices of 3D Low Resolution
Image, (c) 3D Enhanced Resolution Image, (d) Odd 2D Slices of 3D Enhanced Resolution
Image.
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Abstract

Limited contrast in optical images from intravital microscopy is problematic for
analysing tumour vascular morphology. Moreover, in some cases, changes in vascu-
lature are visible to a human observer but are not easy to quantify. In this paper two
quantitative on-line algorithms are presented: scale-space vessel tracing and chromatic
decomposition for tumour vasculature from in-vivo transmitted light optical images. The
algorithms were tested on intravital window chamber images of the vasculature from
SW1222 human colorectal carcinomas, which were treated with a vascular disrupting
agent combretastatin-A-4-phosphate (CA-4-P) or saline. The results confirmed the well-
known effects of CA-4-P on the constriction of vessels. Furthermore, changes in the
chromaticity suggest a deoxygenation of the blood with a recovery to initial levels in CA-
4-P-treated tumours relative to the controls. The algorithms can be freely applied to any
vascular image through the CAIMAN (CAncer IMage ANalysis: http://www.caiman.org.uk).
Keywords: vessel tracing, chromatic analysis, tumour vasculature.

1 Introduction
Quantitative analysis of microvascular images is important in a number of biomedical ap-
plications; in cancer, the tumour vasculature is emerging as an important therapeutic target
[7]. In understanding the development of the vasculature and the action of vasoactive drugs,
a quantification of vascular structures and its variation is crucial. Vascular changes can be
observed either through topology (number, size, distribution of the vessels), chromatic char-
acteristics, or other functional parameters (red blood cell velocity for instance).

The chromatic channels Hue, Saturation and Value (HSV ) provide higher discrimination
that the traditional Red, Green and Blue (RGB) channels [4, 5]. The HSV colour model
describes perceptual colour relationships related to the artistic ideas of hue, tint and shade.
Histograms of colour images have been used as 1D/2D/3D histograms of separate channels
(RGB or HSV ) for segmentation, histogram equalisation, or image enhancement [5].

To observe the topology of the tumour vasculature, besides manual tracing of the vessels,
which is a long and subjective process, several algorithms [1, 2, 10] have been proposed.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Some of these algorithms require manual verification of the vessels or require a difference of
intensities between the vessels and the background, such as those obtained from multiphoton
microscopy, which is not always possible in the case of light microscopy.

For this work, we generated a 3D chromatic histogram as described in [5] and followed
the centroids of the clouds corresponding to the image chromaticity in time. We also im-
plemented a scale-space ridge detection algorithm [3] as a fully automatic vessel tracing
algorithm. Both algorithms were implemented on a website called CAIMAN [6] and are
freely accessible.

2 Material and methods
SW1222 human colorectal carcinoma cells were implanted into window chamber-bearing
mice under anaesthesia [9], for intravital microscopy to monitor vascular growth and devel-
opment. 96 transmitted light images (x10 objective) were acquired from 4 restrained window
chamber-bearing mice: CA-4-P treated (n=3) or control (saline treated, n=3) in 2 regions of
interest (centre and periphery of tumour) before (time=0) and up to 24h (2.5, 15, 30, 60, 180,
360, 1440 min) after treatment with 30 mg/kg of CA-4-P or saline.

3 Algorithm definition
In this work, we considered that a colour image Irgb had dimensions Nr×Nc× 3 for rows,
columns and three colour channels [R,G,B] red, green and blue. Hue, h ∈ [0,360◦], is a cir-
cular property related to the wavelength of the colour where red corresponded approximately
to 0◦, yellow to 60◦, green to 120◦, cyan to 180◦, blue to 240◦ and magenta to 315◦. The
saturation s ∈ [0,1], is a measure of the purity of the colour or its departure from white or
grey and value v ∈ [0,1], is a measure of the brightness.

The hue-saturation-value histogram is a tri-variate measurement of the relative frequency
of the chromatic characteristics of the image and it was defined [5] as: mHSV (h,s,v) =
#{x∈(Lr×Lc):Ihue(x)=h, Isat (x)=s, Ival(x)=v}

#{Lr×Lc} , where # denoted the number of elements in the set, Lr =
{1,2, . . . ,r, . . . ,Nr}, Lc = {1,2, . . . ,c, . . . ,Nc}, and x ∈ (Lr×Lc) describe the spatial domains
of the data. Fig 1 shows a time line of the vasculature of a tumour as Irgb and mHSV . To
represent the frequency in 3D, spheres of sizes according to their number of elements are
plotted at the HSV space with their corresponding colours.

The vasculature was traced with a scale-space algorithm [3], which is a multiscale tech-
nique in which a progressive filtering or smoothing is applied to an image with the intention
of detecting features (ridges, edges, blobs, etc.) of different dimensions at different scales.
The centreline of vessels was detected as a ridge in a topographical analogy. The scale-
space representation of a function f (r,c) can be defined as the convolution with a Gaussian
g(r,c; t) where t corresponds to the width of the Gaussian: L(r,c; t) = g(r,c; t) ∗ f (r,c) =

1
(2πt)e−(r2+c2)/(2t) ∗ f (r,c).

Then, the normalised first and second derivatives in r and c dimensions (Lr,Lrr,Lc,Lcc),
which form the Hessian Matrix H, highlighted the rate of change of the intensities of the
images. Regions of maxima and minima were calculated when the derivatives reached
zero. To obtain the centrelines of vessels, or ridges, it was necessary to convert from the
(r,c) coordinate system to a local (p,q) system aligned with the eigendirections of H:
Lp = ∂pL = (sinβ ∂x − cosβ ∂y)L, Lq = ∂qL = (cosβ ∂x + sinβ ∂y)L, Lpq = ∂p∂qL = (cosβ ∂x +

130



CHROMATIC AND TRACING ANALYSIS: MIUA 2011 3

Figure 1: Chromatic variation of a tumour with time. Eight time points of the vasculature
(top) and their corresponding 3D mHSV histograms (bottom). Notice the drift of the cloud in
the first 60m and the change at 3h.

sinβ ∂y)(sinβ ∂x− cosβ ∂y)L , where β denotes the angle of rotation of the coordinate system

and it was defined by: cos β |(xo,yo)
=
√

1
2

(
1+ Lxx−Lyy

(Lxx−Lyy)2+4L2
xy

)∣∣∣∣
(xo ,yo)

, sin β |(xo,yo)
=
(
sign Lxy

)
×

√
1
2

(
1− Lxx−Lyy

(Lxx−Lyy)2+4L2
xy

)∣∣∣∣
(xo ,yo)

. The ridges at different scales constituted a scale-space ridge

surface and were defined as the points of (Lp,Lpp,Lq,Lqq) that fulfilled the conditions of
maxima at every scale. Finally, a scale space ridge was simplified from the ridge surface by
selecting the points where the surface had maximal values by a given norm. Thus, fine ridges
were detected at fine scales whilst coarse ridges had higher norm values at larger scales. The
detected scale space ridges were ranked by the saliency of the ridge, which indicates which
ridges are better defined in the contrast between the ridge itself and the surrounding regions.
The saliency is calculated as the integration of the edge strength over the ridge and the edge
strength is derived from the magnitude of the gradient (L2

x +L2
y) at each point.

4 Results and Discussion
The 96 images were processed through CAIMAN. The chromatic analysis algorithm pro-
duced mHSV from which the centroid of the cloud was obtained for H, S, and V . Fig. 1 shows
the time course of the tumour images (top row) and their corresponding 3D histograms (bot-
tom row). It should be noted how the cloud shifts in H (a small cloud appears on the left side
at 15 min) as well as in S and V (cloud moves "forward" and down). At 3h there is a change
in colour noticeable by the disappearance of the contraction of the cloud on the left.

Fig. 2 shows an illustrative example of vessel tracing. The output of the algorithm con-
sisted of an image with ridges overlaid (Fig. 2b), a matrix with the ridges (Fig. 2c) and a
series of measurements. For this paper we analysed average vessel length, average vessel
diameter and vessel density. These measurements were calculated for all ridges and for the
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Figure 2: Vasculature tracing by scale-space. The algorithm detected vessels in an analogy
to topological ridges at different scales, selected the optimal scale and then ranked them
according to the saliency (a) Original window chamber image. (b) Ridges overlaid on the
original image. Ten most salient ridges are labelled in red, the next 40 in green and the rest
in black. (c) The ridges as a 3D structure.

10 ridges with a higher saliency, i.e. the most important ones according to the algorithm
(labelled in red in Fig. 2c).

The algorithm detected 355 ridges with average lengths and widths of 31.9 and 10.1 pix-
els respectively. The corresponding measurements for the 10 most salient ridges (Fig. 2b red
lines) were 127.6 and 15.1, which indicated that the most salient ridges were considerably
longer and wider than the rest (green and black lines). The 50 most salient ridges concen-
trated on the right side of the image where the vasculature was well defined, but ridges were
also detected in the left side. The scale of detection is illustrated in Fig. 2c where the z-axis
corresponds to the scale; the height is proportional to the width of the vessels as it can be
seen from the two long red lines in the centre of the image. For clarity only some of the
black lines were plotted. It is important to notice that the two methods are independent of
each other, that is, the chromatic characteristics do not have any relationship with the tracing.

The temporal effects of the vascular disrupting agent CA-4-P were analysed for 6 mea-
surements (Fig. 3). The lines have been normalised by removing the mean and divided by the
standard deviation of the sample values. Blue lines with round markers correspond CA-4-P
treated tumours, while red lines with x markers correspond to saline.

While the length and width remained constant after treatment with saline (Fig. 3a,b), the
length of the vessels treated with CA-4-P decreased considerably up to 60 min after treatment
with a subsequent recovery. The density of vessels remained constant for both groups. These
effects corresponded with the well-known constriction effect of CA-4-P [8].

The chromatic analysis revealed a small shift in H during the first minutes from red to-
wards yellow returning to the initial values around 60 min. Then, around 3h, the CA-4-P
group presented a significant drop towards deep-red, purple, with a subsequent recovery,
while saline remained closer to the initial values. A similar variation was detected for S,
where the saline group remained constant throughout the time course but the CA-4-P pre-
sented a decrease in saturation (i.e. towards white) up to 60 min, with a considerable reverse
at 3h and a further return to the initial values. These trends were not detected for V .

The decrease of length and diameter must imply a reduction of the flow in the tumour
and a subsequent deoxygenation of the tissue, which in turn explains the drop in saturation
shown in Fig. 3e. Then, the jump at 3h of S and H should correspond to a recovery of the
vasculature and an increased blood flow, that later stabilised to the original levels.

These algorithms can be applied to images on-line, without the need to perform any
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programming, thus enabling researchers to perform quantitative analysis of data that would
traditionally be analysed by visual examination.

This work was funded by Cancer Research UK.

Figure 3: Vascular and chromatic measurements: (a) length, (b) diameter, (c) vessel density
(d) hue, (e) saturation, (f) value. Saline = x marker red line, CA-4-P = round marker blue
line. Thick lines indicate the average of each group per time point. Notice how the vessel di-
ameters and lengths of the saline group remained constant while CA-4-P induced a decrease
up to 1h, after which vessels recovered. The vessel density of both groups remained constant
with time. Hue shifted towards yellow and then to red around 3h in CA-4-P and saturation
decreased up to 1h with a drastic increase at 3h later to recover. Value remained constant.
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Abstract

With the advent of digital histopathology imaging and automatic image analysis,
colour constancy across multiple microscope slides has become an important issue. Colour
variation due to chemical, user or protocol inconsistency is widespread.This paper
presents an approach for computationally efficient context aware colour classification.
A ‘context vector’ derived from the colour distribution of the complete image is com-
bined with the per-pixel information to improve pixel classification performance. The
context vector implicitly encodes global image information such as whetherthe slide is
under/over stained, or cut thinly, or thickly. The method is evaluated for segmentation
accuracy on two data sets with different stains, and as a pre-processing method for a cell
nuclei detection algorithm.

1 Introduction

Histopathology is the diagnosis of disease by examination of tissue. In order to visualise
tissue sections (which are virtually transparent), tissuesections are prepared using coloured
histochemical stains that bind selectively to cellular components. Colour constancy is a
problem in histopathology based on light microscopy due to:variable chemical colour-
ing/reactivity from different manufacturers/batches of stains, colouring being dependent on
staining procedure (timing, concentrations etc.), and light transmission being a function of
section thickness. Lyonet al. [5] outline the need for standardisation of reagents and proce-
dures in histological practice. However, such rigorous standardisation is not practised in the
majority of hospital laboratories and complete standardisation is not possible without purer
(and less variable) reagents (requiring action from multiple chemical manufacturers, and an
associated increase in cost). Current practises are limited to physical and procedural quality
control methods, including subjective assessment of stainquality and inter-laboratory com-
parisons of staining, in order to minimise the visible variability in staining and its impact on
diagnostic quality.

With the advent of digital imaging and automatic image analysis colour consistency in
histopathology has become more of an issue. For example, many commercial automatic
image analysis algorithms require parameters defining the expected colour of anatomy of
interest and fail if these parameters are incorrect. This paper presents methods for taking

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronicforms.
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into account the variation in staining (and other preparation inconsistencies) using ‘context
aware’ colour classification. We define ‘context aware’ to bethe inclusion of global (whole
image) information in local (i.e. per-pixel) analysis. This is achieved using a low dimen-
sional embedding of a colour histogram of the whole image, incombination with per-pixel
representations.

2 Methods and Materials
2.1 Slide Preparation
Data used in experiments in this paper was acquired from our existing digital repository
subject to relevant ethical permissions. Tissue was formalin fixed, paraffin embedded, cut in
≈5 micron sections using a microtome, and mounted on standardglass microscope slides.
Samples were stained using Haematoxylin and Eosin counterstain (H+E), or Haematoxylin
and DAB (H+DAB). Virtual slides were obtained by scanning at20x or 40x magnification
using an Aperio XT scanner (Aperio, San Diego). Sets of 60 1000×1000 representative sub-
images at native resolution for each stain pair (12 images× 5 batches) were extracted from
these gigapixel images via the ImageServer http interface (JPEG quality=100%).

2.2 Context Aware Colour Classification Using Low Dimensional
Histogram Projections

Classification of individual pixels by colour into different classes relating to different stains,
or background, is an important first step in many digital pathology applications. Per-pixel
colour classification was performed based on a feature vector constructed from the RGB val-
ues at a given pixel concatenated with a whole image specific ‘context vector’. Pixels were
classified into 3 classes; ‘Stain 1’ (Haematoxylin), ‘Stain2’ (Eosin, or DAB), and back-
ground (i.e. no stain). The context vector consisted of a lowdimensional projection of a
histogram of colour prototypes. The histogram was constructed using the highly computa-
tionally efficient Oct-tree based colour quantisation method of Gervautz [3]. This method
works by iteratively partitioning a 3D colourspace into 8 equal sized regions to form a tree
of regions of increasingly small size. In practise, a sparsetree is built containing only nodes
relating to colours which occur in the training set. Leaves in this sparse tree are labelled with
a unique ‘prototype identifier’. The number of leaves can be reduced by subsuming multiple
leaves of tree by their common parent node (which then becomes a leaf). In our implemen-
tation subsumption is based on the node with the fewest associated pixels until there are
only 256 prototypes (a common heuristic and quantisation level often used in colour palette
construction). This prototype histogram generation process is related to the widely used bag-
of-words family of methods (e.g. [2]); the ‘words’ in this case being colour prototypes. The
process of feature generation for a given pixel is illustrated in figure1. The low dimensional
projection of each image histogram (Hn) is performed using Principal Components Analysis
(PCA) on a training set of histograms from different images (equation1).

Ĥn = ET
h (Hn− H̄) (1)

Using equation1, the histogram of any image (whether in the training set or not) can then
be represented as it’s projection in a truncated Eigenspace(Ĥn), whereEh is the truncated
eigenvector matrix, and̄H is the mean of, the training histogram set. Dimensionality reduc-
tion of the context vector is necessary to avoid the (potentially high dimensional) context
vector dominating the 3 dimensional colour vector in classification. An added advantage is
the computational saving of performing classification using a low-dimensional feature. Use
of a class unaware dimensionality reduction method (i.e. PCA), rather than a class aware
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dimensionality method (e.g. Linear Discriminant Analysis- LDA), allows projections to be
performed once per image, rather that once per pixel, as a single image histogram typically
represents multiple pixel classes. There is an obvious computational saving in this.

Figure 1: Overview of Pixel Feature Generation in Training Stage: A per-pixel RGB colour
value is combined with a per -image colour histogram projection in eigenspace. Manual
labelling of pixels (using an interactive tool) assigns class labels to particular pixels in the
image, which form the training set. Test set generation follows the same protocol, except
that the Oct-tree and Eigenvectors estimated at training time are used.

Classification was performed using supervised learning by the Relevance Vector Machine
(RVM) method [7, 8] (http://dclib.sourceforge.net/). This method can classify a 1000x1000
image in a fraction of a second, whereas a Support Vector Machine trained on the same
data takes many 10s of seconds. Additionally, the RVM provides a probabilistic (rather
than binary) output. As we have a 3-class problem, and the RVMis a 2-class classifier,
classification was implemented using the ‘one against all’ approach [4], training 3 RVM
models per data set and normalising as in equation2.

P(Classn|C) =
PClassn(Classn|C)

Ps1(s1|C)+Ps2(s2|C)+Pbgd(bgd|C)
(2)

WhereClassn ∈{ s1,s2,bgd}, PClassn(Classn|C) is the probabilistic output of the RVM
model trained with pixels fromClassn as positive examples and pixels from the other two
classes as negative examples, andC is the combined feature vector (figure1). Other classi-
fiers (e.g. Random Forests [1]) were also evaluated, as were alternative colour representa-
tions (e.g. LAB). The method was evaluated for per-pixel colour classification accuracy, and
as a method for estimating image specific colour deconvolution matrices as a pre-processing
method prior to nuclei detection (following section).

2.2.1 Image specific colour deconvolution for Nuclei Detection

Colour deconvolution (C.D.) [6] is a method for ‘unmixing’ different stains in RGB mi-
croscopy images. In this work we extract an image relating tothe Haematoxylin stain (a
nuclear stain) as a precursor to Nuclei detection with a Hough Transform based method
[Self citation]. C.D. requires a representation of the absorption factors of the mixed stains (a
‘colour deconvolution matrix’), the accuracy of which effects the accuracy of the unmixing.
C.D. is based on a subtractive model of image formation (equation 3).




R
G
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255×∏3
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255×∏3
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 (3)
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Figure 2: Boxplots of 5-fold cross validation of colour+context based segmentation with
different context vector dimensionalities. Left: H+E Data, Right: H+DAB data

An relates to the amount of stainn at that pixel, andcr|g|b,n defines the ‘colour deconvolution
matrix’ (absorption factors) for a particular stain of interest.cr|g|b,n may be calculated from
an example set of colours for each stain. The mean colour of regions of interest (one for each
stainn) was used in this work (¯rn, ḡn, b̄n) (Equation4).




cr,n
cg,n
cb,n


 =



−log((r̄n +1)/256)
−log((ḡn +1)/256)
−log((b̄n +1)/256)


/

∣∣∣∣∣∣



−log((r̄n +1)/256)
−log((ḡn +1)/256)
−log((b̄n +1)/256)



∣∣∣∣∣∣

(4)

A complement (cross product of[cr,1,cg,1,cb,1] and [cr,2,cg,2,cb,2]) is used to complete
the (3×3) colour deconvolution matrix if only 2 stains are used (as in the experiments in
this paper). We estimate example colours for each channel using the colour classification
method presented in section2.2 to define pixels of interest for each stain. Pixels assigned a
probability greater than some threshold (0.99 is used in experiments) are used to calculate the
example colours for each channel. Nuclei detection is applied to the resultant Haematoxylin
image, and to greyscale, and probability images for comparison.

3 Results and Conclusions

Figure2 presents the accuracy of per-pixel colour classification with, and without, our con-
text vector. A clear (statistically significant) increase in accuracy is observed when using
context. It is interesting to observe that most of the context seems to be encoded in the first
context dimension and there is little increase in accuracy when using >1D context. Sim-
ilar trends were observed when using a Random Forest classifier and other colourspaces,
although the RGB+RVM combination performed best (Random Forests tended to over-fit).

Figure3 presents precision-recall curves for nuclei detection using a Hough transform
based nuclei detector (with varying edge detector threshold) applied to a greyscale version
of images, and pre-processed images representing the Haematoxylin stain channel extracted
in various ways. The first observation is that methods based on Haematoxylin channel ex-
traction result in higher precision over using a greyscale image over a range of recall values.
Image specific deconvolution (based on our classifier) outperforms all other methods at high
recall values. Deconvolution with ‘standard vectors’ (H=[0.644,0.717,0.267],E=[0.093,0.954,0.283])
supplied with standard implementations of [6] performs well at low recall (i.e. there are few
false positives), but results in a significantly lower maximum recall than other methods as
weakly stained nuclei are not represented in this image. Image specific colour deconvolution
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Figure 3: Average Precision-recall curves for Hough based nuclei detection over 8 Haema-
toxylin and Eosin stained liver images (2059 nuclei) with different pre-processing methods.

seems to be a better approach to extracting a stain-specific image than using a probability
image in this context. This is unsurprising as this representation allows us to represent the
degree of staining, whereas the probability image is simplya probability that the dominant
stain at that pixel is Haematoxylin (independent of degree of staining).

In conclusion, the method presented demonstrates that inclusion of whole image context
information (a low-dimensional embedding of a colour histogram) can aid per-pixel colour
based classification/segmentation. We have demonstrated the utility of this to colour decon-
volution matrix estimation, and that this can improve the performance of nuclei detection.
We continue to evaluate new applications of these ideas.
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Abstract

The paper presents a series of experiments which involve the use of the Fast Radial
Basis Function algorithm for non-rigid medical image registration. The algorithm is
a point-based registration technique which enables sub-second registration during the
evaluation stage of standard-sized MR or X-ray CT datasets without loss of accuracy
as compared to standard methods. In this paper we illustrate that the accuracy of the
registration improves when using increasingly more salient feature points(i.e. landmarks
and regular surfaces) without affecting the speed of the algorithm. Initially, a set of
curves are extracted using a combined watershed and active contoursalgorithm, then tiled
and converted to a regular surface using a global parametrization algorithm. Numerical
results exhibit target registration errors less than 2mm on intra-subject registration of MR
image datasets from the Alzheimer’s Disease Neuroimaging Initiative (ADNI) Database
whilst preserving sub-second performance for the Fast Radial Basis algorithm whereas
competing algorithms exhibit slower performances.

1 Introduction

We aim to show that a previously introduced algorithm [9] for non-rigid medical image
registration, called the fast RBF algorithm, is largely insensitive to the number of landmarks
used in terms of its performance speed during the evaluationstage1. Increasing the num-
ber of landmarks during registration should improve accuracy, provided the landmarks are
accurately placed. Alternative algorithms will slow down the more landmarks are used. In
previous research, we validated the fast RBF algorithm on single landmarks. To enable us
to use many accurately placed landmarks - which is not practical by using single anatomi-
cal landmarks - we use corresponding2 parameterized surfaces. The remainder of this paper
describes the method we used to obtain parameterized corresponding surfaces, the fast RBF
principle and an experiment comparing the fast RBF method toalternative non-rigid regis-
tration methods.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronicforms.

1The evaluation stage involves the application of a previously fitted model to the entire voxel dataset which is
usually more time consuming then the ‘calculation stage’, i.e.when the model parameters are determined.

2The word ‘corresponding’ which is frequently used in this paper relates to the corresponding landmarks for
each of the two volumes to be registered which - where this is not the case a ‘*’ is used for clarity.
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2 2 METHODS AND ALGORITHMS

2 Methods and algorithms

2.1 Surface generation and parametrization

We first extract a set of curves along Z-slices from both images to be registered. For this pur-
pose, two popular techniques, active contours and watersheds were used to create a sufficient
number of curves (point sets). Both methods, when used individually, have certain limita-
tions, i.e. the watershed segmentation method is sensitiveto image noise, hence causing over-
segmentation, whilst active contours suffer from initialization problems. Both techniques can
overcome each other’s limitations as the watershed algorithm provides initialization for the
active contour whilst the latter smoothens the result henceavoiding over-segmented bound-
aries [2]. Once a boundary contour is obtained, we resample each curve with a fine set of
points (at pixel level) into a coarser one (at edgel level) bycontinuously reducing a given set
of points into a two point set based on the computation of a midpoint value. This process
terminates when the number of points in a given set is less than or equal to a user defined
number. The final result is a set of corresponding boundary landmarks on each slice which
are then triangulated to form a 3D surface by applying the advancing-front algorithm [6]. In
order to remesh the 3D surface, we first need a suitable parametrization technique (confor-
mal and equi-areal) to flatten the 3D surface and then need a resampling technique to convert
it back to a parameterized 3D surface. We used the fast and robust algorithm of Yoshizawa
et al. [11] to parameterize the original mesh and represent it on a unitsquare as a 2D mesh.
Their technique is a global parametrization method based ona shape-preservation method
originally proposed by Floater in [1]. After parametrization, we resample the 2D mesh using
a regular 2D grid and find the corresponding∗ 3D spatial position in the original mesh for
each vertex (point) of the 2D grid.

2.2 Fast Radial Basis Functions method

We assume a Radial Basis Function (RBF) formulation3 in 3D:

s(xi) =
n

∑
j=0

λ (y j)φ(‖xi −y j‖), i = 0,1, . . . ,m. (1)

for i = 1. . .m evaluation points/voxels (targets) represented by the target vectorxi, the spline
parametersλ j for j = 1. . .n landmarks represented by the source (landmark) vectory j.

Based on the work by Livne and Wright [5] and extended to 3D [8] the above equation
can be simplified by representing the RBF on a regular coarse grid with fewer nodes than the
full voxel set. The main principle of the fast RBF method is toencapsulate source and target
points in separate grids of sizeH. It results in a two stage process conversion of the RBF in
Equation1. The first stage replaces the originalsource points with their corresponding grid
points by using a centeredp-th order tensor product interpolation:

φ(‖xi −y j‖) = ∑
j:Jkεσ (k)

j

ω jJ3ω jJ2ω jJ1φ(‖xi −Y(J1,J2,J3)‖) (2)

where j = 0,1, . . . ,n and for dimensionk = 1,2,3 :

σ (k)
j :=

{
Jk : |Y (k)

Jk
− y(k)

j | < pH/2
}

, whereω jJk are the new centeredpth-order interpola-

3The radial basis functionφ can take several forms, but the biharmonic spline (BHS),φ(r) = r, is optimal in
minimizing the bending energy potential in 3D [7]
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tion weights from the coarse centresY (k)
Jk

to the landmark positionsy(k)
j . The second stage

replaces the originaltarget points with their corresponding grid points using the same ap-
proach:

φ(‖xi −YJ‖) = ∑
Ikεσ̄ (k)

i

ω̄iI3ω̄iI2ω̄iI1φ(‖X(I1,I2,I3)−YJ‖) (3)

wherei = 0,1, . . . ,m, J = (J1,J2,J3), and for dimensionk = 1,2,3 :

σ̄ (k)
i :=

{
Ik : |X (k)

Ik
− x(k)

i | < pH/2
}

, whereω̄iIk are the centeredpth-order interpolation weights

from the coarse evaluation pointX (k)
Ik

to the levelh (original image grid size) evaluation point

x(k)
i . The procedure used to distribute the known RBF coefficientsλ (y j) at each landmark

position to the surrounding nodes of gridY is calledanterpolation.

3 Experiments

The aim of the experiments presented in this paper is to show the insensitivity in terms of
speed of the fast RBF method to an increasing number of accurately placed landmarks, the
latter aiming to improve the registration accuracy during evaluation. Five different meth-
ods are compared, which are: (1) Brute force (non-optimized) RBF; (2) Brute force (non-
optimized) RBF with hardware acceleration; (3) Fast RBF; (4) Fast RBF with hardware
acceleration; (5) Grid based approach by Levin et al. [4] with two different grid sizes4. The
MR datasets of three subjects of the ADNI database (adni.loni.ucla.edu) were used and re-
sampled to 2563 with slice thicknesses of 1mm. These datasets were used to test intra-patient
point-based non-linear registration from the original dataset to its natural deformed version
(see Figure1 columns 1 and 2 of second row).
To assess the accuracy of our technique, we use theTarget Registration Error (TRE)5 and
theNormalized mutual Information (NMI) (Studholme et al. [10]).

4 Results and Discussion

Table1 shows that the NMI of the larger landmark set (475) is better than when using just 20
landmarks. The average TRE is slightly worse, however the standard deviation is substan-
tially smaller despite being measured over a much larger setof validation points illustrating
a statistically more significant result. The evaluation time of the fast RBF method (both
software and hardware versions) is only marginally affected by increasing the number of
landmarks with a factor of more than 20, unlike all other methods which are proportion-
ally more affected. The %NMI metric shows the performance ofthe optimised techniques
in comparison to the non-optimised ‘Brute force’ software based method (gold standard).
The fast RBF method implemented in hardware exhibits the highest correspondence (99%+)
implying minimal loss of accuracy due to fast RBF optimization and hardware acceleration.

5 Conclusion

We have evaluated the fast RBF non-rigid registration method for medical imaging data us-
ing parameterized surfaces to derive large numbers of anatomical landmarks. The algorithm

4Levin et al. [3, 4] proposed a method for accelerating point based non-rigid registration by using the fast
tri-linear interpolation capability of modern graphics cards on a standard PC. Their implementation evaluates a
thin-plate spline (TPS) warp at discrete points on a configurable sized grid that overlays each image data slice.

5The TRE is the RMS error between the homologous validation landmarks after registration.
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20 landmarks Eval. Time in sec. NMI %NMI TRE in mm.

Brute force S/W 28.55(1.54) 1.202(0.043) 100.00 1.63(0.49)
Brute force H/W 0.51(0.05) 1.192(0.036) 99.1 1.63(0.49)
Fast RBF S/W 0.025 15.27(0.47) 1.202(0.043) 100.0 1.63(0.49)
Fast RBF H/W 0.025 0.53(0.04) 1.199(0.041) 99.6 1.63(0.49)
Grid 13 0.43(0.01) 1.144(0.066) 95.1 1.63(0.49)
Grid 138 16.31(1.08) 1.144(0.066) 95.1 1.63(0.49)
450+25 landmarks Eval. Time in sec. NMI %NMI TRE in mm.

Brute force S/W 486.48(4.02) 1.227(0.013) 100.00 1.81(0.20)
Brute force H/W 2.42(0.47) 1.214(0.027) 99.9 1.81(0.20)
Fast RBF S/W 0.025 31.15(1.04) 1.226(0.024) 100.0 1.81(0.20)
Fast RBF H/W 0.025 0.62(0.02) 1.221(0.021) 99.6 1.81(0.20)
Grid 13 2.69(0.06) 1.145(0.051) 93.4 1.81(0.20)
Grid 138 282.25(2.78) 1.142(0.052) 93.1 1.81(0.20)

Table 1:Results after applying a BHS basis function for non-rigid registration of the MR-T1 ADNI datasets of
the same subject taken at different time points. 20 landmarks were used for training and 20 for validation in the
upper half table. In the lower half table, 450 surface-basedlandmarks were used for training, while another 450
surface-based landmarks were used for validation, plus an additional 25 manually placed landmarks were used. All
tests were run over 5 subjects. Values are averages with standard deviation in parentheses. The second column
shows the evaluation time of the RBF in seconds. The third column shows the NMI. The next column shows the
%NMI as compared to the Brute-Force Software used as the golden standard. The fifth and final column shows the
TRE in mm. which is evaluated on the validation landmarks - note that the latter is the same for all methods as its
calculation is based on the same BHS model.

when implemented in hardware yields sub-second evaluationtimes on a standard PC with
high-end video adapter card. The evaluation (warp) time of the Fast RBF algorithm is signifi-
cantly less susceptible to the number of landmarks used as compared to the tested competing
methods. Considering that more accurately placed landmarks improve accuracy implies that
this algorithm is favourable for applications where both speed and accuracy are of impor-
tance, such as in IGS (Image Guided Surgery). In the future wewill use the parameterized
surface and will do experiments on medical image data with a higher degree of non-rigid
distortion.
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Abstract

In addition to seeking geometric correspondence between the inputs, a legitimate im-
age registration algorithm should also keep the estimated transformation meaningful or
regular. In this paper, we present a mathematically sound formulation that explicitly con-
trols the deformation to keep each grid in a meaningful shape over the entire geometric
matching procedure. The deformation regularity conditions are enforced by maintaining
all the moving neighbors as non-twist grids. In contrast to similar work, we differentiate
and formulate the convex and concave update cases under an efficient and straightfor-
ward point-line/surface orientation framework, and use equality constraints to guarantee
grid regularity and prevent folding. Experiments on MR images are presented to show
the improvements made by our model over the popular Demon’s [11] and DCT-based [1]
registration algorithms.

1 Introduction
Image registration is one of the most fundamental problems in image analysis. It’s often
the prerequisite step for many other analysis tasks to be carried out, especially in medical
applications where images from different modalities are utilized to provide complementary
information for diagnosis and treatment. Often phrased as an optimization procedure, non-
rigid image registration is known as an inherently ill-posed problem with infinitely many
solutions for a pair of inputs. Regularization is required in order to produce meaningful
matching and integrate user knowledge into the problem formulation.

Two types of regularizations have been extensively researched in the literature. One di-
rection is focused on imposing smoothness to the estimated deformation field. Many works
use regularizer to penalize deviation from some measure of smoothness, either in the esti-
mated deformation field [6] or its update [4]. Smoothness can also be achieved through a
diffusion procedure, where Gaussian convolution kernels are commonly utilized, as in the
Demon’s algorithm [11]. The second type of regularization is to ensure topology preserva-
tion and invertibility, so that every point in one image has a corresponding point in the other.
Such guaranteed correspondence is particularly important in various longitudinal studies
where the output of the registration, i.e. the deformation field, is analyzed further to draw
quantitative conclusions that can potentially be used as the basis for prediction and diagnosis.

Limiting the Jacobian determinants JT (x) to a range has been a popular approach to
enforce topology regularity. In order to model incompressible organ tissues, Rohlfing et

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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al. [9] use
∫

log(JT )dx as an additional regularization term to penalize local deviations of
JT (x) from unity, which in turn, penalizes local tissue expansion and compression. Blended
together with a smoothness constraint within the overall objective function, the impressibility
property is favored, but not guaranteed. In [7], Haber et al. set upper and lower bounds for
the Jacobians during the registration procedure. A log-barrier function scheme is employed
to convert the constraints to an unconstrained optimization problem, where Gauss-Newton
approximation is applied to solve the system, which contains a large number of unknowns.
In [8], topology preservation is achieved through a hard constraint at several intermediate
steps of a deformable registration procedure or after the registration is done. Sdika [10] uses
B-spline as the global smoothness constraint. The topology regularity is imposed through the
positivity of the Jacobians as well as the bounded Jacobian derivatives. These three works
and their variants have one thing in common: the enforced regularity cases specified by the
Jacobian constraints are all convex, where the concave cases, allowed in many applications,
have been ruled out. Detailed explanation of the convex/concave regularity cases will be
given in section 2.

The diffeomorphic Demon’s algorithm [12] uses a fast exponential to project the defor-
mation fields into a Lie group, which in nature guarantees the smoothness and invertibility
of the elements. Similar to the original Demon’s algorithm, a diffusion-like regularization is
applied to the resulting deformation filed (optional to the deformation update as well), which
could lead to globally oversmoothing effects, and fail to produce high-precision registration.

1.1 Our Proposed Work
In this paper, we propose a regularity guaranteed deformation estimation through a conve-
nient and efficient point-line/surface orientation perspective. We identify two types of reg-
ularity ensured conditions: convex and concave Non-Twist updates, and the corresponding
mathematical constraints are proposed and analyzed.

We integrate our Non-Twist components into two sum of squared differences (SSD)
based registration schemes, Demon’s and the Discrete cosine transform (DCT)-based al-
gorithm [1] in SPM. Comparisons with the original algorithms are presented to show the
effects and improvements made by our approach.

2 Non-twist Regularization
Topology regularity, or globally one-to-one property, will be violated if grid corners flip their
relative positions during the registration procedure. Shown in figure 1 is a 2D grid and the
associated deformation scenarios. Let A be the point of interest, and ABCD be the grid to
study. After each spatial update, A might end up in one of the three destination areas in
figure 1 (a), marked with gray, orange, and blue colors, respectively. The corresponding
resultant grids are shown in figure 1 (b), (c) and (d). Because it satisfies the positivity of the
Jacobian criterion, scenario (b) is usually taken as a topology/regularity preservation case,
and we call it the convex case in this paper, as it maintains the convexity of the starting
grid ABCD. Scenario (c), which we call the concave case, is regarded as illegal and ruled
out by most aforementioned works [7, 8, 10], even though it is acceptable in reality as no
twisting has happened. Case (d) is indeed twisting the grids and it should be prevented from
happening.

Identifying the three cases (convex and concave, and twisting) can be easily performed
through the point-line/surface test [5] commonly used in the computational geometry com-
munity. The convex case requires a combination of three positive orientations: A is on the
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(a) (b) (c) (d)
Figure 1: Illustration of possible grid update scenarios. (a) starting grid; (b) convex case; (c) concave
case; (d) twisting case, which should be avoided.

left side of
−→
BD, left side of

−→
BC and left side of

−→
CD. Converting to the matrix format, the

following three constraints have to be held to ensure the convex case.
∣∣∣∣∣∣

xa ya 1
xb yb 1
xd yd 1

∣∣∣∣∣∣
> 0,

∣∣∣∣∣∣

xa ya 1
xb yb 1
xc yc 1

∣∣∣∣∣∣
> 0,

∣∣∣∣∣∣

xa ya 1
xc yc 1
xd yd 1

∣∣∣∣∣∣
> 0 (1)

Combining the convex and concave cases together (the gray and orange areas in fig 1,
the overall accepted update scenarios can be translated to a Boolean predicate: (A is on the
left side of

−→
BD) OR ( (A is on the left side of

−→
BC) AND (A is on the left side of CD)). This

determinant formulation can be easily generalized for 3D and N-D inputs.

2.1 Integration of the Non-Twist Regularization into Registration
Our Non-Twist regularization can be easily integrated into various registration algorithms.
In this paper, we choose Demon’s algorithm and DCT-based [1] as the testbed to show the
effectiveness of the additional term. Justification of using these two algorithms lies in the
fact that they belong to different algorithm categories (non-parametric and parametric), and
both have been widely used across the neuroimage community.

Like many other non-rigid registration algorithms, Demon’s and DCT are also formu-
lated as the optimization of an objective function to determine a deformation field u that
minimizes the difference between the reference image R and floating image F . Demon’s
uses SSD as the similarity metric, and the squared gradient of the transformation field as
smoothness regularization. Given the transformation field S, compute a correspondence up-
date field u by minimizing E

E(u) = |F−M · (S +u)|2 +σ2|u|2 (2)

where σ is a constant for intensity and transformation uncertainty.
DCT-algorithm also uses SSD as the similarity metric. Unlike in Demon’s, the smooth-

ness property in DCT, however, is fulfilled through a linear combination of lower-frequency
components of the DCT. The deformation field can be obtained by solving a small set of
coefficients controlling the basis functions. For more details, we refer readers to [1].

Integrating our Non-Twist constraint with Demon’s and DCT is straightforward. Taking
the convex case as an example, the new optimization objective is simply

Minimize: E(u)
Subject to: (A ⇑ BD) AND (A ⇑ BC) AND (A ⇑CD)

where A ⇑ BD denotes the requirement that A lies on the left side of
−→
BD.
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Numerical Solution: To implement this optimization with our proposed constraint, a
large-scale nonlinear algorithm using interior-point based sequential quadratic programming
(SQP) [3] is adopted and adjusted specifically. Due to its use of a trust region framework that
allows for the direct use of second derivatives and the inaccurate solution of sub-problems,
this optimization algorithm is comparably efficient in dealing with the dense deformation
field. Since the whole problem is large and indefinite, we directly take use of the currently
available function (Fmincon) in MATLAB Optimization Toolbox.

3 Experimental Results
We assess the effectiveness of our non-twist regularizer through two paired algorithms: De-
mon’s vs. Demon’s + Non-Twist and DCT vs. DCT + Non-Twist.

Demon’s algorithm uses Gaussian convolution to impose smoothness on the estimated
deformation field, where the level of smoothness is controlled by the σ of the Gaussian
filter. Since the smoothness is evenly applied throughout the image domain, this penalty
approach with a moderate Gaussian σ does not prevent local twists. On the other hand, it
is well-known that increasing σ generally leads to over-smoothing effect, which results in
deteriorated precision in the registration results.

The reference image (as in fig 2.a) used in our experiment is a synthetic MRI slice,
256× 256 dimension and 1× 1 mm2 resolution, obtained from BrainWeb simulation [2].
It is deformed into fig 2.b with a known sinusoidal transformation shown in fig 2.c. The
registration result using the original Demon’s algorithm is depicted in fig 2.d. The σ of the
Gaussian convolution filter in this experiment was set to 6. As evident, local irregularities
emerge in the upper left and bottom right brain boundary areas where no sufficient intensity
detail exists to enforce the smoothness property. The estimated deformation field shown in
fig 2.e comes from the new Demon’s algorithm with our Non-Twist regularizer (concave
version in this particular example). Obviously, all the irregularities have been driven away
by the additional regularization component. The same input image pair has been used for the
comparison of DCT alone vs. DCT + Non-Twist. Results are shown in fig 2.f and fig 2.g,
respectively. Same number of coefficients, 32×32, are used in the experiments. It should be
noted that DCT alone has built-in global smoothness control stemmed from its parametric
deformation setup. However, the original method has no guaranteed mechanism to avoid
local twists. The improvements with the added Non-Twist are obvious – fig 2.g has much
smoother grids and no visible local foldings.

4 Conclusion and Discussion
Maintaining regularity and topology legitimacy is an important issue in image registration.
Most of the previously published works are focused on using the Jacobians as the basis
to specify regularity constraints, and most of the works only allow convex grid deforma-
tions. We identify the concave case and formulate the new constraints under a straightfor-
ward point-line/surface orientation perspective. Our experimental results indicate the added
constraints can greatly improve the overall registration performance, especially in terms of
smoothness and regularity.
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Abstract

In this paper we propose a novel approach for incorporating measures of spatial un-
certainty which are derived from non-rigid registration, into propagated segmentation
labels. In current approaches to segmentation via label propagation, a point-estimate of
the registration parameters is used. However, this is limited by the registration accuracy
achieved. In this work, we derive local measurements of the uncertainty of a non-rigid
mapping from a probabilistic registration framework. This allows us to consider the set
of probable locations for a segmentation label to hold. We demonstrate the use of this
method on the propagation of accurately delineated cortical labels in inter-subject brain
MRI using the NIREP dataset. We find that accounting for the spatial uncertainty of the
mapping increases the sensitivity of correctly classifying anatomical labels.

1 Introduction
Automated medical image segmentation can be achieved by propagating manually delineated
labels from an annotated source image registered to a particular target. This registration is
required to be accurate to ensure a high level of anatomical correspondence, and therefore
non-rigid registration methods are often used. A drawback in current approaches is that a
point-estimate of the registration parameters is used, e.g. in [6]. This is limited in assum-
ing that the mapping is entirely correct. This however, in the case of inter-subject brain
registration, is unlikely and in a recent comparative study of volumetric brain registration
algorithms, it was shown that none of the tested algorithms were capable of entirely cor-
rectly registering large labelled regions [4]. The situation can be improved upon by using a
probabilistic registration method, which models a level of uncertainty on the inferred trans-
formation. Risholm et al.[5] previously showed that probabilistic registration methods can
produce a map of registration uncertainty. However, their estimates of uncertainty depended
upon the definition of an ad-hoc weighting between the similarity and regularisation terms,
the weighting of which will influence the registration result, and the distribution of spatial
uncertainty. Their approach was also aimed specifically at coping with resolving brain-shift
after tumour resection rather than for generic application. Moreover, the elastic registration
method they employed is not well suited for inter-subject registration.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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In this work we propose the use of a generic and adaptive approach for probabilistic non-
rigid registration in order to provide a more principled estimate of the spatial uncertainty of
a registration. Based on these estimated uncertainties, local Gaussian smoothing kernels can
be automatically estimated and used to smooth propagated segmentation labels over the set
of probable locations, rather than propagating only the most likely ones. We demonstrate
this method on inter-subject brain registration, with cortical labels and illustrate the potential
of our new approach using an example probability map of a propagated cortical label and
showing an increase in the sensitivity of correctly classifying the true segmentation label.

2 Methods
Image registration can be described probabilistically using a generative model, where it is
assumed that the target image data Y can be generated from a source image X, which is
deformed by a transformation, where T(X,w) is the transformed source image, and where
w parametrises the transformation. The specific form of T used in this implementation is a
Free-Form Deformation (FFD) model [6], where w is the set of control point displacements.

The model has residual error throughout the registration process, which needs to be mod-
elled. The noise is assumed to have zero mean and be independent and identically distributed
across image voxels. In this case, the noise is assumed to be normally distributed error
e ≈ N(0,φ−1I), where I is the matrix identity and φ is the global noise precision (inverse
variance). The generic generative model for registration is given as Y = T(X,w)+ e.

2.1 Priors
Since we use a probabilistic model for registration, regularisation can be incorporated as
a prior on the transformation parameters which is modelled using a Multivariate Normal
Distribution (MVN). The prior on w is described in equation 1 where Λ encodes the regu-
larisation as a spatial kernel matrix providing bending energy regularisation. λ is the spatial
precision parameter, controlling the level of spatial regularisation, and is inferred from the
data resulting in an automated approach to regularisation.

Non-informative priors on the spatial (eq. 3) and noise precision (eq. 2) are speci-
fied using a Gamma distribution Ga, where the subscript 0 denotes initial parameter es-
timates. We use wide priors over λ and φ s0 = 1010,c0 = 10−10,a0 = 1010,b0 = 10−10.

P(w|λ ) = MV N(w;0,(λΛ)−1) (1)
P(φ) = Ga(φ ;a0,b0) (2)

P(λ ) = Ga(λ ;s0,c0) (3)

2.2 Model Inference
The model parameters are inferred using Variational Bayes [1]. VB was chosen as it provides
a computationally efficient approach to fully Bayesian inference, unlike numerical methods
such as MCMC. VB uses an objective function of the Variational Free Energy (VFE). The
VFE measures both the model fit and model complexity. Model fit quantifies how well
the target data is explained by the model parameters, and for this model is related to the
SSD. Model complexity in this case is approximately equivalent to the bending energy in the
transformation. Using the VB framework, analytic updates are derived for the approximate
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posterior distributions of the transformation, regularisation and noise parameters. VB uses
the mean-field approximation so the posterior distribution p(w,λ ,φ |Y) can be approximated
as q(w|Y)q(λ |Y)q(φ |Y). The functional forms of the approximate posterior distributions are
constrained to be conjugate to the priors, and are given as:q(w) = MV N(w; µ,ϒ), q(λ ) =
Ga(λ ;s,c) and q(φ) = Ga(φ ,a,b). The hyper-parameter updates (eq. 4-9) are derived by
integrating out factorised parameters from the log posterior distribution of the model.

ϒ = (αφ̄JTJ+ λ̄Λ)−1 (4)

c = c0 +
Nc

2
(5)

b = b0 +
Nvα

2
(6)

µnew = ϒ
[
αφ̄JT(Jµold +k)

]
(7)

1
s

=
1
s0

+
1
2
(
Tr(Λϒ−1)+ µTΛµ

)
(8)

1
a

=
1
a0

+
1
2

α(kTk+Tr(ϒ−1JTJ)) (9)

where J is the matrix of first order partial derivatives of the transformation parameters
with respect to the transformed image T(X,µold), centred about the previous estimate of the
mean µold . k is the vector representing the residual image Y−T(X,w). µnew describes the
current estimated transformation parameters, and is dependent on the old estimated values.
The approximate posterior covariance matrix of the set of transformation parameters is given
by ϒ. λ̄ is the expectation of the posterior spatial precision and φ̄ is the expectation of the
noise precision. Nc is the number of control points in the model and Nv is the number of
active voxels, α is the virtual decimation factor modelling correlation of the image noise [3].

2.3 Spatial Uncertainty
The probabilistic registration model intrinsically provides a measurement of uncertainty on
the posterior distribution of the model parameters. This is particularly interesting for the
transformation parameters whose posterior covariance matrix is given by ϒ. The spatial
uncertainty of the transformation parameters represents how certain we are that a given point
in the source image should be transformed to a particular point in the target image. By
calculating ϒ, and interpolating the variance and cross-directional co-variance across the
image, an MVN distribution illustrating the spatial uncertainty can be calculated at each
voxel, indicating the magnitude and direction of the uncertainty at that point.

The spatial uncertainty of a particular control point is governed by 5 factors: 1. the
local image information which is affected by this control points’ movement (JT J); 2. the
noise precision, which indicates how noisy the image data is; 3. the spatial precision, the
similarity of the transformation to the spatial prior; 4. the form of the spatial prior, e.g.
Bending Energy and 5. the uncertainty of neighbouring control points.

As the uncertainty depends upon the image information, it is anisotropic by nature, dis-
playing less uncertainty across an image boundary than along it. A straightforward approach
to compensate for the spatial uncertainty in the mapping of any given voxel is to smooth the
label data according to the local uncertainty distribution, which is an anisotropic Gaussian
kernel. We propose the use of this novel method to account for the spatial uncertainty of
each transformed voxel.

2.4 Experiments
In this work we evaluate our method using the NIREP database [2]. This consists of 16
healthy control subjects, each with 32 accurately delineated cortical labels. Each NIREP
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Rigid registration
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Non-rigid registration
label property map

Registration 
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Figure 1: An example registration, illustrating label propagation for the right occipital lobe.
The first two panels show the label property for the rigid, and non-rigid registered images.
The third image illustrates a map of the local uncertainty of the transformation overlaid on
the transformed source image. The final panel shows the derived label probability map.

image was registered affinely with 9 degrees of freedom to the MNI152 atlas. Each image
pair was then pairwise registered to one another using an initial rigid registration. This was
followed by a non-rigid registration using the probabilistic method outlined previously with
a 5mm FFD control point spacing. The 32 cortical labels were transformed from the source
image space to the target image using the mean of the transformation parameters. In order
to consider the full posterior distribution of the transformation parameters, the transformed
labels were adaptively smoothed using a local Gaussian kernel. An example registration with
label propagation is shown in figure 1.

We have thus obtained a map showing the probable locations of the label. An informative
method of quantifying this information is treating each segmentation map as a binary clas-
sifier and drawing a receiver operator characteristic curve. In figure 2 we show the average
true positive rate (sensitivity) and false positive rate (1 - specificity) of our method for two
labelled cortical regions against the mean of the transformation over 240 subject-to-subject
registrations. As can be seen, in both plots the two curves look reasonably similar, with the
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Figure 2: ROC curves for the occipital lobe and inferior gyrus segmentation labels. Below a
true positive rate of 0.6, the two lines are practically identical.

exception that by compensating for the uncertainty in the spatial mapping the maximum sen-
sitivity is improved as more correctly labelled voxels are considered probable. Additionally,
the optimal trade-off between the true, and false positive rate is slightly better when using
the proposed method. This results in a small improvement in label classification accuracy
when using the simple method of selecting the most likely segmentation at each voxel. The
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proposed approach yields an average increase in Dice overlap of 0.23% over all labels for
the 240 pairwise registrations, with a maximum average improvement of 1.7% for the left
insula gyrus. 6 of the 32 labels showed statistically significant improvement at the 0.05 sig-
nificance level, with an average overlap improvement of 1.35%. These 6 regions had larger
scale spatial structures, which may be better captured at the resolution of registration .

3 Discussion and Conclusions
In this work we have introduced a generic, principled mechanism for considering the un-
certainty in non-rigid registration. This was demonstrated with application to propagated
cortical segmentations in inter-subject brain MRI, allowing a probabilistic segmentation rep-
resentation. This method has also been shown to improve disease classification rates in a
longitudinal study of Alzheimer’s disease [7]. The incorporation of the spatial uncertainty of
a non-rigid mapping in segmentation propagation provides a principled method for allowing
high sensitivity to the true segmentation label as more nearby voxels are considered to be
probable. In order to demonstrate the full utility of probabilistic segmentation propagation,
potential areas of future work are to use this information as a prior for an intensity based
segmentation scheme, or to incorporate this additional knowledge within a multiple-atlas
classifier fusion framework.
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Abstract

Real-time 3D echocardiography (RT3DE) suffers from non-uniform image quality
and a limited field of view. This can be improved by fusion of multiple images. Since
accurate registration is essential for fusion of good quality, this study examines the per-
formance of different methods for intrasubject registration of multi-view apical RT3DE
images.

RT3DE images focused on the left ventricle were rigidly registered to images focused
on the right ventricle. The performance of single-frame and multi-frame registration, that
optimizes the metric for several time frames simultaneously, was examined. Further-
more, the suitability of mutual information (MI) as similarity measure was compared to
normalized cross-correlation (NCC). Evaluation of the results was based on annotations
made in the data by two observers.

It was found that multi-frame registration can improve registration results with re-
spect to single-frame registration. In addition, NCC outperformed MI as metric. If NCC
was optimized in a multi-frame registration strategy including end-diastolic and end-
systolic time frames, the automatic method performed as good as manual registration.

1 Introduction
Real-time three-dimensional echocardiography (RT3DE) visualizes the heart in a non-invasive
manner. To overcome its limitations, like non-uniform image quality and a limited field of
view, registration and fusion of multiple echocardiography images can be used [7]. Accu-
rate registration is required for this and therefore knowledge of the performance of different
methods for echocardiographic registration is important.

c⃝ 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Fusion of echocardiography images is addressed by Rajpoot et al. [7] and Szmigielski
et al. [9]. They used normalized cross-correlation (NCC) to register the images. To register
prestress to poststress echocardiography images Leung et al. [5] showed the superiority of
NCC over normalized MI. Mutual information (MI) was used by Shekhar et al. [8] for pre- to
poststress RT3DE registration. In the work previously cited only end-diastolic (ED) or end-
systolic (ES) time frames were registered. However, the multi-frame registration approach
of Grau et al. [1] incorperates information available in ED and ES time frames to register
RT3DE images. Nevertheless, any differences in performance between multi-frame and
single-frame registration were not addressed.

We assess the performance of several methods to register multi-view RT3DE images, as
presented at SPIE Medical Imaging 2011 [6]. The metrics NCC and MI, both commonly
used to register echocardiography images, were examined. The performance of single-frame
and multi-frame registration was compared.

2 Methods

2.1 Data
In 15 healthy volunteers two RT3DE scans were acquired using an iE33 ultrasound system
(Philips Medical Systems, Best, the Netherlands) and an X3-1 matrix array transducer. The
scans were acquired in harmonic mode during a single end-expiratory breath-hold. The left
ventricular (LV) data set (mean volume rate: 31.6 frames per heart cycle; range: 27 to 38
frames) was taken from the standard apical view, while the right ventricular (RV) images
(mean volume rate: 28.8 frames per heart cycle; range: 24 to 35) were acquired using a
modified apical view. ED frames were automatically detected by the 4D RV-Function pro-
gram (TomTec Imaging Systems, Unterschleissheim, Germany), ES frames were identified
by visual inspection. One of the data sets was excluded from analysis due to lack of visibility
of the LV walls in the RV data. A set of LV and RV images is supplied in Figure 1.

(a) (b) (c) (d) (e)
Figure 1: RT3DE data acquired at ED. Short-axis view (top), four-chamber view (bottom).
(a) LV image; (b) RV image; (c) The fused LV and RV image (alignment of image centers);
(d) The fused LV and RV image after the initial transform was applied; (e) The fused LV and
RV image after multi-frame registration (ED and ES time frames, using NCC as metric).

2.2 Registration
Two observers independently annotated the LV and RV data by indicating the junction of the
mitral valve leaflets and mitral valve ring, as well as the position of the LV apex. Annotations
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were performed in ED and ES images. The method was adapted from Leung et al. [5].
LV and RV images acquired at the same cardiac phase in the same subject were rigidly

registered in a multi-resolution strategy. To initialize the registration, a similar difference in
field of view was assumed for all subjects. This was approximated by the average of manual
transformations of five data sets. MI and NCC as implemented in elastix (Image Sciences
Institute, UMC Utrecht, Utrecht, the Netherlands) [4] were examined as similarity mea-
sures. The adaptive stochastic gradient descent method [3] was used to optimize the metric.
By means of single-frame registration ED or ES frames were independently registered. In
contrast, multi-frame registration was performed to register different time frames simulta-
neously. It optimizes a cost function that is the average of the metric of all separate image
pairs included in the registration process. The effect of the number of image pairs was exam-
ined by including ED and ES time frames or all available time frames. Inclusion of all time
frames required linear interpolation between ED and ES as well as between ES and the last
time frame of the data set to obtain the same number of LV and RV frames. Mean intensity
fusion was used to fuse the registered images. All methods were implemented in MeVisLab
(MeVis Medical Solutions, Bremen, Germany).

2.3 Evaluation

The difference between two sets of annotations, d(M,N), was expressed as the average of
the Euclidean distances between corresponding points, 1

P ∑P
j=1 d(M j,N j). Where M and N

are sets of P points.
Rigid registration (in a least squares sense [2]) of the annotations in the LV and RV image

resulted in the transformations Tµ A and Tµ B, the subscripts A and B denote the observers and
the vector µ contains the transformation parameters. To compare the manual transformations
of the observers to each other, the interobserver transformation variability was calculated as

1
S

S

∑
q=1

d(Tµq
A
(L̄q),Tµq

B
(L̄q)) (1)

S is the number of datasets and L̄ is the vector of mean positions of the points annotated
in the LV image, it equals LA+LB

2 . LA and LB are the points annotated in the LV image by
observer A or B.

The misalignment between corresponding points when the image centers are aligned was
calculated as 1

S ∑S
q=1 d(L̄q, R̄q). After applying an initial transformation Tµ init , it was defined

as 1
S ∑S

q=1 d(Tµ init(L̄
q), R̄q). R̄ contains the RV annotations averaged over the observers.

The registration error, defined as the difference between an automatic transformation,
Tµ auto, and the transformation Tµ manual that resulted from rigidly registering the mean an-
notations L̄ and R̄, is given by Equation 2.

1
S

S

∑
q=1

d(Tµq
auto

(L̄q),Tµq
manual

(L̄q)) (2)

The performance of automatic registration with respect to manually registering the data
was evaluated by comparing the registration error to the interobserver transformation vari-
ability. Statistical significance was assessed using a Wilcoxon signed ranks test.
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3 Results
The interobserver transformation variability was 3.8 ± 1.6 mm for ED time frames and 3.3
± 1.5 mm for ES time frames (mean ± standard deviation).

The amount of misalignment when the image centers were aligned was 37.9 ± 9.5 mm
(ED) and 32.0 ± 8.4 mm (ES) and was reduced to 15.6 ± 8.1 mm (ED) and 14.7 ± 7.9 mm
(ES) after transforming the images with the initial transformation.

An example of a fused ED data set is shown in Figure 1. Registration errors are given
in Table 1. The error obtained by multi-frame registration (including only ED and ES time
frames) using NCC or MI as metric was comparable to the interobserver transformation vari-
ability at both ED and ES. Multi-frame registration outperformed single-frame registration
when only ED and ES time frames were included. In contrast, inclusion of all time frames
lowered registration accuracy. Better results were obtained using NCC as metric than by use
of MI. No significant differences were found between the accuracy of the different registra-
tion methods.

Table 1: Registration errors of automatic registration (mean ± standard deviation in mm).
The interobserver transformation variability was 3.8± 1.6 mm (ED) and 3.3± 1.5 mm (ES).

ED ES

MI NCC MI NCC

Single-frame 6.4 ± 7.2 5.1 ± 4.0 7.6 ± 11.2 2.9 ± 1.5

Multi-frame (ED & ES) 4.3 ± 2.2 3.8 ± 0.8 3.8 ± 3.7 3.0 ± 1.4

Multi-frame (all) 7.5 ± 10.1 5.9 ± 7.0 6.9 ± 11.5 5.4 ± 8.1

4 Discussion
Multi-frame registration performs better than single-frame registration when only ED and
ES time frames are used to optimize the metric. Presumably, the amount of useful infor-
mation is increased by involving ED as well as ES time frames in the registration process.
However, inclusion of all time-frames lowers registration accuracy. Several factors might
be of influence on this. First, since ED and ES time frames contain the most diverse infor-
mation, little additional information will be added by inclusion of more time frames as has
been remarked in literature [1]. Second, interpolation of the RV data can introduce artifacts.
Third, calculation of the registration error is solely based on ED and ES time frames. Inclu-
sion of all time frames will result in a transformation that is optimized for the whole heart
cycle. Therefore, the chosen error measure might not reflect the real error well in case of a
multi-frame registration strategy including all time frames.

5 Conclusion
Knowledge about the performance of different methods to register RT3DE images is impor-
tant since accurate registration is essential for image fusion, a tool to improve the quality of
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RT3DE data. We compared the performance of different methods to register apical multi-
view RT3DE images and showed that the performance of automatic registration of these
images is as good as that of manual registration. This is found for both ED and ES frames.
An initial transformation that approximates the protocol-specific systematic misalignment is
applied to reach the starting point for registration. Best results are obtained using NCC as
similarity measure in a multi-frame registration strategy including ED and ES time frames.
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Abstract

Motion models are a potentially promising solution to the problem of respiratory mo-
tion in both image acquisition and image-guided interventions. Such models are typically
based on a single input signal, such as an MRI navigator on thediaphragm. However,
it is possible to form models based on two signals positionedat different anatomical lo-
cations. This paper investigates whether this is desirableor not. Cardiac motion models
based on single input signals and pairs of input signals wereformed from MRI data ac-
quired from 10 volunteers and 1 patient. A measure of the accuracy of these motion
models was computed. The results suggest that two signal models are more accurate,
but only in the presence of significant cycle to cycle breathing motion variability. Over-
all the best individual virtual navigator was positioned onthe upper chest, and the best
pairing consisted of virtual navigators on the upper chest and lower chest. These findings
have potential significance for researchers working in the area of motion-corrected image
acquisition or motion-corrected image-guided interventions.

1 Introduction

Respiratory motion can cause severe problems in both image acquisition and image-guided
interventions. In image acquisition it can cause artefactsthat degrade image quality, and in
image-guided interventions it can cause registration errors between the guidance information
and the real anatomy, making the guidance information less reliable and potentially danger-
ous. Common solutions to the problem of respiratory motion are breath-holding and gating.
However, both have their shortcomings: breath-holding is limited to short periods of time
(typically less than 30 seconds), and gating increases scan/procedure time. Motion models
offer an alternative strategy in which the motion of the organ(s) is estimated and corrected
for whilst allowing the subject to breathe freely.

Motion models typically model a motion field as a function of a1-D input signal. By ac-
quiring this 1-D signal during image acquisition or an intervention, the function is applied to
produce an estimate of the true motion field. For example, in [2] an affine cardiac respiratory
motion model was formed by coregistering magnetic resonance imaging (MRI) data. The
model estimated an affine transformation as a function of head-foot diaphragm translation,
and was used to motion-correct guidance information in image-guided cardiac interventions.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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2 MCGLASHAN, KING: BREATHING MOTION VARIABILITY

Much previous work on respiratory motion modelling has madethe assumption that the
motion of organs due to breathing iscyclic, i.e. it is the same from cycle to cycle. Such
‘average-cycle’ models take a single signal as input, such as the diaphragm translation from
MRI or X-ray [2]. However, in reality breathing motion is more complex thanthis, and is
rarely the same from cycle to cycle [1].

Motion models based on multiple 1-D signals can potentiallypredict different types of
motion for each cycle if the multiple signals vary in different ways relative to each other.
Examples of multiple signals include:

• a signal and aprecursory signal (i.e. its value at a previous time step) [4],
• a signal and its derivative [6],
• a signal and its amplitude [3], and
• signals at multiple anatomical locations [4, 5].
In this paper we investigate the last option, i.e. motion models based on signals po-

sitioned at multiple anatomical locations, specifically with reference to cardiac respiratory
motion models. Our hypothesis is that cycle-to-cycle breathing variability can be captured
by using multiple signals at different locations, and that consequently such multiple signal
models should be more accurate than single signal models in the presence of such variabil-
ity. We have previously published preliminary results in [5]. Here we include improved
validation, two extra datasets and test extra signal placements.

2 Methods and materials

Figure1 gives an overview of our experimental set-up. Two types of MRI data are required
to form the motion models: a single static 3-D high resolution image, and a series of lower
resolution 3-D dynamic scans at arbitrary respiratory positions (see Section2.1). To enable
us to test different anatomical locations for our input signals, we compute ‘virtual naviga-
tors’ from the dynamic scans, positioned at a number of different locations (Section2.2).
Motion models are formed from individual and pairs of such navigators using motion esti-
mates computed by image registration between the high resolution and dynamic MRI scans
(Section2.3). Finally, an error measure for each motion model is determined (Section2.4).
We performleave-one-out validation: each dynamic image is left out in turn, and a motion
model formed from all remaining dynamics; the motion estimated by this model is compared
to the actual motion estimated by registration of the left-out dynamic.

Figure 1:An overview of the motion model accuracy experiments.
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2.1 Materials

Data were acquired from 10 volunteers and 1 patient. Volunteers A-J consisted of 9 males
and 1 female, aged 20-32. Patient A was male, aged 4, and underwent MRI scanning as
preparation for a pulmonary vascular resistance study catheterisation. All MRI data were
acquired using a 1.5T Philips Achieva MRI scanner. The following sequences were used:

• High resolution 3-D: 3D balanced TFE, respiratory gated at end-expiration, cardiac
gated at late diastole, typically, 120 sagittal slices, TR=4.4ms, TE=2.2ms, flip angle=90o,
acquired voxel size 2.19× 2.19× 2.74mm3 (reconstructed 1.37× 1.37×1.37mm3),
acquisition window≈ 100ms, navigator window 5mm, scan time≈ 5 minutes.

• Dynamic 3-D: 3-D TFEPI, cardiac gated at late diastole, typically, 20 slices, TR =
10ms, TE = 4.9ms, flip angle = 20o, acquired voxel size 2.7×3.6×8.0mm3 (recon-
structed 2.22×2.22×4.0mm3), TFE factor 26, EPI factor 13, TFE acq. time 267.9ms.

The dynamic 3-D sequence acquires one 3-D volume every heartbeat. A sample scan is
shown in Figure2. These scans were acquired with the subjects breathing in three different
breathing patterns: normal breathing (i.e. no breathing instruction given), fast breathing, and
deep breathing. This was done to maximise the amount of cycle-to-cycle breathing motion
variability. 100 dynamic images (volunteers A-D) or 40 dynamic images (volunteers E-J and
patient A) per breathing pattern were acquired.

2.2 Computing virtual navigators

To test different anatomical positionings for the 1-D inputsignals we produced ‘virtual nav-
igator’ signals by postprocessing the dynamic 3-D MRI images. The virtual navigators were
computed as follows: 3-D rectangular regions of interest were manually defined for each
virtual navigator on each subject’s dynamic images; one dynamic image was chosen as a
reference; for each other ‘target’ dynamic image, the virtual navigator value was determined
as the translation along the long axis of the rectangle that maximised the correlation between
the reference image intensities and the translated target image intensities within the rectan-
gle. All virtual navigator signals were manually inspectedand modified if they were found
to be inaccurate. Virtual navigators positions/orientations are illustrated in Figure2:

Figure 2:Positioning of virtual navigators on a dynamic MRI scan.

2.3 Registration and motion modelling

The affine motion models were formed using a technique similar to that described in [2].
First, motion estimates were made by registering each 3-D dynamic scan to the 3-D high
resolution image. The registrations were performed with anintensity-based affine registra-
tion algorithm using normalised mutual information as a similarity measure. An elliptical
mask covering the four chambers and major vessels of the heart was used as a region of
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interest for computing the similarity measure. Next, 2nd order polynomials were fitted to the
variation of each of the 12 affine motion parameters as functions of the input signal(s) used.
Univariate polynomials were used for single signal models and bivariate polynomials were
used for two signal models. Separate polynomials were used for inspiration and expiration
data to capture the hysteresis effect [2]. The motion models formed in this way estimate a
set of 12 affine motion parameters given an input signal (or pair of signals) and a breathing
direction (inspiration or expiration).

2.4 Error measure

To compare different input signals for motion model formation, we define a motion model
error measure: theroot-mean-square error in prediction (RMSEP) [5]. The RMSEP mea-
sures the difference between transforming a set of landmarks by the original registration
transformations (see Section2.3) and the transformations estimated by a motion model. To
determine the overall ‘leave-one-out’ RMSEP for a single subject and input signal(s), we
compute the root-mean-square of these errors over a set of landmarks positioned on a Carte-
sian grid in a region of interest around the heart. Finally, the RMSEP over all subjects for a
specific input signal(s) is the root-mean-square of the RMSEP values of all subjects.

3 Results

We computed overall RMSEP values for motion models based on all single signals and
every combination of signal pairings. Figure3 shows the RMSEP values computed using all
dynamic MRI images, i.e. for all 3 breathing patterns combined. Overall the mean RMSEP
for single signal models was 5.27mm, and for pairs of signals it was 4.83mm. Using a 2-
tailed unpaired student’s t-test we found a statistically significant difference between the two
sets of RMSEP values (p < 0.01).

We also computed the same figures for individual breathing patterns. The mean RMSEP
values for single/paired signal models were 2.39/2.53mm for normal breathing, 2.85/2.95mm
for fast breathing and 4.23/4.1mm for deep breathing. However, for these experiments we
found no statistically significant difference in the RMSEP figures (p = 0.83 for normal
breathing,p = 0.53 for fast breathing, andp = 0.62 for deep breathing).

4 Discussion and conclusions

We have presented an analysis of the impact of using motion models with input signals
positioned at multiple anatomical locations. Our results show that, compared to the more
commonly used single signal models, two signal models perform better when all breathing
patterns are combined, but no better for individual breathing patterns. This is an interesting
finding, because during a single breathing pattern it is reasonable to expect that breathing
motion variability would be less, whereas when combining data from different breathing
patterns we would expect the variability to be greater. Therefore these results support our
original hypothesis that two signal models perform better in the presence of cycle-to-cycle
breathing variability. Overall the best individual virtual navigator was positioned on the
upper chest, and the best pairing consisted of navigators onthe upper chest and lower chest.
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Figure 3:Leave-one-out RMSEP values over all breathing patterns.

These findings will be of interest to researchers working in the area of motion modelling
for both image acquisition and image-guided interventions. In many applications there is the
possibility to acquire multiple input signals, for examplein the MRI scanner using navigator
echos or when using an optical tracking system such as the Varian Real-time Position Man-
agement (RPM) system. In these cases it would be worth considering including extra input
signals if breathing motion variability is anticipated.
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Abstract

We present an approach for deformable 3D surface reconstruction using laparoscopic
monocular video data that is based on breaking down the nonrigid reconstruction problem
into a sequence of temporally-localised rigid reconstructions. Our main contribution, the
Rigid Sliding Window algorithm provides a means to achieve this whereby Rigid Shape-
from-Motion is performed over a sliding window that adapts according to the amount of
deformation detected in the scene. Our method is particularly applicable for laparoscopy,
where, by adapting the window, it can exploit low-frequency deformations caused by for
example breathing. Our algorithm is demonstrated on both synthetic and in-vivo image
sequences.

1 Introduction and Background
An important computer vision task in Minimally Invasive Surgery is to recover the 3D struc-
ture of deformable tissues from endoscopic images. Solutions to this have several important
applications, including intra-operative surgical guidance, motion estimation and compensa-
tion and pre-operative data registration. Currently, state-of-the-art methods differ along two
main axes; the information used to infer 3D structure, and the imaging hardware. In vivo 3D
reconstruction has been attempted previously using stereo endoscopes [4, 7, 10] and active
3D methods based on structured sensors [1]. These simplify the 3D reconstruction problem
when compared with methods based on standard monocular endoscopes, yet come at the
price of considerable hardware investment and operational training. By contrast, monocular
methods require no hardware modification. The 3D reconstruction problem is considerably
more difficult however and remains an open challenge.

In this paper we study monocular laparoscopic 3D reconstruction based on Shape-from-
Motion (SfM.) SfM has been attempted previously, including the reconstruction of the ab-
dominal cavity [9] and heart [6]. Several of the recent SfM methods are based on Simulta-
neous Localisation And Mapping (SLAM) [3, 5, 8], which can provide a framework for 3D
reconstruction in real time. However SLAM necessarily assumes the 3D scene is rigid, which
is mostly an unrealistic requirement in laparoscopic data. Nonrigid deformation is caused
for example by breathing and surgical intervention, and these effects will defeat rigid-based
SfM methods. Recently, a deformable SfM method has been applied to surface reconstruc-
tion based on low-rank shape models [6]. However, selecting the number of shape bases is
usually non-trivial. An extension of SLAM to handle periodic deformations was presented
in [8].

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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We present a new nonrigid SfM approach which specifically exploits the fact that the
nature of deformation in laparoscopic data often is of low temporal frequency. That is, al-
though over a full video sequence the scene is deformable, over a small temporal window
of the order of a few frames the scene motion may be approximated rigidly. We present an
algorithm which breaks down the deformable 3D reconstruction problem into a sequence of
temporally-localised rigid reconstructions. A naive implementation using fixed-sized win-
dows may produce unstable results however. This is because (i) the degree of nonrigid
motion may vary over time and (ii) there may be insufficient image motion with which to re-
liably recover 3D shape. Our method automatically tunes the temporal windows to facilitate
a good trade-off between increasing the amount of rigid baseline and reducing the degree
of nonrigid deformation over the window. We call our algorithm a Rigid Sliding Window
(RSW) approach to deformable laparoscopic reconstruction. The RSW is particularly suit-
able for laparoscopic data. In contrast to arbitrary imaging conditions, the degree of rigidity
between image frames is determined by the relative speed of the camera with respect to the
surface’s rate of change due to deformation.

The structure of this paper is broken down as follows. In Section 2 we present the RSW
algorithm. An overview of the algorithm’s principles is given in §2.1 and the complete
algorithm is given in §2.2. In §3 we present results using synthetic data of a deforming
kidney model, and provide empirical analysis of the performance of the RSW algorithm, in
particular with respect to varying camera speeds. We then present some experimental results
on real in vivo data of a deforming pig liver and in §4 we present concluding remarks and
directions for future research.

2 The Rigid Sliding Window

2.1 Principle
Our Rigid Sliding Windows reconstruction algorithm processes sequentially the laparoscopic
video by finding contiguous windows of frames for which rigid SfM is able to perform well.
The duration of these windows is determined by the amount of nonrigidity in the scene.
For example, given a highly deforming scene the rigid assumption may only be valid over
a couple of frames, whereas for an approximately rigid scene the assumption holds over
the whole video sequence. The task of the RSW algorithm is to determine the optimal
window size and to perform an approximate rigid 3D reconstruction over these windows.
The output of the algorithm is therefore not a single 3D reconstruction, but a sequence of 3D
reconstructions capturing the different deformed states of the 3D scene.

Critical to our approach is how to optimally determine the rigid window size. There is an
inherent tradeoff between having larger windows, which increases the camera baseline and
provides better stability for depth and camera pose estimation, yet remaining small enough
such that the 3D motion within the window is approximately rigid. We base our algorithm
on testing the hypothesis of rigid motion, and increasing the window size up to the point
where this hypothesis breaks down. More precisely, suppose we have a temporal window
spanning frames captured between times t0 and t1. At some time t0 ≤ i ≤ t1, suppose that

the endoscope’s projection matrix is given by Pi = [ K 03 ]
[

Ri ti
03 1

]
with rotation Ri,

translation ti and projection intrinsics K. We assume K to be known and radial distortion
undone, which can be determined easily with an offline calibration procedure [11]. Suppose
for a 3D point xp in the scene, we have its 2D position yi

p in the camera’s image at time i. xp
respects the rigid motion model over t0 ≤ i ≤ t1 if the residual error of its projection can be
explained by image noise. Assuming additive gaussian noise, we have:

rp,i =
(
ψ (xp;K,Ri, ti)−yi

p
)
∼ N

(
µ =

[
0
0

]
,Σ = σ2I2

)
(1)
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with ψ (xp;K,Ri, ti) =
[

u/w
v/w

]
and [u,v,w]T = Pi

[
xp
1

]
. We can test whether the point

violates the rigid assumption at time i if rp,i is an outlier with respect to the noise model. We
chose to use the z-score statistic. Here, rp,i is marked an outlier if z = r>p,iΣ−1rp,i > τ for
some tolerance τ . Returning back to the RSW concept, we can infer that a window between
t0 and t1 supports rigid motion if the ratio of the number of outliers to the number of inliers
is small. Conversely, if it is large then the window is too large to support rigid motion. The
idea of testing the rigid hypothesis in this way, and adjusting the sliding window accordingly
as it advances through the frame sequence is at the core of our RSW algorithm.

Algorithm 1 RSW 3D Reconstruction
t0← 1, t1← 1 //Sliding window initialised to start of sequence
Mode 1: Window Expansion
repeat

t1← t1 +1, call rigidS f M(t0, t1)
until ratio of inliers < ρ
//Rigid assumption is now violated
if baseline ≥ b then

Output reconstruction for window t0 to (t1−1)
goto Mode 2

else
//Reconstruction unachievable:
t0 = t0 +1, t1 = max(t0, t1−1)
goto Mode 1

end if
Mode 2: Window Contraction
repeat

t0← t0 +1, call rigidS f M(t0, t1)
until ratio of inliers ≥ ρ or t0 == t1
//Rigid assumption is now satisfied
goto Mode 1

2.2 Algorithm Details
We present pseudo-code for our RSW in Algorithm 1. The window is parameterised by
start and end frames t0 and t1 respectively. These are initially set at the first frame, and are
then modified according to two distinct operation modes. In Mode 1: Window Expansion,
t1 is incremented up to the point where the rigid motion model is violated (i.e. the inlier
ratio becomes less than a tolerance ρ .) At each iteration a call to rigidS f M(t0, t1) is made
which denotes calling a rigid SfM algorithm using frames in the window t0 to t1. This
involves the following general processes (1) tracking points over the window and (2) solving
for the camera poses and 3D points. Usually this is done with RANSAC model estimation
followed by bundle adjustment. If the rigid model becomes violated at time t1, we test
whether there has been a sufficient motion baseline to stably estimate 3D structure between
times t0 to (t1−1). A simple strategy we take is to estimate the baseline using mean disparity
of the inliers over the window. In all our tests we have set b = 5 pixels. If the baseline is
insufficient it means that there is high deformable motion at time t0, and a rigid reconstruction
is unachievable. Here the sliding window advances without outputting a reconstruction. If
the baseline was sufficient, the algorithm outputs the reconstruction and proceeds to Mode
2: Window Contraction. In this mode the sliding window is contracted by incrementing t0,
until the window satisfies the rigid model again. At this point we return to Mode 1, and the
process of expanding the window using t1 repeats again.

3 Experimental Results
Synthetic data. We designed a synthetic experimental setup to show empirically the per-
formance of the RSW algorithm by simulating the motion of a laparoscope viewing a de-
forming organ. The setup was as follows. A 3D kidney model (comprising 1820 vertices
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bounded by a volume of 120mm2) was deformed via free-form deformation into a plausible
deformed state 1(a). The mean vertex displacement between these states was 7.6mm. A 60-
frame sequence (2 seconds at 30fps) was then generated by linearly interpolating between
the undeformed and deformed states. A laparoscope camera was synthesised with intrinsics
given by a calibration of a Karl Storz 2.9mm zero degree laparoscope. We synthesised the
motion by pivoting the laparoscope about a virtual trocar 1(b). Defining the world coordi-
nate frame at the trocar pivot, the camera’s position is given by M = Rx (θ)Tz (d), where
Tz denotes a translation along the negative z axis by dmm, and Rx (θ) denotes a rotation
about the x axis by an angle of θ radians. The performance of the RSW algorithm is directly
influenced by the amount of deformation exhibited by the 3D scene relative to the amount of
rigid motion between the camera and the scene. To test this, we simulated the motion of the
camera with varying speed whilst observing the deforming kidney, which we position at a
distance of h = 65mm from the trocar. Specifically, at frame i, the camera’s position is given
by: θ = kiπ/500 and d = 20+ki/3, where k denotes a speed factor that we vary from 0 to 1.
Figure 1(c) shows, for each camera speed the distance between the camera’s position in the
1st and 60th frames (second column) and the average optic flow magnitude between consec-
utive frames (third column.) It is important to note that at k = 0.0, the optic flow is entirely
generated by nonrigid deformation, yet as the camera speed increases the optic flow becomes
dominated by the rigid motion. We ran the RSW algorithm for each camera speed as follows.
We synthesised image correspondences by randomly selecting 90 vertices which remained
visible to the camera and perturbed their image positions with noise σ = 1.0. We set the
RSW’s free parameters to ρ = 0.7 and τ = 1.96. Figure 1(d) shows the reconstruction per-
formance as a function of k. The Root Mean Squares Error of the points’ 3D positions (solid
red) clearly reduces with increased camera speed. We also note that the average window size
increases, showing that the RSW algorithm is exploiting more frames with increased cam-
era speeds. We also compared against the RMSE error obtained by performing rigid SfM
(including bundle adjustment) over the whole 60 frames (dashed red). Since this does not
handle deformable motion, this clearly results in less accurate reconstructions.

(a) Kidney model in un-
deformed (top) and de-
formed (bottom) states

(b) Laparoscope
model

(c) Motion infor-
mation

(d) Synthetic reconstruction results

Figure 1: Experiments with a synthetic kidney model.

In-vivo liver sequence. A second set of experiments was conducted on real in-vivo data.
The data comprises a sequence spanning 120 frames capturing a pig liver which deforms
due to respiration. The data spans just over one breathing cycle. Two example frames are
shown in Figure 2(a,b). We ran the RSW algorithm with the same values for ρ and τ , but
with σ = 1.5. We used optic flow [2] to estimate the image motion between t0 and t1. Flow
estimates failing left/right constancy were removed, and 4,000 random samples from the flow
field were kept with which to reconstruct the point clouds (shown in blue.) The point clouds
for the two example frames are shown in 2(c-d). In the absence of ground truth data, no
quantitative performance measures are available for this sequence, however qualitatively the
reconstructions look reasonable, and capture the slant and gradual curve of the liver surface.
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(a) Frame 24 (b) Frame 76 (c) Point cloud (Frame 24) (d) Point cloud (Frame 76)

Figure 2: In-vivo experiments with a pig liver.

4 Conclusion and Future Work
In this paper we have presented an approach for reconstructing deformable 3D surface from
image sequences by posing the task as solving multiple, temporally local rigid reconstruc-
tions. We have provided the Rigid Sliding Window, an algorithm for sequentially processing
an input video and determining subwindows for which the rigid hypothesis holds. In future
work we aim to conduct more experiments to further validate the method, exploit smooth
camera motion to help stabilise results in very narrow windows, and aim to reconstruct a
complete 3D surface model using the set of multiple rigid reconstructions.
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Abstract

Image-guided surgery needs an effective and efficient registration between 2D video
images of the surgical scene and a preoperative model of a patient from 3D MRI or CT
scans. Such an alignment process is difficult due to the lack of robustly trackable fea-
tures on the operative surface as well as tissue deformation, and specularity. In this paper,
we propose a novel approach to perform the registration using PTAM camera tracking
and colour-consistency. PTAM provides a set of video images with corresponding cam-
era poses. Registration of the 3D model to the video images can then be achieved by
maximization of colour-consistency between all 2D pixels corresponding to a given 3D
surface point. To calculate the colour-consistency, an improved algorithm for detection
of visible surface points is provided. A ground truth simulation test bed has been devel-
oped for validating the proposed algorithm, and empirical studies have shown that the
approach is promising. Our intended application is robot-assisted laparoscopic prostate-
ctomy (RALP).

1 Introduction
In robot-assisted laparoscopic prostatectomy (RALP), though the da VinciTM system pro-
vides a magnified 3D visualization along with intuitive scaled manual interaction, the rates
of complication from this procedure are still comparable to open surgery. With the aim of
improving outcomes in RALP, image guidance using augmented reality (AR) is proposed.
Specifically, by registering a preoperative 3D model to the corresponding 2D endoscopic
view of the patient, surgeons can properly orient themselves with respect to the anatomy,
which can result in a safer, more effective and potentially more efficient surgery.

Registration between a 3D model and 2D endoscopic images is a difficult problem due
to intraoperative tissue deformation, a lack of clear surface features, and the effects of severe
specularity. Insufficient features in the endoscopic images make directly reconstructing a 3D

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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surface difficult [5]. Though stereo surface reconstruction is possible [6], errors due to the
small baseline between stereo-endoscopic cameras coupled with the small visible region in
the endoscopic view mean that these surfaces may not be suitable for registration. Dense
reconstruction from techniques such as parallel tracking and mapping (PTAM) has been
achieved, however [4].

In this paper, we combine PTAM [3] and a colour version of photo-consistency [1] to
carry out the 3D to 2D registration. Unlike feature-based registration algorithms, a pixel-
based colour-consistency approach may be more robust when insufficient features are visible
in the scenes. The role of PTAM in our method is to provide correct camera pose. By
optimizing a similarity measure, the 3D model can then be adjusted to a pose which is the
most consistent among all the camera views.

The lack of a ground truth in 3D medical image registration has led to the suggestion of
simulations for algorithm testing [2], We have developed a ground truth simulation to vali-
date the performance of the proposed registration algorithm. Additionally, a fast method for
calculation of the visible 3D surface points for colour-consistency calculation is proposed.
Finally, we propose a registration approach for endoscopic surgery of the lower abdomen.

2 PTAM and colour-consistency
Details for PTAM’s design can be found in [3]. Multiple robust features are tracked in the
scene and the camera tracking and scene reconstruction are calculated in separate parallel
threads. In our work, the main role of PTAM is to provide the camera poses for a number of
video frames. One could argue that the points from the map that PTAM creates could be used
for registration. We argue that this is not a good strategy in our case as there will be many
points that do not lie on our preoperative surface that are still useful for camera tracking.
Also, the use of a pixel intensity-based method should give a denser and more robust match
than one based on relatively sparse features.

First, it is necessary to determine which model vertices are visible in which keyframes.
The visibility can be checked by projecting each 3D vertex, vi, onto a 2D pixel, xi,n, using:

kxi,n = PTnvi, (1)

where Tn is a rigid camera transformation for keyframe n, P is the camera intrinsic ma-
trix and k is a scalar. Only vertices visible in at least two keyframes are taken into account.
Lighting and reflectance of the surface are significant factors which will affect colour con-
sistency. For preliminary studies, we use purely ambient lighting so that we have an ideal
environment to examine the proposed approach.

Our cost function is the average of the variance of colour in each vertex as follows:

1
N

N

∑
v=0
{ 1

3nv

nv

∑
i=0

[(ri,v− r̄v)2 +(gi,v− ḡv)2 +(bi,v− b̄v)2]}, (2)

where N is the total number of vertices v that are visible in at least two keyframes, nv is
the number of frames for vertex v, ri,v, gi,v and bi,v are the RGB colour components and r̄v,
ḡv and b̄v are the mean RGB value for vertex v.

We now optimize the rigid body transformation from preoperative model to PTAM co-
ordinates using this cost function. PTAM does not provide the scale but we propose that for
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(a) (b) (c)
Figure 1: The grouth truth phatom models of bladder and pelvis (a), their appearance after
being textured(b), and the colourized model for detecting visible front face vertices (c).

the da VinciTM, which incorporates a stereo endoscope, we can overcome the scaling issue
using stereo.

3 Empirical studies
In order to evaluate the accuracy of PTAM’s camera tracking as well as the feasibility of our
method, we have developed a ground truth test bed. We use a simulated phantom video with
realistic texture for the bladder and pelvis. As shown in Figure 1 (a) and (b), we render a 3D
model with a real surgical scene as texture. This gives us the ground truth model pose and the
true camera positions and orientations when a simulation video is generated. PTAM can then
be tested on this simulation video. Given the estimated camera positions and rotations of the
set of keyframes captured from PTAM, the colour-consistency algorithm can be investigated.

Currently we use the original implementation of PTAM by Klein and Murray to extract
the evaluated camera positions and rotation matrices. Experiments were run on an Intel(R)
Core(TM) 2 Quad 2.5 GHz CPU with 4GB physical memory and a nVidia GeForce GT 330
graphic card. All programs are implemented by C++ and CUDA C.

For each point on our surface, we first need to calculate whether it is visible in each
keyframe. To achieve this we set a surface colour for each vertex, where the colour (r,g,b)
has been set to the position (x,y,z). This can be seen in Figure 2 (c). By rendering the
object from each keyframe position we can limit ourselves to the visible front face simply
by checking that the projected colour matches the colour of the vertex. This proves to be
more efficient than z-buffer methods which require us to calculate the distance to the vertex
in each of the images. With GPU programming, the visible points detection process takes
about 2.32 ms and the calculation of the objective function takes about 2.23 ms with 61,856
vertices in the 3D model and two 768x576 pixels keyframes.

3.1 Evaluation of PTAM’s camera tracking
PTAM tracks camera positions on the fly by simultaneously tracking features and mapping
scenes. To validate the feasibility of using PTAM’s camera pose, we run PTAM on the
ground truth simulation video to obtain the tracked camera positions and rotation matrices,
and then, such estimated camera poses are compared with the ground truth camera poses.
Since PTAM’s coordinate system is defined by using a stereo initialization, to fairly compare
them, we use a rigid registration, Procrustes analysis algorithm,to carry out transforming
coordinate systems.
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Figure 2: The result of Procrustes analysis transforming PTAM’s camera positions into the
ground truth’s coordinate system. The scale is in millimeter.

(a) (b) (c) (d)
Figure 3: The validation results produced by rotating and shifting the 3D model with ground
truth camera poses using two keyframes in (a) and (b) and using ten keyframes in (c) and (d)

Figure 2 shows one of the results after we transform PTAM’s camera positions into the
ground truth’s coordinate system with a sum of squared error 0.5 mm on average. As can
be seen although the two sets of points are fairly close to each other, there are small errors
in each corresponding pair. These errors including camera’s positions and orientations will
propagate to the registration result of colour-consistency.

3.2 Evaluation of colour-consistency
This initial study uses ground truth camera poses to investigate the curve of the object func-
tion. Figure 3 reveals that the cost function has clear global minimum as well as an advantage
when more keyframes obtained from PTAM are used. With more keyframes involved, the
cost functions should become more smooth which results in a more robust optimization. Al-
though the result is encouraging, we assume a perfect camera pose for each keyframe, which
is not available in reality.

4 Conclusions
We have presented a novel approach to registration of a preoperative 3D model to intraopera-
tive endoscopic video which combines PTAM tracking with colour-consistency registration,
which incorporates a fast calculation of the visible 3D surface. To validate the method we
developed a simulation test bed with accurate ground truth. This could be used to validate
other reconstruction or registration algorithms.
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Future work will focus on non-linear optimization incorporating camera poses using
colour-consistency. We will investigate the robustness of the method under different lev-
els of noise, blurring and specular reflection. The aim will be to match a 3D model of the
pubic arch from preoperative imaging to the laparoscopic view during robot-assisted prosta-
tectomy. We are in the process of gathering pre- and intraoperative clinical data for this
purpose.
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Abstract

Discrete optimization offers attractive capabilities for non-rigid medical image reg-
istration. Based on previous work on stereo vision with large displacement spaces, we
propose a novel non-rigid registration method. The main idea to minimize the compu-
tational burden to constant time complexity is to reduce the search space hierarchically
from coarse to fine levels. The large search space helps us to avoid local minima in the
optimization scheme. We apply our method to a number of challenging registration tasks.
Our approach compares very favourably against state-of-the-art registration methods.

1 Introduction

Non-rigid image registration is a key technique in medical image analysis. It is used widely
for motion tracking, atlas-based segmentation and multimodal fusion, during radiation treat-
ment for image guided radiotherapy (IGRT), and for improving scan quality by compensating
for motion. Generally, the non-rigid alignment of two images has several million degrees of
freedom and leads to a non-convex optimization problem. In the past, the great majority of
techniques has focused on formulations based on continuous optimization. Generally, a cost
function consisting of a dissimilarity term and a regularization penalty is minimized using
gradient descent. However, continuous optimization only converges to a global optimum
for a convex problem, so that in practice local minima often deteriorate the accuracy of the
alignment. Discrete optimization, in contrast, enables search over a larger space of possible
solutions and therefore minima, closer to the global optimum, can be found. The increased
complexity of the optimization due to the extended search space has previously discouraged
wider use in image analysis. However, recent advances in the mathematical foundation and
programming techniques for more efficient optimization have spurred the application of dis-
crete optimization for many computer vision problems.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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2 Method
The main concept of discrete optimization is to formulate a problem on a Markov random
field (MRF), which is an undirected graphical model. The corresponding graph consists of
a set of nodes (which correspond to a set of pixels p ∈ P in an image) and edges N (which
connect neighbouring pixels). Each random variable corresponds to a node and takes values
from a set of labels fp ∈L . Labels correspond to tissue classes in segmentation, intensities
in restoration, disparities in stereo vision or displacements in registration. The optimization
process determines a probability for every label assignment. We are interested in finding
the label with maximum posterior probability (MAP). This problem can be converted to an
equivalent problem of energy minimization, given by the function:

E( f ) = ∑
p∈P

Sp( fp)+ ∑
(p,q)∈N

R( fp, fq) (1)

In image registration, Sp( fp) is the cost of the similarity term for assigning label fp to pixel
p. R( fp, fq) measures the pairwise cost of assigning labels fp and fq to two neighbouring
pixels, and is equivalent to a regularization term. To perform the inference on the MRF, we
adopt an efficient implementation of the max-product belief propagation (BP) algorithm. A
comparative study of other message passing schemes can be found in [5]. The BP algorithm
updates and passes messages iteratively for all nodes in parallel. Initially, for each node a
message vector m0

p→q with a length given by the number of labels is set to zero. The update
at time t is found by calculating:

mt
p→q( fq) = min fp(Sp( fp)+R( fp, fq)+ ∑

s∈N(p)\q
mt−1

s→p( fp)) (2)

The label, which minimizes the final belief vector bq( fq) = Sq( fq)+∑p∈N(q) mT
p→q( fq) after

T iterations, is selected for each node. In [2] a hierarchical message passing scheme is intro-
duced: to achieve faster convergence, messages are only calculated and passed on for groups
of neighbouring nodes, and the size of the neighbourhood is reduced in subsequent steps.
This reduces the computational complexity to O(PL 2). However, the memory required is
also proportional to P ·L and thus for a medical application impractical.

We adapt a recent approach called constant space belief propagation (CSBP), which
drastically reduces complexity by also reducing the search space hierarchically [6]. For the
coarsest level (largest neighbourhood of grouped nodes) the similarity cost is calculated for
each pixel and label, aggregated within the neighbourhood and the k labels with the smallest
corresponding cost are selected. This search space reduction is performed at the beginning of
each level. Using this reduction, the number of possible labels L is divided by 2d/2 (image
dimension d). Since the number of individual nodes increases by a factor of 2d from coarse
to a fine levels, the overall complexity remains constant at O(P) for all levels. 1

In [3] a different non-rigid registration approach called drop is presented. It is based
on discrete MRF labeling and applied to 3D medical image registration. The large search
space is reduced using a multiresolution and warping scheme. This is different from our ap-
proach, where all similarity cost calculations are performed on the original image resolution
and small features are not lost, even for large deformations (this is a particular problem in
pulmonary image registration). Another main advantage of discrete optimization is the fact
that no derivatives of similarity term and regularizer are needed. Therefore a much larger

1An implementation of our registration framework can be found at http://users.ox.ac.uk/~shil3388
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Figure 1: Example of synthetic 2D registration experiment. Left: Non-aligned colour chan-
nels of cryosection. Middle: Registered using our approach. Right: The histogram of reg-
istration errors demonstrates how the quantization error of the discrete registration (mode
≈ 0.5) can be efficiently reduced using a smoothing spline.
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Figure 2: Comparative overview of registration accuracy, measured in average angular error
(AAE) in degrees and target registration error (TRE) in pixels. Computation times are given
in seconds. Best results per category are typed in bold letters. (Note: We could not find a
setting for drop to obtain a good solution for target B using GO.)

variety of metrics can be used without approximations (note that the widely used L1 norm
is not differentiable). Additionally, truncated norms can be used without further modifica-
tion, which allows to deal with outliers (such as noise or missing data) or discontinuities
in the deformation field. A disadvantage of discrete optimization frameworks is the lack of
subpixel accuracy. We overcome this by fitting a smoothing spline to the obtained discrete
vector field, using the csaps function of the Matlab Curve Fitting Toolbox, with a weight-
ing parameter p = 0.001. This leads to a reduction of the mode of the target registration error
(TRE) (Fig. 1 c). Alternatively, a continuous optimization step could be followed up.

3 Experiments and results
We tested our new registration algorithm on both synthetic datasets with known deformations
and on expert validated clinical 3D data. We compare our constant space belief propagation
csbp implementation against the popular drop2 algorithm and a continuous Gauss-Newton
optimization framework [4]. For the synthetic registration experiments we deform the target
image of an aligned pair of a cryosection slices of the chest using random control point
displacements on a uniform B-spline grid. We use a maximum displacement of 24 and 48
pixels for two target images A and B respectively. For multimodal registration tasks the

2publicly available for download at www.mrf-registration.net
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Figure 3: Registration result for Case 5 of 4DCT dataset. Left: axial, middle: sagittal and
right: coronal plane. Top row before and bottom row after registration, using the proposed
method. Target image displayed in magenta and source in green (complementary colour).

TRE (std) in 
mm

before reg. continuous drop 4DLTMd csbp
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Case 2

Case 3

Case 4

Case 5

4.01 (2.91) 1.020 (0.499) 1.000 (0.519) 0.97 (1.02) 0.829 (0.944)

4.65 (4.09) 1.177 (0.828) 1.048 (0.603) 0.86 (1.08) 0.842 (0.953)

6.73 (4.21) 1.950 (1.794) 1.378 (1.018) 1.01 (1.17) 0.995 (1.058)

9.42 (4.81) 1.895 (1.884) 1.578 (1.389) 1.40 (1.57) 1.271 (1.241)

7.10 (5.15) 2.504 (2.491) 1.858 (2.180) 1.67 (1.79) 1.256 (1.520)

Figure 4: Comparative overview of landmark registration accuracy (in mm) for the extreme
phases of clinical 4DCT datasets. Our approach achieves the highest accuracy for all 5 cases.

target and source images are taken from different colour channels, an example image pair
before and after registration is shown in Fig. 1. The registration accuracy is measured as
both angular error (AAE) (between ground truth and estimated displacements) and TRE.

We use a diffusion regularization function which penalizes the square of the gradient of
the deformation field in both our proposed csbp method and the continuous framework. drop
additionally uses B-splines as a transformation model. For single modal registrations we
employ sum of squared differences (SSD) as a similarity term and either normalized cross
correlation (NCC) or gradient orientation (GO) as similarity terms, respectively, for multi-
modal tests. Fig. 2 gives an overview of the obtained registration accuracies. While both
discrete methods perform better than the continuous approach, our approach (with spline-
fitting for subpixel accuracy) shows its advantages over drop in the multimodal cases. The
lower TRE demonstrates the effectiveness of the large initial search space using the original
resolution images. To evaluate our findings for real clinical data we perform registrations on
manually labeled 4D CT datasets [1]3. The images are taken throughout one breathing cycle
with average landmark distances of up to 10 mm for the two extreme phases at inhale and
exhale. Manual landmarks are given for 300 anatomical locations. Particular challenges for
these registration tasks is changing contrast between tissue and air, because the gas density
changes due to compression, discontinuous sliding motion between lung lobes and the lung
rib cage interface, and large deformations of small features (lung vessels, airways). The reg-

3publicly available for download at www.dir-lab.com
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istration result for our approach is displayed in Fig. 3 for the most difficult case 5. One 3D
registration with our proposed method for images with dimensions of 256x256x100, using
NCC as similarity metric, and an initial label space of L = 4725 takes about 60 minutes
(compared to ≈30 minutes for drop), where two thirds of the time are spend on the initial
data cost computation. The resulting TRE in mm are given in Fig. 3. 4DLTMd [1] is a spe-
cific method for breathing cycle CT registration, which is so far the best ranking algorithm
out of 13 for these datasets. Our approach consistently outperforms all other methods.

4 Conclusion
We have presented a novel deformable registration method based on discrete optimization.
Our constant space belief propagation enables fast, memory efficient optimization of de-
formable registration on high resolution medical 3D volumes without the need for resam-
pling or warping schemes. We demonstrate its superior accuracy over continuous optimiza-
tion methods and previously proposed discrete methods on a range of medical images. Our
approach gives very good results particularly for large deformations and multimodal regis-
trations, and it effectively avoids local minima. In the future, we would like to address an
alternative solution for the initial data cost computation to improve speed compared to the
naïve brute force approach and apply it to clinical multimodal scans.
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Abstract

This paper presents a novel technique for a consistent symmetric deformable image
registration based on an accurate method for a direct inversion of a large motion model
deformation field. The proposed image registration algorithm maintains one-to-one map-
ping between registered images by symmetrically warping them to another image. This
makes the final estimation of forward and backward deformation fields anatomically
plausible and applicable to adaptive prostate radiotherapy. The quantitative validation
of the method is performed on magnetic resonance data obtained for pelvis area. The
experiments demonstrate the improved robustness in terms of inverse consistency error
and estimation accuracy of prostate position in comparison to the previously proposed
methods.

1 Introduction
Image registration is a fundamental task in medical image processing aiming at an optimal,
in some sense, estimation of spatial transformation aligning two or more images. As the im-
age registration is an ill-posed problem it needs to be regularised by introducing additional
a priori information to the estimation process [4]. In the classical formulation of a non-
parametric image registration, methods based on elastic, fluid, diffusive deformable models
[5] are commonly used to enforce a globally smooth dense deformation field. Although
those methods have been shown to be fast and accurate, they have a drawback when used
in clinical applications as they do not explicitly preserve organs’ topology. To maintain the
neighbourhood relationship and avoid anatomically incorrect deformations, the inverse con-
sistency error (ICE) has been introduced. In the earliest work on minimising the ICE during
image registration, an algorithm jointly estimating a forward and a backward transformation
was proposed [2]. A similar idea of simultaneously reducing the ambiguous correspondence
between the forward and the backward transformation but established via a variational frame-
work and not limited to mono-modal images was presented in [8]. Recently a diffeomorphic
formulation of the image registration was proposed [1, 6] as an efficient way of preventing
transformation folding. All of those methods have been validated on MRI and CT images
of a brain with relatively small deformations, meanwhile the adaptive radiotherapy (ART) of
prostate cancer requires to cope with significant changes of bladder and rectum shape and
size. To overcome this problem, a symmetric warping between two images was introduced

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Symmetric image registration scheme

by registering these images to an intermediate image [3, 7]. These methods require though
an explicit calculation of the inverse deformation fields.

The method proposed in this paper extends the approach presented in [7] by directly
inverting deformation field in each iteration. This allows the alleviation of constraints im-
posed on the maximum magnitude of the deformation field update in every iteration of the
algorithm. Finally, the proposed registration scheme is compared against the algorithm pro-
posed in [7], demonstrating improvement of the ICE and the accuracy of the prostate position
estimate.

2 Symmetric Image Registration
The consistent symmetric image registration is defined here for mono-modal images with A
representing a fixed (reference) image and B a moving image. Corresponding deformation
(displacement) fields at any spatial position are defined as: ~x: TAC =~x+~u(~x) and TBC =~x+
~v(~x) warping respectively image A and image B to an intermediate image C. Mathematically
it can be stated as an optimisation problem:

arg min
u,v

(Sim(A◦u,B◦ v)+αuReg(u)+αvReg(v)) (1)

where: Sim is a chosen similarity measure between images (e.g. the Sum of Squared Differ-
ences [5]), Reg is a regularisation term, and αu, αv are regularisation weights. To solve this
problem, the Demon-like force established in an iterative optimisation framework [6, 7] was
chosen:

dui+1 =
(Ai−Bi)(∇Ai +∇Bi)

‖∇Ai +∇Bi‖2 +(Ai−Bi)2 (2)

where: Ai is warped image A using estimated deformation field ui; Bi is warped image B
using estimated deformation field vi; ∇Ai is gradient of image Ai; ∇Bi is gradient of image Bi;
i is an index of the current iteration. The results of this registration towards the intermediate
image: TAC and TBC need to be inverted and the final transformations TAB and TBA are the
compositions of TAC and TBC and their inverses T−1

AC and T−1
BC : TAB = TAC ◦T−1

BC and TBA =
TBC ◦T−1

AC . The overall scheme of this registration process is illustrated in Fig. 1.

2.1 Small-step multiple pass approach
In a small-step multiple pass approach originally proposed in [7], it is assumed that:

ui+1 = Ge ∗
(
ui ◦
(
G f ∗ (dui)

))
vi+1 = Ge ∗

(
vi ◦
(
G f ∗ (−dui)

))
(3)

where: Ge∗ and G f ∗ represent Gaussian kernel convolutions which operate on updated dis-
placement fields u and v and updated velocity field du respectively. This assumption sim-
plifies significantly the estimation of the deformation fields but it holds only for small up-
dates. The Demon-like force does not guarantee the small-step update and therefore the
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explicit procedure, limiting the deformation magnitude is applied when the estimated update
is greater than 0.4 voxel size. However, image registration in the ART requires not only to
be accurate but also fast and the update magnitude limiting procedure contradicts these re-
quirements. Additionally it needs to be checked how good this approximation of the inverse
update is in practise.

2.2 Direct inverse deformation field approach
The proposed method builds on the previous approach by directly inverting update of the
deformation field in each iteration. The directly inverted deformation field is obtained by
finding zero of a misalignment function ~f (~x) defined for an arbitrary point~y form the range
of transformation ~Tinput : ~f (~x) =~y−~Tinput(~x). It can be shown using Taylor expansion, that
~f (~x + ~dx) ≈ ~f (~x) + J(~f (~x))~dx. The estimated ~x can be found in an iterative manner; for
iteration i, assuming that ~f (~xi + ~dxi) = 0, ~xi+1 is given by ~xi+1 =~xi + ~dxi where ~dxi is cal-
culated by solving a set of linear equations: J(~f (~x) + β I)~dx = ~f (~x). Here J(~f (~x)) is the
Jacobian of ~f (~x). The β I, where I is the identity matrix and β is a non-negative number
is used to regularise the set of equations when the condition number of J(~f (~x)) is above a
given threshold, otherwise β is set to zero. This method of inverting deformation field can
be seen as a modification of the method proposed in [2], enabling to invert more accurately
large deformations. Finally, the corresponding update scheme is as follows:

ui+1 = Ge ∗
(
ui ◦
(
G f ∗ (dui)

))
vi+1 = Ge ∗

(
vi ◦
(
G f ∗

(
du−1

i
)))

(4)

This scheme in contrast to Eq. 3 (compare formulas for updating vi+1) uses the direct in-
verse update of the deformation which does not suffer from the limitations of the small-step
multiple pass approach.

3 Experimental results
To evaluate the accuracy and robustness of the proposed approach, multiple pelvic MRI
scans of the same subject were used. For quantitative evaluation, the previously proposed
framework [7] was compared against the proposed method using the inverse consistency
error (ICE) measure defined as:

ICE(TAB,TBA)(~x) =
1
2
(‖(~x− (TAB ◦TBA)(~x))‖+‖(~x− (TBA ◦TAB)(~x))‖) (5)

and maximal ICE (maxICE):

maxICE(TAB,TBA)(~x) = max(‖(~x− (TAB ◦TBA)(~x))‖,‖(~x− (TBA ◦TAB)(~x))‖) (6)

The relative overlap (RO) between prostate segmented in the reference image, Pre f , and
in the warped moving image after registration, Pwarp, was used to evaluate the registration
performance in terms of the prostate position. The RO has been defined as:

RO(Pre f ,Pwarp) =
2∗numberO fVoxels(Pre f ∩Pwarp)

numberO fVoxels(Pre f ∪Pwarp)
(7)

The data set consists of 5 volumes of 320x240x30 voxels with voxel size of 1.0x1.0x3.0mm.
In each scan, the data exhibit significant changes of bladder size and shape. A sample of the
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Figure 2: Example of the data used in the experiments: volume labelled as Image 3, selected
as the reference image (left); volume labelled as Image 5 (right). Segmented bladder, rectum
and prostate are shown in red, green and blue respectively.

Figure 3: Axial (top), coronal (middle) and sagittal (bottom) views of the difference between
reference image and moving image before registration (left), after registration using Yang’s
method (middle), and the proposed method (right).

data is shown in Fig. 2. Image which is labelled as Image 3 was chosen as a reference image
for all experiments.

The dispersion of 0.5 and 1.0 was used for Ge and G f smoothing Gaussian kernels re-
spectively; the maximal number of iteration was set to 50 and the multi-linear interpolation
method was implemented to estimate non-grid values of images and deformation fields.

The results presented in Tab. 1 show that the proposed framework produces smaller ICE
and maxICE than previously proposed method, especially when a significant deformation
needs to estimated (e.g.Image 4 and Image 5). The difference between images before and
after registration is shown in Fig. 3. The proposed method is also seen as more robust.
This is mainly due to applied method for the direct calculation of the inverse deformation
field. The proposed method performs better when compared to Yang’s method [7] in terms
of prostate position accuracy, as in all the cases the proposed method achieve greater values
of RO as illustrated in Fig. 4.

4 Summary
Registration of pelvic area images is challenging due to possible significant shape and size
changes of bladder and rectum. To provide an accurate method for estimation of the prostate
position, the consistent symmetric image registration framework based on the direct inver-
sion procedure is proposed in this paper. The quantitative validation preformed on real MRI
data shows that proposed modifications of the previously reported algorithms resulted in
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ICE (maxICE)
Image 1 Image 2 Image 4 Image 5

Yang’s [7] 0.27 (8.08) 0.14 (5.07) 0.14 (4.96) 0.34 (10.8)
The proposed 0.04 (1.68) 0.04 (1.30) 0.03 (0.96) 0.05 (3.84)

Table 1: ICE and maxICE (in brackets) calculated for deformation field estimated using
Yang’s framework [7] and the proposed framework.

Figure 4: RO for segmented prostate before registration (blue), after registration using Yang’s
method [7] (red), and after registration using the proposed method (yellow).

the somewhat improved prostate RO measure and the significant reduction of the ICE and
maxICE measures.
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Abstract

In this paper we present an approach for constructing a 4D brain atlas of MR images
of preterm infants aged between 26-44 weeks of gestation at time of scan. The method
used for the creation of an average 4D atlas is based on the use of pair-wise non-rigid
registration to eliminate bias in the atlas towards any of the original images. In addition,
we use kernel regression to produce age-dependent anatomical templates. The resulting
unbiased 4D atlas is much sharper than currently available atlases created using affine
registration.

1 Introduction
Due to their importance in the analysis of population data, average atlases have received
increasing attention in the area of medical image analysis. Average atlases are useful in
detecting abnormalities by measuring the variations in anatomy between an atlas and an in-
dividual subject. An established method of atlas construction is to select a reference image
and register all subject images to the selected reference. However, such an atlas is biased
towards the chosen subject. To reduce or avoid bias in the atlas towards any of the regis-
tered subjects, many alternative atlas creation approaches have been proposed. [1] suggest
a method in which the bias towards a specific reference can be reduced by carring out pair-
wise registration on all pairs of images in the population, and each image is deformed by the
average of the the deformation fields estimated between the image and all other images. The
atlas is thus built by averaging all the deformed images.

There are also examples of spatio-temporal atlases in the literature. Davis et al. [2]
produced a time-varying non-rigid templates using kernel-based regression. Recently, [3]
extended the kernel-based regression approach to build a 4D probabilistic atlas of preterm

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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subjects, at gestational ages of 29-44 weeks. These images were aligned using affine regis-
tration and this leads to fuzziness in the resulting atlas. This is because affine registrations
only account for global variations in translation, rotation, scaling and shearing. Moreover, it
can be difficult to register an individual subject with clear anatomical structures to a fuzzy
mean image which may not provide sufficient anatomical information to guide the registra-
tion process.

In this paper we present an approach for constructing a 4D atlas of the developing brain
using non-rigid registration of MR brain images of preterm infants. In order to achieve this,
we develop a four-dimensional extension of the approach of Seghers et al. [1]. In addition,
we use kernel regression to produce age-dependent anatomical templates. The result is an
unbiased spatio-temporal atlas which is much sharper than currently available atlases derived
via linear registrations.

2 Methods
2.1 Subjects

The atlas approach presented was applied to a database of MR images of prematurely born
neonates consisting of 205 images. The images were scanned between 26.71 to 44.29 weeks.
Infants who had major focal lesions on imaging were excluded from the study. The images
were acquired on 3T Philips Intera system with the following parameters: T2-weighted fast
spin-echo (FSE): TR = 8700 ms, TE = 160 ms, flip angle = 90 degrees, acquisition plane =
axial, voxel size = 1.15 x 1.18 x 2 mm, FOV = 220 mm, acquired matrix = 192 x 186. All
images were preprocessed using [4] (brain extraction) and [5] (bias field correction).

2.2 Kernel Regression

In this work, kernel regression [6] is used to construct a 4D time-varying brain atlas. The
technique is used across the population of interest to compute the average brain template at
any given age, using weighted support from the neighbors of the age selected. The kernel
serves to interpolate between the subjects (since there may be no subjects at exactly the age
of interest). Moreover, it serves to average out the inter-subject variation. In our work, we
use a Gaussian kernel as the weight function:

w(tk, t) =
1

σ
√

2π
e
−(tk−t)2

2σ2

The width of the kernel, σ , is a parameter that is tuned to have a comparable number of
subjects at every time-interval.

2.3 Registration

In the age range of study, the brain development incorporates global (size and shape) and
local (structure’s evolution) variations. Any estimated atlas needs to reflect these global and
local changes in order to be representative for the population of interest. Therefore, for a
given pair of images, registration was carried out in two steps. A global transformation was
first estimated using a 12 parameter affine registration. Subsequently, using the result of
the affine registration as a starting point, a non-rigid registration step was carried out. We
describe one image as the ‘target‘ and the second image as the ‘source‘. After registration,
the obtained transformation maps locations in the target to locations in the source.

Let Tglobal represent a global affine transformation and Tlocal a local non-rigid displace-
ment field. The global transformation can be represented by a translation vector d and a 9

202



A. SERAG et al.: A FOUR-DIMENSIONAL ATLAS OF NEONATAL BRAIN MRI 3

parameter affine matrix M encoding rotations, scales and shears: Tglobal(x) = Mx + d. The
complete transformation T that accounts for both global and local differences between a pair
of images is modelled as the sum of these local and global components:

T(x) = Tglobal(x)+Tlocal(x) = Mx+d+Tlocal(x) (1)

for each location x in the target image. The non-rigid deformations were represented using
the free-form deformation (FFD) model proposed by Rueckert et al. [7].

2.4 Atlas Construction

The method used for the creation of age-dependent average space atlas is based on the use of
pair-wise registrations and transformation averaging in a four-dimensional extension of the
approach of Seghers et al. [1]. Within a time-interval, we carried out pair-wise registrations
by, in turn, selecting all images within the time-interval as target image and subsequently, by
averaging the resulting transformations, the images are transformed into a mean image. The
pair-wise registrations eliminate bias in the atlas towards any of the original images. This
method is illustrated in Figure 1.

T1,2 Tn,2

T2,nT2,1

T1,n

Tn,1
T2T1 Tn

average

I1

I2

In

InI2I1

A(t)

!"#$

Figure 1: The procedure to construct an age-dependent atlas. Within a time-interval, the
scans of all subjects are registered to all others and then used to construct a mean shape
image for each scan. The mean shape images are subsequently averaged after appropriate
intensity rescaling to compensate for global intensity differences in the original data. The
procedure is repeated at every time-interval in order to create a spatio-temporal atlas.

Let I1, ..., In represent the images for all subjects within a time-interval. Each image Ii
is in turn selected as a reference template (target image), yielding transformations Ti, j for
j = 1, ...,n. These transformations can be averaged to produce T̄i:

T̄i =
1
n

n

∑
j=1

Ti, j (2)

for each image i at a given time-interval. Details of averaging global and local transforma-
tions can be found in Aljabar et al. [8]. Hence, we define the mean shape image Īi as the
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image obtained from Ii by the spatial transformation

Īi = Ii ◦ T̄−1
i (3)

When building a 4D atlas of the developing brain, we aim to create a continuous spatio-
temporal model dependent on a parameter t which represents time, which in our case is ges-
tational age scan. Let t1, . . . , tn denote the scan time gestational ages of the database subjects.
To create such a spatio-temporal atlas we use kernel regression, similar to [2, 3]. Therefore,
equation (2) is extended to incorporate the weights derived from kernel regression:

T̄i =
∑n

j=1 w(t j, t)Ti, j

∑n
j=1 w(t j, t)

(4)

The average atlas with mean shape and mean intensities at the age t can be estimated as

A (t) = ∑n
i=1 w(ti, t)Īi

∑n
i=1 w(ti, t)

(5)

where mean shape images are voxel-wise weighted intensity averages which represent
the age-dependent average space atlas A at age t. However, before performing intensity
averaging, appropriate intensity rescaling has to be applied to compensate for global intensity
differences between the images within the time-interval of interest [1].

3 Results
In Figure 2, the final atlas is compared with an atlas constructed using affine registration
[3], and can be seen to be clearly sharper. The importance of a sharp mean image in image
registration is demonstrated in Figure 3. Each of the input images was non-rigidly registered
to the atlas at the corresponding time-point. Cross-correlation was then used to quantify the
degree of similarity between the atlas and each individual image. Figure 3 shows the average
cross-correlation at every time-point. The new atlas shares a much higher similarity with the
input images compared with the affine atlas from [3]. This is because lack of details in the
atlas can impair detailed correspondences being identified.

4240 443836343230
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(a)

(b)

Figure 2: Comparison of our atlas (a) with the affine atlas (b) at 30, 32, 34, 36, 38, 40, 42,
and 44 weeks GA.

4 Conclusion
In this paper we present an approach for constructing a 4D brain atlas of MR images of
preterm infants. This results in a spatio-temporal atlas which is much sharper than currently
available linearly produced atlases. Such a sharp atlas offers the potential to improve the
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Figure 3: Average similarity measure results between individual images and the new atlas
(green), the affine atlas (blue).

registration process between the atlas and individual subjects with clear anatomical struc-
tures, and can lead to more precise analyses and detection of abnormalities by measuring the
anatomical variation between the atlas and the individual subject. To our knowledge this is
the first time that such a spatio-temporal atlas with this level of clarity and detail has been
constructed using a large number of subjects and for such a wide range of ages. The atlas is
publicly available at www.brain-development.org.
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Abstract 
Histology acquisition often introduces tissue distortions that prevent a smooth 3D 

reconstruction from being built. In this paper, we propose a method of atlas-guided 
optimization to the piecewise registration scheme we developed previously. It takes 
the information of several consecutive slices in a neighbourhood into account. In 
order to achieve an accurate anatomic presentation, we run the method iteratively 
with the assistance from a pre-segmented brain atlas. The registration parameters are 
optimized to accommodate different brain sub-regions, e.g. cerebellum, hippocampus, 
etc. The results are evaluated by both visual and quantitative approaches. The 
proposed method has been proved to be robust enough for reconstructing an accurate 
and smooth mouse brain volume. 

1 Introduction 
Building and studying 3D representations of anatomical organs, such as the brain, plays an 
important role in modern biology and medical science. While 3D imaging methods such as 
MRI and CT provide accurate 3D structural information, 2D imaging methods such as 
histology and optical microscopy typically generate images with much higher resolution 
and better specific contrast. When studying the mouse brain, it is ideal to combine the 
advantages of both 3D and 2D imaging technologies. The classical approach is to 
reconstruct a 3D mouse brain volume from a series of histology slice images which 
provide more tissue details than MR images [1], [2], [3]. However, histology acquisition 
generally induces a lot of artifacts (holes, folding, tearing, sketching, etc.). Detecting and 
correcting the artifacts becomes a central issue when reconstructing a 3D volume from a 
series of histology slices. Indeed, they can make the distorted regions significantly 
different from the corresponding regions in adjacent slices. In a typical pairwise 
registration approach, registration errors tend to propagate to adjacent slices and prevent a 
smooth 3D brain volume from being reconstructed. Therefore, post-acquisition distortion 
correction is necessary [1], [2].  

Researchers have proposed approaches to detect distorted slices by evaluating the 
quality of image registration between slices [4]. Other methods [5], [6] are based on the 
idea of eliminating the distorted slices rather than correcting them where possible. Quite 
often, most of serial histology slices have different types of distortions in different regions. 
If they are all removed, there may be not sufficient information left to reconstruct a 3D 
volume. In [7], Qiu et al. have proposed a framework to detect the distorted slices and 
predict the possible distorted structures. Along the similarity-measure-based techniques, 
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we developed a registration scheme that takes more local information into account in a 
piecewise fashion [8] and an extended method that borrows the information from a 3D 
atlas to improve the accuracy and robustness of distortion correction. In this paper, we 
present the atlas-based optimization method. 

2 Methodology 
A mouse brain has been reconstructed using the method described in [8]. Nevertheless, the 
fact of lack of support and proof from a 3D ground truth still prevents the reconstructed 
volume from becoming a solid foundation for future studies. Therefore, a 3D reference is 
still necessary here for correcting the shape of reconstruction and, much expectantly, 
improving local smoothness as well. Consequently, we introduce a structural-improving 
technique of reconstructed volume guided by a pre-segmented 3D atlas of mouse brain. 
The already reconstructed volume is fused with the atlas. In each brain sub-region, we 
further refine the parameters of our piecewise distortion correction method to achieve 
accurate brain structure and better volume smoothness.  

Method Framework 

1. Register the 3D brain atlas of the same mouse strain to our reconstruction by the 3D 
fusion technique [2]. 

2. Warp the atlas labels to the space of our reconstruction by the transformation of step 1. 
3. Label the brain regions in the reconstruction according to the warped atlas segmentation. 
4. Refine the parameters for distortion correction [8] to adapt the different brain regions. 
5. Reconstruct a new volume using the refined parameters. 

The method is operated in a coarse-to-fine fashion. The above steps are looped until a 
stopping criterion has been met. In the first iteration, a set of initial parameters is assigned 
for step 3. Those parameters are recommended as a prior knowledge by our neurologists 
based on the atlas. Thereafter, all the following iterations halve the parameters from the 
last iteration. We implement the method in this way to ensure the parameters can be 
optimized rapidly. The stopping criterion is defined as an evaluation of mean smoothness 
[3] of the reconstructed volume, i.e. when mean smoothness measure 1, we stop the 
loop and output the reconstruction as the final result. 

3 Experimental Results 

1.1. Experiment Setup and Parameters 

In our experiment, a set of 350 Nissl-stained coronal images acquired by cyro-sectioning a 
single frozen C57BL/6J [9] adult mouse brain from LONI Research Lab at the UCLA was 
used. Each image was sized to 900 x 900 pixels in a resolution of 10  per pixel during 
acquisition. The distance between the consecutive sections is 25 . In order to reduce 
registration error, we ran a prior step of applying a Gaussian filter (σ = 3) to the images to 
downsize them and reduce noise. 

The computation of 87 iterations consumed a total ~40 hours, averaging ~15 minutes 
for the local correction of each slice. Block size [10],[11] of 11x11, lattice site of every 10 
pixels and exploration neighbourhood size of 71x71 were chosen, which was sufficient to 
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cover misaligning range for different slices in the dataset. Geometrical rigid regularization 
[10] was applied on a circular range with a radius of 50 pixels and followed by an 
averaging filter with a radius of 20 pixels to optimize the raw displacement fields derived 
by the block-matching registration. 

Based on the synthesized consideration of all the atlas’ features [2], the MR C57BL/6J 
Mouse Brain Atlas built by Brookhaven National Laboratory (BNL) was chosen as the 3D 
reference in our study. 

1.2. 3D Reconstruction Results 

The chosen BNL atlas volume was registered to our reconstruction result from the method 
described in [8].  The derived transformation was then applied to warp the atlas labels to 
the reconstruction, results shown in Fig. 1.  

 
Fig. 1. Warped atlas labels superimposed on top of the reconstructed volume 

In our experiment, param ters were h ed every iteration to q ly regress to the 
optimized combination. Tabl ows the l set of th imized p eters. 
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Cerebral Cortex 15x15 40x40 50 30 3 

Cerebellum 7x7 40x40 30 20 3 
Midbrain 25x25 50x50 80 50 3 
Thalamus 25x25 55x55 80 50 3 

Corpus Callosum 7x7 35x35 20 20 3 
Hippocampus 5x5 25x25 15 15 3 

Table 1. The optimized parameters 

where : Block Size, : Exploration Neighborhood Size, : Regularization Radius, 
: Average Filter Radius, : Majority Filter Window.  

Visual Validation 
It is not always easy to assess the quality improvement of all the sub-regions visually. 

For better demonstration, we focus on the comparison of the reconstructed Hippocampus 
because Hippocampus has clear texture to observe and also it is a relatively small structure 
and one of the hardest to reconstruct.   

 
Fig. 2. Hippocampus reconstructions in Sagittal view: (a). rigid-body alignment; (b). piecewise 
distortion correction only; (c). atlas-guided correction based on the initial parameters; (d) atlas-
guided correction based on the optimized parameters 
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In Fig. 2, the hippocampus reconstructed by the optimized parameters in Table 1 shows 
the accurate anatomic structure and the smoothest texture among the four. 

A further noise-removing tool – majority filter [12] can be employed to ensure a 
smoother appearance of the reconstructed volume in the applications where intensity 
inhomogeneity is zero-tolerant, e.g. high-resolution visualization and atlas building.  

To clearly show the advantages and the possible drawbacks of our atlas-guided scheme, 
we compared our results in Fig. 3 (c) with Guest’s (a), Ju’s (b) corresponding views of 
results and also Paxino’s histology atlas [13] as a reference. 

 
Fig. 3. Result comparison: (a) reconstructed volume by [14]; (b) by [3]; (c) our result; (d) 
No. 157 axial and No. 110 sagittal section of Paxino’s atlas [13]. 

Among the three sets of results, our reconstructed volume was noted that the inside 
anatomical features became a lot more coherent. Moreover, the result showed that the 
shapes of many key structures had been recovered thanks to the scheme of labelling out the 
brain regions and dealing with them in a respective manner. Our result was found to have 
more matches of anatomical regions with Paxino’s atlas compared to either Guest’s or Ju’s 
results, in particular, Hippocampus, Corpus Callosum and Cerebellum. 

Quantitative Validation 
To ensure our reconstructed volume has achieved the satisfaction quantitatively, we 

computed a smoothness evaluation  that was also used as the stopping criterion in our 
iterative program. With the optimized parameters and majority filtering of three sections 
on each side, we achieved a reconstruction with a mean smoothness evaluation 0.92, 
i.e. in the reconstructed volume, on average, each point deviates from the middle of its two 
corresponding pixels on the neighbouring sections by only about 0.46 pixel (9.8% closer 
than Ju’s result: 0.51 pixel [3]). 

4 Discussion and Conclusion 
In this paper, we proposed an atlas-guided anatomy recovery method for mouse brain 
reconstruction. Pre-segmented atlas labels were firstly warped to the space of our 
reconstructed volume after the piecewise registration. Labelled anatomical regions in our 
reconstruction were then assigned an initial set of parameters of the piecewise registration 
by neurologists based on the anatomical features of the individual brain regions. Our 

 

210



QIU et al.: ATLAS-GUIDED HISTOLOGY RECONSTRUCTION OF MOUSE BRAIN 5 
 

automated framework was then operated to optimize the parameters iteratively by 
correcting local distortion piecewisely and re-warping the corrected sections pairwisely.  

For result inspection, both visual and quantitative evaluations had been performed in 
comparison with other competitive approaches. Despite lacking global alignment in some 
regions compared to other methods due to the local nature of the atlas labels we referenced 
to, our results still showed clear advantages of local smoothness and better matching with 
the real histology sections than the other methods in the comparison. Moreover, our 
method requires the least manual manipulation among the compared methods.  

In summary, the proposed method has been proved as a reliable and robust way to 
reconstruct a smooth and accurate volume of mouse brain from a series of consecutive 
histology sections.  
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Abstract

Automatic registration methods for histological images are presented. Point based
approaches with outlier filtering by RANSAC and image factorisation are investigated.
The algorithms are tested on high-resolution biopsy images of the gastrointestinal tract.
Quantitative evaluation is performed at different resolution levels. The results reveal the
superiority of Harris feature points over SIFT features, in our setting, as well as high de-
pendence of the presented approaches on the image resolution. At low resolutions good
registration results are obtained using only raw feature matching and N-nearest neigh-
bour filtering. Outlier filtering is necessary to obtain stable results at higher resolutions.

1 Introduction
In histological pathology, the tissue samples are cut into thin slices during the preparation
phase. These are then individually mounted on glass slides. At this stage, the correspon-
dence between slices is lost. Demanding manual shifts of the glass slides and visual veri-
fication at different magnifications are necessary in order to identify the corresponding cell
groups in the subsequent slices. However, the examination across the specimen sections
is unavoidable in pathology, e.g. when tracking the propagation of malignant tumours. In
virtual microscopy the histological slides are digitised and stored as images. It therefore
suggests possible automation to the time demanding manual alignment of different slices in
that the correspondence information can be precomputed and stored. Navigating across the
slices is then done only by a button click. The main challenge here, however, is the genera-
tion of dense correspondences across the tissue sections. In this work we therefore evaluate
automatic registration algorithms optimized for histological images.

Before the tissue sample is cut, it is embedded in paraffin. This procedure limits the
extent of deformations applied on the tissue when cut. Little stretching and bending is ob-
served. The sections rather tear and break into small pieces which can shift arbitrary on
the glass slide. Some histologists [4] suggest this understanding of the underlying defor-
mations. We therefore implemented registration schemes which assume piecewise rigid
transformation. Each local rigid transformation should best describe the correspondences
between particular regions (e.g. torn pieces of tissue). Such approach should handle cases
where tissue parts are independently shifted within one slice (see Fig. 1, left) and also be
able to partially compensate for local deformations of elongated parts (see Fig. 1, right).

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Examples of input images, presenting two cases with two slices each. The size of
each slice image in the figure is approximately 1100×850 px at resolution level 4.

The registration can be driven by image or point based techniques (see e.g. [1, 4]). The
former ones use differences in image intensities within overlapping regions to improve their
alignment. They therefore require an initial overlap for the region of interest. No such initial-
isation is necessary for the point based methods. They align the images using salient point
correspondences, robustly extracted from the images. However, these methods are sensitive
to outliers present among the correspondences, arising during the matching of salient points.

In general it can not be assumed that a good initial alignment of all tissue parts, necessary
for image based methods, will be possible. This is due to the arbitrary shifts of the torn tissue
pieces. We therefore concentrate on point based methods. For these, it is important to select
suitable feature detector, to decide on the resolution at which features should be extracted
and to answer how or whether outliers in the correspondence set have to be detected.

2 Registration Methods

We experiment with Harris [6] and SIFT [3] feature detectors to extract salient points for the
point based registration methods. While the first kind detects distinctive corner-like regions,
the latter is sensitive to round, blob-like structures. In both cases, however, we use the 128
dimensional SIFT descriptor, captured at the most responsive scale. We obtain the initial
correspondences similar as in [3], by selecting the nearest point in the descriptor’s space and
filtering the matches by thresholding the nearest neighbour distance ratio (NNDR). Note that
the constant zoom at each resolution level allows us to restrict the matches only to descriptors
of the same scale. At last, we enforce bijective matching between the point sets.

We apply two outlier removal methods: RANSAC [2] and image factorisation (IMF) [5].
In both cases, following the piecewise rigid transformation assumption, we expect to extract
groups of correspondent points which define single rigid transformation (rotation and trans-
lation). These should trace the transformation of the torn pieces of tissue.

The RANSAC algorithm identifies the largest groups of pair correspondences which
rigidly map onto each other. According to a specified transformation error, the correspon-
dences are split into in- and out-liers. The outliers contain wrong matches along with true
correspondences, describing the transformation between other tissue pieces. We thus recursi-
vely apply the RANSAC algorithm on the outliers until maximum admitted error is reached.

The IMF method extracts groups of rigidly matching point sets in one step. A mean
shift algorithm in the transformation’s space is used. As a set of basal rigid transformation
functions, two correspondence pairs could be used to define the translation and rotation.
Nevertheless, we obtained better results when estimating the basal transformations from a
single correspondence pair, using the SIFT angles to define rotation.
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Each algorithm outputs a group of rigid transformations, i.e. modes, including the corre-
sponding point matches. These best represent the geometrical changes of the separate tissue
parts. We further boost the number of obtained matches using the initial, not filtered point
correspondences. We distribute them to the nearest mode, based on their transformation er-
ror. Finally, to obtain dense deformation field, we interpolate the mapping computed for each
point match. For this we use distance weighted N-nearest neighbour based regularisation.

3 Evaluation
The evaluation has been run on a set of ca. 150 histological slices, containing biopsies of the
gastrointestinal tract. Three dyes have been used to stain the samples: H&E, GI and PAS.
Only intra-stain registrations of successively cut slices have been examined.

The samples were optically scanned at resolution of 0.23µm per pixel. After acquisition,
an image pyramid of eight coarser resolutions was created by successively downsampling
the images by a factor of two. The image levels range from values 0 (finest resolution) to
level 7 where each pixel corresponds to a region of 27×27 pixels at the highest resolution.

We use point correspondences as ground truth (GT) data. We obtained them by manual
selection at image resolution level 4. To increase the precision of the GT set, we run local
image based registration at these points. Patches of size 50× 50 pixels, at image level 4,
were extracted around each correspondence pair for this purpose.

We have evaluated the basic point based registration method (see Sec. 2) with three outlier
removal settings and two salient point detectors. The NNDR matching was used with none,
RANSAC and IMF outlier removal methods. For each method, SIFT and Harris salient
points have been tested. We refer to these settings as to NS, NH, RS, RH, FS and FH, defining
the applied outlier and the feature detectors by the first and the second letter respectively.

The only parameters which have to be set for each method, are the matching ratio thresh-
old for NNDR, the maximum distance error for RANSAC and the transformation kernel
bandwidth for IMF. We obtained the best parameters for the methods empirically, tuning
them for two representative virtual slides, shown in Fig. 1. The tuning has been performed
at the resolution levels 5 and 6. Following these we set the NNDR to 0.8, the maximum
distance error parameter to 0.4 and the kernel bandwidth to 0.04.

Figure 2: Evaluation results grouped by resolution level (left) and method (right). The mean
(top) and the root mean squared (bottom) error, in pixels at resolution level 4, are plotted.
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As the obtained parameters are specific to the deformation degree of the separate tissue
pieces in world coordinates, no further tuning is theoretically necessary for other resolution
levels. Using these parameters we run the evaluation on our set of histological slides, exclud-
ing those used for the parameter estimation. The results, running the algorithms at levels 3
to 7 are shown in Fig. 2. The registration quality was measured by the distance between
the point correspondences and the GT. The mean and the root mean square error, in pixels at
resolution level 4, is shown. The standard error of the mean is below 2 pixels for all methods.

3.1 Results
The quantitative evaluation (see Fig. 2) reveals that at coarser resolution levels (5 and 6) good
results can be obtained with simple filtering and no outlier detection. This holds when Harris
feature detector is used. In general, all methods score better at these resolutions, while little
improvement can be observed at finer levels. This behaviour was expected. At coarse levels
the features correspond to macroscopic structures which can be easily traced across slices.
At fine resolution, cells become visible. The variation of the image gradients in small regions
becomes higher and the SIFT descriptor not well discriminative. Many outliers arise from
simple matching. This is also visible at the increasing error after, and including, level 4. The
outlier detection algorithms can handle these difficulties to some extent. Nevertheless, after
level 3 larger registration errors occur. Comparing the aligned images between different
levels we found that at higher resolutions wrong transformation modes are detected. This
also can be accredited to the increased amount of outliers. The results thus point out that at
these levels the selected point descriptors are not optimal.

The superiority of Harris points is noticeable for all methods applied, through all levels.
We observed that Harris features are more dispersed across the tissue, providing a dense
tissue coverage. This is in contrast to SIFT features which tend to build clusters around
salient structures and thus do not cover well all tissue parts.

At last, the RANSAC and the IMF performance is similar at levels 4 to 6. Only at level 3
large error variation for the RANSAC method is visible. We believe this problem stems from
the inner parameters which inherently define maximum number of outliers.

In Fig. 3, registration results are shown for the methods FH, RH and NH. Good align-
ment of all tissue pieces was achieved by the FH method. The RH algorithm did not find
enough correspondences for two tissue parts which are not matched. We believe this is due
to non optimal parameter setting of the method. Following the FH method we know that
correspondence groups for these tissue parts exist, they only were not identified by the RH
algorithm. We observed similar results for lower resolution images, where few correspon-
dences are detected. At last, the influence of the mismatches is visible for the NH method.

Figure 3: Registration results in difficult scenario. Two slices followed by alignments given
by three methods (FH, RH and NH) are shown. The process was run at image level 4.
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Although the registration result is overall worse than for the FH method, small regions exist
where better alignment was achieved with this simple matching technique. It is therefore
clear that the outlier detection algorithms apply strong filtering on the correspondence set.
This can be finally relaxed, in order to increase the number of correctly detected matches.

4 Discussion and conclusions
We examined point based matching method for the registration of histological images. It was
not clear whether general purpose point descriptors can provide enough discriminative power
in order to be applied in this specific task. Our results show that salient feature detectors,
like Harris and SIFT, combined with the SIFT descriptor are well adaptable for this purpose.
In this context we identified Harris based corner features more representative for the tissue
samples than the blob like SIFT features. Nevertheless, both of them should be applied only
up to some resolution level. This is the level at which individual cells are small and do not
influence much the variance of the descriptor. Going for finer resolutions, many matching
faults will arise from the high similarity between all small regions.

We also evaluated two techniques which can be applied for filtering the outliers. They
greatly improve the registration results when good parametrisation is chosen. How to obtain
the best parameters, whether automatically or using a minimal user input, will be the point
of our next research.
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Abstract

In this paper we propose a method for automatic placement of landmark points in 3D
volumes, for use in morphological studies, which addresses the issue of quantitative es-
timation of measurement error. We are given a sample 3D volume of image slices (and a
number of manually annotated landmark points) and develop an algorithm that is capable
of estimating landmark locations in a similar but novel 3D volume. Problems are found
which arise from the local minima generated when constructing likelihood functions us-
ing shifted noisy image patches, which must be addressed during both localisation and
covariance estimation. The method is tested using Monte-Carlo in order to evaluate the
quantitative validity of error estimates.

1 Introduction
In photogrammetry and computer vision localisation is generally constrained to purpose
made patterns, affixed to the object ([1], pp. 5-10), with uncertainty assessed accordingly
[5, 6, 7]. By contrast, our definition of landmark refers to a chosen location in a 2D im-
age or 3D volume for the purpose of identifying corresponding locations in a second data
set, in order to study natural shape variations. For automated location based upon statistical
estimators, the accepted approach for assessment of errors is based upon the Cramer-Rao
bound (CRB) [8], and this is the starting point for our work. Here we use smoothing in order
to remove the effects of spatial noise in data, which (if ignored) can generate problems for
optimisation, such as local minima. We therefore have to deal with these effects in order to
obtain meaningful CRB estimates.

We assume we are given a number of reference mark-up locations within corresponding
3D volume data. We also assume that the problem of locating the corresponding object
has been solved so that we are provided with the approximate orientation of the data and
initial estimate of the landmark point. What is now required is an accurate measurement for
the position of the corresponding landmark in the target block. Our approach is based on
probability theory and template matching.

We use multiple reference examples of previous manual mark-up locations. The decision
of how many reference candidates we need here should be based upon the resulting locali-
sation accuracy. This requires a well-defined method to analytically extract the position of
a single landmark point from the candidate positions available. One approach to search for
landmark points in a 3D volume is to use its sub-volumes (e.g. 40×40×40 data points) and
reduce the 3D search problem to searching in three 2D images corresponding to the central

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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orthogonal planes. We expect information available for localisation to allow us to exceed
sub-pixel accuracy (i.e. better than human repeatability) even for small regions, provided
that there is at least some high contrast edge structure. It is important to note that error es-
timates must be valid, for instance landmark error estimates and corresponding variations
along the minimum curvature direction must be quantitatively consistent.

Our approach is novel because: (a) we make use of direct measurement from a correctly
scaled likelihood function (correctly scaled in this context means −2logL is distributed as
a χ2 [2]); (b) we compute quantitatively valid parameter covariances (location accuracy);
(c) we show that sufficient accuracy is obtained using three orthogonal slices; (d) we use
pre-processing in order to concentrate on where the information is, i.e. edges [2].

We focus on several important aspects of the problem to show that (a) without smoothing
the data we cannot find a valid minima for the cost function; (b) using pre-processing we can
obtain independence to grey-level scale (e.g. illumination and MR pulse sequence). We now
discuss the main issues we must consider in order to deal with real-world data.

Scale: In this work apparent scale change is introduced due to developmental processes
as well as the inherent differences in mature samples. However, unlike more general com-
puter vision problems, the overall scale of a given structure in an image is largely fixed. We
therefore assume that one overall approximate scaling of the data is sufficient to allow us to
locate small sub-regions (e.g. a scale factor error of 5% will produce a negligible one-pixel
shift in data at the edges of a region 40 pixels across).

Rotation: The accuracy of the automated estimate of initial orientation will need to be
better than a degree in order to limit the effects of error on localisation (e.g. an error of half a
degree will produce sub-pixel effects at the edge of a 40 pixel wide block) and its covariance.
By matching to multiple candidate references we can however mitigate against large rotation
errors using statistical criteria in order to select the examples with a good structural match.
To quantitatively indicate how well sample data conforms to a predefined model, we plan to
define a χ2 based hypothesis. Such tests can also be used to identify missing landmarks.

Irregularities: For specific local bone structures there are a variety of shapes for which
consistent landmark points need to be estimated. Manual annotation needs to have a clear
strategy for defining landmarks on variable structures. Automation is therefore a challenging
problem. One approach is to learn an appearance model [11] corresponding to the three
orthogonal slices of each block. However, in our application we expect to have to work with
a minimum number of reference examples ((insufficient to construct an accurate model),
while at the same time topological differences between corresponding locations for identified
structures are likely to be quite large, making appearance modelling inappropriate.

2 Methodology
We develop a matching algorithm for three orthogonal slices from the reference data block
against the ones from the target data block. We use template matching based on the vertical
and horizontal gradients corresponding to these image slices. This results in an algorithm
which is robust to noise and imaging equipment settings. However, it is necessary to derive
the method from appropriate statistical theory in order to define error covariances and so that
meaningful χ2 values can be used to confirm the goodness of fit.

We are given a reference and a target volume. In the reference volume, we are given a
point for the manual landmark which is the origin of a small block (40×40×40 pixels). For
this reference block we are given scaling and orientation values so that we can initially apply
these to the target block. We then extract the corresponding re-scaled orthogonal slices, from
the reference volume, in order to refine rough estimates of the landmark position.
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Template Matching: According to [3] by applying the variational principle to the prob-
lem of matching two scaled noisy image patches, one can define the optimisation function

χ2 ∝
N

∑
n

(αIn−βJn)2 s.t. α2 +β 2 = 1 (1)

It follows that rather than using two scale factors α and β , one may use a single scale
factor γ = α/β . For similar patches it can be shown that γ =

√
B/A where

A =
N

∑
n

I2
n , B =

N

∑
n

J2
n and C =

N

∑
n

InJn (2)

To avoid lengthy execution times, one may expand the patch similarity measure and write

χ2 = [
N

∑
n

(γIn− Jn)2]/[σ2(1+ γ2)] = (γ2
N

∑
n

In +
N

∑
n

J2
n −2γ

N

∑
n

InJn)/[σ2(1+ γ2)] (3)

χ2 = (γ2A+B−2γC)/[σ2(1+ γ2)] = 2(B− γC)/[σ2(1+ γ2)] (4)
When choosing the reference image patch to be J, it follows that B is the constant term

while A is varying as the target image patch is moved around. Hence minimizing χ2 in Eq.
(4) is equivalent to minimizing

χ2
C = (−2γC)/[σ2(1+ γ2)] = [2/(1+ γ2)][(−γC)/σ2)] (5)

As this process requires adjustment to the assumed likelihood function (re-scaling the
noise estimate) during optimisation, we can make a direct analogy to the method of Expec-
tation Maximisation (EM). The standard proof of convergence for EM requires that we are
not allowed to change the assumed likelihood distribution during the optimisation. Rather
this should be fixed during the Maximisation step, and re-estimated during the Expectation
step. Hence the (1 + γ2) term can be eliminated during optimisation 1. The term C works
well when used in a conventional optimiser such as Simplex [9]. However, here rather than
using gray-level image patches and least-square differences directly, their gradients in the
horizontal and vertical directions are used. This reduces the dependency upon absolute scal-
ing of the data making it more suitable for matching with MRI and CT datasets, though at the
expense of reducing the capture range of the cost-function. In this case, C is the summation
of the 6 dot products of the two-component gradient vectors originated from the 3 reference
and target image patches. When using the analytic approach to compute the covariance, the
constant terms are cancelled and χ2 is automatically reduced to χ2

C.
Measurement Covariance: According to [2, 3], one may compute the inverse covari-

ance matrix using the derivatives of χ where
C−1

θ = ∑
i
(5θ χi)T ⊗ (5θ χi)|θ=θmax (6)

However, in practice, as the contribution to the information (inverse covariance) matrix
is assessed from each individual data point, this approach may be unstable in the presence of
noisy data resulting in an unrealistic (over accurate) covariance. As a covariance is simply
the second order shape of the total likelihood function, an alternative approach can be derived
by observing the total change in χ2 as a function of changes in the parameters ([10], page
11). This averages out the effects of noise giving more realistic estimates of parameter
covariance. According to [4], the inverse covariance matrix C−1

θ of parameters θ which is
defined based on χ2 is χ2 = χ2

0 +∆θ TC−1
θ ∆θ (7)

The χ2 function used in the optimisation of parameters will be equal to χ2
0 when there

are no changes (∆θ ) in the optimum parameter values. For specific changes, however, we
1If we were not to do this, the consequence would be an optimisation which had an optimal solution of γ = 0

i.e. a perfect match with infinite error on the re-scaled data.
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can find linear equations between the unknown elements of the inverse covariance matrix
C−1

θ and the corresponding value obtained from the χ2 function.

3 Experiments
We experiment with a CT scan of a Musculus mouse skull provided by our collaborators
[12]. This consisted of 1003 image slices (656× 656 pixels). We used five landmarks as
reference points to test our measurement method. These were two well-constrained points
at the end of two jaws, one point constrained well in vertical direction at the top of skull,
and, two points constrained well in horizontal direction on the sides of skull. A novel 3D
volume could be used to locate the landmarks corresponding to the examples given in the
reference volume, but the systematic subjective error in landmark definition creates problems
for defining the localisation gold standard with sufficient precision to accurately assess the
covariances. Here we take the approach of using the same volume perturbed with Monte-
Carlo noise to evaluate the results and covariances. In order to approximate use of a second
data set, the level of added noise needs to be large enough so that the two noise fields are
statistically independent. By varying the level of added noise we can also boost our test
sample, 4 noise levels over 5 markup locations allows us to test the statistical method with
20 samples. We evaluate if the covariances estimated are a quantitatively valid summary of
the localisation accuracy. We test how the optimisation works both when it starts from the
answer (reference point) and from a rough estimate of the answer (up to 3 pixels away from
the answer in each direction). We also change the volume orientation slightly providing
more realistic data to investigate the behaviour of the method when the reference and test
data come from two slightly different mouse skulls. We use a mean estimate of the image
noise around these points (σ = σo = 110). To study the error residuals using Monte Carlo
test we focus on the added noise that makes the ratio of χ2/DoF about unity (DoF: degrees
of freedom). Here DoF = 40×40×6. For Monte Carlo tests we adjust the χ2 function by
removing γ2σ2

a term from σ2(1+ γ2) in Eq. (5), where σ2 = σ2
o +σ2

a /2, σ2
o is the variance

for original noise and σ2
a is the variance for added noise.

In Fig. 1, we plot all error residuals ∆x/
√

Cxx , ∆y/
√

Cyy and ∆z/
√

Czz against standard
deviation of the added noise for all five landmark points. As mentioned earlier ∆x, ∆y and
∆z correspond to the smoothed image data with smoothing parameter η (in pixels) fixed at
η = 1 while

√
Cxx,

√
Cyy and

√
Czz correspond to non-smoothed image data η = 0 (Figs. 1.a,

1.b and 1.c). We observed that by adding noise at σa = 600 the ratio of χ2/DoF becomes
about unity. We then expect the error residuals observed in the Monte-Carlo study to fall
in the range [-2.5, 2.5] with their rms about unity. In Fig. 1, for σa = 600, when starting
from answer the rms is 1.66 (1.a), when starting from a rough estimate of the answer the
rms increases to 1.92 (1.c), and finally, when starting from the answer in the rotated block
the rms increases again to 2.01 (1.b). In Fig. 1.d, we show that the minima cannot be found
reliably when starting from a rough estimate of the answer if non-smoothed data are used.
The plot corresponds to the same five landmarks used earlier. Here the error residuals are
generally far too large to suggest that a good minimum was found. Hence by comparing this
plot (η = 0) to that in Fig. 1.c, where the image data are smoothed for optimisation (η = 1),
we can conclude that smoothing is necessary in order to find a minima.

4 Conclusions
The need for computing covariances together with any measurement has been overlooked in
the appearance model literature. We proposed a method that fills this gap for quantitative
landmark measurement and assessment. Our technique combines derivative and smoothing
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operations to reduce the dependency on absolute grey-scale and spatial noise. We show
empirically that the covariances obtained without smoothing are applicable to the results
obtained with.

Figure 1: Monte Carlo test: error residuals against the standard deviation of added noise (5 land-
marks), where (in a, b and c) optimisation is performed on smoothed data while covariances correspond
to non-smoothed data; starting from the answer without (a) and with rotation (b) of the reference data
block, and, starting from a rough estimate of the answer without rotation (c and d), while in (d) both
optimisation and covariances correspond to non-smoothed data.
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Abstract
One of the current limits of laparosurgery is the absence of a3D vision facility for

standard laparoscopes. While there has been significant progress made in visual SLAM
(Simultaneous Localization And Mapping) with a single camera, most of the current
approaches relies on the assumption that the tissues are rigid or undergo a cyclic defor-
mation. However, in laparoscopic surgery none of these assumptions commonly apply,
due to unpredictable and non-isometric deformation of the tissues.

Our main contribution in this paper is a new sequential 3D reconstruction method
well-adapted to the peritoneal environment. We draw on recent computer vision results
exploiting a template of the environment. The state-of-the-art methods assume that the
environment can be modeled as an isometric developable surface, i.e. which deforms
isometrically to a plane. While this assumption holds for paper-like surfaces, it certainly
does not fit for peritoneal surfaces. Our new method tackle these limits: it uses a full 3D
template and copes with non-isometric 3D deformations, thanks to two phases. First the
3D template is reconstructed using rigid SfM (Shape-from-Motion) while the surgeon is
exploring – but not deforming – the peritoneal environment.Second the 3D template is
used during surgery to infer a quasi-conformal deformationto the current 3D shape from
a single laparoscopic image only. This makes both sequential processing and effective
self-recovery from tracking errors possible.

The proposed approach has been validated on in-vivo laparoscopic videos of the ab-
dominal wall and a uterus. Experimental results illustratethe ability of our method to
deal with extensible deformations of the tissues.

1 Introduction

Over the last few years significant efforts have been made toward developing systems for
computer aided laparosurgery. The idea is to assist the practitioner during the interven-
tion in order to improve their perception of the intra-operative environment [9]. 3D visu-
alization is one of the major possible improvements. However, due to the unpredictable,
complex and non-isometric behaviour of living peritoneal tissues, 3D shape recovery from
laparoscopic images is a difficult and open problem. Visual SLAM was proposed for stereo-
laparoscopes [8] and more recently for standard monocular laparascopes [3]. The accuracy
of 3D reconstruction for these methods depends on a temporalwindow and on the ability of
the state model to account for the complex phenomena occuring in the environment. Errors
may accumulate through navigation and produce artefacts inthe reconstructed 3D map. Re-
cently [5] proposed a method for 3D reconstruction of the beating heart by assuming cyclic

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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deformation modeled as a combination of basis shapes; this method cannot be used in lapas-
copy where cyclicity assumption does not hold.

We propose a novel approach to SfM in the complex laparoscopic setting. We extend
recent 2D-template-based deformable SfM methods proposedin computer vision for devel-
opable surfaces (paper-like) surfaces [10, 11]. The problem of monocular 3D shape recovery
is under-constrained because there is an infinite number of 3D surfaces that can project to
the same image data. It is then of critical importance to constrain the problem to have a
unique consistent solution or at least a set of plausible solutions. Over the years, different
types of constraints have been proposed which can be categorized in statistical and physical
constraints. Statistical constraints often model the deformation as a linear combination of
basis vectors which can be learned online [6]. A non-linear learning method was proposed
in [12] where local deformation models are first learned offline andthen combined online.
Physical constraints include spatial and temporal priors on the surface. In [1] physical con-
straints are used as priors within a coarse-to-fine shape basis statistical model. An important
physical prior is the isometry constraint [2, 10], which imposes that any surface geodesic
distance is preserved after deformation. This constraint is unfortunately too strong to recon-
struct human tissues which are typically non-isometric. Wepropose to relax this constraint to
quasi-conformal deformation. We further decompose it intoshearing and anisotropic scaling
which will receive different weights to account for possible surface stretching or shrink-
ing. While this models quite well the environment, a direct consequence is that the template
cannot be taken as flat anymore, as was assumed by most previous methods. Our method
thus reconstructs a 3D template shape using classical RSfM (Rigid SfM) by taking advan-
tage of the exploratory phase at which the surgeon navigateswith the laparoscope inside the
peritoneum. The reconstructed model is deformed afterwards at the surgery phase to fit the
different shapes taken by the tissues, thereby providing 3Dshape at run-time from a single
image. Our algorithm is here dubbed DSfM (Deformable SfM). The technical part consists
of three major improvements over the state-of-the-art:(i) dealing with non-isometric (con-
formal) instead of isometric surfaces,(ii) using a 3D instead of a flat 2D template and(iii)
creating a custom 3D template using RSfM.

Paper organization. We first describe our DSfM system in §2 and then give details on
the deformable shape recovery phase in §3. We finally report experimental results in §4 and
conclude. We assume that the intrinsic laparoscope’s parameters have been calibrated. Our
notation will be introduced throughout the paper.

2 The DSfM system description

2.1 Architecture overview

As depicted in figure1, our DSfM system can be splitted into two main components:

1. 3D template reconstruction. Using an RSfM algorithm [4], a set of 3D point clouds
of the organ shape is reconstructed. This reconstruction takes advantage of the early
intra-operative exploration phase.

2. Deformable 3D shape reconstruction. After the inspection step, the surgeon starts to
deform the target organ using the surgery tools. This part ofthe system offers a newer
ability to 3D passive reconstruction of laparoscope images. Given the constructed
template, it seeks for the 3D deformation.

2.2 Template reconstruction with RSfM

Given M views, RSfM finds camera parameters as well as a set of 3D points (x j y j z j),
j = 1, . . . ,Nv which will be the template points. There are several ways to proceed for
RSfM [4]. We chose the classical sequential approach where two different views with enough
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Figure 1: Principle of our DSfM (Deformable Structure-from-Motion) approach. In the
first phase the surgeon explores the peritoneal cavity without deforming it; Classical RSfM
(Rigid Shape-from-Motion) is used to find the 3D shape calledthe 3D template. In the
second phase, the 3D template is used to infer the 3D shape observed from only a single
laparoscopic view. This makes the approach resistant to temporary registration or tracking
errors and well-adapted to potentially live sequential processing.

baseline are used to compute the essential matrix, from which the relative camera position
can be extracted and used to triangulate a first set of 3D points. The camera position for
each other view is then computed on turn using camera resection, and new 3D points are
triangulated. Finally, bundle adjustment is launched to minimize the reprojection error, and
the 3D points are connected to form a mesh withNF facesF andNv verticesV given by the
set of triangulated 3D points. Image consistent meshing canbe used [7].

3 Monocular reconstruction with DSfM

We assume givenNc point correspondences between the deformed shape in an image and
the 3D template. In the template, the correspondences are given by their barycentric coor-
dinates{( fi b1i b2i b3i)⊤}, i = 1, . . . ,Nc, relatively to the triangle they lie on. In the image,
the correspondences are given in pixel coordinates{(uiwi)⊤}, i = 1, . . . ,N. Extensible 3D
reconstruction can be formulated as





min
V ′

{
∑NF

i=1 ‖ Si−S0
i ‖2 +λ1∑NF

i=1 ‖ Ai−A0
i ‖2 +λ2 ‖ ∆V ′ ‖2

}

s.t. ∑Nc
i=1 ‖ K v′( fi)

(
b1i
b2i
b3i

)
−
(

ui
wi

)
‖= 0

(1)

wherev′( fi) is the 3× 3 matrix whose columns are the 3D coordinates of the verticesof
facei. Si andAi are the 2D shearing and anisotropy scaling transforms from the template
to the deformedith face. λ1 andλ2 are two real positive weights that tune the importance
of the shearing, the anisotropy scaling and the smoothing energy term. The inextensible
formulation enforces the edges of the triangles to remain constant when fitting the data cor-
respondence constraint. In contrast, this weighted combination of non-isometric transforms
relax the inextensible condition and allows to deal with local extensible deformations.S0

and A0 are average amounts of shearing and anisotropy scaling for each face of the 3D
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template mesh. They can be either learned from training dataor experimentally set. Practi-
cally, normalized shearing and anisotropy scaling transforms are experimentally set and then
scaled by the triangle area of each facefi to obtain the transformsS0

i andA0
i . The addi-

tional weighted energy term smoothes the deformed shape. Itis expressed through the linear
Laplace-Beltrami discrete linear operator∆ of dimensionNv×Nv [13]. V is anNv×3 matrix
which concatenates the 3D mesh vertices.

4 Experimental results

4.1 Implementation details

In our implementation, the correspondences are assumed known. The constrained optimiza-
tion problem can be minimized after elimination to exactly satisfy the correspondence con-
straints. Another solution is to include the constraints asa penalty in the minimization. As
is shown by experimental results, this solution allows one to fit the correspondence con-
straints if the minimization is well initialized. In our implementation, this initialization is
done by computing a rigid transform of the initial 3D template to the camera frame of the
target image. This rigid transform is estimated as the average rigid transform which maps
the image correspondences to the 3D template mesh. Even though this rigid transform is a
rough estimate, it gives good results regarding convergence of the subsequent minimization.

4.2 Results and discussions

To validate the proposed approach, the experiment we propose is the 3D reconstruction of
both inside abdominal wall and uterus from in-vivo sequences. The 3D template of the
abdominal wall and the uterus are generated during the laparoscopy exploration step of the
inside body. A set of extensible deformation upon the abdomen are made by the surgeon to
introduce the trocar so that the surgery tool can go through it. Another set of deformation
may occur on the uterus when the surgeon starts to examine it.In either the first or the second
deformation, two different frames of monocular 3D reconstructions are shown in figure2. It
can be seen that the extensible uterus deformation by the tool was recovered. It can be seen
also that the abdominal wall bends under the pressure of the external hand of the surgeon
when he is inserting the trocar.

5 Conclusion

In this paper, we have presented a new method to reconstruct aquasi-conformal deforming
living tissue in 3D using a single laparoscopic image and a 3Dtemplate that is previously
reconstructed using standard RSfM. We believe that our method provides novel technical
contributions and also a new way of tackling the 3D vision problem in laparoscopy. The in-
vivo experimental results are very encouraging. We are currently working on improving the
step of points matches computation between the 3D template and the current laparoscopic
view.
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projected template and image correspondences is shown withblue segments. Red points are
the target image matches and green stars refers to the back projected correspondences from
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Abstract

Contrast-Enhanced Ultrasonography (CEUS) is a technique that has already gained
acceptance in the detection and characterisation of very small focal liver lesions (FLLs).
However, few radiologists and clinicians have been trained to perform CEUS and in-
terpret its visual cues for diagnosis of FLLs. Based on the rising need to implement a
certification tool for all radiologists, this paper describes an image processing approach
to assist this routinely performed manual image interpretation task. The aim is to provide
an efficient, informative and non-invasive evaluation tool that optimises the localisation
and characterisation of small homogeneous hyper-enhancement category FLLs. Lowe’s
SIFT (Scale Invariant Feature Transform) keypoints are used to track the FLL region,
when appearance is dramatically changed due to the effect of contrast agents. Gener-
alised Procrustes Analysis estimates the FLL mean shape that is used for characterising
each case as either benign or malignant. Our method characterised successfully focal
liver lesions in all ten subjects under identical physical conditions.

1 Introduction
Hepatic disease, according to the British Liver Trust, has a continuously increasing impact
and is currently the fifth largest cause of death in the UK. The group of hepatic disease is
described by a number of medical conditions affecting the liver, e.g. hepatitis, cirrhosis,
hepatocellular carcinoma (HCC), etc. These conditions are either harmless conditions (be-
nignities), or progressively worsening diseases that potentially result in death (malignancies).

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Focal liver lesion (FLL) tracking in the arterial phase, where the appearance of
the liver changes significantly. The third image (frame 120) is the frame where the FLL is
initialised.

HCC, which is the fifth most common cancer [5], is characterised as a malignant focal liver
lesion (FLL). FLLs are solid or liquid-containing nodules, "foreign" to the liver’s anatomy.
Extreme interest attracts the ability to distinguish any case of premature (small) malignant
FLL from a benign, as it can be healed without performing any surgical operation.

Visualisation of possible lesions has been attempted by employing different diagnostic
imaging techniques throughout the years. Ultrasonography (US) has limited sensitivity in the
small masses’ detection and provide vague results when compared to Computed Tomography
(CT) and Magnetic Resonance Imaging (MRI). CT and MRI were used to clarify the US
results and evaluate a lesion’s existence. Recently, contrast-enhanced (CE) US has gained
acceptance in the detection and characterisation of very small FLLs [4, 8] and is supported
as the reliable replacement of CT and MRI in the characterisation of HCC [2]. CEUS is
based on the intravenous injection of microbubble contrast agents, first introduced in the late
’90s, and offers a display enhancement in gray-scale, by maximising the contrast between
the FLL and the rest of the liver (parenchyma). However, few radiologists have been trained
to perform CEUS and interpret its visual cues for diagnosis of FLLs.

There is a rising need to use CEUS and create a software tool for clinicians and radiol-
ogists, mainly for two reasons; a) its relatively inexpensive and portable technology, when
compared to other techniques (e.g. CT, MRI) and b) its effectiveness in the FLLs’ evalua-
tion that exceeds the 90%, according to radiologists. This paper describes a methodology
to track FLLs over time and characterise them to, either benign or malignant cases. More
specifically, we propose tracking over time the FLLs using Lowe’s scale-invariant keypoints
detector (SIFT) [1] to overcome the dramatic appearance changes during a CEUS examina-
tion [Figure 1]. The area and shape descriptors, derived by tracking, are combined with the
Generalised Procrustes Analysis (GPA) [3] to localise the FLL at the end of the examination
and characterise it as either benign or malignant.

2 Methodology
The examination of CEUS includes three phases, whose durations vary, mainly depending
on the pathology of the patient’s liver and heart. After the second generation contrast agents’
intravenous injection, the change of brightness intensity with respect to the elapsed time,
represents the vitality of a FLL, by screening the inflow and outflow of the agent itself. The
phases are named after considering the fact that the liver is supplied with blood first from
the hepatic artery and then by the portal vein. The first phase of CEUS, (arterial phase or en-
richment) happens when contrast agents enrich (make brighter) the area of the liver. Homo-
geneous hyper-enhancement category FLLs, independent of their kind (benign/malignant),
are enriched prior to the parenchyma. During the second phase (portal venous phase), the
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(a) (b) (c)

Figure 2: a) Labeling of the liver’s area on the late phase, in a malignant FLL’s case. b)
Areas segmented after the automatic threshold application. c) Shape information localising
a FLL in the late phase.

concentration and flow of contrast agents are stabilised. Then, the third phase (late phase,
acidic or parenchymatic) is characterised by the outflow of the agents from the lesion and
the parenchyma. It is mainly on the third phase where the FLL’s category is identified [7].
In their overwhelming majority, if the FLL is benign, it stays enriched for longer compared
to the parenchyma. On the contrary, if the FLL is malignant, the contrast agents outflow the
lesion prior to the parenchyma.

The video sequence of the arterial phase is processed, to obtain the area and shape de-
scriptors of the FLL. Initially, the conical area covered by the US is selected and after re-
moving any artefacts, is set as the mask of our workspace (US mask). The artefacts refer
to regions that their brightness intensity has been enhanced prior to the examination, by the
radiologist adjusting the controls of the US scanner. The FLL mask is manually initialised
on a single frame, ideally the one with the maximum contrast between FLL and parenchyma
[Figure 1].

The FLL mask is tracked backward and forward in time from the frame it is initialised
[Figure 1]. A histogram of the FLL mask of the previous frame is used to specify a threshold
to separate the lesion from the parenchyma in the current frame. The thresholded image
is cleaned using morphological opening with a disk-shaped structuring element of 5-pixels
diameter. Subsequently, the resulted image is segmented using the connected components
algorithm. If the segmentation result is consistent to the FLL region of the previous frame,
then it is set as the new FLL region. This consistency is verified by two conditions: a) the
relative size difference of the FLL regions between the two frames being less than Ds (e.g.
Ds = 30%) and b) the displacement of the FLL’s centre of gravity (CoG) between the two
frames being smaller than Dd (e.g. Dd = 10 pixels). However, the resulted FLL region may
not be consistent to the previous frame, either because of the appearance change of the lesion
and the parenchyma or because of the movement of the transducer. In that case, we use SIFT
keypoints [1] detected in the previous frame and match them with SIFT keypoints in the
current frame. The current FLL region will then be given by the FLL region of the previous
frame, translated by the average displacement of the SIFT keypoints. The derived contours
extracted from tracking the FLL region in all frames of the arterial phase video sequence are
aligned and their mean shape is estimated using GPA [3].

An image from the late phase is then used to characterise the FLL as either benign or
malignant. First, the liver area is manually specified on the image [Figure 2(a)] and its in-
tersection with the US mask defines the region of interest (ROI). The ROI is smoothed by a
gaussian filter and then its histogram is computed. Subsequently, a threshold is automatically
selected based on Otsu’s method [6] in order to binarise the ROI into foreground and back-
ground. The morphological operators of opening and closing are applied to the foreground
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(a) (b) (c) (d)

Figure 3: Case study depicting a cirrhotic liver with a malignant lesion. a) Initialisation of
the hyper-enhancement category FLL during the arterial phase. b) Static image of the late
phase. c) FLL localisation by using input only from the late phase (baseline method). White
area depicts the FLL and gray area the parenchyma. d) FLL localisation by our method.

and background areas respectively to remove small regions (noise), protrusions from objects
and thin connections between objects. The ROI is segmented using connected components
and removal of the small areas. The FLL area is localised by maximising the intersection
between the segmented areas [Figure 2(b)] and the mean shape found in the arterial phase, al-
lowing translation and rotation of the latter [Figure 2(c)]. Characterisation of a FLL is based
on the sign of the difference between the average intensity of the FLL and the parenchyma,
within the ROI.

3 Experiments & Results
The Ultrasonographic equipment used for the data acquisition was a Siemens ACUSON Se-
quoia C512 system, in combination with low-frequency 6C2 convex Transduser (2-6 MHz)
at 25 frames-per-second. The second generation contrast media used is sulphur hexafluoride
gas (SonoVue from Bracco Diagnostics). Acquisition parameters were set by the radiologist,
separately for each patient. The captured data were exported as video sequences and images
of 768 x 576 pixels, with no compression applied.

The visual cues used are clinical data of ten patients with identical physical condition.
Each case is described by one short video sequence of the arterial phase and one static image
of the late phase, where we assume that only one homogeneous hyper-enhancement category
FLL exists within the liver of each patient, with diameter between 0.5 and 6 cm. Motion arte-
facts, acoustic shadows and US absorption inevitably degraded the quality of our imagery.
Moreover, transducer movement and the patient’s fragile breathing patterns also have an ef-
fect on the quality of our recordings. In four out of ten cases, the FLL was not continuously
observed because of either out-of-plane lesion movement or its dispersion in depth.

To demonstrate the effectiveness of the different parts of our methodology, we compare
it with a simplified baseline version, where only the image from the late phase is used,
based on the fact that a FLL may be characterised by using input only from the late phase.
The liver area is smoothed and then thresholded into foreground (bright) and background
(darker) populations, in the same way as we described in our methodology. Very small areas
are removed, after the connected component areas have been labeled. If the foreground
population is larger than the background population, the foreground area is labelled to be
parenchyma, as a FLL cannot cover an area larger than the parenchyma, and the FLL is
therefore characterised as malignant. Otherwise, the foreground area is labelled as FLL,
which is characterised as benign. The success rate of this characterisation method, despite
its simple nature, is 80% when compared to the gold standard.
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Figure 4: Results of baseline and proposed method. (B::Benign , M::Malignant)

Finally, our methodology, as described in section 2, achieves 100% characterisation rate
[Figure 4]. This is achieved because it explicitly estimates the FLL’s size and shape from the
arterial phase, which allow an accurate localisation of the FLL in the late phase.

The most interesting of our case studies [Figure 4 (case study 8)] included a cirrhotic liver
with a malignant lesion [Figure 3], depicting both the parenchyma and the FLL brighter than
the surrounding area in the late phase [Figure 3(b)]. The baseline method assumed almost all
the liver as a big FLL and the surrounding areas as the parenchyma, characterising the FLL
as benign [Figure 3(c)]. Our method used information of FLL’s size and shape to localise it
precisely [Figure 3(d)] and then by a temporal averaging of the brightness intensities of the
FLL and the parenchyma, it found that the former was darker than the latter and characterised
the case correctly.

4 Conclusions & Future Work
This paper presented a methodology for localising homogeneous hyper-enhancement cate-
gory FLLs over time and characterising them as either benign or malignant. Experimental
results on ten case studies of different patients with identical physical condition demonstrate
100% success rate. Tracking the FLL area in the arterial phase using SIFT keypoints and es-
timating its mean size and shape using the GPA are essential for the success of our approach.

Our methodology requires the manual definition of the US area on the first frame, the
FLL area on a single frame of the arterial phase and the liver area on the late phase image.
Automatic localisation of the above areas would allow a fully automatic method. We plan to
extend our methodology to heterogenous hyper-enhancement category FLLs, as well as to
heterogeneous hypo-enhancement category FLLs. Future work also includes investigation
of cases of undetectable damage and cases with more than one FLL within the liver, as well
as the ability to distinguish between the different types of benign and malignant FLLs [8].
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Abstract

This paper presents a novel technique for classifying both cell nuclei and tissue re-
gions in liver specimens by incorporating context information, linking cell nuclei and
tissue regions using Bayesian networks. The method works in two stages: (i) initial
classification of cell nuclei and tissue regions; and (ii) integrating the initial classifica-
tions using a Bayesian network to enforce consistancy (thus including context). Results
demonstrate that our method of incorporating context information is superior to the clas-
sification that uses only object based features for both nucleus and region classification.

1 Introduction
One of the key challenges for automated analysis of histopathology images is cellular seg-
mentation and classification. For segmentation, a number of algorithms have been proposed
to cope with the complexity of tissue structure and colour variation of tissue images, e.g.
active contour-based, watershed, classification-based and edge-based techniques [4]. In clas-
sification, cell nuclei are characterised by distinct appearances using object-based features
(OBFs), such as morphology, intensity and texture, to classify them into different classes [5].

Using OBFs to represent cellular structures (e.g. cell nuclei) for classification can pro-
duce poor results when morphology, texture and appearance of nuclei are only marginally
different between classes. This is often the case in interpretation of histopathology images,
and in practice histopathologists make extensive use of other information to identify and
classify tissue. To improve classification accuracy, domain-specific information, such as the
tissue type of the region containing the cell and spatial relationships between neighbouring
cell nuclei, can be used. Figure 1(c) illustrates such domain-specific context information
for liver cell nuclei that are found in certain tissue regions, e.g. hepatocytes (blue bounding
boxes) are usually found in parenchyma 1. In addition, there are expected spatial relation-
ships among nuclei types such as epithelia nuclei (represented in yellow bounding boxes).

In this paper, we present a novel technique to perform cell and tissue region classification
simultaneously in liver tissues, by incorporating context information linking cell nuclei type

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

1the parenchyma are the functional parts of an organ in the body
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and tissue region type to improve performance of classification. For nuclear classification,
we first apply a Hough Transform-based technique to detect cell nuclei. Initial cell type
classification is performed using area-based and shape-based descriptors. In tissue region
classification, we classify images into different region types using texture features. The
final stage of classification is implemented by combining initial classifications and context
information to improve results using a Bayesian network.

2 Materials and Methods
2.1 Image Data
Tissue sections were processed in a routine way by formalin fixing and staining with Heam-
atoxylin and Eosin (H&E). These were digitised to produce virtual slides at a resolution of
103000 dpi using an Aperio XT virtual slide scanner (Aperio, San Diego) at 40× magnifi-
cation. Images were selected from five sample tissues of patients who have cirrhosis. Cell
nuclei ground truth were provided by a consultant pathologist specialising in liver disease
producing bounding boxes around the nuclei of different types, example is shown in Figure
1(c)), and tissue regions were manually delineated (figure 1(b)).

(a) (b) (c) (d) (e)

Figure 1: example of image data. (a) original image; (b) region map; (c) nuclei and region
maps in the tissue specimen; (d) detected nuclei (NMBR); and (e) detected nuclei (MBR).

2.2 Tissue Region Classification
Images are classified on a per-pixel basis into 3 classes (parenchyma, fibrosis and back-
ground) using Grey Scale Co-occurence Matrices (GLCMs) [6]. GLCMs are generated
based on co-occurring grey values of pixels with particular spatial relationships with re-
spect to the displacement (d) and direction (θ ). We set θ = {0◦,45◦,90◦,135◦}, d=2 and
use a sliding window of size 85×85 pixels (determined by cross validation). Thus, 4 oc-
occurrence matrices are constructed. After normalisation, texture features are extracted by
calculating statistical measurements from the matrices (entropy, correlation, contrast, inverse
difference moment and angular second moment).

Classification is performed using a Random forest classifier [1]. This combines multiple
decision trees (T ) such that the structure of each tree depends on the values of a random
vector sampled independently and with the same distribution for all trees in the forest. Pre-
diction is made based on the majority decisions from the trees in forest.

2.3 Nuclei Detection and Classification
To detect cell nuclei we use a Hough transform-based technique to detect cell nuclei. This
is based on the assumption that cell nuclei are rounded with an approximately constant size
(dim) [7]. After nuclei detection, each cell nuclei is represented by a set of boundary points,
which is considered as non model-based representation (NMBR). We additionally use a
model-based representation (MBR) to represent cell nuclei by fitting a ellipse Em, where
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m={cx,cy,a,b,θ}, to the boundary points using the direct least squares technique of Fitzgib-
bon [2]. Where; cx,cy is the centre of the ellipse, a and b are minor and major axis, θ is the
angle of the major axis. Example representations are shown in figures 1(d) and 1(e).

To classify cell nuclei, we extract features from the two nuclei representations(NMBR
and MBR). In the MBR, we first classify pixels into different classes (purple, pink and white)
by applying an unsupervised learning method. This involves fitting Gaussian Mixture model
using Variational Bayesian approach. Colour priors for the mixture model are based the
mean colour of pink, purple and white pixels in training data. Features are then extracted
as follows: (i) histograms of purple and white pixels at different distances from the nuclei
boundary (generated using a signed distance transform), (ii) the ratio of purple pixels inside
and outside the ellipse. We define the area "outside" of an ellipse by scaling major/minor
axis with a constant c (c > 1) and (iii) length of major and minor axis of the ellipses. In the
NMBR, we extract shape descriptors using Hu moments [3].

We assume that there is degree of dependancy between nuclei types and tissue regions.
Therefore, classification is performed under the dependency assumption ( P(N|S,A) where N
denotes nuclei classes, S denotes tissue region types and A denotes OBFs), using a Random
forest classifier.

2.4 Combining and Improving Nuclei and Region Classification
In previous sections, we presented techniques for classifying cell nuclei and tissue region
type. In this section we present a method for improving classification accuracy by com-
bining the classification of nuclei and tissue regions with context information from nearby
nuclei and regions. Images are divided into non-overlapping tiles, or “super pixels”, (S).
Each super pixel contains a set of nuclei (N). For each S, there is associated class prior
probabilities, P(Cs|S) (where Cs is the tissue region type), which are derived from the ini-
tial per-pixel classification by averaging. Similarly for cell nuclei (N), prior probabilities on
classes are defined by the initial classification, P(Cn|N) where Cn is the set of nuclei classes.
We combine the two different types of information from cellular structures and regions using
a Bayesian network (figures 2(a) and 2(b)) - a graph that is constructed from 2 layers (super
pixels and nuclei). In the Bayesian Network framework, information from nuclei can be used
to derive posterior probabilities of region classes and vice versa. We use loopy belief prop-
agation techniques to approximate inference by organising message passing across graphs.
There are multiple possible factorisations of pairwise joint probability distributions (learned

(a) (b) (c) (d)

Figure 2: Example of Bayesian Network; (a) super pixels and nuclei in tissue; (b) a sim-
ple graph; (c) directed graph for message passing (the blue arrows are the direction that is
selected arbitrarily); and (d) the reverted direction.

from training data) over the class variables that may be represented as different Bayesian
networks. There is no inherent directionality in the conditional probabilities (i.e. no reason
for factorising P(A,B) as P(A|B)P(B) rather than P(B|A)P(A)), so to build our network we
use the following algorithm:

1. Generate factor graphs (figure 2(c)).
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2. Arbitrarily define one vertex as the root node
3. Calculate the graph distance between each other node and the root node (this can be

achieved efficiently by propagating distances out from the root. All edges to have a
distance of 1.)

4. Build the Bayesian network by defining conditional probabilities between connected
vertex with the highest distance (H) to the lowest (L), i.e. P(L|H). Where the distances
are equal an arbitrary choice is made (figures 2(c) and 2(d)).

5. Leaf nodes are then defined as vertices that are not conditioned on any other node.
Reasoning is performed using loopy belief propagation and multiple conditional probabilities
are combined using an independence assumption.

3 Experiments and Results
Our approach was evaluated using 18 liver tissue images comprising in total of 1386 cell
nuclei of 7 types (figure 3(c)). Nuclei detection was performed using prior knowledge of the
diameter of cell nuclei (at 40× magnification) dim=30 pixels. Cell type classification was
performed using various combinations of features from the NMBR and MBR. We conduct
10-fold cross validation on the feature subsets. Results are shown in Table 1.

Table 1: Nuclei classification results using the feature subsets.
Feature Accuracy
Histogram of puple/white vs. distance transform 30.13%
Major/minor+ raito of purple pixels 41.68%
Hu Moments 24.14%
MBR+NMBR 32.03%
Random classifier (the baseline) 12.50%

(a) (b) (c)

Figure 3: The confusion matrices; (a) initial classification and (b) context-based classifica-
tion. (c) nuclei classes.

MBR features and the ratio of purple pixels give the highest accuracy (41.68%). Texture
features from both MRB and NMRB do not provide good classification. This is because
there are marginal differences of textural appearance between cell nuclei subtypes, e.g. hep-
atocytes and epithelia cell nuclei.

We classifed tissue regions in the same 18 images using GCLM described in section 2.2
(sub-sampling images to 8× resolution). Evaluation is performed by 10-fold cross validation
and an accuracy of 78.20± 12.24% is achieved.

To perform the final classification using contextual information, we combine information
from initial nucle and tissue regions classifications and generate a Bayesian network (section
2.4). The results, in Figure 3(a) and 3(b), show that context-based techniques significantly
improves both nuclei classification and region classification accuracy. Accuracy of the nu-
clei classification is improved to 54.97%, while the tissue region classification accuracy is
82.35%±10.42. Example result images are illustrated in Figure 4.
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4 Discussion and Conclusion
This paper presents techniques for classifying nuclei and tissue region type in liver histopathol-
ogy images. Cell nuclei are detected using a Hough transform-based approach before nuclei
classification is performed using morphological and area-based features. For tissue region
classification, we use a texture descriptor (GLCM) and perform pixel-based classification us-
ing a Random Forest. We apply contextual information linking cell nuclei and tissue regions
using Bayesian network and loopy belief propagation.

The results show that integration of context information into classification improves clas-
sification performance (figure 3(a) and 3(b)). Nonetheless, there is still a significant difficulty
in distinguishing between fibroblast and lymphocyte nuclei types. In general, fibroblast and
lymphocyte nuclei are mixed in tissue regions, therefore the context information is not able
to effectively separate these two types of cell nuclei. This leads us to consider the cell nu-
clei detection technique which assumes that cell nuclei are rounded in shape. Therefore,
elongated shape cell nuclei are, e.g. lymphocyte, are not correctly detected, instead they
are segmented as rounded objects resulting mis-classification. Ongoing work is attempting
to improve the cell nuclei detection technique so that elongated cell nuclei will be properly
segmented.

(a) (b) (c) (d)
Figure 4: Results of nuclear classification; (a) and (c) initial classification; (b) and (d)
context-based classification (white boxes: incorrect classified nuclei)
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Abstract
The problem of apparent diffusion coefficient (ADC) estimation from Rician dis-

tributed diffusion-weighted magnetic resonance (DW-MR) data is addressed. The least
squares (LS) algorithm, widely used in clinical practice, is known to produce biased es-
timates as it considers the noise as normally distributed. Maximum likelihood (ML) can
provide a more robust alternative. In this study, simulated data based on real prostate
cancer DW-MR scans were used to compare LS and ML efficiency, for signal to noise
ratios typical of the different types of tissue. The ML approach provided significantly
less biased estimates than the LS, potentially allowing better accuracy in prostate cancer
grading from MR images.

1 Introduction
Prostate cancer is the most common cancer among men, representing a fifth of all cancer di-
agnosed in men in 2006 [3]. It has been shown that diffusion weighted magnetic resonance
imaging (DW-MRI) used in combination with T2-weighted MRI is of interest to diagnose
prostate cancer [1]. In particular, Verma et al. [6] have shown that apparent diffusion co-
efficient (ADC) values are negatively correlated to Gleason grades in the prostate periph-
eral zone. However the creation of ADC maps from diffusion weighted images is usually
achieved using the least squares fitting method, which does not account for the noise in mag-
nitude MR data. An alternative approach using maximum likelihood for Rician distributed
data points was introduced by Sijbers et al. [5]. This estimation scheme was then applied
to DW-MR images of mice prostate cancer by Walker-Samuel et al. [7]. In the latter, max-
imum likelihood yielded unbiased ADC estimates in the case of late stage necrotic tumour
tissue.

The purpose of this study is to compare the performance of least squares (LS) and max-
imum likelihood approaches for ADC estimation in human prostate cancer DW-MRI. The
objective here is to state which approach should be preferred for early stage tumour grading.

2 Material and Methods

2.1 Rician Noise in Diffusion MR
The MR signal magnitude in diffusion weighted imaging decays exponentially with increas-
ing B-values.

S(Bvalue|ADC,S0) = S0 exp(ADC×Bvalue) (1)
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where ADC is the apparent diffusion coefficient of the tissue, and S0 is the signal mag-
nitude obtained without applying any diffusion gradient.

Thermal agitation causes normally distributed noise in both the imaginary and real signal
components from which the modulus is taken to produce the output magnitude signal. As
a consequence, noise in magnitude data follows a Rice distribution [5] modelled by the
following probability density function:

p(M|S,σR) =
M
σ2

R
exp(−M2 +S2

2σ2
R

)I0(
MS
2σ2

R
) (2)

where M is the noisy magnitude MR data, S is the true magnitude data, σR is the Rician noise
parameter, corresponding to the standard deviation of the underlying Gaussian distribution,
and Io is the 0th order modified Bessel function of the first kind.

2.2 Parameter Estimation
The least squares (LS) estimate consists in approximating the signal parameters ADC and S0
by minimizing the sum of square differences between the noisy data points Mi acquired for
each B-value Bvaluei and the model given in (1). However, LS provides an accurate estimate
only when the noise is Gaussian distributed. Sijbers et al. defined another approach using
maximum likelihood (ML) to estimate MR signal intensity corrupted with Rician noise [5].
Following that work, Walker-Samuel et al. [7] applied the maximum likelihood approach to
mouse diffusion weighted MR data. In the latter study, the Likelihood function is defined as
follows:

L(ADC,S0;M,σR) =
N

∏
i=1

p(Mi|Si,σR) (3)

Where N is number of B-values. Then by taking the negative logarithm of the Likelihood
function and combining equations 2 and 3:

− log(L(ADC,S0;M,σR) ∝
N

∑
i=1

S(Bvaluei|ADC,S0)2

2σ2
R

−
N

∑
i=1

log(I0(
S(Bvaluei|ADC,S0)Mi

σ2
R

))

(4)
This negative log-likelihood function can be minimized with respect to ADC and S0, yielding
the most likely value of ADC given the data, and Rician noise model. Note that terms
independent of S have been omitted in (4).

2.3 Monte Carlo Simulation
1-Dimension Diffusion MR signals were simulated in order to test the accuracy of both
methods over a range of realistic values of ADCs and SNRs as presented in [7]. For this
first experiment S0 was chosen equal to one. For ADC∈ [0.9;3] (×10−3mm2/s) and SNR∈
[1;10], N = 10000 simulations were run using the model in (1) with the following B-values:
[0 , 50 , 150 , 500 , 1000] (mm2/s). Every simulated signal was corrupted with Rician noise
and passed as input to the LS and the ML algorithms for ADC estimation. The value of
SNR in simulated signals is defined here as the ratio of S0 divided by σR. The accuracy
of each method was then evaluated by computing the median deviation from the true ADC
value (expressed in percent), along with the standard deviation of the estimates over the N
simulations.
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2.4 Phantom Simulation
Further assessment of the two methods was achieved using a phantom simulating a field of
view (FOV) with two types of tissue: Prostate peripheral zone (PZ) tissue and tumour. The
objective of this experiment was to evaluate the variation in estimates with the size of the
tumour region of interest (ROI). Tumour within the phantom was designed as a disk with
varying diameter (5 < D < 30 pixels). Phantom images were corrupted with Rician noise
and given as input to the two algorithms. Estimations were repeated N = 150 times using the
same value of σR for noise distribution. The accuracies of the LS and ML algorithms were
determined using the mean and standard deviation (for N simulations) of median deviation
from the true ADC value for regions of interest corresponding to the two types of tissue in
the phantom.

Phantoms were created by generating a prior ADC map, used as references for further
accuracy assessment. ADC values chosen for tumour (0.9× 10−3mm2/s) and peripheral
zone (1.5×10−3mm2/s) were based previous studies by deSouza et al. [2]. S0 values used
in phantoms were calculated from real prostate scans analysed by a radiologist, using mean
values of ROIs delineated within the noisy S0 image, as shown in figure 1. This resulted in
a peripheral zone S0PZ of 0.34±0.024, and a tumour S0T of 0.26±0.085. The resulting S0
and ADC maps were then used to generate a set of diffusion images, using the same B-values
as previously. A similar method to that used to obtain realistic S0 values was used for the

(a) (b) (c) (d) (e)

Figure 1: Example of real prostate MR data with delineated regions of interest used for
S0 values approximation. T2-MR 1(a) and B0 DW-MR 1(c) images with complete FOV
(tumour location indicated by the arrow head). And zoom of the T2 1(b) and B0 1(d) images
showing the ROI more clearly. An example of a phantom B0 image for a tumour diameter of
15 pixels is showed in 1(e).

choice of σR. Background - i.e. noise only - pixels were taken from patients data and fitted
to a Rayleigh distribution providing an estimate of the Rician distribution parameter. As the
Rice and Rayleigh distributions are equivalent at SNR = 0 [4] (the resulting values for σR
were such that σR ∈ [0.05,0.07]).

3 Results

3.1 Monte Carlo Simulation
Comparison of median errors from LS and ML estimates, shows that the ML is on average
more accurate which is consistent with results obtained in [7]. In general, the LS tends to
underestimate ADCs resulting in a bigger absolute error (see figure 2). However, the standard
deviation of ML estimates is large for low SNRs (< 4), as illustrated in figure 3.
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(a) (b)

Figure 2: Monte carlo simulations at ADC values of 9× 10−4mm2/s (left) and 1.5×
10−3mm2/s (right). These graphs show the median of absolute error of estimates compared
to the real ADC value, obtained with both LS and ML for various SNR values. Results are
presented as a percentage of the real ADC value

3.2 Phantom Simulation

Tumour S0 is lower than PZ resulting, in a higher SNR in the peripheral zone than in the
tumour region for constant σR (SNRT ≈ 3.7 and SNRPZ ≈ 4.8 for σR = 0.07). As a conse-
quence, a bigger variability can be observed in the tumour region, especially for small ROIs,
whereas estimates in the peripheral zone are more stable. Despite this effect, it is clear that
ML median estimate of ADC in the two type of tissue is much more accurate than that of the
LS: with an average median error difference of 4.3% in the tumour region and 7.9% in the
PZ region.

(a) (b)

Figure 3: Result estimates of phantom experiment at σR = 0.07: The graph show the mean
and standard deviation (over the N = 150 simulations) of the median estimates for pixels in
the tumour in 3(a) and peripheral zone 3(b) obtained with both LS and ML. The number
of pixels in the Tumour (respectively PZ) increases (respectively decreases) as the tumour
diameter increases.
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4 Discussion and Conclusion
Our results indicate that ML estimates may be more useful than LS for assessment of prostate
tumours. The variability of ML may be further reduced using Bayesian inference along with
Random Markov Field as suggested by Walker-Samuel et al. [8]. Limitations of our method
include estimating S0 from noisy data and no consideration of the spatially dependent noise
that may occur when using multi-coil data. However, for a study focused on a small organ
such as the prostate, the noise distribution can be assumed to remain unchanged over the
studied ROI, this is why it was considered as uniform in the presented experiments.

In this paper the estimation of ADC using maximum likelihood as an alternative to the
least squares algorithm was discussed. It was shown, based on simulated data with values (of
ADC and S0) taken from real prostate DW-MR scans, that ML median estimates are more
accurate for realistic level of noise and ROI size. These results suggest that ML should be
preferred for tumour grading in clinical practice. Future work could highlight quantitative
correlation between ADC and Gleason grades for prostate cancer in the peripheral zone.
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Abstract

We present a novel approach for probabilistic clustering of white matter fibre path-
ways using curve-based regression mixture modelling techniques in 3D curve space. The
clustering algorithm is based on a principled method for probabilistic modelling of a set
of fibre trajectories as individual sequences of points generated from a finite mixture
model consisting of multivariate polynomial regression model components. Unsuper-
vised learning is carried out using maximum likelihood principles. Specifically, condi-
tional mixture is used together with an EM algorithm to estimate cluster membership.
The result of clustering is a probabilistic assignment of fibre trajectories to each cluster
and an estimate of cluster parameters. A statistical model is calculated for each clus-
tered fibre bundle using fitted parameters of the probabilistic clustering. We illustrate the
potential of our clustering approach on synthetic and real data.

1 Introduction
White matter (WM) fibre clustering is becoming an important field of clinical neuroscience
research since it facilitates insights about anatomical structures in health and disease, allows
clear visualizations of fibre tracts and enables the calculation of relevant statistics across
subjects. A number of algorithms have been developed for clustering and labelling WM
fibre bundles in DTI. Deterministic clustering algorithms [1-3] assign each trajectory to only
one cluster, which may lead to biased estimators of cluster parameters if the clusters overlap.
Probabilistic clustering algorithms [4], on the contrary, deal with the inherent uncertainty in
assigning the trajectories to clusters. Quantitative parameters can be estimated by a weighted
average over cluster members and thus more robust results may be obtained, which are less
sensitive to the presence of outliers. Maddah et al. [4] proposed a probabilistic approach
using a gamma mixture model and a distance map. This method assumes that the number of
clusters is known and the approach requires manual user initialisation of the cluster centres.
A problem for this approach was establishing correspondence between points.

In this paper, we propose a new geometrical framework to automatically cluster WM fi-
bres into biologically meaningful neuro-tracts probabilistically. Specifically we use mixtures
of polynomial regression models as the basis of clustering. Multivariate clustering technique

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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is used to describe the three dimensional propagations of the fibre trajectories which vary
in length. We use a conditional mixture approach as it naturally allows for curves of vari-
able length with unique measurement intervals and missing observations. Polynomial fits
also take advantage of smoothness information present in the data. A regression model for
each fibre bundle is constructed after performing probabilistic clustering. The probabilistic
clustering algorithm is also capable of handling outliers in a principled way.

2 Probabilistic Model for White Matter Trajectories
Basic Definitions: Let V be a set of M 3-D fibre trajectories, where each trajectory vi
is an ni × 3 matrix containing a sequence of ni 3-D points (x,y,z) in ℜ. The associated
ni× 1 vector ui of ordered points from 0 to ni− 1 correspond to points of vi and set U =
{u1,u2, . . . ,uM}. In the standard mixture model framework probability density function
(PDF) for a d-dimensional vector v, is modelled as a function of model parameters ϕ , by
the mixture density

p(v|ϕ)= ∑K
k αk pk(v|θk), (1)

in which ϕ = {αk;θk,k = 1 . . .K},αk(∑αk = 1) is the k-th component weight and pk is the
k-th component density with parameter vector θk.

In this manner a finite mixture model is a PDF composed of a weighted average of com-
ponent density functions. Each trajectory vi is generated by one of the components, but the
identity of the generating component is not observed. The parameters of each density com-
ponent pk(v|θk), as well as the corresponding weights αk, can be estimated from the data
using the EM algorithm. The estimated component models, pk(v|θk) are interpreted as K
clusters, where each cluster is defined by a PDF. The set of trajectories is clustered to a num-
ber of subsets by assigning a membership probability, wik, to each trajectory, vi, to denote
its membership of the kth cluster. The number of clusters, K, is defined by the user. Finally,
each trajectory vi is assigned to the cluster k with the highest membership probability.
Model Definition: We model the X directional position (similarly Y and Z) with a p-th order
multivariate polynomial regression model in which the order ui is the independent variable,
which is assumed with an additive Gaussian error term. The three regression equations can
be defined succinctly in terms of the matrix vi. The form of the regression equation for vi is

vi =Uiβ +εi, εi∼N(0,Σ) (2)
where Ui is the standard ni× (p+1) Vandermonde regression matrix associated with vector
ui, β is a (p + 1)× 3 matrix of regression coefficients for X , Y , and Z direction and εi is
an ni× 3 zero-mean matrix multivariate normal error term with a covariance matrix Σ. For
simplicity, we assume that Σ = diag(σ2

x ,σ2
y ,σ2

z ), so that the X , Y , and Z measurement noise
terms are treated as conditionally independent given the model.

The conditional density for the ith trajectory f is a multivariate Gaussian with matrix
mean Uiβ and covariance matrix Σ. The parameter set θ = {β ,Σ}.

p(vi|ui,θ)= f (vi|Uiβ ,Σ)= (2Π)−ni |Σ|−
ni
2 exp{− 1

2 tr[(vi−Uiβ )Σ−1(vi−Uiβ )
′
]} (3)

We can derive regression mixtures for the trajectories by a substitution of Eq (1) with the
conditional regression density components pk(v|u,θk), as defined in Eq (3).

p(vi|ui,ϕ)= ∑K
k αk fk(vi|Uiβk,Σk) (4)

Note that in this model each fibre trajectory is assumed to be generated by one of K different
regression models. Each model has its own shape parameters θk = {βk,Σk}.

The full probability density V given U , p(V |U,ϕ), is also known as the conditional like-
lihood of the parameter ϕ given the data set both V and U to be written as
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L(ϕ|V,U)= p(V |U,ϕ)= ∏N
i ∑K

k αk fk(vi|Uiβk,Σk) (5)
The model can handle trajectories of variable length in a natural fashion, since the likelihood
equation (Eq (5)) does not require the number of data points. The product form in Eq (5)
follows from assuming conditional independence of vi’s, given both ui’s and the mixture
model, since the fibre trajectories do not influence each other.
EM Algorithm for Mixture of Regression: In the E-step, we estimate the hidden cluster
memberships by forming the ratio of the likelihood of trajectory vi under cluster k, to the
sum-total likelihood of trajectory vi under all clusters:

wik = αk fk(vi|Uiβk,Σk)
∑K

j=1 α j f j(vi|Uiβ j ,Σ j)
(6)

These wik give the probabilities that the ith trajectory was generated from cluster k.
In the M-step, the expected cluster memberships from the E-step are used to form the

weighted log-likelihood function: L(ϕ|V,U) = ∑i ∑k wik logαk fk(vi|Uiβk,Σk) (7)
The membership probabilities weight the contribution that the kth density component adds
to the overall likelihood. The weighted log-likelihood is then maximized with respect to the
parameter set ϕ .

Let wik = wikIni , where Ini is an identity vector, and let Wk = diag(w
′
1k,w

′
2k, . . . ,w

′
nk) be

an N ×N diagonal matrix, where N = ΣM
i ni. Then, we use Wk to calculate the mixture

parameters.

β̂k = (U
′
WkU)−1U

′
WkV, Σ̂k = (V−U β̂k)

′
Wk(V−U β̂k)

∑N
i wik

, and α̂k = 1
N ∑i wik for k = 1, . . . ,K (8)

where V is an N×3 matrix containing all the vi measurements, one trajectory after another,
and U is an N× (p+1) matrix corresponding to Y values.

3 Methods

Synthetic Data: We have used PISTE [http://cubric.psych.cf.ac.uk/commondti] synthetic
data set (diffusion encoding directions = 30, b-value = 1000 s/mm2 and voxel resolution:
1×1×1 mm3) to demonstrate some of the basic features of our clustering algorithm, specif-
ically, its ability to cluster a 3D data set into multiple bundles accurately. Here we consider
three example noise free and noisy (SNR=15) data sets: a branching fibre, two orthogonally
crossing fibres and two straight crossing fibres. For the 3D tract reconstruction, the single-
tensor and two-tensor 4th order Runge-Kutta method were used for branching data and two
fibre crossing data respectively.
In Vivo Data: 1.5 T DW data were acquired from four healthy adults with an image matrix
of 128x128, 60 slice locations covering the whole brain, 1.875× 1.875× 2.0 mm3 spatial
resolution, b = 700 s/mm2 and 41 diffusion directions. To correct for eddy currents and
motion, each DW volume was registered to the non-DW volume of the first subject.
Corpus Callosum Clustering: Subdividing the corpus callosum (CC) into anatomically
distinct regions is not well defined but is of much importance, especially in studying normal
development and in understanding psychiatric and neurodegenerative disorders. Witelson
[5] proposed a schematic for seven subdivisions of the CC as shown in Figure 1(ii). We
further divide the splenium into its upper and lower parts to give a finer model.

The ROIs for the CC were outlined by an expert based on information from FA maps
for all four subjects. Fibre trajectories were reconstructed using the 4th order Runge-Kutta
method for the four subjects and were normalized to a common template (128x128x60 ma-
trix size and voxel size 1x1x1 unit). The CC tracts were then clustered into K=8 subdivisions.
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(i) (ii) (iii)
Figure 1: (i) Synthetic data, clustered trajectories, noisy data and noisy data clustered tra-
jectories in rows (ii) A schematic of Witelson corpus callosum subdivisions [5] based on the
midsaggital slice (iii) Clustering of the CC from the first two subjects viewed from a sagittal
orientation: the original fibre tracts (yellow) and clustered into bundles.

The choice to use third-order polynomials for the regression models as opposed to other or-
der polynomials was made for two reasons: (a) visual inspection supports this as a sufficient
choice and (b) cross-validation also confirms third-order as the optimal choice in this case.
We modelled the X position with a cubic polynomial regression model in which u is the
independent variable, x = β3u3 +β2u2 +β1u+β0, and likewise for the Y and Z directions.

4 Results and Discussion
Synthetic Data: The Synthetic data results demonstrate the clustering algorithm’s ability
to accurately separate fibre tracts into meaningful bundles. In our component regression
models for the synthetic data a cubic polynomial was used (K=2). This choice is based on
the visual inspection of fitted-versus-actual trajectory data. The noise-free synthetic data
results in complicated fibre tract structures demonstrating that our clustering algorithm is
able to cluster a 3D data set into multiple bundles accurately. The noisy synthetic example
results demonstrate the robustness of our clustering algorithm in a noisier environment.
In Vivo Data: Figure 1(iii) shows the results of clustering approximately 700 trajectories
from the corpus callosum into 8 bundles for two subjects. The membership probability of the
trajectories for each cluster is obtained and the trajectories in Figure 1(iii) are coloured based
on their maximum membership probabilities. Results showed that our clustering method
automatically differentiates CC subdivision fibre bundles consistently across subjects. As
a product of the proposed clustering method, regression models of each fibre bundles are
obtained in the X, Y, and Z directions. Averages of these quantities are then computed over
each cluster for the four subjects. The characteristics (parameters of the cubic regression
equation) of each cluster are illustrated in Table 1.

Figure 2-top row show the X, Y and Z versus order U profiles for all of the tracks with
mean curves for subject 1. The cluster groups are colour-coded (the same colour is used as
the corresponding cluster in Figure 1 (iii)), and the mean curves for each group are high-
lighted in bold. Mean curves were calculated up to U=70. The mean curve results in each
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Figure 2: Top row: all the tracts, and Bottom row: the mean curves and fitted curves for the
X, Y and Z directions respectively for subject 1.

direction show the fibre trajectory points, and how they each differ strongly with direction,
especially the Y direction in this case. The mean curve results differ not only in shape but
also in location. Figure 2-bottom row show the cubic polynomial regression models (dotted)
fitted to the eight CC subdivision cluster trajectories. The results illustrate that the cubic
polynomials provide the best fits among the regression models we considered.

Table 1: Cluster-wise average parameter measures for the sub-divided CC fibre bundles.
Rostrum Genu Rostral Anterior Posterior Isthmus Upper Lower

body mid body mid body splenium splenium
X β3 3.09e-4 4.43e-4 3.46e-4 3.74e-4 4.08e-4 3.81e-4 4.08e-4 4.31e-4

β2 -0.0348 -0.0422 -0.0367 -0.0393 -0.0363 -0.0368 -0.0350 -0.3908
β1 0.7618 0.8090 0.8246 0.9103 0.6254 0.7645 0.4964 0.6804
β0 68.034 66.389 65.139 63.545 65.336 63.948 66.064 64.994

Y β3 -8.8e-5 9.3e-5 4.99e-5 -8.6e-6 3.26e-5 -1.7e-6 1.00e-4 -2.2e-4
β2 -0.0025 -0.0176 -0.0098 -0.0021 -0.0036 0.00053 0.0171 0.0338
β1 0.6171 0.8134 0.4960 0.1942 0.1275 -0.0585 -0.6694 -1.335
β0 38.215 45.839 53.604 61.118 67.807 74.985 87.812 100.66

Z β3 -3.2e-5 8.41e-5 1.35e-4 1.59e-4 -2.6e-4 4.84e-6 8.61e-5 -3.8e-5
β2 0.0093 0.00330 3.38e-4 5.17e-5 0.0392 0.0141 0.0138 0.00234
β1 -0.5317 -0.4854 -0.6009 -0.6694 -1.4661 -0.9183 -0.5589 -0.0372
β0 38.970 44.231 51.163 54.037 54.161 51.672 40.328 28.931
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Abstract

Xray mammography is regarded as the most effective tool for the detection and 
diagnosis of breast cancer, but the interpretation of mammograms is a difficult and 
errorprone task. Computeraided detection (CADe) systems address the problem that 
radiologists   often   miss   signs   of   cancers   that   are   retrospectively   visible   in 
mammograms.  Furthermore,  computeraided  diagnosis   (CADx)  systems assist   the 
radiologist in the classification of mammographic lesions as benign or malignant [1].

This paper details a novel alternative system namely computeraided monitoring 
(CAM) system. The designed CAM system can be used to objectively measure the 
properties of a suspected abnormal area in a mammogram. Thus it can be used to 
assist the clinician to objectively monitor the abnormality. For instance its response to 
treatment and consequently its prognosis. The designed CAM system is implemented 
using  the Hierarchical  Clustering  based  Segmentation   (HCS)   [2]   [3]   [4]  process. 
Brief description of the implementation of this CAM system is as follows : Using the 
approximate location and size of the abnormality, obtained from the user, the HCS 
process   automatically   identifies   the   more   appropriate  boundaries   of   the   different 
regions within a region of interest (ROI), centred at the approximate location. From 
the set of, HCS process segmented, regions the user identifies the regions which most 
likely represent the abnormality and the healthy areas. Subsequently the CAM system 
compares the characteristics of the user identified abnormal region with that of the 
healthy   region;   to  differentiate  malignant   from benign  abnormality.   In  processing 
sixteen mammograms from miniMIAS [5], the designed CAM system demonstrated 
a success rate of 100% in differentiating malignant from benign abnormalities.

1 Introduction
The introduction of systems for automated reading in mammography has been proposed to 
improve the sensitivity [computeraided detection (CADe) systems] and, more recently, the 
specificity [computeraided diagnosis (CADx) systems] of the test. Only CADe systems 
have been approved by the U.S. Food and Drug Administration (FDA) [6]. The first CADe 
tools were approved by the U.S. FDA for clinical use in 1998. Several commercial and non
commercial CAD systems have since become available [7]. 
CAD systems are trained on a database of mammograms of selected patients before they 
are used in clinical practice [6]. The method for assessing CAD performance during the 
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.

training period is to plot the freeresponse receiver operating characteristic (FROC). This 
represents the sensitivity of the system in detecting cancer as a function of the averaged 
number of falsepositive. The best performing CAD systems will have a low falsepositive 
rate as well as high sensitivity [7].

During actual usage CAD system use thresholding algorithms to identify as many true 
signals and as few false signals as possible. Signal data are separated from the background 
in  a  process  known as   segmentation.  The signals  are   then  subjected   to  a  probabilistic 
analysis   to   assess   the   likelihood  that   the   structure  on   the   image contains  malignancy
induced abnormalities [7]. The final result is a CAD prompt, if the probability of cancer 
being present is sufficiently high [8]. 

The exact impact of CAD on radiologists'  sensitivity has not been determined. One 
retrospective   study   of   screening   mammograms,   involving   two   different   CAD   systems, 
showed that CAD improved the detection of cancers that had been overlooked by a single 
radiologist. This reduction in false negatives led to an increase in sensitivity from 71.2% 
for the single radiologist to 84.8% and 80.3% for the two CAD systems [9]. Another study, 
focusing on the detection of previously missed cancers, demonstrated a sensitivity of 51.5% 
for CAD, 62.5% for the radiologist, and 86.2% for the radiologist and CAD combined [10].

The major limitations of the current CAD(e/x) systems are two fold, firstly the way the 
systems  are   trained  and  secondly   the  way  the   systems  are  used.  The  limitation  of   the 
training   process   is   that   the   training   samples   might   have   had   features   associated   with 
symptomatic lesions. In the actual usage environment the abnormalities might have less 
obvious mammographic features than symptomatic lesions. Consequently this might lead 
to   falsenegative   rate   of   up   to   25%   [6].   The   limitation   during   the   usage   is   that   the 
thresholding, learnt by the CADe system during the training, may not be appropriate for 
the actual image data under consideration. Consequently most of the CAD prompts are 
falsepositive calls which leads to needless breast biopsies  [8]. 

In the HCS based CAM system, designed in this study, the above issues were addressed 
as follows :

• The designed CAM system does not need any prior training.
• The   designed   system   does   not   use   a   fixed   thresholding   to   differentiate   the  

abnormalities from the healthy tissue, rather it uses an adaptive measure adapted 
to the actual mammogram data being analysed.

The rest of the paper is organized as follows. Firstly the operation of HCS process is 
outlined   briefly.   Secondly   the   methodology  adopted   to   implement   the   designed  CAM 
system, using the HCS process, is discussed. Then the performance of the designed CAM 
system in differentiating benign from malignant abnormalities   is  discussed.  Finally  the 
possibilities of using the designed CAM systems to aid radiologists is discussed.

2 Hierarchical Clustering based Segmentation
The HCS process partitions an image into its constituent regions for a hierarchical levels of 
allowable  dissimilarity  between   the  different   regions.  As   the  allowable  dissimilarity   is 
incremented; at any particular level in the hierarchy, the HCS process clusters together all 
the pixels  and/or  regions that  have dissimilarity among them less   than or equal   to  the 
dissimilarity allowed for  that  level.  At each level   the HCS process yields an optimized 
segmentation output  related to the dissimilarity allowed for   that   level.  The algorithmic 
diagram, shown in Figure 1, illustrates the overall operation of HCS [3].
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3 Design and Implementation of the CAM System
To start with it was hypothesised that in the Xray mammogram, the benign abnormalities 
will have image properties closer to the healthy tissue and malignant abnormalities will be 
markedly dissimilar from the surrounding healthy tissue. Hence the measured dissimilarity, 
between  the  region comprising  the  abnormality  and  the  region comprising  the healthy 
tissue, will indicate whether the abnormality is benign or not. To measure the dissimilarity 
between the abnormality and the healthy region the basic requirements are :

• appropriate delineation of the boundary of the abnormality
• identifying the region of the image comprising the healthy part.

The process, how the above requirements are addressed, is explained below by an example
Figure 2 shows a Xray mammogram (mdb102) of a dense glandular breast having a 

malignant asymmetry class of abnormality. Making use of the information provided in the 
miniMIAS database the approximate boundary of the abnormality (Green circle Figure 2 
a), was located. The HCS process was applied within a ROI centred on the abnormality. 
Inspecting   the  HCS  process   output   the   user   selected   the   region  corresponding   to   the 
abnormality (Red Figures 2 b, c and d). The area within the approximate circular boundary, 
other than the abnormality, was selected as healthy, (Green Figure 2 d). Inspecting the HCS 
process  output   the user  also selected  a  location,  within  the abnormal  area,  which was 
considered as the core of the abnormality (Yellow Figure 2 d and e). 
To estimate   the  dissimilarity  between   the  abnormal  and   the  healthy   regions,   the  HCS 
process was applied only to the pixel locations within the abnormality (Red Figure 2 d and 
e) and the healthy (Green Figure 2 d and e) areas of the image. As the HCS process goes 
about merging similar regions within the abnormality and the healthy areas, the maximum 
average dissimilarity, measured between the cluster having the user tagged location (within 
the abnormality) and the clusters within the healthy region, is estimated. The heuristic used 
for   differentiating   malignant   from   benign   abnormality   is,   if   the   value   of   the   above 
estimated measure is less than fifty percent then the abnormality is benign else malignant.
Graph shown in Figure 3 (a) demonstrates how the above measure and the criteria is able to 
classify the abnormality, under consideration, as malignant. Similarly the graph shown in 
Figure 3 (b) demonstrates how a benign abnormality is correctly classified.

Figure 1: Flow chart illustrating the working of the HCS process [3].
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.

4. Performance of the Designed CAM System
For sixteen of the miniMIAS [5] cases the designed system successfully differentiated 
benign (B) from malignant (M) abnormalities. Table 1 lists the quantitative measures used.

5. Conclusion
The designed CAM system, which does not need any prior training, can help the clinician 
to visualise and quantitatively measure dissimilarities between healthy and abnormal areas 
in Xray mammograms. Work is in progress to evaluate how the designed CAM system 
could augment the diagnostic capabilities of clinicians.

ec

b

a

d

Figure   3:   For  miniMIAS   Mammogram   images  mdb102   and 
mdb097 graphs (a and b) showing the dissimilarity between the cluster having the user 
tagged location and other clusters belonging to the abnormality area and the healthy area.

a b

Figure   2:  miniMIAS   mammogram   (ImageID   mdb102)   with   the   location   and   the 
approximate  boundary  of   the  abnormality  circled   in  Red by   the  user   (a).HCS process 
intermediate segmentation of four regions and their boundaries (b and c). Regions, and 
their boundaries, identified by the user as healthy (Green) and abnormal (Red) (d and e).
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Table 1 : Overall performance of the CAM system.
Image ID Breast Tissue 

Type
Class of 

Abnormality
Severity of 

Abnormality
Dissimilarity 

Measure 
CAM based 

Classification
mdb002 Fatty Glandular Circumscribed Benign 16.08% B (True ve)
mdb005 Fatty Circumscribed Benign 30.50% B (True ve)
mdb012 Fatty Circumscribed Benign 40.50% B (True ve)
mdb028 Fatty Circumscribed Malignant 81.96% M (True +ve)
mdb075 Fatty Asymmetry Malignant 52.81% M (True +ve)
mdb083 Fatty Glandular Asymmetry Benign 43.77 % B (True ve)
mdb090 Fatty Glandular Asymmetry Malignant 67.37 % M (True +ve)
mdb092 Fatty Asymmetry Malignant 53.86% M (True +ve)
mdb095 Fatty Asymmetry Malignant 61.48 % M (True +ve)
mdb097 Fatty Asymmetry Benign  48.79 % B (True ve)
mdb099 Dense Glandular Asymmetry Benign  48.18 % B (True ve)
mdb102 Dense Glandular Asymmetry Malignant  65.72 % M (True +ve)
mdb104 Dense Glandular Asymmetry Benign 32.43% B (True ve)
mdb110 Dense Glandular Asymmetry Malignant 77.88% M (True +ve)
mdb141 Fatty Circumscribed Malignant 82.64% M (True +ve)
mdb270 Fatty Glandular Circumscribed Malignant 53.23% M (True +ve)
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Abstract

Breast density has been shown to be one of the most significant risks for developing
breast cancer. The Breast Imaging Reporting and Data System (BI-RADS) has a four
category classification scheme that describes the different breast densities. Yet, there is
great inter- and intra- observer variability for density classification. This work presents
a novel texture classification method and its application for the development of a com-
pletely automated breast density classification system. Textons can be thought of as the
building block of texture. A new algorithm is proposed that captures the mammographic
appearance of the different density patterns by evaluating the texton spatial dependence
matrix (TDSM) for the breast region’s corresponding texton map. The TSDM is a new
texture model that captures both statistical and structural/spatial texture characteristics.
The TSDMs are evaluated for different density classes and corresponding texture models
are established. Classification is achieved using a chi-square distance measure. The fully
automated TSDM breast density classification method is quantitatively evaluated on the
Oxford Mammogram Database. The incorporation of texton spatial dependencies allows
for classification accuracy reaching over 82%.

1 Introduction
Breast cancer will affect between 1 to 8 women during their lifetime. Breast density has
been shown to be one of the main risks for developing breast cancer and this has been con-
firmed in a number of studies [5], [2]. Breast parenchymal density refers to the prevalence
of fibroglandular tissue in the breast as it appears on a mammogram. Additionally, breast
density may lower the sensitivity of mammography and obscure lesions. Thus, breast den-
sity and change thereof may be used for risk assessment, for reducing screening intervals,
but most importantly for signaling the necessity for a more thorough interpretation of certain
mammograms for achieving the earliest possible diagnosis.

The American College of Radiology (ACR) [1] proposes the following breast compo-
sition classification scheme in the Breast Imaging Reporting and Data System (BI-RADS):
(i) the breast is almost entirely fat, (ii) there are scattered fibroglandular densities, (iii) the

c⃝ 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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a. b. c. d.

Figure 1: Examples of mammograms from the 4 BI-RADS categories: a) BI-RADS I, b)
BI-RADS II, c)BI-RADS III, d) BI-RADS IV.

breast is heterogeneously dense which may lower the sensitivity of mammography and (iv)
the breast tissue is extremely dense, which could obscure a lesion in mammography. Mam-
mograms corresponding to the four BI-RADS classes can be seen in Figure 1. Due to the
importance of breast density and corresponding changes, radiologists are required to report
the breast density for each mammogram. Reporting of breast density suffers from high inter-
and intra- observer variability [12]. Automated breast density classification algorithms can
overcome this difficulty and provide objective classification of breast density.

A number of techniques have been proposed for breast density pattern classification.
Boyd et al. [2] proposed a semi-automatic computer measure based on interactive threshold-
ing and the percentage of the segmented dense tissue over the segmented breast area. Other
methods include automatic segmentation based on variance histogram discriminant analysis
classification [8], and density classification using a large set of statistical and compositional
features in term of BI-RADS [3]. Petroudi et al. [10] proposed a scheme that uses texture
models to capture the mammographic appearance within the breast area: parenchymal den-
sity patterns are modelled as statistical distributions of clustered, rotationally invariant filter
responses i.e. textons [6], in a low dimensional space.

The purpose of this paper is the development of a fully automatic, and highly accurate
breast density category classifier based on objective and quantitative texture measures. The
presented algorithm builds on the same definition of textons as clustered filter responses [6].
However, instead of using histograms for modeling the different texture classes [10], a new
texture descriptor that evaluates the spatial dependence between the textons characterizing
the image is introduced and used.

2 Method

The gray-level spatial dependence or co-occurrence matrices (GLCM) measure the frequency
of intensity pairs in the gray-level image of neighboring pixels at different distances and
directions [4]. Haralick et al. [4] evaluated second order statistics on the corresponding
GLCMs for further texture description. However, simple intensity information does not
provide adequate information especially for analysis and characterization of many medical
images. Thus, following the definition of GLCM presented in [4], a new texture descriptor
that captures both structural and statistical texture information is defined, the texton spatial
dependence matrix (TSDM), or texton co-occurrence matrix. The term texton co-occurrence
matrix was first used by Liu et al. in [7]. However, they define textons as different shape
descriptors. They define a 2x2 grid, and if three or four of the corresponding pixel values are
the same, then those pixels are set to form a texton. If a pixel belongs to a texton the pixel
will keep the intensity value of the image where the five texton shapes are evaluated on. The

264



PETROUDI, BRADY: TSDM FOR BREAST DENSITY CLASSIFICATION 3

resulting image is what Liu et al. [7] call a texton map. Thus in [7] the corresponding texton
map for the intensity image is the same image with the same intensity values, except where
the pixels do not match a texton shape and are set to zero. For the TSDM texture descriptor
presented here, textons are defined under the operational definition of Leung and Malik [6],
resulting in a very different texton map - where each texton corresponds to a vector and not
to a pixel intensity value, or a gradient thereof, as in [7].

Let the image to be analyzed defined as I and let Lx = {1,2, ...,Nx} and Ly = {1,2, ...,Ny}
the spatial domains in X and Y with Nx number of columns and Ny the number of rows. Let
T I be the texton map matrix where each entry identifies the texton - under the operational
definition of Leung and Malik [6] as clustered filter response -, T ∈ {t1,2, ..., tn}, each pixel
is mapped to, as in [10]. There are n textons in the corresponding texton dictionary. T I
can be defined as a function that assigns some texton T to each pixel: T I : Lx × Ly → T ,
using a distance measure. Again as in [4], the developed texture measures are angular texton
nearest-neighbor spatial dependence matrices (TSDMs) specified by the matrix of relative
frequencies Pti,t j with which two neighboring pixels mapped to textons ti and t j separated by
distance d occur on the image’s texton map T I. The TSDM for displacement d = (dx,dy)
can be represented by:

T SDM(ti, t j,dx,dy) =
1
♯

Nx

∑
k=1

Ny

∑
l=1

{
1 i f T I(k, l) = ti and T I(k +dx, l +dy) = t j
0 otherwise (1)

where ♯ defines the total number of elements in the corresponding set. By including a
displacement vector in the horizontal and vertical direction the angular relationship between
neighboring pixels is inherently incorporated.

For the development of the new TSDM based density classification model the following
steps need to take place. Initially the texton dictionary must be derived. Following, segmen-
tation of the breast region [9] the resulting images from the training set are filtered using
the Maximum Response 8 (MR8) filter bank proposed by Varma and Zisserman [11]. The
texton dictionary is created by clustering the filter responses aggregated over all images per
BI-RADS class using the k-means algorithm.

Given the texton dictionary, each image pixel in the breast region of each mammogram
in the training set is mapped to the texton closest to it in the filter response space. This
step provides the T I image’s texton map. T I is then used to evaluate the TSDM for dif-
ferent displacements as shown in equation (1). TSDM matrices for different displacements
are computed for each training mammograms. The sets of the TSDMs define the breast
parenchymal density models.

To achieve classification, the same steps as above are followed for a test mammogram
- segmentation, filtering, evaluation of the corresponding T I and TDSMs. The resulting
TSDMs are compared to the TSDMs of all learnt models and the mammograms is assigned
to the BI-RADS class closest to it using χ2 significance test in conjunction with a nearest
neighbor rule. For the developed method 10 cluster centers per BI-RADS class are used
for the creation of the texton dictionary, and for this paper only the TSDM with d = 1 is
investigated.

265



4 PETROUDI, BRADY: TSDM FOR BREAST DENSITY CLASSIFICATION

Table 1: Classification accuracy results.

BI-RADS BI-RADS BI-RADS BI-RADS
Accuracy% I II III IV

4 Density Classes 90% 90% 80% 70%

a. b. c. d.

Figure 2: Examples of the TSDMs with distance 1 for the mammograms from the 4 BI-
RADS categories shown in Figure 1: a) BI-RADS I, b) BI-RADS II, c)BI-RADS III, d)
BI-RADS IV.

3 Results

The algorithm is evaluated on a set of 80 mammogram cases from the Oxford Database [10],
20 from each BI-RADS class for which there was independent agreement in density clas-
sification by three expert breast radiologists. 10 mammograms from each class were used
for training and 10 for testing. The images correspond to 8-bit mammograms downsam-
pled to 300µm/pixel. Despite the small size of the training set, exact agreement with the
ground truth was achieved in 82.5% of the cases. Using simple texton histograms as differ-
ent mammogram density models results in an accuracy of only 76% [10]. The improvement
is expected as the presented method captures additional information regarding the spatial
distribution of textons in the breast region.

Table 1 shows the classification accuracy of the presented technique discriminating be-
tween the 4 BI-RADS categories based on the ground truth. Accuracy is calculated as the
percentage of correctly classified mammograms in a breast parenchymal density category
over the ground truth total number of mammograms in that category.

4 Discussion

This paper proposes a new effective texture descriptor that captures both structural and statis-
tical properties. The paper introduces TSDM, which evaluates the relative frequencies with
which neighboring pixels are mapped to textons in the texton dictionary. Evaluation of dif-
ferent distance TSDMs and calculation of different texture features from the corresponding
matrices will allow for even better texture characterization and improved performance and
consistency and will be the subject of future research.

The texture descriptor is incorporated in a method for breast density classification.The
results are very good and the TSDMs for the different density classes show good separation
between them. Fig. 2 shows the TSDMs for the four mammograms corresponding to the
four BI-RADS classes in Fig. 1.
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5 Conclusion
A breast density classification approach is presented based on the development of a new tex-
ture model TSDM that captures both structural and statistical texture information and builds
on the definitions of textons in [6] and spatial dependence matrices in [4]. The presented
method defines texture classes as TSDMs over texton [6] dictionaries developed from a train-
ing set. Classification is simply a matter of comparing the texton spatial dependence relative
frequency matrices using appropriate distance measures. In the future, texture features on
TSDMs corresponding to different distances will also be investigated.
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Abstract

Barrett’s Oesophagus is a pre-malignant, but treatable condition of the Oesopha-
gus, but only fair-good interobserver agreement is achieved in grading dysplasia by
histopathologists. This paper describes a method for automatic classification of dys-
plasia in Barrett’s Oesophagus using the tissue’s textural features at two levels of detail.
At the first level, tiles of patches are created across the images and the texture features are
extracted and clustered for each patch.The texture of these coded patches is then further
analyzed, and used to grade dysplasia. Five classes of dysplasia were analysed using 150
annotated images from virtual pathology slides. The overall agreement has increased
[average of 71.79% accuracy percentage with fair kappa value (0.37)] without looking at
other tissue structure or features.

1 Introduction
Interobserver agreement between pathologists in diagnosing dysplasia has always been a
focus area in histopathology. The overall agreement in grading dysplasia in Barrett’s Oe-
sophagus was only 57% [10], ranging from fair to good. This is mainly from the lack of
a universally accepted definition of Barrett’s Oesophagus where the American College of
Gastroenterology, German Society of Pathology and British Society of Gastroenterology (to
name a few), have different definitions of Barrett’s Oeophagus [6]. On top of this various
dysplasia criteria, smooth transition between grades and a pathologist’s own experience in
diagnosing dysplasia cases contributes to the disagreement.

As a result, a significant body of research has investigated how to extract expert knowl-
edge and combine this with image processing capabilities to aid pathologists in detecting,
locating and(or) grading tissue abnormalities automatically e.g [2, 9]. A number of ap-
proaches attempt to model the tissue’s structure using methods such as Delaunay Triangula-
tion, Voronoi Diagram, Neighboring Graph, Colour Graph, Ulam Tree, Minimum Spanning
Tree (for example[1, 4]). All these approaches work on a specific type of tissue and require
local structure detection before building a model or graph. However, detecting specific local
structures such as nuclei, glands, goblet cells etc require a lengthy development time and are
also tissue type specific.

This paper describes an alternative approach using only the hierarchy of a tissue’s tex-
ture to aid the pathologists in analysing Barrett’s Oesophagus virtual slides, and to reduce

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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variations in grading dysplasia. Indirectly, this has the potential to improve both training and
confidence levels of Barrett’s sufferers in the diagnostic results.

2 Methodology
2.1 Data and image preparation
Oesophagus glass and virtual slides contain several un-arranged tissues from more than one
biopsy sample. They vary in size, thickness, shape, the number of tissues per slide, and
staining concentrations may also differ. The virtual slides were created from glass pathol-
ogy slides, scanned with an Aperio Scanner at 40X zoom level. Two expert pathologists
reviewed and graded each virtual slide and were asked to annotate and grade regions which
show dysplasia accordingly. Six grades of dysplasia were used [10] where all grades can be
regrouped in a more general classification as shown in table1. The transition direction shows
the complexity of tissue structure and texture increase from simple Barrett’s to Intramucousal
Carcinoma(IMC).

Transition
direction

Modified classifica-
tion(2 groups)

Modified classifica-
tion: 3 groups

Vienna Classification of Dysplasia

Non-dysplasia 1-2 1-Barrett’s only
2-Atypia, probably negative for dysplasia

Dysplasia
3-4 3-Atypia, probably positive for dysplasia

4-Low grade dysplasia

5-6 5-High grade dysplasia
6-Intramucousal carcinoma

Table 1: Range of dysplasia grading which could be used.

30 annotated images were selected for grade G1, G2, G4, G5 and G6; where G3 and G4
were grouped due to the lack of annotated images for G3. Thus, a total of 150 images were
retrieved at 40X magnification and reduced to lower magnification to avoid image fractions
or jagged effects on the image texture if the image is scaled up. Image size was restricted
where size < 250pix *250pix and > 5000pix * 5000pix. This is to ensure that images are not
too small for feature extraction, or too large that they contain the whole Oesophagus tissue.

Colour normalisation with a Hematoxylin and Eosin (H&E) relevance vector model
colour classifier [5] was used to ensure all images have a similar colour distribution. Nor-
malised images were reviewed by a pathologist and did not have any significant identifiable
artefact in them.

2.2 Texture feature extraction
Three main steps are used to extract textural attributes from the normalised annotated im-
ages, as shown in figure 2 below. In the first step, normalized annotated images are analysed
at several magnifications starting from 40X and reduced to 20X, 10X and 5X. At each mag-
nification, tiles of patches are created on each image. Different patch sizes (pz=50pixels,
100 pixels, 150 pixels and 200 pixels) were used to obtain the best sub-image for the next
step. Sub-images in all annotated images are converted into gray-scaled images and their
gray-level co-occurrency matrices (GLCM) are calculated.

Four GLCM features; contrast, energy, correlation and homogeneity in four directions are
calculated. Many textures have no correlation value, so two more additional sets of GLCM
features are calculated. The first set without correlation and the second additional set where
the no correlation values are replaced by a small positive correlation value of 0.0001. On
top of the GLCM features, local binary pattern (LBP) features were also explored for each
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sub image but produced data overhead even after feature selection. The results from using
GLCM were found to be better.

Next, all sub-images are clustered using k-means clustering based on the similarity of
their GLCM features using square Euclidean distance with k tested was 3,4,5,6 and 7. Some
samples of the clustered sub-images in 20X magnification with k=5 and pz=100*100pixels
are shown in figure 1 below. The clusters obtained from this process are then used to produce
cluster coded images (CCI) for each annotated image.

Clusters Sample images Clusters Sample images

C1 C2

C3 C4

C5
Figure 1: Clustered sub-images across all annotated images.

Examples of CCIs are shown in figure 2 with each cluster number replaced with colour
for easier visualization. In order to encode the spatial relationships between textures, cluster
co-occurency matrices (CCM) for each CCI are calculated. CCM features are calculated
using the same principle as GLCM.

Three sets of CCM features are calculated. The first set contains the energy, contrast,
homogeneity and correlation between each patch for all directions. The second set con-
tains the direction invariant features where the same four features are averaged over all four
directions, and the final set contains only the cluster frequencies in each image.

Figure 2: Texture features are extracted in two layers; the GLCM features represent texture at patch level while
CCM features represent texture at a more general level.

The CCM features are used to classify the images into its dysplasia grading, using ran-
dom forest (RF) and Decision Tree DT classifiers. The results are compared to the grade
given by pathologists for evaluation.

3 Results
Annotated images were classified into a)5 specific grades, b)3 groups of grades and c)2
specific grades, as shown in table 1. Interobserver agreement between pathologists and the
classification result are used to measure the performance, and is compared with the existing
agreement score achieved by pathologists in grading similar cases. The interobserver agree-
ment between the classifier and pathologist grades is measured using kappa statistics value
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(KV). KV has long been used to access the degree of interobserver variation in pathology;
where <0.21, 0.21-0.40, 0.41-0.60, 0.61-0.80 and >0.80 are commonly accepted interpreta-
tion of poor, fair, moderate, good and very good agreement respectively.

Different combinations of parameters were tested at many levels of this research to obtain
the best texture features to represent the tissue images. The best results with consistent
performance were achieved using 20X magnification with pz=100*100pixels. For GLCM,
the most consistent results were achieved from a very small correlation value with n=10 for
the neighbouring pixels and for CCI, n=2. For unsupervised clustering, the best number of
clusters was found to be k=5. Histograms of cluster frequency give the most consistent and
best classification results.

Table 2 shows cases which are frequently discussed in literature. Poor results were
achieved when classifying images into 5 specific dysplasia grades. Classifying images into
3 groups (no dysplasia, dysplasia and severe dysplasia) produced better results where fair
agreement was achieved with the pathologists. Grading dysplasia into 2 classes produced
even better results, particularly between groups of consecutive grades (table 1).

No
Cases

Classifier Literatureof DT RF
Classes AP KV AP KV review
5 G1 vs G2 vs G4 vs G5 vs G6 31.13 0.14 28.2 0.1 0.25-.27
3 G1+G2 vs G4 vs G5+G6 47.41 0.21 44.44 0.17 0.24
2 G5 vs G6 71.47 0.42 74.13 0.47 0.42
2 G6 vs G1+G2+G4+G5 79.53 0.41 81.47 0.37 *
2 G1+G2 vs G4+G5+G6 72.40 0.38 67.00 0.31 0.33
2 G4 vs G5 62.05 0.24 63.27 0.26 *
2 G4 vs G1+G2 72.4 0.38 63.27 0.24 <50%
2 G4 vs G1+G2+G5+G6 69.73 0.09 72.67 0.03 72%
2 G5 vs G1+G2+G4+G6 78.60 0.00 75.27 0.14 *

Table 2: Comparison of classification between DT and RF achieved at 20X. (* not found in literature)

In addition, frequency of clusters in CCI gives consistently high accuracy percentage(AP)
and KV for certain grades. These was achieved across all value of k in 20X. The texture with
highest frequency contribute to classify images into the correct grade, particularly in 3 cases,
as shown in table 3.

Cases k value Average AP Average KV Texture of:
HGD vs IMC 3,5,6,7 69.27 0.39 C5
IMC vs Non 3,5,6,7 81.06 0.37 C2

No dysp vs dysp 3,5,6,7 64.20 0.24 C3

Table 3: Significant texture to classify certain grade.

4 Discussion and conclusions
Classifying regions into 5 different grades obtained only sligthly better results than random
(31.13%). However there is moderate agreement in grading dysplasia into three groups,
similar to the kappa value scored by pathologists [3, 7]. The best classification results with
high agreement were achieved when grading between 2 grades of dysplasia. The results also
depend on the grades of dysplasia used. This is in line with interobserver variations reported
in [8], among others. More features are needed to distinguish middle grades from the rest of
its neighbouring grades.

Poor results were obtained when the system is used to distinguish the texture between
LGD and non-LGD, as well as between HGD and non-HGD. This is because both LGD and

272



ADAM et al.: GRADING DYSPLASIA IN BARRETT’S OESOPHAGUS 5

HGD are in the middle of the transition process from no dysplasia to becoming IMC. The
texture of these two grades is believed to have combinations of the classes either side of them
in the transition process, thus differentiating them is difficult. High accuracy percentages
were shown because of the unbalanced data between the two grades.

The results achieved in this set of images have demonstrated that tissue changes across
a few grades of dysplasia in Barrett’s Oesophagus can be measured using only the texture
features with kappa values achieved in diagnosing certain grades equal or higher than the
value achieved between pathologists themselves.
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Abstract 

Aortic pulse wave velocity is an important diagnostic measure and has been 

associated with significant cardiovascular mortality. Our hypothesis is that this 

parameter can be measured using displacement fields obtained by registration of 

time-series images.  This paper presents a method in which a form of the wave 

equation is used as a regularization term in the registration process.  It is 

demonstrated that the method can capture the pulse wave velocity from numerical 

phantom images, even when noise is added to these images.  It is further 

demonstrated that the method yields plausible results when operated on a real 4D 

image dataset. 

1 Introduction 
Aortic pressure wave velocity (PWV), or simply wave velocity, has been identified as an 

important parameter in the diagnosis of cardiovascular disease and risk. The ‘gold 

standard’ invasive measurement for the aortic wave velocity involves direct measurement 

of pressure using two catheter tipped cannulae inserted via the femoral artery and 

positioned at known positions in the aorta.  If the difference in arrival times of the pressure 

wave between these two points can be determined and the distance between them is 

knownthe average wave velocity between these two points can be computed.  The usual 

analysis, the ‘foot–to-foot’ method, uses a measurement of the position of the initial 
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upswing of the pressure wave as a timing point [1].  The assumption is that this 

measurement is relatively uncorrupted by the presence of any reflected wave.  For a 

distance of 0.2 m between the measurement points and a wave velocity of 5m/s the 

measured delay will be 40 ms.and therefore high temporal resolution is required.  This 

method is invasive.  Non-invasive methods which have been proposed include Doppler 

ultrasound [2] and velocity-encoded CMR images, including transit-time, flow area and 

cross-correlation methods [3].  These methods generally use a waveform analysis similar 

to the invasive approach. 

This paper presents a method in which wave velocity is computed from time series 

(4D) images of the aorta using constrained image registration.  The constraint is derived 

from the physics of wave transmission in a uniform elastic cylinder. Advantages of this 

method are that all of the local information in the image set contributes to the computation 

of the wave velocity parameter, high temporal resolution is not required and the method is 

not sensitive to the presence of wave reflections. Typically the length of aorta which can 

be imaged from the valve plane to the femoral bifurcation is ~30-40 cm. 

2   Theory  
For a cylindrical axi-symmetric vessel the variation of pressure in the vessel with time (t) 

and position along the vessel axis (z) obeys the wave equation 
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if the effects of viscosity can be ignored, which they generally can for flow in the aorta.  In 

this equation c is the wave velocity in the vessel.  Clinically we do not have direct access 

to the pressure in the vessel but it can be shown that the pressure is given by 
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E is the Young’s modulus of the vessel wall material, h is the wall thickness, ν is Poisson’s 

ratio and Rref is a reference vessel radius (typically the average radius over the cardiac 

cycle).  pref is the pressure required to statically expand from the unpressurised radius Ro to 

Rref. and r(z,t) is the fractional change in radius as the pressure in the vessel changes from 

p(z,t) to pref  pref is taken to be independent of t and z.   In the present work we can take Rref 

to be independent of z since we are concerned with cylindrical vessels of constant radius. 

The variable r can then be used as a surrogate for pressure in the wave equation.  

We take cross-sectional images normal to the vessel axis at several equally spaced 

points along the vessel axis and across the cardiac cycle.  For our ideal vessel these images 

will be circular and will expand and contract uniformly as the pressure in the vessel 

changes.  The expansion of the vessel relative to a reference cross-sectional image can be 

obtained by image registration.  f(x,y,z) is the cross-sectional image at the point z along the 

vessel axis when the pressure is pref and m(x,y,z,t) is the image at the same point z when the 

pressure is p(z,t),   

The fractional change in radius, along with possible displacements dx(z,t), dy(z,t) along 

the x and y axes can be obtained by image registration of f and m.  Based on the approach 

to image registration presented in [4,5] we can show that for small values of r(z,t), dx(z,t), 

and dy(z,t) the relationship between the intensities of the two images at the common co-

ordinate x,y is given by 
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There is one of these equations for each pixel.  Writing the equations in matrix form we 

have equation 4a.  One of these equations can be solved for each cross-section.  However 

we also know that the values of r taken along the z axis should satisfy the wave equation.  

This equation can be used as a constraint in the registration to produce a set of r values 

consistent with the image data and the wave equation.  In matrix form the constraint can be 

written as equation 4b where Lz and Lt are discrete second order differentials along the z 

and t axes 
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The constrained solution of equations 4a and 4b minimizes a cost function of the form 

of equation 4c.  There are two parameters in this equation, c and λ.  λ balances the relative 

importance given to the data and the constraint when equation 4c is minimised.  c is 

initially unknown, although clinical values of wave velocity typically lie within a known 

range (~5-10 m/s)..  The solution we propose to find c is as follows.  A suitable value of c 

is chosen i.e. a value within the known clinical range of values, and equations 4 solved.  

The values of r are then inserted into the equation 

 

0 
rLLcrLL zz

2
tz    (5) 

 

which can then be solved for c
2
.  The matrix Lz

+ 
is the pseudo-inverse of Lz ; solution of 

equation 5 produces a more robust value of c than solution of equation 4b.  This new value 

is then inserted back in to equations 4 and a new r vector computed..  The process is 

iterated until a stable value of c
2
 is obtained.  Experimentally the algorithm is insensitive to 

the chosen starting value of wave velocity. 

3    Materials 

3.1   Simulated data 

The wave equation has an analytical solution for a general cosine pressure wave.  The 

solution for a general cyclic pressure wave can be obtained by summing up the solutions 

for the individual Fourier components of the pressure wave.  40 components were used. A 

program was written to compute the pressure within a cylindrical vessel as a function of 

time t and axial position z for a typical cardiac pressure input.  Vessel dimensions (radius 

and wall thickness) and material properties (Young’s modulus, blood density and 

viscosity) were specified.  Vessel radius as a function of time and axial position was 

computed.  These radii were converted into cross sectional images.   The length of the 

vessel was 300 mm, the radius 10mm and the wall thickness 0.5 mm.  The spacing 

between slices was 10mm and the timestep 20ms. 
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Material properties were chosen to give a wave velocity of 7 m/s.  In practice wave 

reflections will occur within the aorta and pressure waves travelling in both directions will 

be present.  The theory still holds for such a situation since the wave equation is satisfied 

by waves travelling in either direction  The data set used here contains a backward wave 

with amplitude ~ 25% of the forward wave. 

3.2   Physical phantom 

A physical phantom consisting of a water filled cylindrical silicone tube through which 

water was pumped using a realistic pressure cycle was imaged in an MR scanner with a 

cardiac cine sequence.  The images of the vessel were segmented to produce a set of cross 

sectional images..  The scanned length was 29 cm.  Physical dimensions were similar to 

the aorta.  The Young’s modulus for the silicone was 1.01 MPa, Poisson’s ratio was 0.45 

and wall thickness 1mm.  The calculated wave velocity was 7.8 m/s. 

4    Methods and Results 

4.1   Calculation of wave velocity: simulated data. 

The wave velocity was calculated for different values of true wave velocity and λ.  Values 

of λ (0,0.1,1,10) were used.  Table 1 shows the calculated wave velocities.     

Table 1     

                                       λ  

Wave velocity (m/s) 

0 0.1 1 10 

5 4.96 4.95 4.95 4.94 

7 6.80 6.79 6.80 6.80 

10 10.07 10.07 10.07 10.07 

 

In practice the vessel data is to be extracted from clinical images which generally 

contain noise. In order to assess the sensitivity of the algorithm to image noise, Gaussian 

noise of standard deviation 10% of the maximum image amplitude was added to the cross 

sectional images.  30 data sets were produced.  Values of c were computed from each of 

these data sets and mean and standard deviation computed.  These are shown in Table 2 for 

four values of λ.    

Table 2   Noise standard deviation 10% of  maximum image amplitude. n = 30 

Wave velocity  m/s 

λ 0 0.1 1 10 

Mean  (sd) 6.651 (0.233)  6.693 (0.163) 6.672 (0.150) 6.674 (0.153) 

4.2    Calculation of wave velocity: physical phantom. 

Calculation of wave velocity from the physical phantom data for a range of λ are shown 

in Table 3. The calculated measured wave velocity from the image data was 6.32 m/s with 

a λ of 100.  No direct pressure measurements were available and so an accurate assessment 
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of wave velocity using the foot-to-foot method was not possible.   In this case increasing λ 

moved the computed value closer to the expected value. 

Table 3     

λ 0.1 1 10 100 

Wave velocity  m/s 5.47 5.53 5.67 6.32 

 

5    Discussion and conclusions. 
We have described an algorithm based on constrained image registration for extracting 

estimates of pulse wave velocity from images of a cylindrical vessel based on constrained 

image registration and have applied it to simulated and physical data.  The method is 

shown to be capable of calculating wave velocity with reasonable accuracy even in the 

presence of significant noise levels. In the absence of noise the constraint has little effect 

as far as ideal simulated data is concerned, as might be expected.  The computed value of 

wave velocity is close to the true value.  With no constraint the effect of noise on the 

accuracy of the estimate of wave velocity appears to be greater than with the constraint, 

although this trend does not appear to be particularly sensitive to the value of λ chosen.  

The method has also been used with image data from the physical phantom. The results 

obtained are consistent with an estimate of wave velocity derived from the physical 

dimensions and the material properties of the phantom.  In this case the effect of the 

constraint appears more significant. No independent direct measurement of wave velocity 

was available.   

In practice real aorta are not axially symmetric cylindrical vessels.  Extraction of 

equally spaced cross sections normal to the vessel axis, so simulating a cylindrical vessel, 

is fairly straightforward. However, such vessels are also significantly tapered and this may 

require a modification of the constraint if the algorithm is to work on such data.   This is 

being explored and we intend to extend the method to clinical data. 
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Abstract
Recent studies have shown that dynamic contrast-enhanced pulmonary MR imag-

ing (DCE-pMRI) is a very appropriate imaging technique for the clinical assessment of
lung diseases. For the quantitative analysis of pulmonary blood flow (PBF), pulmonary
blood volume (PBV), and mean transit time (MTT) an arterial input function (AIF) of
the contrast agent entering the lung is required. The AIF is usually calculated from a
user-drawn region-of-interest (ROI) within the feeding artery. Thus, the results of the
quantitative analysis highly depend on the exact location and the size of the ROI and the
reproducibility of the analysis is limited. This work presents a fully-automatic method
to determine the AIF within the branching of the pulmonary trunk into left and right
pulmonary artery.

1 Introduction
Pulmonary perfusion, the blood flow of the lung at capillary level, is closely related to the
blood supply of the lung and thus lung function in general. Perfusion is an important func-
tional parameter for the diagnosis of lung diseases. While scintigraphic assessment of perfu-
sion is still the standard clinical tool, MRI is more often used in clinical research settings due
to its potential to provide higher resolution and morphologic information. There, intravenous
contrast agent (CA) is injected into a patient’s blood circulation. To track the progression
of the CA through the pulmonary arteries, lung parenchyma, and pulmonary veins, a series
of 3D thoracic scans is acquired at short time intervals [4]. Provided that an arterial input
function is given, such a data set is sufficient to extract quantitative perfusion parameters
(PBF, PBV, and MTT) which are important for diagnosis and therapy planning/monitoring.
The basic algorithms to derive these parameters were introduced by Østergaard et al. [5] for
cerebral perfusion and adapted for pulmonary perfusion, e.g. by Ohno et al. [3].

Our clinical partners dealing with lung tumor perfusion and lung perfusion of patients
with asthma and chronic obstructive pulmonary diseases (COPD) currently define the AIF
by manual drawing of a ROI within the pulmonary artery. An automation of the AIF defi-
nition is appreciated due to several aspects. First, it allows the precalculation of perfusion
parameter maps already during the import of patient data into the diagnostic reading ap-
plication. Second, such a technique has the potential to improve the reproducibility of the
calculations and to allow the comparability of baseline and follow-up examinations.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: On the input data (left), several successive image processing steps are applied (mid-
dle) to automatically determine the AIF and to calculate quantitative perfusion parameter
maps (right).

In cerebral perfusion the arterial blood supply is more heterogeneously distributed com-
pared to the lung. Because of the resulting significant effort for the AIF definition, methods
for the automatic selection of the AIF were introduced, e.g. by Mouridsen et al. [2]. They
use k-means clustering to identify automatically the AIF and found out in their evaluation
that their method excellently relates to the selections of experienced operators.

Because the blood supply of the lung is controlled by the pulmonary artery we assume
that an automatically defined region at a well-defined position within the pulmonary artery is
a feasible way to derive the AIF for quantitative pulmonary perfusion analysis. Our method
is composed of various successively performed image-processing techniques which are de-
scribed in this paper. We demonstrate the robustness of the method for a pool of patients
suffering from lung diseases. It is subject to future work to compare the method with clus-
tering techniques and to perform a clinical evaluation.

2 Material and Methods
First, the properties of the MR data sets are described. Following, the incorporated image
processing algorithms of our method are presented. An overview of the results of the in-
dividual steps of the presented method is shown in Figure 1. From a 4D MR data set, the
position within the pulmonary artery where the pulmonary trunk is branching into left and
right pulmonary artery is detected. This position is used to define the AIF which is a required
input to calculate quantitative perfusion parameter maps.

2.1 Input Data Sets
In DCE-pMRI the image acquisition is performed during and after the intravenous injection
of a paramagnetic contrast agent. An appropriate MR sequence is FLASH (fast low-angle
shot), which is a T1-weighted gradient echo technique with short repetition time (TR) and
short echo time (TE). The typical voxel size of a 3D volume is about 2x2x5 mm3 and an
appropriate temporal resolution is about 1.3 seconds. To cover the whole thorax and the first
pass of the CA, the size of most of our data sets are 256x256x44x24 (in x-,y-,z-,t-dimension)
voxels. Typically, the patients are instructed to hold their breath during image acquisition.
For an excellent introduction of a suggested standard protocol for MRI of the lung the inter-
ested reader is referred to an article of Biederer [1].

282



KOHLMANN ET AL.: AUTOMATIC AIF DETERMINATION FOR DCE PULMONARY MRI 3

2.2 Image Processing Pipeline

Removal of unlikely voxels (I): A data set as described above consists of about 70 mil-
lion voxels. The vast majority of these voxels can be excluded in a first processing step.
For noise suppression a 2D median filter is applied for each slice with a kernel size of 3x3
voxels. Successively, all voxels are excluded which have a very low (background noise)
or a very high (fat tissue) initial signal. Following, a temporal maximum intensity projec-
tion (tMIP) is calculated, which projects the maximum values along the temporal axis to a
3D volume. All voxels with a signal value less then 25% of the maximum value of the tMIP
are excluded from further processing. If the data acquisition was performed properly, the
CA flows through the pulmonary artery at its first pass neither within the couple of first nor
within the couple of last time steps. Thus all voxels where a rather early or rather late peak
in the signal (time-to-peak) is discovered are excluded. Finally, the signal enhancement is
analyzed. The peak signal is divided by the baseline signal which is the signal before the
CA arrives. In the presented method, the mean signal of the first three time steps serves
as baseline signal. All voxels with a peak signal to baseline signal ratio less than four, are
excluded. After the application of these steps, the remaining part of an exemplary data set is
shown in Figure 1 (Image Processing, I).

First refinement step (II): In the first refinement step the goal is to narrow down the
remaining voxels to the aorta and the pulmonary artery with the connected chambers of the
heart as shown in Figure 1 (Image Processing, II). To remove noise and parts of smaller blood
vessels, first a 2D median filter with a kernel size of 5x5 voxels is applied to the remaining
voxels from step I. Successively, a 2D morphologic erosion operation is applied with a kernel
size of 3x3 voxels. Following, a connected components analysis filters out smaller connected
regions and outputs the largest remaining bunch of connected voxels. The last step of the
first refinement is the application of a 2D morphologic closing operation with a kernel size
of 3x3 voxels to fill holes.

Second refinement step (III): The second refinement is performed to remove the aorta
and left ventricle. It leaves the pulmonary artery and in most cases the right ventricle as
shown in Figure 1 (Image Processing, III). A good way to separate the pulmonary artery
from the aorta is a histogram analysis of the time-to-peak data. In the histogram, the pul-
monary artery/right ventricle can be clearly separated from the aorta/left ventricle because
of a significantly lower time-to-peak. In a thresholding step, the upper threshold is set to the
minimum of the valley between the two histogram peaks which correspond to the anatomical
features pulmonary artery/right ventricle and the aorta/left ventricle. A successive connected
components analysis step results in a segmentation mask including pulmonary artery and
right ventricle voxels. This mask is applied to the tMIP image to prepare the image for the
image processing step IV, and again 2D median filtering (kernel size: 3x3 voxels) and a
closing operation is performed.

Skeletonization and graph analysis (IV): A skeletonization step which is based on suc-
cessive erosion of border voxels is performed on the generated image. The resulting skeleton
is shown in Figure 1 (Image Processing, IV). The remaining task is to identify the branching
of the pulmonary trunk into the left and right pulmonary artery (illustrated by orange sphere).
This is achieved by a graph analysis algorithm which first searches for nodes with exactly

283



4 KOHLMANN ET AL.: AUTOMATIC AIF DETERMINATION FOR DCE PULMONARY MRI

A

C

B

D

0 5 10 2015 25 30

50

100

150

200

si
gn

al
 (

a.
u.

)

time (sec)
0 5 10 2015 25 30

time (sec)

50

100

150

200

si
gn

al
 (

a.
u.

)

50

100

150

200

si
gn

al
 (

a.
u.

)

50

100

150

200

si
gn

al
 (

a.
u.

)

0 5 10 2015 25 30
time (sec)

0 5 10 2015 25 30
time (sec)

Figure 2: The results of the presented method for baseline examinations (A,C) and the cor-
responding follow-up examinations (B,D) of two patients.

three edges. If more than one of them exists, a heuristic approach analyzes the spatial node
positions, the combined lengths of the edges, and the angles between the edges. Appropriate
angles which characterize the sought-after branching points were derived from segmentation
masks of the pulmonary artery form a pool of thoracic data sets.

2.3 AIF Definition and Parameter Map Calculation

The position which is detected by the described image processing steps is then used to define
the AIF. In the current implementation, a circular region around this position which includes
32 voxels (ca. 610 mm3) is taken into account. The AIF consists of the mean values of
these voxels in every time step. The corresponding AIF curve is shown in Figure 1 (Results).
Having the DCE-pMRI data set and the derived AIF, quantitative perfusion parameter (PBF,
PBV, and MTT) maps can be calculated with the methods described e.g. by Ohno et al. [3].

3 Results and Discussion
In an ongoing study, 14 DCE-pMRI data sets from 7 adult male patients were acquired. Six
of them suffer from COPD of different severity and one patient suffers from mild asthma. For
each patient we had data sets from two scans with about 24 hours in between to investigate
the repeatability. For all data sets the presented method correctly identified the branching
point within the pulmonary artery. The results for two patients (baseline and follow-up ex-
aminations) are shown in Figure 2. While for one patient (A,B) only the pulmonary artery
and the right ventricle remain after the image processing steps which are described above,
in the other patient (C,D) connected parts of the CA-delivering vein are still present. This
is due to the fact that this vein passes by the right pulmonary artery very closely and cannot
be separated by the performed connected components analysis. However, for the presented
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purpose this is sufficient because the graph analysis step correctly detects the branching
point from the skeleton in all cases. For other purposes, e.g. an exact segmentation of the
pulmonary artery, the method needs to be further refined. However, the output of the pre-
sented method can provide valuable input, like appropriate starting points, for segmentation
algorithms. Size and shape of the ROI which includes the voxels which are considered for
the AIF curve are assumed to be fixed (circular, 32 voxels) in the current implementation. A
study which investigates if this is an appropriate assumption is subject to future work. Strong
motion artefacts which we did not encounter in our pool of data sets might require a motion
correction step prior to the proposed calculations.

The computation time for the automatic AIF detection is in the range of few seconds on
a standard PC. This time is almost negligible as the method works fully automatic and the
computations can be performed as a processing step during data import.

4 Conclusions
The presented work eliminates the influence of a person who draws the AIF manually on
the outcome of quantitative pulmonary perfusion analysis. Hence, a better comparability
of longitudinal perfusion examinations and examinations of different patients is potentially
enabled which has to be investigated in a further study together with clinical partners. The
automation of the AIF determination allows to generate the perfusion parameter maps in a
preprocessing step already during data import. As a result the maps are available and can be
analyzed as soon as the data set is examined.
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Abstract

We present the results of the performance evaluation of an on-line interactive seg-
mentation framework that addresses the problem of propagation of a single three dimen-
sional (3-D) example to similar images. The aim is to minimise user intervention during
interactive segmentation when an example of the desired outcome exists. The frame-
work tackles the segmentation problem as a process consisting of two distinct tasks: the
localisation of the region of interest and its boundary delineation. We have previously
applied and evaluated this approach on the segmentation of the prostate with encourag-
ing results. Here, we extend the evaluation study on additional datasets and application
domains. For each stage of the framework, different candidates are evaluated against
delineations provided by experts. The results suggest that a two stage strategy increases
the framework’s repeatability and that our approach can provide automated results close
to the ground truth, allowing the user to intervene only if necessary at a later refinement
stage or in case of provision of unsatisfactory segmentation outcomes.

1 Introduction
Interactive segmentation has attracted a lot of attention during the past decade. This is due
to the advent of computationally efficient methods, which allowed human experts to steer
the entire process and obtain arbitrary results that match their perception of ground truth in
short time with limited interaction. In the context of this segmentation paradigm, images
are treated on an individual basis and segmented one-by-one, involving a certain amount of
interaction and consequent cognitive load.

We address the problem of miminimising this interaction when similar images are pro-
cessed, given a single segmented image as an example of the desired outcome. We tackle
this by propagating the segmentation example onto the subsequently processed images. This
way the user is freed from the entire process and may intervene only if necessary at a later
refinement stage or in case the framework fails to provide satisfactory outcomes.

We consider two images as similar when they depict the same anatomy of interest and
they are acquired by the same imaging modality using the same protocol. Our main assump-
tion is that the processed images do not exist as a dataset, but they rather appear one at a time

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Overview of the suggested framework

(on-line), as it often happens in real life. Therefore, group-wise approaches are not included
in the evaluation. Also, since one single image cannot capture the variation of a population,
we exclude model-based methods and we restrict our study to data-driven ones.

We consider segmentation as a process that consists of two distinct tasks: the localisa-
tion/recognition of the anatomy of interest and its boundary delineation, as suggested in [15].
Consequently, we suggest a two staged framework that handles these two tasks separately.
For each stage we identify and evaluate potential candidate methods against ground truth
provided by a radiologist. We also seek methods able to perform in real-time as part of an
interactive segmentation system of three dimensional (3-D) medical images, which generates
ground truth for subsequent building of statistical models based on the segmented images.

We have previously applied and evaluated this approach on the segmentation of the total
prostate with encouraging results [11]. Here, we extend the evaluation study on additional
datasets and application domains. The results show that the suggested framework can pro-
vide results close to the ground truth without any user interaction and that the two stage
strategy improves its repeatability.

2 Methods
A set of 22 T2 weighted fat suppressed MR images of the prostate, a set of 10 CT images of
the wrist and a set of 5 MR images of the brain were used in this study. The segmentation
tasks of the total prostate and the central gland were associated with the first set, whereas the
segmentation task of the carpal bones and brain ventricles were associated with the second
and third set respectively.

The suggested framework (fig. 1) operates in two stages. The methods employed in the
first stage are intended to provide an approximate position of the anatomy of interest in the
new processed image, given one single example. In this context, we evaluate four estab-
lished non-linear registration methods (Demons [14], [9], B-Splines [12], [9], DROP [5],
[7] and a group-wise method (GWR) [4], used in a pair-wise fashion) and Active Graph Cuts
(AGC) [6], [2], as means of segmentation propagation.

For the second framework stage, we seek computationally efficient methods that can de-
lineate accurately the anatomy of interest, once initialised by the first stage’s output. Such
methods exist in the interactive segmentation literature. In a recent evaluation study com-
paring several such methods [10], it was shown that Graph-Cuts [1] (GC) provides accurate
and repeatable results, even with limited user input. Here, we assess the performance of
GC against GC coupled with a Canny [3] (GC+C), a Phase Congruency [8] (GC+PC) and a
SUSAN [13] (GC+S) boundary detector, as means of accurate boundary delineation.

288



MOSCHIDIS, GRAHAM: ON-LINE INTERACTIVE SEGMENTATION OF SIMILAR IMAGES 3

Figure 2: Summary of the performance of the first (top row) and second (bottom row) stage’s
candidate methods with respect to the accuracy metrics. The error bars represent the±1.96×
standard error of the mean.

We quantify the performance of methods with a score of classification accuracy (CA),
calculated as in eq. 1, the Tanimoto coefficient (T c), calculated as in eq. 2 and a maximum
point to surface distance between the segmentation and the ground truth surface (MaxDist),
calculated via a 3-D distance transform. Each metric reveals a different aspect of the segmen-
tation accuracy. In the case of CA and T c, larger values represent improved segmentation,
whereas with MaxDist, this corresponds to smaller values.

CA = 100× |T P|+ |T N|
|T P|+ |T N|+ |FP|+ |FN|% (1)

T c = 100× |T P|
|T P|+ |FP|+ |FN|% (2)

3 Experiments and Results
The top row of fig. 2 summarises the results of the performance evaluation of the four regis-
tration methods and AGC. During the experiments each image in every dataset was selected
once as a template image and its ground truth surface was propagated to the remaining im-
ages of the same dataset with each of the assessed methods. GWR provided the most accurate
results, except for the segmentation task of the Carpal Bones. DROP performed noticeably
better in this case, whereas in the other three segmentation tasks it produced results com-
parable to GWR. Demons, BSplines and AGC provided less accurate results. In terms of
computational efficiency, DROP was by far the most computationally efficient method and
GWR the most expensive. Given our requirement for real-time processing as well as accu-
racy, DROP was selected as the appropriate method for our framework’s first stage.

In order to initialise GC from the DROP output, a zone around the boundary suggested
by the latter was created by successive erosions and dilations of the warped volume and
foreground/background seeds were configured as shown in fig. 1. The zone width is a user
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Figure 3: Pairs of box and whisker plots depicting the increase of the framework’s repeata-
bility from stage 1 (left image) to stage 2 (right image) for each dataset. The whiskers are
1.5× the interquartile range. Values outside them are considered outliers (red crosses).

defined parameter that was kept constant for every dataset, to allow for unbiased experimen-
tal results. The bottom row of fig. 2 summarises the results of the performance evaluation of
the candidate methods for the second framework stage. The results are also depicted against
DROP, to allow for direct observation of the effect of the additional processing on the DROP
outcome. Overall, the changes in segmentation performance with respect to accuracy due
to it are small. The main effect is the reduction of the MaxDist error, which is noticeable
on the wrist CT and brain MR image datasets. Also, apart from the segmentation of the
central gland, where GC+S gave less variable results than GC, the use of edge detectors did
not seem to provide any advantage over the original GC, possibly due to the already good
object/background contrast. However, the major advantage of the additional processing step
is the increase of the framework’s repeatability. Fig. 3 depicts the framework’s performance
with respect to the CA metric for each subject selected as the template image. In all datasets
the second stage offers an improvement of the framework’s dependency on the selected tem-
plate.

4 Concluding Remarks
We presented the results of a performance evaluation study of candidate methods for an in-
teractive segmentation framework, which leverages prior knowledge from one single image
example, in order to minimise the user’s intervention when similar images are processed.
The suggested framework operates in two stages. The results show that it can provide results
close to the ground truth without any user intervention, when a deformation-based registra-
tion is followed by a Graph-Cuts segmentation. Moreover, the two stage approach improves
the overall repeatability. While we have addressed this in the context of interactive segmen-
tation, the results of this study can be applied in "automatic" Atlas-Based segmentation as
well, where a single image is often used as a template.

In this study, we addressed the problem of using the prior knowledge of a single image.
However, in an on-line set-up more image examples are accumulated as the segmentation
proceeds. These can serve as a rich source of information about subsequent images in the
set. Therefore, future work will concentrate on leveraging the additional amount of prior
knowledge produced as the segmentation process goes on.
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Abstract
We discuss the problem of 2D+t intra- and inter-sequential registration of retinal an-

giograms. A joint spatio-temporal registration algorithm is presented based on a RANSAC
approach incorporating a quadratic model to describe "pairwise" image homography.
This is incorporated into a local-to-global hierarchical joint registration framework. Af-
ter registration, vessel centrelines are segmented by applying multi-scale steerable com-
plex wavelet filters to detect vessel centrelines to subpixel accuracy. Frame-by-frame
microvascular centrelines in Regions-of-Interest (ROIs) are evaluated against segmented
centrelines of the temporal average of the registered sequences. The microvascular cen-
trelines in registered sequences can be compared intra-sequentially and inter-sequentially
for clinical applications, for the non-invasive comparison and monitoring of micro-circulation.
This has the potential to detect the presence of microemboli and pathological structural
alterations.

Introduction
The retinal vascular system has spawned a huge range of clinical and pre-clinical research
and diagnostic techniques since it provides unique in vivo access for studying the character-
istics of the human vascular bed in a minimally invasive manner.

Fluorescein angiography is a well-established technique for clinical assessment of the
retina. The passage of fluorescein dye through the retinal vessels reflects both the vessel
structure and the rate of retinal blood flow. A fundus camera continuously photographs the
retina from the onset of dye injection over a period of 3 to 5 minutes [1]. This captures filling
(“wash-in”) and the subsequent elimination (“wash-out”) of dye in the retinal vessels. These
angiogram sequences are roughly divided into the arterial phase (filling of retinal arteries),
arteriovenous phase (complete filling of retinal capillaries with laminar flow exhibited in
retinal veins), venous phase (complete filling in large retinal veins, leading to the maximum
vessel fluorescence) and recirculation phase (approximately equal brightness in the veins and
the arteries, gradual elimination of dye from the retinal vasculature).

Measurements on retinal blood vessels have linked alteration of human (retinal) vascula-
ture with diseases such as hypertension, diabetes and age-related macular degeneration [2].
For early stage detection, subtle changes in the retinal microvasculature require sufficiently
fine-resolution imaging and dependable sub-pixel precision of registration to study vessels
at the micrometer scale. Current literature focuses on establishing correspondence between
global microvasculature measures and retinal blood flow [3]. Suggested parameters are blood
flow velocity, arteriovenous passage time, difference of arterial and venous times to maxi-
mum intensity, and time to maximum image [3]. All of these fail to capture microvascular
vessels individually.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Blauth et al. [4] first suggested that comparison of pre- and post- operative retinal fluores-
cein angiograms might indicate the existence of microemboli that could be associated with
cognitive impairment or even morbidity. However, only the macula region of one pre-op and
one post-op image were used [4].

The analysis of sequential retinal angiograms has not been widely exploited; the dynam-
ics of blood flow and the diffusion of the injected tracer introduce a low-frequency variation
that is both difficult to compensate for and computationally demanding. However, fluores-
cein angiography allows visualisation of the microvasculature less than 30µm in diameter,
which is not yet achievable by either funduscopy or color photography. By recruiting all
frames in both sequences, it is possible to study retinal microvasculature dynamics and iden-
tify small, but potentially significant embolic events. In this paper, we address and solve
three technical problems.
Image registration We need to estimate and model the distortion between frames in or-
der to map each angiogram onto one common coordinate system (the reference). Current
feature-based methods include global weak affine model with Bayesian matching [5], hier-
archical model refinement [6] and dual-bootstrap iterative closest point (DB-ICP) [7]. Often,
vascular bifurcation points are extracted as landmark points to estimate the transformation
model. Inaccurate landmarks can heavily distort the transformation estimate, especially in
[6], where each image only contains about 30-50 landmarks. This is improved in [7], where
landmarks in local “bootstrap” regions are iterated over to establish correspondence and to fit
and refine the transformation estimate. This method also relies on the accurate initialization
of corresponding landmark points.
Objective validation We need an objective error measure to evaluate the performance of
our registration algorithm. Registration error can be determined by the extent of misalign-
ment between the registered image and the reference image. Conventional ground truth is
obtained from manual registration [5]. This form of reference standard is subject to inter-
and intra-observer variability. Therefore, [6]&[7] use the “centreline” (linked lines between
landmarks) locations of the original images as relatively “unbiased” ground truth. However,
both the linking algorithm that interpolates subpixel locations and the similarity measure that
optimally matches subpixels between different frames vary from case to case in establishing
error metrics. Therefore, [8] casts an evenly spaced virtual grid that intersects with vessels to
obtain ground-truth pixels. This, however, disregards the location-dependent nature of pixel
information. Pixels located near the capillary-rich macula region generate significantly more
clinical interest than those near the retinal border (field-stop). Furthermore, their proposed
“error tracing” route theoretically favors strategies that pair both the forward and the inverse
registration functions to optimize the “net offset” rather than a true assessment of the regis-
tration algorithm on its own. Additional processing is required to address the uneven global
illumination.
Vessel segmentation We need to differentiate and identify microvascular segments from
the background in each of our angiograms. Exhaustive research focused on this area in-
cludes: use of morphology with Laplacian-of-Gaussian filtering [5], exploratory vessel trac-
ing [6], region-growing on Hessian matrix maxima in scale-space [9] and maximum likeli-
hood estimates from multi-scale filter output in scale-space [10]. Yet, most algorithms are
developed on fundus images, and are not necessarily able to capture capillaries in fluorescein
images at a much finer scale.
Methods
Pairwise Image Registration Geometric distortion, radiometric degradation, and additive
noise corruption contribute to the difficulty in registration. Problems specific to clinical
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retinal angiography are: the photographer’s bias in image capture, the patient’s involuntary
movement, and the 3D to 2D warping between retina and the camera. Existing techniques,
for example, approximate the retinal surface by a sphere [6], predict a perspective distortion
[8], or model the intensity variation to address uneven illumination [11].

At the pairwise level, we combine projective RANSAC [12] with a quadratic homog-
raphy transformation, pre-conditioned by contrast-enhancement within the field-stop. The
latter is required because the low dye concentration in the retinal blood vessels both at the
beginning and the end of the sequence requires temporary adjustment of the dynamic range
of pixel intensities. To disregard the edge of the frame and the patient record informa-
tion, a circular Hough Transform is used to detect the field stop. Local contrast within the
field-stop is histogram equalized and vessel bifurcations or crossings (landmark) points are
detected. False corners near the borders are eliminated with a distance criterion. Landmarks
are then putatively matched by windowed normalized cross-correlation. RANSAC itera-
tively estimates the “best-fit” projective model applicable to most putative matches. We use
the inliers-to-outliers ratio (the comparison between number of pairs that can be described by
the “best-fit” model within offset threshold and those that cannot) as a criterion on whether to
apply a higher order quadratic transformation model (with 12 degrees of freedom). Although
the quadratic model is more tolerant to pairwise distortion, the refinement is only sensible if
the lower order registration has been successful.
Joint Registration To analyse temporal information both within a consecutive sequence
of retinal angiograms (intra-sequence) and across two different sequences taken before and
after the operation (inter-sequence), we need a stepwise systematic framework that first
aligns each pixel intra-sequentially then cross-aligns the same pixel inter-sequentially. Multi-
temporal registration requires maximizing the point correspondence between similar struc-
tural features, while still allowing us to differentiate, detect or even monitor pathological
changes. For each patient, the last post-op frame was acquired several hours after the first
pre-op frame. This increases the chance for the vasculature to alter both in width and in
curvature, in addition to the natural variability of blood vessels.

For the nth frame in a sequence S of length N, let (xn,yn) denote the location in the frame
coordinates at time tn. The image is denoted by the function fn := fn(xn,yn; tn), n ∈ [1,N].

Consider two unregistered angiogram sequences, acquired with frame-specific spatial
coordinates relative to the camera lens, at unknown points in time relative to the cardiac
cycle, and with non-uniform frame-to-frame intervals (from less than a second to tens of

seconds) along each sequence: S(A) =
{

f (A)
n

}
n=1,2,3...NA

and S(B) =
{

f (B)
n

}
n=1,2,3...NB

. We

first spatially register each individual image f (A)
n in S(A) to a local reference spatial coordi-

nate system defined by frame f (A)
lr . This individual-to-local reference registration is also

applied to sequence S(B) with frame f (B)
lr as its local reference. We then register the two

local references f (A)
lr and f (B)

lr separately to one global reference fgr. This local-to-global
reference transformation is further combined with prior individual-to-local reference trans-
formation to give the individual-to-global reference transformation that allows both S(A)

and S(B) to be co-registered to one global reference fgr.
We adopt the clinical practice of selecting the darkest image as the local reference. Our

algorithm computes the sum of the pixel intensities within the field-stop and selects the
frame at the peak of the dye-time course (when the image is the darkest) in each sequence:
flr = { fn∗}, where n∗ = argmin

n∈[1,N]
〈 fn,Mn〉, with 〈·, ·〉 denoting a spatial inner product and Mn a

spatial weighting function (binary mask) that is unity for points (xn,yn) within the field-stop
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region and 0 outside.
The individual-to-local reference registration can be written as: f ′n = Rn(lr)( fn), where

f ′n := f ′n(x
′
(lr),y

′
(lr); tn), n∈ [1,N] is the registration result when individual frame fn is mapped

to the spatial coordinate system of local reference flr by function Rn(lr).
The local-to-global reference transformation can be written as: f ′lr = Rlr(gr)( flr), where

f ′lr := f ′lr(x
′
(gr),y

′
(gr); tlr) is the registration result when the local reference flr is mapped to

the spatial coordinate system of global reference fgr by function Rlr(gr).
Lastly, individual-to-global reference registration can be combined as: f ′′n = Rlr(gr)( f ′n),

where f ′′n := f ′′n (x′′(gr),y
′′
(gr); tn), n ∈ [1,N] is the registration result when individual frame fn

is mapped to the spatial coordinate system of the global reference fgr.
Vessel Segmentation The estimate for the centreline location of the vessels requires sub-
pixel resolution accuracy. In practice, fine vessel structure may not be captured in all frames
within a sequence. It is commonly observed that capillaries may “disappear” from the pre-
vious frame then “re-emerge” in the following one. Lastly, due to the time delay in the
passage of dye, angiograms at the beginning and end of a sequence contain significantly less
information on the detailed microvasculature.

To take into account previous and subsequent frames in one or more sequences, the

temporal average of the registered sequence(s), defined by: faverage = 1
N

N
∑

n=1
f ′′n

is a more perceptually accurate representation of the retinal microvasculature. Our seg-
mentation algorithm uses prior work [10], [13] and [14]. We apply steerable complex wavelet
filters at multiple scales on each frame fn, and use the filter outputs to infer the presence of
vessels and centreline locations.

A local orientation map can be constructed as: O(l)
n (xn,yn) = ∑K/2−1

k=0 |g(l)
k (xn,yn)|e j2φk

p+(∑K/2−1
k=0 |g(l)

k (xn,yn)|2)
1
2

for g(l)
k (x,y), k = 0,1,2, ...,K−1 denotes the output of the kth order oriented bandpass com-

plex analysis filter from image fn at level l, and p is a conditioning constant [13].
A local phase estimate, Ψ(l)

n , is obtained from filter steering by the polynomial functions

sp(φ ,k) and sq(φ ,k) on fn: Ψ(l)
n = 6

(K/2−1
∑

k=0
sp(φ ,k) f (l)

k (xn,yn)+
K/2−1

∑
k=0

sq(φ ,k)( f (l)
k (xn,yn))∗

)
.

For each pixel, we match local orientation O(l)(xn,yn) with phase estimate Ψ(l) in a 8-
connected neighbourhood. The extracted centreline locations are refined by the subpixel
information held in the phase shift between pixels. In scale-space, we link and weight the
candidate locations at different scales to filter out the noise.
Objective Validation For validation, we take a patch (ROI) near the macula region with
a high density of microvasculature. First, we establish our ground-truth as the centrelines
vaverage(x,y) within the ROI on faverage. Then we segment the vessel centrelines vn(x,y)
(within the same ROI) frame-by-frame in the co-registered pre- and post-op sequences. Com-
paring the centreline locations from each individual frame against ground-truth, we define
the centerline error measurement (CEM), for a given ROI area with vessel length L, as:

CEM =
1
L

L−1

∑
n=0
‖vn(x,y)− vaverage(x,y)‖

where ‖ ·‖ is the Euclidean distance. This is a fairer assessment of registration quality as the
clinically interesting fine-scale microvasculature contribute more strongly to the error metric
than a spatially-averaged global measure.
Experiments
We tested our proposed method on 384 retinal angiograms (4288-by-2848 pixels per frame,
captured by a Zeiss retinal camera at 30 degrees field) from 6 patients. Each patient has
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one pre-op and one post-op sequence, with ∼ 65 frames per sequence. We processed our
sequences using MATLAB 2009 on an Intel Dual Core CPU with 3.48G RAM. Our seg-
mentation evaluation used ROIs of size 101×101 pixels near the macula containing complex
orientations, and with clearly displayed capillaries ranging from 5-10 pixels in width. We
compared our algorithm with an affine model, that accounts for pairwise rotation, scale,
translation and shearing. The validation and segmentation procedures were controlled, so
the same ROIs were used in both models. Both algorithms ran on the same machine, and
both algorithms used the same local and global references to give a fair comparison. Figure
1(b) presents the comparison results of centreline error measure (CEM) between the outputs
of the two algorithms. For fine structures, the affine model has on average 2-3 pixel mis-
alignments and large error bars, up to 13-14 pixels. Our model, on the other hand, has a
much more stable performance at 0.1-0.15 averaged pixel misalignment and no more than
0.3 pixel in all registered frames.

(a) (b)Figure 1: (a) Temporal average faverage of registered sequences (pre- and post- pulmonarycardiac bypass opera-
tion) for each patient (a total of 6 patients) (b) Top: CEM of registered sequences per patient from our algorithm;
Bottom: CEM of registered sequences per patient using affine model. Note the different scales.

Conclusions
In this paper, we first suggested a novel joint registration procedure with promising results in
both the spatial and temporal domains. We then presented a novel pixel-wise wavelet scale-
space approach for centreline segmentation without thresholding or region-growing, which
is used for evaluation of registration accuracy. This allows comparison and non-invasive
monitoring of fine-resolution microvasculature from an existing well-established technique.
It provides the potential for detecting temporal changes in the circulation (possibly caused by
microembolism) in real-time to allow for preventative measures to avoid aggravated blood-
clotting impinging on patients’ quality of life and post-operative recovery.
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Abstract
The aim of this study is to automatically detect the boundary of vessel walls in opti-

cal coherence tomography (OCT) sequences. We developed a new method to eliminate
guide-wire shadow artifacts and accurately estimate the vessel wall. The estimation of
the position of the guide-wire is the key concept for the elimination of guide-wire shadow
artifacts. After identification of the artifacts we propose a geometrically-based method
which can be applied to OCT cross-section images to remove the artifacts. The segmenta-
tion approach is based on a novel combination of expectation maximization (EM) based
segmentation and graph cuts (GC) based segmentation. Validation is performed using
simulated data and 4 typical in vivo OCT sequences. The comparison against manual
expert segmentation demonstrates that the proposed vessel wall identification is robust
and accurate.

1 Introduction
Optical coherence tomography (OCT) is a light-based imaging technique that provides in
vivo high-resolution (<20µm) images of vessels, including the coronary arteries. This in-
travascular modality can accurately differentiates the vessel wall, stent struts and the vascular
tissue surrounding them. Knowledge about vessel wall properties is like to be valuable in
the management of cardiovascular diseases [6]. Recent studies [3, 4] have proposed several
methods for detecting the vessel wall and stent strut by analyzing endovascular OCT se-
quences. However, these algorithms work well only in OCT images without the presence of
guide-wire shadow artifacts. If the artifact exists, a region of the vessel wall will be hidden
and this will cause inaccurate vessel wall segmentation. An example of guide-wire shadow
artifacts can be observed in Fig.1. Therefore, we propose an automatic algorithm for identi-
fication of the vessel lumen, enabling the accurate and robust segmentation despite presence
of guide-wire artifacts.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: The illustration of an OCT image. The guide-wire shadow artifact is visible from
10 to 11 o’clock position.

2 Methods

The proposed approach consists of three components: (a) initial vessel wall detection, (b)
elimination of guide-wire shadow artifacts and (c) final vessel wall estimation. A flowchart
is shown in Fig.2. A segmentation of the initial vessel wall estimation is obtained using
a combination of expectation maximization (EM) and graph cuts (GC). After this initial
segmentation, a convex hull approach is used to eliminate the guide-wire shadow artifacts.
In the final step, we use an active contour approach to correct and smooth the contour of the
vessel wall.

Figure 2: The flowchart of proposed algorithm. OCT image undergoes (a) initial vessel wall
detection; (b) artifacts removal and (c) contour correction and smoothing to estimate the
hidden region of the vessel wall.

2.1 Initial Vessel Wall Detection

We propose a combined EM-based estimation [7] and graph-cut algorithm [1] to obtain an
accurate vessel wall segmentation. In our approach, EM-based estimation is used to classify
each voxel into binary labels: L(Ip) =

{
Lbackground ,L f oreground

}
. The EM algorithm consists

of two alternating steps: the E-step computes the probability that voxel vi belongs to label l
and the M-step reestimates the model parameters. The iterations of the EM-steps continue
until the change of log likelihood is smaller than a predefined threshold.

In order to obtain accurate label of each voxel, we use k components of the Gaussian
mixture models (GMM) to assign the probability of each label to a voxel. To avoid misla-
beling, we choose multiple components of the GMM to present one label of each voxel. Let
Pbackground and Pf oreground denote the probability that a voxel vi belongs to label l, and we
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then obtain the probability of each label as in Eq.1.

Pbackground = ∑n
i=1 Pli

Pf oreground = ∑k
j=n+1 Pl j

(1)

where Pli and Pl j are the probability of the foreground and background label of one com-
ponent of GMM; k is the total number of components in the GMM and n is the number of
components used for the background label estimation.

After the probability of each label of a voxel has been obtained, we then use a graph-cut
algorithm to estimate the segmentation of vessel wall. The graph-cut algorithm is energy
based functions used for labeling problems. It is composed of a region term and a boundary
term. The region term captures the global characteristics of an image and is estimated using
the output of the previous EM segmentation step. A coefficient λ in region term is used to
specify a relative importance of the region term versus the boundary properties term. The
boundary term ensures that the labeling f is smooth by penalizing two neighboring labels fp
and fq if they are different but their intensities are similar.

However, if we formulate our data set in a graph and perform 3D graph cuts (using a
26-neighborhood system), large amount of memory is required to represent the graph. Since
this is not feasible on a standard PC, we propose an approach where the 3D graph is divided
into several overlapping graphs. We divide a volumetric image set into several overlapping
subsets and run the simulation on each subset to obtain the label of each voxel.

In practice, we divide an OCT sequence into the subsets of p frames. Succeeding subsets
overlap by q frames to guarantee a consistent segmentation across frames. Figure 3(a) shows
the result of the initial vessel wall segmentation. We can clearly notice segmentation errors as
a result of the presence of the guide-wire. The next section explains how these segmentation
errors can be corrected.

Figure 3: The procedure of proposed method. (a)initial vessel wall detection, (b)elimination
of guide-wire artifacts, (c) automatic vessel wall estimation.

2.2 Elimination of Guide-Wire Artifacts and Vessel Wall Estimation
The artifacts in the OCT image cause a failure of the boundary detection of the vessel wall
that occluded by the guide-wire shadows. To remove the artifacts, we have used a convex
hull approach [2]. The first step is to identify the portion of the vessel wall which is affected
by the artifacts. From the initial segmentation, it is obvious that the artifacts appear inside
of the vessel wall. Thus, it is reasonable to assume that the distances between artifacts and
the convex hull of the vessel wall are larger than the distances between the vessel wall points
and the convex hull of the vessel wall.

In practice, we construct a set that contains the distances from each point on the vessel
wall to the convex hull of the vessel wall. The point v that has the maximum distance can be
obtained by Eq. 2.

v = argmax(Hconvex(X))) (2)
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where Hconvex(X) is the convex hull of the initial vessel wall segmentation.
We consider the point v as the seed point of an initial artifacts set S and set the vessel

wall points connected to S into a neighborhood set N. If the distance between a point in the
neighborhood set N and the convex hull is larger than the mean distance, we can assume that
this point is an erroneous point resulting from the guide-wire shadow and add this point into
the artifacts set S. We then iterate this process until the artifacts set is not growing. With the
identified points, a new vessel wall point set and artifacts point set could be obtained. Figure
3(b) shows the new vessel wall point set.

We then use a deformable approach, active contour [5], to correct the contour of vessel
wall and to extrapolate the contour in the area of the guide-wire shadow. The framework of
this method attempts to minimize an energy associated to the current contour as a sum of
an internal and external energy. An internal energy determines the shape of the contour and
an external energy describes the image properties. The new vessel wall point set is used to
initialize the active contour model near to the real edges of the vessel. Thus, the vessel wall
is precisely segmented (see results in Fig. 3(c)).

3 Results and Discussions
Our three-step automatic vessel wall segmentation process has been applied to all four OCT
sequences. For the inital vessel wall detection, we divide the OCT sequences into sub-images
of 64 frames. Subsequent sub-images share 44 frames in order to guarantee a consistent
segmentation across frames. We chose 0.5 as the value of λ of the region term weight in the
graph cut step. The number of iterations of the active contour model in the final step was
set to 100 and the estimated number of points of vessel wall was set to 400. In addition,
we chose 0.1 as the parameter to control the convergence of the energy function in the final
estimation. Figure 4 shows the results of vessel wall segmentation in all four data sets.

Figure 4: Vessel wall estimation: (a), (b), (c) and (d) show the estimation of the vessel wall
in a randomly chosen frame in each data set. Yellow contours are used to indicate the vessel
wall without the guide-wire shadow artifact.

To evaluate our results, we computed the accuracy of the segmentation. The accuracy
is estimated using the overlap (DICE) of the manual and automatic segmentation as a met-
ric.Table 1 presents measurements of the DICE overlap and the surface distance between
EM&GC segmentation and automatic segmentation.

In our proposed method, the average DICE overlap is 0.97±0.02 for the given datasets.
Compared with the EM&GC method, our method achieves a high accuracy rate. However,
a vessel contour estimation would become inflexible when the artifacts have been removed
frame by frame. A possible solution is to extend our contour correction and smoothing
method into 3D. The missing region in the current frame maybe correctly display in the
neighboring frames. Thus, a 3D estimation could be more consistent and produce more
continuous segmentations.
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Table 1: The accuracy measurements of the proposed method and the EM&GC algorithm.
Dataset 1 Dataset 2 Dataset 3 Dataset 4

Proposed
(dice-
metric)

0.98±0.01 0.98±0.02 0.96±0.03 0.97±0.02

EM&GC
(dice-
metric)

0.92±0.03 0.94±0.04 0.88±0.06 0.89±0.05

4 Conclusions
We presented a new fully automated method for the vessel wall detection which uses EM&GC-
based segmentation, convex hull detection and active contour models to obtain accurate seg-
mentations. Our method has focused on the images which have guide-wire shadow artifacts
and these artifacts would result in inaccurate vessel wall segments. Our method therefore
estimates the possible vessel wall position in the region affected by guide-wire shadows and
segments the vessel wall accurately.
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Abstract

We present a multi-region analysis of FDG-PET data for classification of subjects
from the Alzheimer’s Disease Neuroimaging Initiative. Image data were obtained from
69 healthy controls, 71 Alzheimer’s disease patients, and 147 patients with mild cogni-
tive impairment. Anatomical segmentations were automatically generated in the native
MRI space of each subject, and regional signal intensities extracted from the FDG-PET
images. Using a support vector machine classifier, we achieve excellent discrimination
between healthy controls and patients with both Alzheimer’s disease and mild cognitive
impairment. Using FDG-PET, a technique which is often used clinically in the workup
of dementia patients, we achieve results comparable with those obtained using data from
research-quality MRI, or biomarkers obtained invasively from the cerebrospinal fluid.

1 Introduction
Alzheimer’s disease (AD) is the most common cause of dementia in the elderly. There is no
cure at present, and patients with mild cognitive impairment (MCI), who are at increased risk
of developing AD, are of particular interest for treatment trials. Numerous FDG-PET studies
(e.g. [6]) have shown that MCI and AD are associated with significant reductions in the
cerebral metabolic rate of glucose in brain regions preferentially affected by AD. FDG-PET,
in conjunction with other neuroimaging methods and clinical biomarker measurements, may
therefore be a useful tool for the early diagnosis of AD, and for monitoring its progression.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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We investigate the use of a support vector machine (SVM) to classify subjects, based
on their baseline FDG-PET scans, as healthy controls (HC); AD patients; or as having a
baseline diagnosis of MCI, which may either convert to AD (progressive MCI; p-MCI), or
remain stable (s-MCI). Machine learning techniques based on FDG-PET data have been
successful in discriminating AD patients from HC (e.g. [5]). Various MRI-based methods,
including SVM classifiers, have been applied for the discrimination of AD patients from HC,
with reported accuracies generally ranging between 80% and 95% (e.g. [2, 5]).

We present a multi-region analysis of FDG-PET for classification of subjects from the
Alzheimer’s Disease Neuroimaging Initiative (ADNI). Segmentations into 83 anatomical re-
gions were generated in native MRI space, and the FDG-PET signal intensity in each region
sampled. FDG-PET image normalisation was performed using an independently derived
cluster of regions that are relatively preserved during the course of AD [8].

2 Methods

2.1 Imaging Data
Data were obtained from the ADNI database (www.loni.ucla.edu/ADNI), in which subjects
undergo regular cognitive assessments, as well as neuroimaging with MRI and FDG-PET.
We used baseline FDG-PET scans from 287 ADNI subjects, whose groupwise characteristics
are provided in Table 1. The MCI subjects were divided into p-MCI and s-MCI based on
changes in status occurring over 24 ± 11 (range 0 – 36) months. Full details of the image
acquisition protocols may be found in the ADNI technical procedures manuals.

Table 1: Group characteristics for the subjects whose images are used in this study. Mini-
mental state examination (MMSE) scores provide a measure of cognitive impairment.

Age Gender (%) MMSE Score
(mean ± std. dev.) Male Female (mean ± std. dev.)

HC (n = 69) 75.6 ± 5.0 61 39 29.0 ± 1.1
s-MCI (n = 85) 76.0 ± 6.9 73 27 27.5 ± 1.7
p-MCI (n = 62) 75.2 ± 6.9 65 35 26.8 ± 1.7
AD (n = 71) 76.2 ± 7.0 59 41 23.3 ± 2.2

2.2 Image Processing
The anatomical segmentations required for regional sampling were generated in native MRI
space. The FDG-PET images were co-registered with the corresponding native space MRI,
and sampled in this higher resolution space. The independently derived cluster required
for FDG-PET image normalisation was provided in the space of the Montreal Neurological
Institute template (MNI space). This cluster was then transformed into the native MRI space
of each subject. An overview of the image processing pipeline is provided in Fig. 1.

2.2.1 MRI Anatomical Segmentation

Automatic segmentations of the 1.5 T MRI were generated in native MRI space using multi-
atlas propagation with enhanced registration (MAPER), which has been previously described
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Figure 1: Image processing pipeline. Horizontal arrows indicate image registration and re-
slicing steps.

and validated for use in AD [4]. The segmentations are available through the ADNI web-
site [3]. Individual tissue probability maps for cerebrospinal fluid, grey matter and white
matter were obtained using FSL FAST (www.fmrib.ox.ac.uk/fsl). For FDG-PET image anal-
ysis, the grey matter portion within each cortical label is of relevance. Masked segmentations
were therefore employed, in which all regions except ventricles, central structures, cerebel-
lum and brainstem have been masked with a grey matter label, and the lateral ventricles have
been masked with a cerebrospinal fluid label.

2.2.2 FDG-PET Image Processing

FDG-PET acquisition was performed according to one of three protocols, so standardisation
was necessary before the images could be compared. Dynamic scans acquired over 30-60
minutes were motion corrected using rigid registration with the Image Registration Toolkit
(IRTK; www.doc.ic.ac.uk/∼dr/software). Co-registered frames were averaged to produce
static images, which were affinely aligned with the corresponding MRI. Although the intra-
subject registration of brain MRI and PET images is a rigid-body problem, an affine trans-
formation was preferred, because it can account for scaling or voxel size errors which may
remain after phantom correction of the MRI [1]. For FDG-PET normalisation, we obtained a
MNI-space image of the reference cluster used in [8] from the author. Using the “Segment”
module of SPM5 (www.fil.ion.ucl.ac.uk/spm), each MRI was linearly and non-linearly de-
formed to the MNI template. The inverse transformation parameters were then used to trans-
form the MNI-space cluster into the native MRI space of each subject.

2.3 Image Analysis and Classification
Each of the native MRI-space FDG-PET images was overlaid with its corresponding masked
anatomical segmentation, and the signal intensity per mm3 was determined for all 83 regions.
Global variations in the cerebral metabolic rate of glucose between subjects were accounted
for by normalisation to the signal intensity per mm3 in the reference cluster. The effects of
gender and age at scan were regressed out using a linear regression model..

We applied a SVM classifier using LIBSVM (www.csie.ntu.edu.tw/∼cjlin/libsvm). We
used a soft-margin formulation (“C-SVC”), and selected a radial basis function kernel. Ro-
bust estimates of classifier performance were obtained via a bootstrapping approach, assess-
ing the classification rates between pairs of clinical groups. The classifier performance was
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evaluated over 1000 runs, where 75% of the subjects were randomly selected for training,
and the remaining 25% for testing. Receiver operating characteristic (ROC) curves were
plotted, and the area under the curve (AUC) evaluated, as this provides an overall measure
of the discriminative ability of a classifier.

3 Results
Classification results are presented as ROC curves in Fig. 2. Regional t-values for com-
parisons between AD patients and HC, as well as MCI patients and HC were additionally
calculated. In the comparison between AD patients and HC, the ten highest t-values were ob-
served bilaterally in the posterior cingulate gyrus, hippocampus, posterior temporal lobe and
parietal lobe, and in the left parahippocampal gyrus and middle and inferior temporal gyri. In
the comparison between MCI patients and HC, the ten highest t-values were observed bilater-
ally in the hippocampus and parietal lobe, and in the left parahippocampal gyrus, amygdala,
posterior temporal lobe, posterior cingulate gyrus, insula, and pre-subgenual frontal cortex.

Figure 2: ROC curves for pairs of clinical groups, with the AUC for each given in brackets.

4 Discussion
We investigate the classification of AD and MCI subjects using a SVM classifier based on
data obtained from a regional analysis of baseline FDG-PET scans. We achieve excellent
discrimination of AD patients from HC (AUC 90%). This result is comparable with other
published studies, and approaches the limit achievable in the best clinical centres, since
commonly used diagnostic criteria themselves have an accuracy of around 90%. Reports
that some of the ADNI AD patients may have a pattern of glucose metabolism that is more
consistent with frontotemporal dementia than with AD [7] indicate a potential confounding
factor which could also be limiting the classification accuracy.

The majority of research surrounding the classification of AD and MCI focuses on the
discrimination of AD patients from HC and, in fewer cases, MCI patients from HC. We
propose the use of multi-region FDG-PET data for classification on the ADNI cohort, and
further aim to discriminate between p-MCI and s-MCI patients. Good group discrimination
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is achieved between MCI patients and HC (AUC 75%), as well as between AD and MCI
patients (AUC 70%), with the results again comparable with other published studies (for
example [2]). The discrimination between p-MCI and s-MCI patients is promising (AUC
66%), and it is important to consider that clinical follow-up data are still being acquired for
the ADNI subjects, and therefore those currently in the s-MCI group may yet convert to AD.

In comparisons between both AD patients and HC, and MCI patients and HC, regional
t-values indicate significant group differences across most of the brain. The most significant
regions include those known to be affected in AD, consistent with previous voxel-wise t-tests
performed on ADNI data [6]. Using FDG-PET, a technique which is often used clinically
in the workup of dementia patients, we achieve classification results which are comparable
with those obtained using data from research-quality MRI, or biomarkers obtained invasively
from the cerebrospinal fluid. In particular, we obtain a promising classification result for the
most challenging, but clinically significant, comparison between p-MCI and s-MCI.
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Abstract

We examine how the combination of image processing techniques and mathematical
modelling can enhance understanding of the structure of articular cartilage and its rela-
tion to clinical MRI appearance, in order to aid the diagnosis, predication and evaluation
of cartilage disease, the most prevalent of which being osteoarthritis. The orientation of
these fibres, while not visible through clinical MRI or even µMRI, influences the T2 re-
laxation time through dipolar interaction. We introduce a model to describe the variation
in collagen fibre orientation through the depth of articular cartilage and the anisotropy
of the T2 relaxation time. We demonstrate a novel application of the Laplace thickness
method to solve the depth and orientation dependent problem and its application to high
magnetic field images of bovine articular cartilage. The application of a quantitative
model based approach may allow the development of a functional imaging technique
to evaluate the early stages and progression of cartilage diseases and disorders such as
osteoarthritis.

1 Introduction
Articular cartilage provides an extremely low friction wear-resistant surface for load support,
transfer and motion between the bones of a diarthrodial joint. Articular cartilage is composed
of a small population of specialist cells called chondrocytes, which are contained within a
large extracellular matrix (ECM) [2]. The fluid phase is composed of water with ionic and
non-ionic solutes, which constitutes 75-80% of the wet weight of cartilage. The solid phase
is composed of approximately 10% chondrocytes, 10-30% collagen, 3-10% proteoglycans,
and 10% lipids. The organization and composition of articular cartilage varies with depth,

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: Collagen fibre orientations in the histological zones of articular cartilage, modified
from [4]

resulting in the variation of the mechanical properties through its histological zones, defined
by the changing orientation of the collagen fibres as shown in figure 1.

In cartilage, the fibrillar collagen within the cartilage matrix immobilizes the tissue water
protons, which promotes dipole-dipole interactions between them. This dipolar interaction is
an efficient mechanism for T2 relaxation and is governed by the geometric factor (3cos2 θ −
1). This reaches a minimum at approximately 54.7◦, known as the "‘magic angle"’.

Changes to cartilage ultra-structure are often among the first stages of degenerative dis-
ease, including osteoarthritis [8]. The ability to detect these changes is an important goal in
the early detection and diagnosis of these conditions, and to establish biomarkers to allow
monitoring of progression and potential treatment. This has resulted in a number of research
studies using µMRI to access the structural properties of articular cartilage [1, 5, 9].

At any point through the depth of the cartilage the fibre direction distribution is a com-
plex 3D distribution, with a directional bias towards the primary aggregating fibres but with
smaller cross linking fibres orientated in all directions. The distribution can be simplified
by considering the fibre distribution as a composite of radial, tangential and isotropic fibres
[6, 12]. Functions can then be defined to describe the variation of these fractions with depth
through the tissue. The observed depth and angular dependency of the T2 relaxation time
can then be attributed to the dipolar interaction resulting from the weighted average of this
composite.

2 Methods
We propose an alternative model for a 2D fibre distribution within the imaging plane which
is based on exponential functions. The simple two parameter model is designed to approxi-
mate the standard arcade model of fibre orientation, which was first proposed by Benninghoff
[3, 10]. In order to perform the analysis we will assume that the observed T2 relaxation time
occurs purely as a result of dipolar interaction due to the collagen fibre network. Three orien-
tation populations are assumed, the main aggregate fibres which are orientated tangentially
or radially and smaller fibrils which have an isotropic.

The surface zone is relatively thin (in human tissue around 7% of the total thickness) and
the fraction of tangential fibres quickly reduces to the predominantly isotropic transitional
zone. This is modelled by an exponential function where the boundary between the surface
zone and the transitional zone (hsz) is defined as the "half-life" of the exponential, the point at
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which the fraction of isotropic fibres is greater than that of the tangential fibres. The fraction
of tangential fibres with depth (d) through the tissue is given by

fs = e−βsd , where βs =
ln(2)
hsz

(1)

The fibre orientation function for the radial zone is also defined using an exponential
function. The boundary between the transitional zone and the radial zone (htz) is defined as
the point at which the fraction of radial fibres is greater than that of the isotropic fibres.

fr = e−βr(d−h), where h = hsz +
htz

2
, βr =

ln(2)
htz/2

(2)

The remaining fraction of fibres is considered as isotropic.
The ‘scaling factor’ (T2n) applied to the T2 relaxation time as a function of depth through

the tissue and the angle between the normal to the surface and the B0 field can then be
described as

T2n(d,θ) = 1− fs(
1−3cos2 (90−θ)

2
)− fr(

1−3cos2 θ
2

) (3)

Cartilage regions are typically curved, with thickness that varies over the surface of the
bone. To analyse the depth dependent properties of the tissue, a consistent definition of the
tissue thickness is required which is provided by the Laplace thickness method of Jones et
al. [7]. The Laplace equation is a second-order partial differential equation for a scalar field
ψ , enclosed between boundaries S1 and S2. It takes the form

∂ 2ψ
∂x2 +

∂ 2ψ
∂y2 +

∂ 2ψ
∂ z2 = 0 (4)

where ψ = ψ1 on S1 and ψ = ψ2 on S2. The Laplace equation describes a layered set of
surfaces which constitute a smooth transition between surfaces S1 and S2. These values can
be considered as electric potentials, which makes the solution analogous to an electrostatic
field. Laplace’s equation can be solved iteratively using the Jacobi method.

The orientation of each voxel relative to the B0 field is calculated by defining the orien-
tation in the element as being equal to the orientation of the vector between the point P1 on
S1 determined by integrating from the centre of the element to S1, and P2 on S2 determined
by integrating from the centre of the element to S2 (forming the field line passing through
the centre of the element).

Bovine patellae were obtained from a local abattoir within 4 hours of slaughter, excised
from surrounding tissue and prepared into six 8mm diameter discs. Once prepared the sam-
ples were stored in phosphate buffered saline solution (PBS).

Imaging was performed on a 9.4T Varian scanner. Anisotropic voxels of dimensions
0.234 x 0.0313 x 2 mm were chosen to provide increased depthwise resolution while preserv-
ing signal-to-noise ratio (SNR). The acquisition parameters for the Carr-Purcell-Meiboom-
Gill (CPMG) imaging sequence were: Matrix 128x256; TE = 3.2 - 32 ms, 10 echoes 3.2ms
intervals; TR=2500ms. A single slice was acquired through the central 2 mm of each disc.

Cartilage regions were manually segmented from the acquired images and a threshold
was applied to the segmented region to remove points along the edge which have partial
volume with the surrounding PBS. SNR values were calculated for each echo at each orien-
tation in the deepest 20% of the cartilage region. T2 values were then calculated. The d and
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Figure 2: Normalized T2 (T2n) map and model generated T2n map for a bovine patella carti-
lage sample

θ values for each pixel were calculated using the modified Laplace thickness method. The
heights of the surface and transitional zones were optimized by minimizing the residual sum
of squares between the normalized acquired T2 map and the model generated map, using a
constrained non-linear optimization implemented in Matlab.

3 Results
Figure 2 illustrates a normalized T2 map, termed T2n along with the model generated T2n map
and error map calculated for one of the samples. Goodness of fit was evaluated using RMSE
and R2. For the six control samples imaged the mean RMSE was 0.15 and the mean R2 was
0.73 between the acquired and model generated T2n maps.

4 Discussion
We have derived a simple model for describing the fibre orientations in articular cartilage
and examined the feasibility of fitting this model to high field data, using a novel method
for resolving a depth and angle dependent problem. The calculated goodness of fit measures
illustrate that this simple two parameter model is able to describe the T2 anisotropy observed
in the cartilage sample.

We have assumed that the concentrations of the other matrix constituents remain approx-
imately constant throughout the depth of the tissue, and that therefore they do not contribute
to the observed T2 value. In real cartilage this assumption is incorrect, and will introduce
an error into the analysis. The acquisition technique we have chosen seeks to maximize
the depth wise resolution while providing sufficient SNR. Similar protocols have been sug-
gested for clinical imaging of articular cartilage [11]. Further experiments are required to
establish the ability of the technique to provide quantitative information on the fibre orienta-
tions through comparison with histology.

There are currently no clinically applicable techniques to resolve the integrity of the col-
lagen fibre network. Clinical images have decreased resolution and SNR, which complicates
the interpretation of the observed T2 anisotropy. We believe that the consistent definitions of
depth and orientation provided by adapted Laplace thickness method will aid investigation
of the influence of dipolar interaction in clinical cartilage imaging. The method, combined
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with the application of our model based approach would allow the investigation of the spatial
anisotropy of T2 in clinical images, and particularly over the curvature of the femur which
provides multiple angles for analysis.

It is hoped that the application of a quantitative model based approach may allow the
development of a functional imaging technique and the evaluation of the early stages and
progression of cartilage disease such as osteoarthritis.
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Abstract 
This paper proposes a novel segmentation technique for drusen detection in retinal 

fundus images based on the scale space approach endowed with feature stability. To 

select significant blobs representing drusen, the stability of the features of scale-space 

blobs is taken into account in addition to conventional blobs' lifetime. The algorithm 

was tested with over 20,000 blobs from 26 retinal images and the results show that the 

method can detect variable size and variable shape drusen efficiently with Positive 

Predictive Value over 95%. 

1 Introduction 

Age-related macular degeneration (AMD) is a progressive disorder of the central retina, or 

macula, found in adults over the age of 50. The macula is responsible for sharp, clear 

central vision and the ability to perceive colours. Because AMD will cause no pain so 

patients never notice any change in their eyes until they cannot see clearly. Patients may 

only have blurred vision or slight visual distortion and in the worst cases, AMD results in 

either partial or complete loss of central vision, making reading, driving or even recognizing 

people impossible. 

The presence of drusen, tiny yellow deposits in the retina is one of the most common 

early signs of AMD. Over a period of time, drusen slowly develop their sizes, shapes, and 

numbers. The ophthalmologists use these features as keys to classify the severity of AMD 

and to give appropriate treatment to patients. Automatic drusen detection can become very 

helpful for early drusen screening process. 

There are several proposed drusen detection algorithms. P. Checco et al. [1] proposed a 

Cellular Neural Network-based algorithm which aims to enhance drusen in monochromatic 

red-free fundus image. For detecting drusen, they used an adaptive segmentation, an 

improved method of CNN algorithm [2]. K. Rapantzikos and M. Zervakis [3] proposed 

local histogram method to identify an appropriate local threshold for segmenting each    
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region of drusen. Simple morphological operations, such as dilation and erosion, cannot be 

used directly since the drusen do not have a precise shape or size[4-5]. L .Brandon et al. [6] 

proposed an automatic drusen detection method using multi-level analysis. A fuzzy logic 

approach was also used for drusen detection [5]. To produce high accuracy drusen 

segmentation results, most techniques mentioned earlier require prior information about 

drusen such as intensity, colour and shape to specify appropriate parameters, e.g., intensity 

threshold and morphological window sizes. However, optimizing these parameters is very 

challenging since the retinal images have variation in light conditions and a wide variety of 

the shape and the size of the drusen. Even these parameters have been well adjusted using a 

training set, they will be robust and efficient as applied to only a test set with similar 

characteristics (contrast, light conditions, etc.). 

Since the appearance of drusen is variable and difficult to predict, we take advantages of 

scale space algorithm, presented by Lindeberg [7-8], to develop a scheme for automatic 

drusen detection. Without prior knowledge of the region of interest, the scale space analyses 

an input image by  blurring it several times using different scale parameters and detecting 

local maxima with extent, called grey-level blobs. The relationship of blobs between 

different scales can be presented by a scale-space blob tree. In the absence of further 

information, the significance of a blob can be measured using its lifetime. Blobs 

representing the regions of interest can be selected from those with high significance. The 

algorithm has been used to localize the optic disc [9] and detect variable size objects 

without prior information [10]. The detected results show that the algorithm is very efficient 

and robust even applied on variety of input image including low contrast and noisy images. 

This paper presents an algorithm for drusen detection based on scale-space approach 

combined with feature-based analysis. In blob linking step, we define three criteria for 

drusen candidate selection based on feature stability and lifetime of the blobs.  

2 Proposed Methods 

2.1 Scale Space Representation 

In scale space, a multi-scale representation of an image can be generated by convolving the 

image, f(x, y), with a series of Gaussian smoothing. Given an image, I, the output at scale   

 of the image is L() = g()I  where g() is the Gaussian kernel. A scale parameter, , of 

the kernel is gradually increased to obtain smoothed images in various scales. The 

increment of the scale parameter results in suppressing insignificant details while prominent 

structures tend to remain in coarser scales. Constructing several scales aims to analyze the 

behavior of the image structures under blurring. Throughout the process, the Gaussian 

smoothing simplifies the image without producing new spurious structures. Smaller blobs in 

finer scale may disappear or merge to other close blobs to form larger one in the next 

coarser scale. The blurring process will stop when the whole image eventually contains only 

one blob. 

After extracting blobs from each scale, blobs between adjacent scales having 

corresponding locations will be linked as a binary tree to form a scale-space tree (as shown 

in Figure 1(a)). Suppose there are six scales and t1 – t6 denoted the finest to coarsest levels. 

Note that scale intervals can be different resulted from the refinement process. Each node 

represents a blob extracted at a specific scale. An edge connecting the two blobs indicates a 

318



C. DUANGGATE et al.: DRUSEN DETECTION BASED ON SCALE-SPACE 3 
 

direct spatial relationship between them. For example, b2 at scale t1 becomes b11 at scale t2. 

b20 and b21 merge into blob b25. 

A blob can be either meaningful or meaningless component. The importance of each 

blob has to be, then, specified. If a blob stays for a long period in the scale space blob tree, 

it can be assumed to be important. Traversing the scale-space blob tree, yields the candidate 

objects in the original image. 

2.2 Blob Significance Evaluations 

Because the purpose of using scale space is to extract important structures in the image 

based on their appearance and significance of blobs in the scale space representation, we 

have to set some criteria for comparing significance of blobs between different scales. In 

other words, we need to judge which one should be regarded as more significant than 

others.  With no other information, we assume that the important structures in the image 

stay longer over scales. The step used in this proposed method is discrete so our proposed 

and simplified blob lifetime, L, is defined by L = tD – tA - tSTART where tD and tA denote 

disappearance and appearance scales of the blob respectively and tSTART is the time when the 

life count begins. tSTART is introduced to eliminate the noise and unwanted tiny blobs. 

2.3 Proposed blob significance measurement based on its feature 

stability 

In this paper, the important attributes of a blob, such as a colour, texture, etc., are 

incorporated into the conventional blob linking process by defining the “strong” and “weak” 

links. The strong link connects between blobs having similar features while the weak link 

corresponds to an unstable feature and interrupts the life of the particular blob.  Note that 

the links can be weighted depending on the degree of stability of the features defined below.  
 

 
 

                                (a)                                                                          (b) 

Figure 1: (a) Cross sectional scale-space blob tree. (b) Example of blob selection by the 

proposed feature stability method. 

By using the boundary of the blob as a mask, we can extract feature vector of the blob 

from the original image.  Features can be represented by general descriptors of the colour, 

texture, etc. 

We define the feature stability by 

                                                       

1

( , )
S

dist f g
=

                                (3) 

where f = [f1, f2, f3, ..., fn] and g = [g1, g2, g3, ..., gn] are feature vectors corresponding to two 

candidate blobs and dist is an appropriate distance such as Euclidean distance or 
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Mahalonobis distance. Note that a distance with weights 
iw  can be used, such as,        

dist(f, g) =  wi dist(fi,gi) if the features have different significance.  However In this 

experiment all the features have equal weight. Additionally the significance of the features 

may vary depending on the time step. 

The feature stability approach is demonstrated in Figure 1(b). The feature vector consists 

of one nominal feature (colour) characterized by R, G, B and Y (as denoted on the top-left 

corner of the blob) and lifetime, denoted on the top-right corner. 

3 Proposed Methods 

The area occupied by drusen is very important information for severity grading. A 

standard grid template centred at the macula is overlaid onto the original image in order to 

provide diagnosis baseline for the ophthalmologists. The grid is adapted from the Early 

Treatment Diabetic Retinopathy Study [11]. The grid is manually put onto the image at the 

fovea (centre of macula) as shown in Figure 2 by an expert ophthalmologist. The drusen 

detection results will be shown within grid area only. 

 

      
(a) (b) (c) 

Figure 2: A circular grid superimposed onto the input image to scope the area of drusen 

detection. 

          (a)        

          (b)          

Figure 3: Example of drusen detection results. (a) input images (b) corresponding detection 

results. 

The proposed algorithm was tested with 26 retinal images taken at Eye Centre, 

St.Thomas' hospital London with image size of 768 x 576 pixels. Some of the detection 

results are shown in Figure 3. The results are then verified at pixel level against expert 

ophthalmologist hand drawn ground truth. From a total of 25,041 blobs in 26 images, the 

proposed algorithm yields Sensitivity of 87.31%, misclassified proportion of 3.41% and 

Positive Predictive Value of 95.83%. 
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4 Conclusion and Discussion 

A novel approach for automatic drusen detection based on scale space and feature stability 

is proposed. The algorithm efficiently identifies drusen using both information of blobs’ 

lifetime in scale space tree and blobs’ feature stability with high accuracy. Feature stability 

across scales is used to prune the tree so the detection result with better accuracy can be 

achieved faster. The algorithm is robust that it can detect variable size and variable shape 

drusen without a priori information even though the shapes and sizes of multiple drusen are 

not uniform throughout the image. The algorithm is also flexible so that the feature vectors 

can be extended or modified to suit particular applications. 
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Abstract

We present a fully automatic segmentation method to extract media-adventitia border
in IVUS images with shape prior information. Segmentation of IVUS has shown to be
an intricate process due to relatively low contrast and various forms of interferences
and artefacts caused by, for instance, calcification and acoustic shadow. We incorporate
shape prior with an automatic graph cut technique to prevent the extraction of media-
adventitia border from being distracted by those image features. Novel cost functions
are constructed based on a combination of complementary texture features. Comparative
studies on manually labeled data show promising performance of the proposed method.

1 Introduction
Intra-vascular ultrasound (IVUS) is a catheter based technology that provides 2D cross-
sectional coronary vessel images to help clinicians to diagnose coronary heart diseases, such
as atherosclerosis. There are two types of borders of clinical interest: the lumen-intima bor-
der that corresponds to the inner coronary arterial wall and the media-adventitia border that
represents the outer coronary arterial wall located between the media and adventitia. Seg-
mentation of the second type of border is the focus of this paper. The media layer is largely
consisted of homogeneous smooth muscle, which exhibits as a dark layer in ultrasound im-
ages, and is surrounded by fibrous connective tissues called adventitia.

The appearance of the media-adventitia border in IVUS images is affected by various
forms of imaging artefacts, such as acoustic shadow caused by catheter guide wire or tis-
sue calcification. The use of shape prior is often desirable in order to achieve robust seg-
mentation of those anatomical structures from IVUS images. For example, in [2] signed
distance transform is used to implicitly represent prior shapes, followed by principal com-
ponent analysis (PCA) to generalise the shape variation. The learned mean shapes (principal
components) and their corresponding variations are then used to constrain image gradient
based media-adventitia border segmentation. However, this method need specific tunning
and shape training to work properly on high frequency ultrasound images, e.g. 40 MHz in

c⃝ 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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our case. Its global shape prior learning requires a general assumption that the shape vari-
ation is largely linear. Additionally, this kind of image gradient based approach may suffer
from distraction of strong image features due to fibrous plaque and other imaging artefacts.

In this paper, we propose a fully automatic media-adventitia border segmentation method
using graph cut and local shape prior. Multi-scale textural features are used to construct the
cost function for graph partition. The use of local shape prior may allow a more flexible
global shape variation. Evaluation of the proposed method is carried out on a manually la-
belled IVUS dataset. Substantial improvements are shown compared to segmentation with-
out using the local shape prior.

2 Proposed method
The proposed method begins with some pre-processing which involves transforming the
IVUS images from Cartesian coordinates to polar coordinates for the purpose of graph con-
struction and automatic removal of catheter region from the transformed images since that
region does not contain any anatomical information. All the training shapes which in polar
coordinates are aligned by using rigid translation. The first order derivatives in radial dis-
tance are used to characterise the shape variation. Note, it is not generalising shape variation
at each column, which requires for instance the training shapes to be generally in the same
scale. Rather the variation in neighbouring inter-column changes are modelled and used in
graph construction and partition. A node-weighted directed graph is constructed, taking into
account the shape constraint. The segmentation of the media-adventitia border is thus con-
sidered as searching for a minimum closed set on this node-directed graph, which is solved
by computing a minimum s− t cut in a derived arc-weighted directed graph. The associated
cost function is based on image features extracted using local phase transform, first order
derivatives of Gaussian, and Gabor filters. Finally, the extracted media-adventitia border is
smoothed using efficient 1D radial basis function (RBF) interpolation.

2.1 Graph Construction
Conventional graph cut, such as [1], generally minimises an edge based energy function to
find the optimal segmentation of IVUS, but it may fail due to the absence of strong coher-
ent features along the border and the presence of distractive objects with similar intensity
profiles. In [5], the authors incorporated some shape prior to overcome these problems.
However, user initialisation is necessary. In [3], a novel graph construction method is pro-
posed, which transforms surface segmentation in 3D into computing a minimum closed set
in a directed graph. Very recently in an extended work [4], the arcs between neighbouring
columns are set to be dynamic in order to incorporate prior shape and new arcs are added to
constrain the smoothness of the interface. Here, we adopt this graph construction technique
to carry out IVUS 2D segmentation, which achieves global minima in low order polynomial
time complexity but does not require user initialisation.

Briefly, a graph G = ⟨V,E⟩ , where each node V (x,y) corresponds to a pixel in image
I(x,y), is constructed for segmenting the media-adventitia interface S(x,y). Along each col-
umn in the graph, every node is connected to the node below in the same column with +∞
weight on the arc to ensure that the desired interface intersects with each column exactly
once. In the case of the inter-column arcs, for each node V (x,y) a directed arc with +∞
weight is established to link with node V (x+1,y− ∆̄p,q), where ∆̄p,q is the maximum differ-
ence between two neighbouring columns p and q. Similarly, node V (x + 1,y) is connected
to V (x,y + ∆p,q), where ∆p,q controls the minimum difference between two neighbouring
columns. Without using the shape prior, the value for ∆̄p,q and ∆p,q are set as global con-
stants for every pair of neighbouring columns and act as a hard constraint to prevent drastic
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changes in shape. The neighbouring nodes in the last row are connected to each other with
+∞ weight on arc to maintain a closed graph.
2.2 Shape Prior
Taking into account the shape constraint, the associated energy function used to find the
optimal interface S can be defined as:

E(S) = ∑
I(x,y)∈S

C(x,y)+ ∑
(p,q)

fp,q(S(p)−S(q)) (1)

where C(x,y) is the cost function, described in Sect. 2.4, and fp,q is a convex function penal-
ising abrupt shape changes in S between neighbouring columns p and q. The training shapes
are aligned in polar coordinates and the radial differences between neighbouring columns
are computed at each column (equivalent to first order derivative). The radial differences
between neighbouring columns, p and q, are generalised using mean mp,q and standard de-
viation σp,q. These statistics are then used in determining maximum and minimum distances
when connecting neighbouring columns in graph construction, i.e. ∆̄p,q = mp,q + c ·σp,q,
∆p,q = mp,q − c ·σp,q, and c is a real constant. However, these inter-column arcs alone will
impose hard constraint on shape regularisation. Hence, additional inter-column arcs are nec-
essary in order to allow smooth transition between columns, that is intermediate values h in
the range of ∆̄p,q and ∆ are used to construct inter-column arcs. The direction of these arcs is
based on the first order derivative of the function fp,q(h). For each value of h, if f ′p,q(h) ≥ 0
an arc from V (x,y) to V (x+1,y−h) is established and if the f ′p,q(h)≤ 0 the arc is connected
from V (x+1,y) to V (x,y+h) . The weight for these arcs is assigned as the second derivative
of the function fp,q. Here, we employed a quadratic function, fp,q = 3(x−mp,q)2.
2.3 Feature Extraction
The media layer is usually thin and generally dark in intensity, and the adventitia layer tends
to be brighter. However, acoustic shadow, calcification, and other interfering image fea-
tures are common. Hence, the feature extraction is concerned with enhancing the difference
between media and adventitia and suppressing undesirable features.

First order derivative of Gaussian – This set of filters is designed to highlight the inten-
sity difference between media and adventitia. Four different orientations are used.

Band-pass log-Gabor – Log Gabor is used as a band-pass filter in three scales to enhance
the border and to reduce speckles and other image artefacts. To minimize possible overlap
with the derivate of Gaussian filter in extracting edge features, this process is carried out in
coarser scales. Hence, these features highlight dominant edges.

Local phase symmetry feature – Symmetry feature [6] is exist in the frequency com-
ponents at either the minimum or maximum symmetric points in their cycles, obtained by
convolving even em(x,y) and odd om(x,y) symmetric Log Gabor filter to remove DC com-
ponent and preserve phase in localised frequency. In [7] employs spatio-temporal technique
to enhance edge and bar-like features and suppress speckles in ultrasound images.

Feature symmetry favours bar-like image patterns, which is useful in extracting the thin
media layer. We modify the feature symmetry equation in [6] to focus only on the dark
polarity (minimum intensity) symmetry:

FS(x,y) = ∑
m

⌊[−|em(x,y)|− |om(x,y)|]−Tm⌋
Am(x,y)+ ε

(2)

where m denotes filter orientation, ε is a small constant, Tm is an orientation-dependent noise
threshold, Am(x,y) =

√
e2

m(x,y)+o2
m(x,y) and ⌊.⌋ denotes zeroing negative values.

2.4 Cost function
The cost function indicates the likelihood of each node in the graph belongs to the minimum
cost path that represents the desired interface. For segmenting the media-adventitia border,
all the three types of features described in Sect. 2.3 are used. It takes the following form:
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Table 1: Quantitative comparison. AD: area difference in percentage; AMD: absolute mean
difference in pixel compared to ground-truth.

No Shape Prior Shape Prior
AD AMD AD AMD

Mean 8.96 16.32 4.91 6.89
Std. 5.79 12.82 1.94 2.57
Min 3.26 4.33 2.35 3.56
Max 20.25 46.88 9.57 11.97

C(x,y) = Cd(x,y)+α1CG(x,y)+α2(1−FS(x,y)) (3)
where Cd denotes the term for derivative of Gaussian features, CG is for log-Gabor, and
α1 and α2 are constants. The derivatives of Gaussian responses from different orientations
are summed together to form Cd . CG can be obtained by cascading the filtering responses
across scales. However, more weight can be assigned to coarser scale features so that it
presence the connectivity of media-adventitia border at the existence of acoustic shadow,
e.g. CG = G(3) + G(4) + 1.5G(5) as used here and G(i) denotes ith scale. Feature symmetry
FS is useful in enhancing the thin layer of media. It is normalized beforehand, and since the
middle of the layer has larger values 1-FS is used in the cost function so that the interface
between media and adventitia is highlighted. Note that each of the term in the cost function
is normalized.
2.5 Compute the optimal interface
Each graph node is weighted by a value represents its rank to be selected in the minimum
closed set graph, whose upper envelope corresponds to the optimal interface. The weight
assignment is carried out according to w(x,y) = C(x,y)−C(x,y−1) where w is the weight
for each node in the directed graph, which serves as the base for dividing the nodes into non-
negative and negative sets. The s− t cut method [1] can then be used to find the minimum
closed set. The source s is connected to each negative node and every non-negative node is
connected to the sink t, both through a directed arc that carries the absolute value of the cost
node itself. The optimal media-adventitia interface corresponds to the upper envelope of the
minimum closed set graph.

The segmented media-adventitia may still contain local oscillations. Smoothing can be
applied to eliminate such oscillations. Here, RBF interpolation using thin plate base func-
tion is used to effectively obtain the final interface. Note, due to the images have been
transformed into polar coordinates, the RBF processing only needs to be carried out in 1D.

3 Experimental Results
The proposed method is evaluated on a set of 40 IVUS images from 4 pullbacks acquired
by a 40 MHz transducer Boston scientific ultrasound machine, where 20 images are used
in the training set and the rest for testing. These images contain various forms of soft and
fibrous plaque, and calcification. The training shapes are pre-aligned when transforming
from Cartesian coordinates to polar coordinates. Due to the graph construction is defined
according to the learned information and remained fixed during the segmentation, we limit
the work on single template. Manual segmentation was carried out on all the images to es-
tablish a "ground-truth". The proposed method is compared with segmentation using the
same graph construction but without incorporating the shape prior. Fig. 1 shows typical per-
formance for both methods. Table 1 provides a quantitative comparison for media-adventitia
border segmentation. The advantage of using prior is evidently clear. A qualitative compar-
ison between manual labelling of the media-adventitia border and the proposed method is
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(a) (b)
Figure 1: Media-adventitia border segmentation (a) without shape prior; (b) with shape prior.

Figure 2: Comparison between ground-truth (green) and the proposed method (red).

shown in Fig. 2. Overall, the proposed method achieved promising results without any user
initialisation and the use of shape prior provides better accuracy and consistency.

4 Conclusion
We presented an automatic media-adventitia segmentation method, whose geometric con-
strain is derived from the training set and integrated in the graph construction. Shape prior
information helps to overcome the difficulties in finding the location of the border when there
is calcification or guide wire shadowing. Qualitative and quantitative comparison showed
superior performance of using shape prior and demonstrated a promising approach to IVUS
image segmentation.
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Abstract

Ultrasound (US) image segmentation is one of the most difficult and challenging
among medical imaging modalities due to the poor signal-to-noise ratio, signal dropouts,
and speckle patterns characteristic of US images. Previous methods avoided the use
of purely intensity-based segmentation approaches, because of the intensity inhomo-
geneities present within the structures of interest. However, local phase, derived from
the monogenic signal, extracts structural information from US images, being invariant
to contrast. By combining different scales of the local phase, feature asymmetry can
be calculated to represent edge information. This paper proposes a novel ultrasound
segmentation approach based on the fuzzy connectedness framework. A new affinity
function is designed to drive the segmentation algorithm using structural and edge infor-
mation based on local phase, instead of intensities and intensity gradients. Quantitative
and qualitative results are illustrated on US images of the fetal arm, the object of interest
being the adipose tissue, which is an indicator of fetal nutrition.

1 Introduction
Ultrasound (US) image segmentation is a challenging task due to the poor signal-to-noise
ratio, signal dropouts, artefacts, missing boundaries, attenuation, shadows, and speckle pat-
terns characteristic of US images. Several approaches are available at present for segmenting
B-mode US images [10]. Among these, the use of local phase has proven useful for a variety
of image analysis tasks including segmentation [1] and boundary detection [9]. Local phase,
derived from the monogenic signal [4], extracts structural image information while being
invariant to contrast.

This paper introduces a novel US segmentationmethod based on the fuzzy connectedness
framework [11], which is a region-based approach that defines the strength of local “hanging
togetherness” of pixels within an image taking into account their spatial relationship and
their intensity similarities within the object of interest. The method uses feature information
extracted from local phase instead of image intensities, becoming invariant to contrast, and

c! 2011. The copyright of this document resides with its authors.
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thus suitable for US image segmentation. The new approach is illustrated on US images of
the fetal arm. Fetal adipose tissue in the limbs characterizes the fetal nutritional state, and its
quantification could be a good indicator of fetal growth [ 6]. Section 2 introduces the concepts
of local phase and feature asymmetry, based on the monogenic signal. Section 3 describes
the novel local phase-based fuzzy connectedness segmentation approach. Qualitative and
quantitative results are presented in Section 4. Conclusions are given in Section 5.

2 Local Phase and Feature Asymmetry
The monogenic signal [4] IM(x,y) of an image I(x,y) generalizes the analytic signal to 2D
(and higher dimensions) as IM(x,y) = (Ib(x,y),h1(x,y)! Ib(x,y),h2(x,y)! Ib(x,y)), where
Ib(x,y) is the result of convolving I(x,y) with a bandpass filter b(x,y), ! denotes the convo-
lution operation, and h1 and h2 are the convolution kernels of the Riesz transforms, defined
as h1(x,y) = x/(2 (x2+ y2) 32 ) and h2 = y/(2 (x2+ y2) 32 ), respectively. From IM(x,y) the
local phase (x,y) of I(x,y) is expressed as (x,y) = arctan(Ib/

!
(h1! Ib)2+(h2! Ib)2).

The key choice to be made is in the selection of the bandpass filter b(x,y). In the proposed
method, a Gaussian Derivative filter [2] was selected. Computing the local phase at different
scales, edge features can be detected at points of local phase congruency [ 5], by calculating
the feature asymmetry as FA = (1/N)

s
(("|odds|# |evens|# Ts$)/(

"
even2s + odd2s + )),

where even= Ib, odd= (h1! Ib, h2! Ib), ".$ sets to zero the negative values, s represents the
scale, N is the total number of scales, is a constant that avoids the division by zero when the
local energy is small (typically = 0.01), and Ts is an orientation independent threshold that
controls the spurious responses to noise at scale s [5] [9]. FA is close to 1 near boundaries
and close to 0 in homogeneous regions.

3 Local Phase-Based Fuzzy Connectedness Segmentation
Fuzzy Connectedness (FC) [11] was previously used to segment tissues in the presence of
intensity gradation in MR and CT images over numerous applications [ 7][8]. The strategy
is based on a global fuzzy relation that assigns a strength of connectedness to every pair
of pixels in an image to define objects via dynamic programming. The key step of this
region-based approach relies in the definition of a local fuzzy relation µ , called affinity,
which defines the local “hanging togetherness” between any two adjacent pixels. If two
pixels c and d are adjacent, the affinity depends on how homogeneous the region is and on
how close the difference of intensity values at c and d is from the expected intensity value
of the object of interest. The affinity is equal to 0 for non-adjacent pixels. The affinity
values are used to define a global relation, called Fuzzy Connectedness, where the strength
of connectedness between any two pixels is calculated as the largest of the strengths of all
paths between c and d on the discrete image grid. Each path corresponds to a sequence of
adjacent pixels starting from c and finishing in d and has a corresponding strength value,
which is the smallest affinity of any pair of consecutive pixels along the path (weakest link).
The fuzzy connectedness is represented as a connectivity map, where the object of interest
is obtained by thresholding the image at TFC. The initialisation of the method is based on
manually placing one or several seeds within the object of interest.

In this paper, we adapt the FC framework to US segmentation by defining a new affinity
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function that uses structural and edge feature information instead of intensities. The features
are derived from the measures of local phase and feature asymmetry introduced previously.
The design of the affinity function is described in next. Every fuzzy subset A in a set is
characterised by its membership function µA with values in [0,1]. Given an image, the
affinity is composed of three factors: an adjacency component µ , an object feature-based
component µ , and a homogeneity-based component µ . The adjacency component µ
is a non-increasing function of the distance %c# d% defined as µ (c,d) = 1, if c = d or
%c# d%= 1, and µ (c,d) = 0 otherwise.

In the original framework, the object feature-based component is defined based on the
intensities of the image, whereas the homogeneity-based component is a measure of inten-
sity gradient [3]. By incorporating the local phase information into the object-feature based
component, structural information is extracted, making the image invariant to contrast. Fea-
ture asymmetry directly gives a measure of homogeneity, since smooth regions have small
values and regions near boundaries have large values (cf. Section 2). Therefore, it is natural
to consider it in the definition of the homogeneity-based component. Edge information in
FA is first thinned using mathematical morphology, resulting in FAt . More specifically, let

(c) and FAt(c) be the local phase and thinned feature asymmetry at pixel c, respectively.
The homogeneity-based component µ will have a high affinity in homogeneous regions and
small affinity around the edges. Since FAt is close to 0 in homogeneous regions and close
to 1 near boundaries, we can express the homogeneity component as µ (c,d) = 1#FAt(c).
The object feature-based component µ takes into account characteristic features of the ob-
ject of interest. In our case, we use a recent formulation [3] but directly applied to the local
phase image, as follows:

µ (c,d) = e#max{% (c)#m%,% (d)#m%}2/2 2
, (1)

wherem and are the mean and standard deviation of the object of interest, previously calcu-
lated in a training stage. The fuzzy affinity µ is obtained by combining the affinity compo-
nents [3]. One of the general forms commonly used is µ (c,d)= µ (c,d)[ 1µ ( f (c), f (d))+
2µ ( f (c), f (d))], where f (c) and f (d) correspond to the intensities at pixels c and d,
respectively [11]. The equivalent affinity function for the new approach is expressed as
µ (c,d) = µ (c,d)[ 1µ ( (c), (d))+ 2µ (FAt(c))], where 1+ 2 = 1, and with µ
and µ as defined previously.

4 Results
Quantitative and qualitative evaluations of the proposed approach were performed on seven
cross-sectional US images of the fetal arm (Fig.1(a)), acquired between 21 and 40 weeks of
gestation. The fat layer on each image was also manually segmented by a clinician 5 times.
The method was implemented in Matlab, using C mex files for faster computation. Local
phase (Fig.1(c)) and feature asymmetry (Fig.1(d)) were estimated as described in Section 2.
Ts was obtained from statistical properties of the local phase image, and set to Ts = 0.155.
The FC framework was applied as described in Section 3. The object feature-based compo-
nent of affinity was defined as in (1) using m = mo = 1.048 and = 3& o = 3& 0.242,
where mo and o are the mean and standard deviation of a region of fat in the local phase
image, obtained from training. The final affinity was calculated with 1 = 2 = 0.5. The
method is multiseeded with one or more seeds in the fat layer of the image used for initial-
isation. We applied a threshold of TFC = 0.5 to the resulting connectivity maps to get the
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HUMERUS
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MUSCLE

(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 1: (a) Schematic of arm composition. (b) Ultrasound cross-sectional image of the
fetal arm. (c) Local phase of (b) at s= 25. (d) Feature asymmetry for N = 3, s= [23,25,27]
and Ts = 0.155. (e,f) Feature-based FC connectivity map and segmentation for TFC = 0.5.
(g,h) Intensity-based FC connectivity map and segmentation for TFC = 0.75. Dashed lines:
averaged manual segmentation; Continuous lines: FC segmentation results.

final segmentations. The connectivity map and final segmentation of Fig. 1(a) are displayed
in Figs.1(e-f) with the corresponding averaged manual segmentation. Figs. 1(g-h) illustrate
how the original framework works in comparison to the new method. The intensity-based
approach cannot overcome the inhomogeneitieswithin the object of interest, by not detecting
high intensity regions while leaking to other areas of similar intensity values. Furthermore,
the lack of image standardization makes difficult to set the parameters to use for all the
images in the set. This situation is avoided when using local phase, as it is contrast invariant.

The quantitative evaluation compares the segmentation results (SR) with the averaged
manual segmentations, which are considered as ground truth (GT). Precision (P), Recall
(R), and Dice (D) similarity were used to assess the segmentations. These are defined as:
P= |GT'SR|/|SR|, R= |GT'SR|/|GT|, and D= (2& |GT'SR|)/(|GT|+ |SR|), where |.|
refers to the number of elements in the set. The results show that the precision of the segmen-
tation approach is of 93.51± 1.91%, the recall is of 82.77± 5.74%, and the Dice similarity
is of 87.69± 3.05%. The high precision and recall values indicate that the segmentation
mainly lies within the ground truth. The Dice similarity is high and comparable to manual
segmentations, which present Dice similarities between 87.14± 3.68% and 91.48± 1.17%.

5 Conclusions
This paper presents a novel feature-based fuzzy connectedness segmentation method, which
uses structural and edge information based on local phase, instead of intensities and intensity
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gradients, to drive the segmentation. This is especially useful for US images, as the method
is invariant to intensity changes and relies more on the structural information. The method
can be adapted to segment other objects in other applications (e.g. cardiac images) making
good use of the edge and structural features. Although this paper focuses on 2D images, the
method is directly applicable to higher dimensional images.
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Abstract

Feature combination for image classification and retrieval is an important design as-
pect in modern image retrieval systems. It is very valuable in medical applications and
specially in histology applications in which different features are extracted to estimate
tissue composition and architecture. This paper presents an approach to combine multi-
ple textural features for histology image retrieval, following a late-fusion scheme. The
multi-feature metric for feature combination is obtained using a multi-feature learning
method. The experimental evaluation was carried out on a collection of histology images
to evaluate the feature combination strategy. Experimental results show that it is pos-
sible to improve the system performance by appropriately defined multi-feature space,
considering the structure and distribution of visual features.

1 Introduction
In biology and medicine, histology is a fundamental tool that provides information on archi-
tecture and composition of tissues at microscopic level. Nowadays, images of tissue slides
are often digitized to document procedures and to support findings. However, these collec-
tions are often huge in size and thus hide a latent source of information that can be to be
greatly exploited if suitable mechanisms are available for access the data [6].

There have been many content-based image retrieval (CBIR) systems designed for med-
ical applications in recent years [3]. Histology image retrieval has been an active research
topic for modeling visual similarity measures and retrieve tissue slides in some semantic cat-
egories. In [12], a CBIR system was proposed for retrieving histology images from prostate,
liver and heart tissues, based on four different visual characteristics. The work in [10] de-
scribed a system to index histology images of gastro-intestinal tract, by categorising image
blocks into semantic classes based on local visual patterns. The approach proposed in [7]
uses a boosting algorithm based on multiple distance measures computed on a fixed set of
features to retrieve and classify breast histology slides. These works all intended achieving
better performance in histology image understanding by employing multiple visual features.
However, strategies for feature combination are commonly underestimated, whereby the use
of simple feature vector concatenations is done.

Such approaches to feature combination shares a common problem. Different image fea-
tures often have their own structure, distribution and metric space. Direct concatenation of

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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feature vectors could result in meaningless similarity measures. For instance, feature his-
tograms are usually compared using a similarity measure for probability distributions while
feature vectors should be matched using Euclidean metrics. In addition, even if two different
features are being compared with the same metric, their scale, domain and distribution may
be completely different due to the intrinsic descriptor nature [4].

In this paper a late-fusion strategy is followed to combine low-level features for histol-
ogy image retrieval. A suitable feature combination metric is learned using a Multi-Objective
Learning (MOL) method [11], which involves an multi-objective optimisation (MOO) pro-
cess for learning [9]. The main advantage in the MOL method is that it is able to find a
multi-feature metric that can simultaneously encapsulates different aspects of the most repre-
sentative visual patterns for each concept, without however assigning fixed relevance factors
to each one of the used visual features. Five different textural features are considered in our
experiments, and the proposed approach has been tested in a collection of 2,828 images with
various examples of the two types of fundamental tissues in biology: epithelial and muscular
tissues.

This paper is organized as follows: Section 2 presents the visual analysis in histology
databases, including feature extraction and normalisation. Section 3 introduces the MOL
method for multi-feature based retrieval in histology image sets. The evaluation procedure
and experimental results are presented in Section 4 and Section 5 discusses some concluding
remarks.

2 Visual feature extraction and analysis
This paper focuses on developing an approach for automatically combining low-level visual
features for retrieval of histology images according to their fundamental tissue. Therefore,
the extraction and analysis of useful visual features in histology images is an essential step.

The proposed multi-feature combination approach is independent of used features. Tex-
tures features together with architectural features have been suggested as prominent charac-
teristics for histology image analysis [1, 5]. Without losing generality, five textural features
have been selected to describe histology image contents: Gabor textures, Tamura textures,
Zernike moments, SIFT-based dictionary and DCT dictionary.

Among these five features, the first three are image feature vectors computed per block
in order to obtain characteristic patterns in different regions [8]. The other two are histogram
features constructed using a bag-of-features approach, that allows estimation of local patterns
in images[2].

In the next step, each of these features are normalised to guarantee the appropriate com-
parison of different measurements that differ in scale and domain, while preserving the un-
derlying characteristics of the data. In the proposed feature combination approach, distance
metrics computed from different image features are normalised based on the fitted probabil-
ity density functions for their corresponding feature spaces.

3 Multi-feature based histology image retrieval
The proposed approach to multi-feature based histology image retrieval relies on multi-
objective learning (MOL) method, that is able to automatically learn a suitable multi-feature
metric from a small sized training set.
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3.1 Visual representation of tissue types
For a given type of tissue, let us denote a group of training samples, referred to as the repre-
sentative group, as R = {ri|i∈ [1,m]},R∈ Γ, where m is the total number of training samples
in R and Γ is the complete dataset to be classified. Having the representative group ready, the
next step will be to calculate the centroid of training samples using each one of the different
distance measures of the five considered feature spaces, as described in Section 2. A cen-
triod in a feature space, f j, j = 1,2, ...,5, is calculated by finding the representative sample
with the minimal sum of distances to all other representative samples in R. All the centroids
across different feature spaces form a particular set of vectors V̄ = {v̄1, v̄2, ..., v̄5}, in which
each v̄ j is the centroid vector according to feature space f j. In general, V̄ is referred to as the
generalised centroid of its representative group R, since it does not necessarily represent a
specific block of R. Taking V̄ as an anchor, for each vi, j denoting the vector in feature space
f j extracted from an image ri, the distance from ri to the centroid v̄ j can be estimated by
di, j = d j(v̄ j,vi, j), j = 1,2, ...,5. For the remaining of this paper, when these distance values
are mentioned, they are all supposed to have been normalised according to Section 2. For
the training group R of a particular tissue type, a distance matrix of size m×5 is constructed,
in which each element is the distance from a training sample in one of the feature spaces. In
this way, each class is represented by a distance matrix covering multiple feature spaces.

3.2 Multi-feature space learning and retrieval
Based on the distance matrix, a set of objective functions can be constructed for multi-feature
metric optimisation. For a representative group R, a set of objective functions are formed as
weighted linear combinations of feature-specific distances:

{
Di = ∑5

j=1 α jdi, j, i = [1,2, ...,m] , j = [1,2, ...,5]
}

(1)

The MOL process seeks to learn from the representative group an optimal set of co-
efficients

{
α j| j = 1, ...,5

}
, subject to the constraint: ∑5

j=1 α j = 1. The problem of learn-
ing a multi-feature metric is now transformed to finding a solution that optimises each of
these objective functions in (1). In this case, an optimum is defined as the minimum of
Di, i = 1,2, ...,5. The difficulty in finding such an optimum is that different representative
samples may display different visual characters, resulting in different interests of their cor-
responding objective functions. These differences need to be harmonised via simultaneous
optimisation of multiple objectives in a global optimum. To solve this problem, the MOO
strategy is employed in the MOL method for optimising the set of objectives and learning an
’optimal’ multi-feature metric. The MOO strategy is able to find a general optimum across
potentially conflicting objectives, and thus is widely used in real-life optimisation problems.

For a particular tissue type, an optimal multi-feature metric D̂ = ∑5
j=1 α̂ jdi, j can be ob-

tained using the MOL method. Using D̂, a multi-feature distance can be calculated for any
image Ii ∈ Γ. According to these multi-feature distances, images can be retrieved based on
their ranked multi-feature distances with respect to the query class.

4 Experiments
The histology image database used in this research contains 20,000 samples. Most sam-
ples in this dataset are unannotated, making these samples inaccessible using textual-based

339



4ZHANG, IZQUIERDO: OPTIMISING MULTI-FEATURE METRIC FOR HISTOLOGY IMAGE RETRIEVAL

Figure 1: Image samples of tissue types.

Table 1: Retrieval evaluation of two tissue types
Epithelial Muscular

Approach MAP R-prec Prec 20 MAP R-prec Prec 20

MOL 0.429 0.367 0.850 0.303 0.298 0.750

Linear 0.318 0.323 0.650 0.307 0.325 0.600

search methods. To evaluate the performance of the proposed multi-feature based retrieval
approach, we selected a subset containing 2,828 histology images, which are manually la-
beled. The subset contains 804 samples for epithelial tissue and 514 for muscular tissue.
The rest of images in the subset are for other types of tissue and are labeled as ’other’ in
ground-truth. The training set of each of the two types of tissue contains ten or less samples.
The performance measures presented include Mean Average Precision (MAP); R-Precision,
which is obtained at the point where precision and recall get the same value; and Precision
after the first 20 retrieved samples, as shown in Table 1.

In Tables 1, we also show another retrieval result based on a direct linear combination
of distances from different feature spaces with the same weight. The proposed multi-feature
retrieval using MOL metric performed better for all evaluation criteria for the Epithelial type.
Direct linear combination metric resulted in better MAP and R-precisions for Muscular type,
but MOL metric lead to much better precision in the first 20 retrieved samples in this case.

5 Conclusions and future work
This paper proposes a strategy for multi-feature based retrieval in histology image databases.
The multi-feature metric is obtained using a MOL method, which automatically derives suit-
able metric for feature combination based on a small set of training samples. Experimental
performance of the proposed approach is presented and analysed. The evaluation of results
shows that, in the used experimental set-up, the proposed strategy was able to provide more
precise retrieve results with small size of training sets compared to single features compared
to using single features or linear combination of feature metrics. Future work could include
to test the proposed strategy with more query types and bigger dataset.
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Abstract

Diabetic neuropathy is one of the most common long term complications of diabetes.
Current assessment methods of diabetic neuropathy are not satisfactory. In contrast,
recent research has shown that corneal confocal microscopy (CCM) image analysis has
the potential of being the surrogate endpoint to assess and quantify neuropathy. But to be
clinically useful, the analysis has to be automated. In this paper, we present a detection
algorithm that extracts corneal nerve fibres from CCM images using a dual-model of
foreground and background regions. The models work interactively through a logistic
function in order to identify a corresponding nerve fibre region. The paper compares
the performance of this algorithm with the performance of other well-know curvilinear
detection methods using a dataset of CCM images with ground-truth obtained by expert
annotation clinicians. The evaluation have shown a significant improvement (p ≈ 0) in
both error rates and signal-to-noise ratios over the competitor methods.

1 Introduction
Figures from recent international statistical reports [11] show an alarming increase of 54%
in the global diabetic population by 2030, which brings the total number of adults with di-
abetes to 438.7 millions. In England for example [4], up to one in 20 people has diabetes
and by 2025 it is estimated that this number will exceed four million. Diabetic peripheral
neuropathy (DPN) is one of the most common long-term complications of diabetes and is
the main initiating factor for foot ulceration, Charcot’s neuroarthropathy and lower extrem-
ity amputation. Around 50% of patients with diabetes may suffer from DPN [1] resulting
in pain, foot ulcers, blindness etc. It is estimated that about 16.2% of people with diabetes
are affected by chronic painful neuropathy [3]. As 80% of amputations are preceded by
foot ulceration, an effective means of detecting and treating neuropathy would have a major
medical, social and economic impact. The accurate detection and quantification of DPN are
important for defining at-risk patients, anticipating deterioration, and assessing new thera-
pies. Current methods of diagnosis are unsatisfactory, being highly invasive (skin biopsy) or
lacking sensitivity, require expert assessment or focus only on large nerve fibres whereas the
earliest signs of neuropathy are likely to be found among small nerve fibres.

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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Figure 1: An illustration of the methods’ responses. (a) the CCM image, (b) Dual-model, (c)
LinOp, (d) Hessian, (e) 2D Gabor, (f) Monogenic and (g) DTCWT.

However, recent research [10] using Corneal Confocal Microscopy (CCM) suggests that
this non-invasive, and hence reiterative, test might be an ideal surrogate endpoint for human
diabetic neuropathy. These studies demonstrate that measurements made by CCM accurately
quantify corneal nerve fibre morphology. The measurements reflect the severity of DPN and
relate to the extent of intra-epidermal nerve fibre loss seen in skin biopsy. However, the ma-
jor limitation preventing extension of this technique to wider clinical practice is that analysis
of the images using interactive image analysis is highly labour-intensive and requires con-
siderable expertise to quantify nerve fibre pathology. To be clinically useful as a diagnostic
tool, it is essential that the measurements be extracted automatically.

2 Corneal Nerve Fibre Detection
The first critical stage in analysis of CCM images (an example is shown in figure 1(a)) is
the detection of nerve fibres. The nerve fibres often show poor contrast in the relatively
noisy images. These captured images of nerve fibre structures could suffer from several
types of corruption due to some acquisition conditions, and nerve fibres may appear faint
due to their small size or being only partly in the focus plane. Therefore, a nerve fibre
contrast enhancement algorithm is needed to exploit the linear structure of the nerve fibres
and distinguish them from the background noise. All the methods described in this section
are capable of providing this enhancement. The problem of extracting nerve fibres from
CCM images has a superficial similarity to other, more widely investigated, applications,
such as detection of blood-vessels in retinal images.

A method of linear structure detection (Line Operator - LinOp), originally developed for
detection of asbestos fibres has also been shown to be effective in detecting ducts in mam-
mograms [12]. LinOp exploits the linear nature of the structures to enhance their contrast
by computing the average intensity of pixels lying on a line passing through the reference
pixel for multiple orientations and scales. In a a preliminary study [2], we use the 2D Gabor
filter [8] to detect nerve fibres in CCM images. The filter is a band-pass filter that consists
of a sinusoidal plane wave modulated by a Gaussian envelope and tuned to the local orien-
tation and frequency of nerve fibres. Frangi et al. [6] used a multi-scale decomposition of
the Hessian matrix to detect and measure blood vessels in Digital Subtraction Angiography
images. They derived a discriminant function based on the eigenvalues and eigenvectors,
which has maximum response for tube-like structures. The Dual-Tree Complex Wavelet
Transform (DTCWT) [9] is an extension of the Discrete Wavelet Transform (DWT), which
provides a sparse representation and characterisation of structures and texture of the image at
multi-resolutions. The DTCWT utilises two DWT decompositions (trees) with specifically
selected filters, giving it the properties of approximate shift-invariance and good direction-
ality. The Monogenic signal [5] (a variant of a 2D analytic signal) is an extension of the
analytic signal using quaternionic algebra in an attempt to generalise the method so it is ca-
pable of analysing intrinsically 2D signals e.g. structures within images. The Monogenic
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signal is based on the Riesz transform, which is a 2D generalization of the Hilbert transform
used in the conventional analytic signal.

3 Dual-Model Nerve fibre Detection
This paper presents a dual-model algorithm for automatic detection and measurement of
nerve fibres in CCM images. Using a 2D Gabor wavelet and a Gaussian envelope, the dual-
model of foreground (nerve fibres) and background is constructed and applied to the original
CCM image. The foreground model MF is an an even-symmetric and real-valued Gabor [8]
wavelet and the background model MB is a two-dimensional Gaussian envelope.

MF
(xθ ,yθ ) = cos

(
2π
λ

xθ +φ
)

e

{
− 1

2

(
x2
θ

σ2x
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γ2y2
θ

σ2y

)}

(1)

MB
(xθ ,yθ ) = αe

{
− 1

2
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x2
θ

σ2x
+

γ2y2
θ

σ2y

)}

(2)

The x and y axes of the dual-model coordinate frame xθ = xcosθ + ysinθ and yθ =
−xsinθ + ycosθ are defined by a rotation of θ , which is the dominant orientation of the
nerve fibres in a particular region within the image (the method for estimating the local
orientation is described below). This dual-model is used to generate the positive response
RP = MF + MB and the negative response RN = MF − MB that are applied to the
original CCM image and can be represented as in equations (3) and (4) respectively.
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The equations of RP and RN assume that the Gaussian envelope of both responses are
identical i.e. they have the same variances σ2

(x,y) and the same aspect ratio γ . The magnitude
of the Gaussian envelope α defines the threshold in which a nerve fibre can be distinguished
from the background image. The value of α can be set empirically to control sensitivity and
accuracy of detection. The wavelength λ defines the frequency band of the information to be
detected in the CCM image. Its value might be computed for a subregion within the image
that has significant variability of nerve fibre width. However for simplicity, λ is chosen to
be a global estimate of the entire image based on empirical results.

g(i, j) =

〈
f (i, j)
ω ,RP

〉

1+ e
(
−2k

〈
f (i, j)
ω ,RN

〉) (5)

The positive and negative responses are obtained at each pixel by taking the dot product
of each with the local neighbourhood of width ω around the pixel f (i, j). They are combined
using a logistic function (equation (5)), which adjusts the model to suit the local neigh-
bourhood characteristics, producing the modified image value, g(i, j). In this way, structures
that are oriented in the dominant direction are enhanced, while anything else is diminished,
increasing the contrast between nerve fibres and noisy background and reducing the noise
around the nerve fibre (figure 1(b)). The sharpness of the transition of the enhanced image
value at a particular pixel g(i, j) is controlled by k. A larger k amounts to a sharper transition.

347



4 DABBAH et al.: AUTOMATIC CORNEAL NERVE FIBRE DETECTION

Figure 2: From left to right, the box-plots of the EER and the PSNR are shown for all
methods. The ROC curves are presented at the far right. The box-plots indicate the upper and
the lower quartiles as well as the median (the bar) of the EER and PSNR values respectively;
whiskers show the extent of the rest of the data while crosses indicate outliers for (a) dual-
model, (b) LinOp, (c) 2D Gabor, (d) Hessian, (e) DTCWT and (f) Monogenic.

Dual-Model LinOp [12] 2D Gabor [2, 8] Hessian [6] DTCWT [9] Monog. [5]

EER[%] 17.79± 10.58 22.65± 10.76 24.15± 10.74 23.14± 11.53 34.17± 10.43 26.50± 12.58

PSNR[dB] 19.08± 2.16 18.51± 2.09 18.80± 2.11 17.93± 2.27 17.00± 2.23 18.11± 2.20

Table 1: A comparison of mean EER and PSNR and their standard deviations.

In CCM images, the nerve fibres flow in locally consistent orientations everywhere. In
addition, there is a global orientation that dominates the general flow. This orientation field
describes the coarse structure of nerve fibres. Using the least mean square (LMS) algo-
rithm [7], the local orientation is estimated in the block centred at certain pixel. Since the
orientations vary at a slow rate, a low-pass Gaussian filter is applied globally in order to
further reduce errors at near-nerve fibre and non-nerve fibre regions. The LMS produces a
stable smooth orientation field in the region of the nerve fibres; however when applied on the
background of the image, i.e. between fibres, the estimate is dominated by noise due to the
lack of structure and uniform direction.

4 Experimental Results and Analysis
The evaluation has been conducted on a database of 525 CCM images captured using the
HRT-III microscope from 69 subjects (20 controls and 49 diabetic patients). The resolution
is 1.0417µm and the field of view is 400× 400µm2 of the cornea. For each individual,
several fields of view are selected manually from near the centre of the cornea that show
recognisable nerve fibres.

The performance of all methods is obtained by validating the extracted nerve fibres in
comparison with an expert manual delineation.Only the raw response of each method is
taken into account without any further post-processing operations or shade correction meth-
ods as shown in figure 1. Binary images are obtained by a simple uniform thresholding
operation that is followed by a thinning operation to achieve a one-pixel-wide skeleton im-
age. A tolerance of ±3.141µm (3 pixels) was allowed in determining coincidence between
the ground-truth and the detected nerve fibres.

The equal-error rate (EER) and peak signal to noise ratio (PSNR) values for all the meth-
ods are presented in the box-plots in figure 2 and table 1. Each data point in figure 2 cor-
responds to the evaluation on one of the 525 CCM images in the database. The dual-model
shows lower EER and higher PSNR than all other methods (table 1). These improvements
are statistically significant (p≈ 0 using three different non-parametric tests). The table also
shows that the standard deviations of both EER and PSNR are low for the dual-model, which
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indicates a more stable and robust behaviour. The closest competitor is LinOp. The meth-
ods designed for linear structures perform rather better on this test than the more generic
DTCWT and Monogenic signal methods. The superior performance of the dual-model is
borne out by the ROC curves of figure 2, in which the dual model shows improved detection
at all operation points.

5 Conclusion
The analysis of CCM images requires the identification of fibre-like structures with low
contrast in noisy images. This is a requirement shared by a number of imaging applications
in biology, medicine and other fields. A number of methods have been applied in these
applications, and we have compared some of these, and more generic methods with a dual-
model detection algorithm devised for this study. The comparison used a large set of images
with manual ground truth. In terms of both error-rates (pixel misclassification) and signal-
to-noise ratio, the dual model achieved highest performance. It seems reasonable to propose
that this filter is likely to prove equally useful in applications of a similar nature.
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Abstract

We present a fully automated technique to segment lesions from multimodal brain
MRIs of patients with Multiple Sclerosis. We describe an adapted Markov Random Field
that uses intensity at every voxel, its neighbourhood intensity difference information and
neighbouring voxel class information to infer voxel labels at every voxel. We test our
technique on 25 real, clinical MS volumes evaluated by five experts. Our method outper-
forms two state of the art methods: one an outlier based MRF technique and the other a
hybrid Bayesian-MRF technique both qualitatively and according to the Dice similarity
coefficients and the number of present negative lesions.

1 Introduction
Multiple Sclerosis (MS) is an inflammatory, demyelinating disease of the Central Nervous
System (CNS). Current clinical practice involves manual labelling of lesion voxels by ex-
perts. However, manual lesion segmentation has proven to be cumbersome, laborious and
most importantly, inconsistent, due to significant differences in lesion segmentation by dif-
ferent experts (inter-rater variability) and by the same experts at different points of time (intra
rater variability). Fast, consistent automatic segmentation by machines constitutes a signifi-
cant advantage. The problem of segmenting MS lesions is particularly difficult as tissue class
intensities vary due to noise, geometric distortions, distance from the magnet, magnetisation
inhomogeneities, etc. Further, it is hard to determine the class of the voxel based solely on
the tissue intensity at each voxel, since the models for different tissue classes, particularly

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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lesions, show considerable overlap. Finally, the shapes, volumes and sizes of lesions vary
greatly across brains based on the disease stage and type, making it harder to model lesions.

Many techniques have attempted to model healthy brain tissue classes, based on their
intensity profiles and define lesions as the outliers of those class models. For example, van
Leemput et. al., [11] model the healthy tissues as multivariate Gaussians, Ait-Ali et. al.,
[5], Souplet et. al, [4] use trimmed likelihood estimators (TLE) to model healthy brain tis-
sues, and Freifeld et. al., [6] model brain tissues with constrained Gaussian mixture model
(CGMM). However, in real, clinical data, lesion distributions overlap significantly with the
healthy brain tissues, making outlier based models suspect. Topological features and tem-
plate matching techniques like the k-Nearest Neighbours technique [9] have also been em-
ployed to detect lesions based on similarities to a set of training volumes. However, template
matching is hard, given the diversity of brain features across subjects.

Here, we devise a Bayesian technique that models all tissue classes, including lesions
during training. To leverage neighbourhood information, we model local relations using
Markov Random Fields (MRFs). MRFs have been previously employed by [11] and [8] for
MS lesion segmentation. In addition to exploiting local contextual voxel labels as in [11], our
technique differs from the previous work in that we also model the neighbourhood intensity
differences for each set of classes, thus avoiding a dependency on absolute voxel intensities,
and resulting in more accurate voxel class predictions. We also propose to exhaustively
evaluate all cliques in our neighbourhood, instead of limiting ourselves to only the smaller
cliques [11] or selected cliques [7]. As such, we hope to capture all the relations in the
neighbourhood, since these relations enable us to mimic the behaviour of tissue classes which
occur in groups. Finally, as proposed in [7], in order to alleviate the problem of intensity
variation across the brain, we divide the brain into regions and treat each region as a separate
MRF. We train our models on real clinical data and test our classification scheme against
multi-expert evaluated clinical data using a five fold cross validation technique. We compare
our results against state of the art techniques like those employed in [11], and [7] using Dice
similarity coefficients, false positive and false negative lesions as metrics for comparison.
2 MRF based Lesion Segmentation
Our goal is to classify each voxel of the test volume into one of the M classes. Our approach
is divided into two parts. In the first part, distributions needed for MRF models are estimated
from pre-labeled training volumes. Next, volumes are classified. Given the K MRI image
modalities, the intensity of voxel vi is a K dimensional vector Ii = (I0

i , . . . , IK−1
i ) with the

elements corresponding to the voxel intensities in the K modalities. Let the label of each
voxel vi be modelled as a random variable fi, fi ∈ {0, . . . ,M−1}, and vi ∈S where S is a
collection of sites, with each site being a voxel. Given the intensities Ii and INi of the voxel
vi, and its neighbours vNi respectively, we need to find the class fi of the voxel. This is given
by P( fi | Ii,INi) =

M−1

∑
fNi =0

P( fi, fNi | Ii,INi) ∝
M−1

∑
j=0

P(INi ,Ii | fi, fNi)P( fi, fNi)[Since P(INi ,Ii)is same ∀ fi)].

∝
M−1

∑
fNi =0

P(INi | Ii, fi, fNi)P(Ii | fNi , fi)P( fNi | fi)P( fi)

≈ P(Ii | fi)P( fi)
M−1

∑
fNi =0

P(∆INi | fi, fNi)P( fNi | fi), (1)

352



: 3

where fNi are the classes of neighbours of vi, ∆INi = INi − Ii. We assume that P(∆INi |
fi, fNi ,Ii) = P(∆INi | fi, fNi) and P(Ii | fi) = P(Ii | fNi , fi). We need to compute P(f | I) where
N is the number of sites and I is the intensity at all voxels across all modalities. According
to Hammersley-Clifford theorem [1], this MRF is equivalent to a Gibbs distribution, whose
form is given by P(f) = 1

Z exp(U(f)), where Z = ∑ f∈F exp(U(f)), and U(f | I) is given by

U(f | I) =
N−1

∑
i=0

[
ln(P( fi))+(Ii−µ fi)

T Σ−1
fi (Ii−µ fi)+∑

Ni

(∆INi −µ fNi , fi
)T Σ−1

fNi , fi

(∆INi −µ fNi , fi
)+αm( fNi , fi)

]
, (2)

where m( fNi , fi) = 1 if fNi = fi, and 0 otherwise, and α is the weighting coefficient vector.
In this case, we model both the P(∆INi | fi, fNi) and P(Ii | fi) using the training data. The
neighbourhood and cliques are chosen appropriately to compute the energy m( fNi , fi) and
the prior probability P( fi) is obtained from a statistical prior atlas. To maximise P(f | I), we
minimise U(f | I), where fmin = argmin f∈FU(f | I).

2.1 Implementation
Our database comprises of 25 volumes containing both relapsing-remitting (RR) and sec-
ondary progressive (SP) MS patients. A leave-5-out strategy was employed for the training
and testing, such that 20 volumes were used for training and 5 for testing each time. The
volumes had a lesion load varying from 5cc to 19cc, and tested on 5 volumes. All volumes
were labelled by 5 experts and their consensus (silver standard) was taken in determining a
lesion.

We divide the brain into the frontal, temporal, occipital, parietal, central and posterior
fossa using the method suggested in [3] and build the distributions for the various tissue
classes in the different regions separately, considering each area a different MRF. In our im-
plementation, we chose M = 6, with the 6 classes being Background (Bk), White Matter
(WM), Grey Matter (GM), Cerebral Spinal Fluid (CSF), T 1-hypointense lesions (T 1les) and
T 2-hyperintense lesions (T 2les). The division of lesions into T 1 and T 2 lesions is anatomi-
cally justified in [9]. The distribution of lesions, on the whole, is bimodal. However, dividing
the lesions into T 1 and T 2 lesions allows us to choose normal distribution for the two classes
[7]. In the training phase, given the expert labelled set of 20 images, I(k), k ∈ 0, . . . ,19, the
intensities of the voxels belonging to the six classes for all modalities were fit to multivariate
Gaussians, with corresponding means µ and covariances Σ. Further, class intensity differ-
ences P(∆INi | fi, fNi)∀ fNi , fi in the neighbourhood were fit multivariate Gaussians.

In our MRF, we choose the 8 neighbourhood of vi in plane and the two corresponding
voxels in the slices above and below. We evaluate all the cliques in the neighbourhood (which
happen to be 1,2,3, and 4 voxels in size). Typically, MRF segmentation approaches evaluate
only single and pairwise cliques [8] or selective cliques [7], which do not fully comprise the
relationships in the neighbourhood. The larger cliques have an important role in eliminating
errors due to local inhomogeneities and eliminating false positives. This comes at the price
of slightly greater computational time.

We initialise our MRF using the result of the Bayesian classifier evaluating P( fi | Ii) =
P(Ii | fi)P( fi) in the various regions of the brain. Indeed, this is nothing more than picking
the minimum energy component of the voxel energy, i.e., min fi∈0,...,M−1ln(P( fi)) + (Ii −
µ fi)

T Σ−1
fi

(Ii−µ fi), in eq. 2. However, any reasonable classifier that gives us a good estimate
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Patient 1 Patient 2

Figure 1: (a) (b) (c) (a) (b) (c)
We have the results of the algorithm on two patient cases. We have (a) Central Slice of
T2-weighted MRI of MS patients (b) the lesions labelled by experts and (c) lesions labelled
by our algorithm. Patient 1 has a low lesion load, and algorithm localises lesions accurately
with κ = 0.58. Patient 2, has a heavy lesion load along with juxta-cortical lesions, but the
algorithm detects both with a κ = 0.8.

Patient 1 2 3 4 5 Mean
κ (van Leemput [11]) 0.47± 0.08 0.53 ± 0.13 0.38 ± 0.16 0.5 ± 0.06 0.48 ± 0.06 0.47 ± 0.11
κ (Harmouche [7]) 0.55 ± 0.08 0.64 ± 0.07 0.49 ± 0.12 0.53 ± 0.06 0.61 ± 0.08 0.57 ± 0.1
κ (our technique) 0.62 ± 0.09 0.75 ± 0.06 0.59 ± 0.14 0.56 ± 0.05 0.69 ± 0.09 0.64 ± 0.11

Table 1: The means of the 5 κ values of each fold in 5 fold cross validation. The κ values
are computed by comparing our results to the experts’ consensus (silver standard).

of the solution can be used to initialise the MRF. Once initialised, ICM [2] (which finds local
extrema) can be employed to find the global solution as well.

3 Results
The qualitative results of our algorithm are seen in Fig. 1, where it can be seen to be working
well on two different patients: one with small lesions and the other with large lesions. Both
the small and large lesions, as well as peri-ventricular and juxta cortical lesions are correctly
detected, and our results are in agreement with the experts’ labels (Fig. 1).

The most commonly employed quantitative measure is the Dice Similarity Coefficient,
κ = 2(A

⋂
B)

A+B , where A and B are the set of voxels denoted as lesion by the algorithm and the
expert respectively. The quantitative results of the algorithm are shown in Table 1, where
the mean of each of the 5 sets of 5 test volumes apiece has been tabulated. The performance
of our algorithm has been compared against the performance of two other state of the art
algorithms. Our algorithm’s performance is superior to that of existing techniques in κ terms
(Tab. 1). The maximum and minimum κs in the test set were 0.81 and 0.35.

The average number of false positive and false negative lesions for each of the 5 folds
are shown in Fig. 2. A lesion is defined as a set of at least 3 contiguous voxels in its
cubic neighbourhood, marked as the lesion class [10]. As can be seen in Fig. 2, there is a
large improvement in terms of false negatives compared to [7] and [11], while the number
of false positives is comparable in all three methods. Most of our false positives occur at
the bottom of the temporal lobe, where there are artefacts in volume acquisition, and even
experts disagree about lesions. The elimination of false negatives is the main benefit of our
technique.

4 Conclusion
In this paper, we have demonstrated the superiority of our proposed MRF tissue classifica-
tion technique compared to two other state of the art techniques, in the classification of MS
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Figure 2: Comparison of the false negative rates (left) and false positive rates (right) of the
three algorithms compared, for each fold in the 5 fold cross validation tabulated in Table 1.
In 3 of the 5 sets, there are almost no false negatives in our case, while the number of false
positives is comparable.

lesions in real clinical data. Our approach outperforms the others in terms of Dice similar-
ity coefficients and the number of false negatives, which are almost completely eliminated.
Future work will be focused on reducing the number of false positives.
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Abstract

Recent work suggests that the space of brain magnetic resonance (MR) images can
be described by a nonlinear and low-dimensional manifold. In the context of classify-
ing Alzheimer’s disease (AD) patients from healthy controls, we propose a method to
incorporate subject meta-information into the manifold learning step. Information such
as gender, age or genotype is often available in clinical studies and can inform the clas-
sification of a given query subject. In the proposed method, such information, whether
discrete or continuous, can be used as an additional input to manifold learning and to
enrich a distance measure derived from pairwise image similarities. We use the ApoE
genotype, the CSF-concentration of Aβ42 and hippocampal volume as meta-information
to achieve significantly improved classification results.

1 Introduction
Many of the well-established biomarkers for dementia from MR images are based on mor-
phometric measures, such as the volume or shape of brain structures [3, 7]. More recently,
models based on machine learning techniques have been proposed which seek discriminating
features over the whole brain or within a defined region of interest [4].

In recent work, a nonlinear manifold representation for serial MR data [6] of subjects un-
dergoing normal aging and neurodegeneration was proposed which was then used together
with training data to define a classifier in the low-dimensional space. To incorporate addi-
tional information into the manifold learning process, and to seek potentially more reliable
biomarkers, we propose a strategy to enrich the pairwise image similarities used to learn the
manifold representation with metadata about a subject’s state.

We evaluate the proposed method on brain MR images from healthy controls, subjects
with mild cognitive impairment (MCI) and AD taken from the ADNI study1. We use the

c© 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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420 subjects for which a measurement of the CSF-concentration of the Aβ42 protein and the
subject’s ApoE genotype are currently available and we also test the power of automatically
derived hippocampal volumes as meta-information.

2 Method

2.1 Classification using manifold learning
Given a set of images X = {x1, ...,xN} ∈ Rn with each image xi defined as a vector of
intensities, the goal is to derive biomarkers which discriminate between clinically relevant
subject groups. Assuming x1, ...,xN lie on or near an l-dimensional manifold M embedded
in Rn, we learn a low dimensional representation Y = {y1, ...,yN} with yi ∈Rl of the input
images in M .

Laplacian eigenmaps (LE) [1] may be used to achieve a nonlinear dimensionality reduc-
tion f : X→ Y,yi = f (xi). An undirected weighted graph G =< V,E > with N nodes V
representing the images and edges E connecting neighboring nodes is defined on X. The
weights of E are defined based on a weight matrix W of pairwise image similarities wi j.
Based on wi j, and with certain constraints on yi, the Laplacian eigenmaps may be viewed as
minimizing the following objective function

∑
i j

(yi−y j)2wi j. (1)

This problem can be formulated as solving the generalized eigenvector problem Lν =
λDν , where the graph Laplacian L = D−W is defined from the weight matrix W and the
diagonal degree matrix Dii = ∑ j wi j [1].

As previously proposed in [6], a classifier can be defined in the low-dimensional space
by using training data to identify a separating hyperplane between two subject groups.

2.2 Manifold learning incorporating non-imaging information
In [2], the graph G is extended by two nodes, each representing one of two classes available
for training data. Connecting each training subject with its respective class node imposes the
distribution of the training data on the manifold structure.

Metadata available in a clinical setting can be defined by discrete categories (two or
more), or by a continuous variable. To deal with such data, we propose an extension to the
method described in [2], dealing with more than two classes and a fuzzy-class membership
to represent continuous metadata. In the discrete and the continuous case, additional nodes
are introduced in graph G, representing discrete groups or sub-intervals of a continuous
interval. In the discrete setting, equally weighted edges connect each subject only to the node
representing its group. In the continuous setting, each subject is connected to all additional
nodes with the weights defined according to the distances of the subject’s metadata to the
centers of the defined intervals. The two weighting schemes are illustrated in Figure 1.

Extending graph G by N̂ nodes V̂ , each associated with a possible state z of a metadata
variable Z, gives the objective function

∑
i j

(yi−y j)2wi j + γ ∑
ik

(yi− ŷk)2cik (2)

which defines the constrained low-dimensional embedding space

Ŷ =
{

ŷ1, ..., ŷN̂ ,y1, ...,yN
}

, ŷk,yi ∈Rl . (3)
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Figure 1: Weights defined between
image nodes xi and additional nodes
representing metadata Z. In the dis-
crete setting (left), equally weighted
edges are defined according to group
membership (black or white). In the
continuous setting, weights to both
additonal nodes are defined accord-
ing to the continuous metadata (grey-
value).

The additional nodes V̂ , with embedding coordinates ŷk, represent the different groups de-
fined by variable Z in the low-dimensional space. Minimizing the distance of every subject
to the additional nodes according to the defined weighting, incorporates the information from
the metadata into the learned manifold. The weights cik affect the proximity of subject i to
the kth group and its centroid ŷk. The cik can be binary in a discrete setting with N̂ possible
states and variables Z = {z1, ...,zN̂}. To represent continuous metadata, N̂ variables z̄1, ..., z̄N̂
are defined, representing discretized sub-intervals of the continuous interval a < z < b in
which the variable Z is defined. The weights cik are then defined according to the probability
of a given subject of belonging to each discretized group. A high weight of the parameter γ
clusters the subjects mainly according to the metadata, whereas γ = 0 results in the standard
embedding with Laplacian eigenmaps which uses only pairwise image similarities. With the
N× N̂ matrix C defining the weights between subject i and the additional nodes, an extended
weight matrix

W′ =
(

I γ
2 CT

γ
2 C W

)
(4)

is derived, where I is the N̂× N̂ identity matrix. As above, solving the generalized eigen-
vector problem associated with the extended weight matrix gives the embedding coordinates
which optimize the objective function in Equation 2.

3 Data and Results

3.1 Subjects

Images used to evaluate the proposed method were obtained from the ADNI database [5]. In
the ADNI study, brain MR images were acquired at regular intervals after an initial baseline
scan from approximately 200 cognitively normal older subjects (CN), 400 subjects with mild
cognitive impairment (MCI), and 200 subjects with early AD.

ADNI provides the ApoE genotype (determined by the ApoE alleles carried) for all sub-
jects. Humans carry two out of three possible ApoE alleles (ε2, ε3, ε4). Carriers of ε4 have
been shown to have a higher risk of developing AD, while ε2 carriers have a lower risk [5].
In addition an Aβ42 protein analysis of cerebrospinal fluid (CSF) is available for a subset
of ADNI subjects. A decrease in the concentration of this protein has been shown to be
associated with a development of AD [5].

In this work, we used the 1.5T T1-weighted baseline images of the 420 subjects for which
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a CSF analysis was available. Out of 201 MCI subjects, 89 were progressive, i.e. were diag-
nosed as converting to AD as of October 2010. We therefore independently analyzed stable
(S-MCI) and progressive (P-MCI) subjects. Table 1 presents an overview of the subjects
studied and their metadata as well as their scores on the Mini Mental State Examination
(MMSE) used for clinical diagnosis.

Table 1: Number (female) of study subjects. Carriers of the ApoE ε2/ε4 alleles are shown.
The remaining subjects only carry the ε3 allele. Average Aβ42 concentration, MMSE score
and the derived biomarker hippocampal volume are shown. There is no significant difference
in age between the different groups with an average age of 74.95±7.03 years.

N (F) ε2/ε4 Aβ42 (pg/ml) MMSE Hippo. vol.
CN 116 (56) 16/28 202.3 ± 57.5 29.12 ± 1.02 4.53 ± 0.55
S-MCI 112 (36) 9/49 178.9 ± 61.6 27.16 ± 1.75 4.26 ± 0.59
P-MCI 89 (33) 1/52 146.3 ± 46.3 26.64 ± 1.80 3.93 ± 0.65
AD 103 (43) 4/63 147.5 ± 45.8 23.55 ± 1.87 3.92 ± 0.73

3.2 Experiments
All images were aligned to a template and pairwise similarities wi j were estimated as cross
correlation over a region of interest around the hippocampus [7]. The proposed method was
then used to incorporate ApoE genotype and Aβ42 concentration into the manifold learning
process. In a third experiment, we used automatically determined hippocampus volumes [7]
as a derived biomarker to enrich the manifold learning process (right column of table 1 ).

For each of the experiments, N̂ = 3 additional nodes with embedding coordinates ŷk,
k = 1,2,3 are used in Equation 2. With ApoE, these nodes are trivially associated with the
three genotypes. cik is set to one if subject i has a genotype associated with node k, otherwise
it is set to zero. For the two continuous variables, Aβ42 concentration and hippocampus
volume, a continuous weighting c is defined. In both cases, the defined variable interval Z is
subdivided into three sub-intervals Z1,Z2,Z3 defined by the limits of the variable data and its
33rd and 67th percentiles. Weights cik,k = 1,2,3 are inversely proportional to the distances
of zi to the three mean values z̄1, z̄2, z̄3 of Z1,Z2,Z3 and normalized to sum to one.

The number of embedding coordinates was optimized on the 418 ADNI baseline images
not used in the evaluation. When varying l ∈ [1, ...,50] with standard LE, stable results were
achieved for l ∈ [6,15]. Performance was accordingly evaluated for these 10 dimensions in
all experiments and averaged results are reported. The weighting factor γ defining the in-
fluence of metadata was set for all experiments to γ = 0.125. This choice is based on the
classification accuracy on the 418 training images with hippocampal volume as metadata.
Manifold coordinates were corrected for subject age using linear regression before perform-
ing a leave-25%-out cross-validation on the test data (420 images). Average classification
rates after 1,000 runs are determined for every dimension l ∈ [6,15] and then averaged.

3.3 Results
Table 2 presents the correct classification rates for four different experiments which are sum-
marized as follows: (A) Classic LE using pairwise cross correlation (CC), (B) Extended LE
using CC and ApoE genotype, (C) Extended LE using CC and Aβ42, (D) Extended LE using
CC and hippocampal volume.
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For each experiment, the multiple runs provides a distribution estimate for the corre-
sponding classification rate which were used to carry out unpaired t-tests between the results
of method A and each of methods B-D to test the significance of any improvements.

Table 2: Classification rates (%) with LE (A) and extensions incorporating different types of
meta-information (B-D). Bold indiciates significant difference from method A (p<0.001).

A B C D
AD vs CN 84 84 86 87
S-MCI vs P-MCI 62 63 65 65
P-MCI vs CN 80 81 83 83

4 Discussion and conclusion
We have proposed a method to include clinical meta-information associated with subjects
into a manifold learning framework. Our results show that incorporating such information
can help to achieve improved classification rates when using the low-dimensional embedding
coordinates. We have validated the proposed method on a large and diverse clinical dataset
(ADNI) using ApoE genotype, the concentration of Aβ42 and hippocampal volume as meta-
data. The effectiveness of the proposed approach is evidenced by a significant improvement
in classification rates compared to standard manifold learning. Our results are in the range
of what was reported on ADNI in a recent comparison of different high-dimensional classi-
fication approaches and methods based on the volumes of brain structures [3].
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