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Preface 

Welcome to MIUA and to Kingston! This is the 13th in this series of annual meetings designed to 
provide a UK forum for discussion and dissemination of research progress in image analysis applied 
to medicine and the biological sciences. MIUA aims to encourage the growth and raise the profile of 
this multi-disciplinary field by bringing together the various communities involved. The scope of the 
meeting extends from analysis of medical and biological images to imaging physics and clinical 
studies. 
 
MIUA is a single-track conference with oral and poster presentations. All accepted contributions 
appear in these proceedings. Authors were asked to submit 5-page papers for review by the 
programme committee. This year we received 63 submitted papers. Each paper was reviewed by three 
members of the programme committee. Based on these reviews, 20 papers were accepted for oral 
presentation and 31 for poster presentation. 
 
This year we continued with the tradition of Challenge Abstracts. Authors were asked to submit one-
page abstracts outlining challenges to the image analysis community from a clinical or end-user 
perspective. We have selected 4 abstracts as short podium presentations and hope that these will 
stimulate discussion and point to future research directions. 
 
We are very fortunate to have three excellent invited speakers in Prof. Andrew Todd-Pokropek from 
University College, London, Prof. A.C.F. Colchester from the University of Kent and Dr. Hiro 
Yoshida from the Harvard Medical School, USA. We are grateful to them for agreeing to talk at the 
conference. 
 
This is the first time MIUA has been held at Kingston University. As usual, it has attracted overseas 
participation, this year from Germany, France, Singapore and the United States. Many thanks to all 
who helped in organising the event! In particular we are grateful to Bee Tang for handling 
registrations, Simon Jackson for help with the CAWS system and Jim Graham for words of advice. 
As in previous years, the meeting is supported by the British Machine Vision Association (BMVA) 
who also supported 10 student bursaries for first year PhD students in medical imaging. Finally, we 
are very grateful to the Programme Committee and, in particular, to all those who supported MIUA 
2009 by submitting papers and attending the meeting. We hope that you all enjoy the conference.  
 
Jamshid Dehmeshki, Andreas Hoppe and Darrel Greenhill 
Kingston University, UK
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The Frontier between Radiology and Image Processing 

Prof. Andrew Todd-Pokropek  

University College London 

Abstract 

It is clear from talking to radiologists that they are very interested in image processing tools as an aid for 

them to extract additional clinical information from the data that they use on a day to day basis. It is also 

clear that many such tools are being worked on by the image processing community but which are not 

currently in clinical use. The manufacturers also act as a filter between the research based  groups and 

the clinical users in particular with respect to regulatory bodies. This presentation is principally 

concerned with the process of going from the conception of image based analysis ideas to enabling their 

use in clinical practice. This is based on a number of case histories of both simple ideas (for example 

spiral/ volumetric acquisition) which revolutionized clinical practice, to great ideas (Factor analysis, 

Artificial Intelligence?) which have failed to have any such impact, but which might return phoenix-like 

in the future. It is also concerned with questions of how to establish good collaboration between the 

image processing or physicist scientist and the clinical collaborator. Finally some issues of clinical 

governance related to image based research will be presented. The frontier  between image proceeding 

and radiology at times resemble that of the wild west (but with fewer corpses, not so lively bars, and 

less gold). 

Biography 

In 1992 Prof. Todd-Pokropek was appointed Full Professor, University College London and Institute of 

Child Health. His research interests included the extraction of quantitative information from medical 

images, in particular in nuclear medicine and MRI, registration and fusion of multi-modality images,  n-D 

image and signal processing – including visualization, 3D image acquisition in ultrasound and image 

management systems, in particular  ‘PACS’ systems. He participated with INSERM U66 in the European 

project MIMOSA. He also developed a file format for nuclear medicine data interchange (Interfile), used 

industry wide, and participated in various standards bodies (CEN, DICOM, NEMA). He wrote the Portable 

Image Processing(PIP) package, which was chosen by the IAEA for its project "upgrading of analogue 

gamma cameras" distributed in more than 150 copies to more than 40 notably developing countries, 

marketed by spin-off company ‘Leapfrog Technology’ Ltd. From 1998-2005 Prof. Todd-Pokropek was 

Nominated Director of the research unit 494 INSERM, Paris France, Quantitative Medical Imaging, and 

since 1999 has been Head the Department of Medical Physics and Bioengineering at University College 

London. 

Current active research areas include segmentation and modelling, multi-scale imaging  “From microns 

to millimeters”; in particular with applications in bone cartilage and spine, and analysis of airways in lung 

and blood vessels in liver. 
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Super Resolution in MRI: How far can we go?

H Joan Cowarda and Gareth J Barkera∗

aCentre for Neuroimaging Sciences, Institute of Psychiatry, King’s College London

Abstract. Super Resolution (SR) in MRI has been described as a technique that allows an increase of resolution
without a loss in the Signal to Noise Ratio (SNR), essentially providing “free” resolution. This study explores this
claim and investigates the limits to SR in the presence of noise. We show that the amplification of noise due to the
SR algorithm can outweigh the signal benefit, leading to SNR reductions that could counter the motivation for using
the SR approach. Thresholds for successful SR approaches are determined through simulation, which are lower than
used previously in the literature. We also assess the initial resolving power of different slice profile shapes, without
any further post-processing, and show that for rectangularslice profiles, it can be far higher than the slice width
suggests. This finding has practical implications for structural MRI and could be used to provide “free” SNR.

1 Introduction

Super Resolution (SR) is a term used primarily for image processing methods that achieve an improvement in image
resolution from lower resolution input images [1]. It is a topical area of research in many types of imaging, including
satellite and surveillance, where the expense or practicality of increasing resolution by conventional means may not be
feasible. SR has been applied to MRI with some controversy, most notably the first attempt, which applied it in the
in-plane direction [2]. This approach was questioned because the MR signal is inherently bandlimited, hence cannot
contain any information at frequencies higher than the limiting pixel size [3, 4]. However the application of SR in the
through-plane direction offers greater potential for MRI applications, and has already been used for fMRI and cardiac
MRI as a method enabling an increase in slice resolution without a loss in Signal to Noise Ratio (SNR) [5–7].

The application of SR in the through-plane direction would consist of the following acquisition and processing. Ac-
quire data with a slice thickness ofst mm (normally measured by the FWHM of the slice profile), at a slice separation
of ss mm, st > ss. This effectively corresponds to overlapping slices, where the Slice Overlap Ratio, SOR =st/ss.
Then apply a SR algorithm to recover the ideal resolutionss mm; this would consist of a deconvolution of the slice
profile from the data. A perfect SR reconstruction would therefore result in higher resolution post-processed data com-
pared to the input data, allowing an increase in resolution without loss of SNR associated with acquiring directly at
SOR=1. However this scenario is in the case of noise-free images, for which the SR algorithm is able to deblur the
data and restore the resolution toss mm, with no noise amplification. Unfortunately all deconvolution methods are
sensitive to the presence of noise, which causes non-uniqueness and instability in the solution [8].

We hypothesise that, in the presence of noise, there is a limiting SOR at which deconvolution can successfully recover
the true high-resolution image, without amplifying the noise to such an extent that there is no further SNR benefit to
the SR approach. The aim of this work is to investigate the limiting SOR levels under different noise conditions and
slice profiles. This is done initially using simulations of aResolution Test Phantom, and then illustrated using MRI
data. The results are discussed in the context of SOR values used in previous implementations of SR in MRI.

2 Methods

All simulations are carried out using MATLAB (The MathWorks, Inc).

2.1 Resolution Test Phantom

Object and Image Simulation. The Resolution Test Phantom is composed of two objects, eachof width ss, their
centres separated by2ss. To simulate the imaging process in the MR scanner, the Test Phantom is convolved over
a high-resolution grid,0.01ss, with the slice profile, and then discretely sampled atss intervals to form the image.
Images are simulated for either a Gaussian or rectangular slice profiles, and a range of SOR values (1, 1.1, ..., 1.8).
Random Gaussian noise is then added, with the standard deviation, npre, scaled to the Noise/Signal (1/SNR) ratio; a
range of noise values are investigated between 2% and 20%, chosen to simulate a range of applications from high SNR
(e.g. structural) to low SNR (e.g. Diffusion Weighted Imaging, DWI).

∗Correspondence to Joan.Coward@iop.kcl.ac.uk
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Resolution Assessment. The phantom allows a quantitative assessment of resolutionby calculating the signal mod-
ulation between the two objects. A modulation of 100% corresponds to a perfect reconstruction, and the objects are
said to be resolved if the modulation is equal or greater than50% [9]. For this study, the modulation is calculated
as(min(x1, x2) − x0)/min(x1, x2), wherex1 andx2 are the image object intensities, andx0 is the image intensity
between the objects. The initial modulation for the simulated images is calculated prior to deconvolution.

SR algorithm. A regularised filter with a Laplacian smoothing constraint is used for the deconvolution, the per-
formance of which can be altered by varying its regularisation parameter,λ, the Lagrange Multiplier. The value ofλ
determines either the dominance of noise-propagation error (i.e. noisy solutions), or the dominance of approximation
error, (i.e. blurry images) [8]. Since the imaging model begins as a continuous model, and is then discretised by assum-
ing a zero-hold interpolation, the PSF used in the deconvolution is a discretely sampled convolution of the continuous
slice profile with a rectangular function representing the zero-hold.

Our SR algorithm optimises the deconvolution by selecting the maximumλ = λopt, for which the deconvolved image
can resolve the objects. This is done on an iterative basis, beginning with a highλ, and gradually reducing it until the
objects can just be resolved. Onceλopt has been found, the post SR algorithm noise in the deconvolved image is then
calculated by estimating the standard deviation in a background region,npost. This algorithm is then repeated 1000
times with different noise realisations, to build up a distribution of results.

SNR assessment. The SNR change, relative to SOR=1 and no SR algorithm, can then be calculated from∆SNR =
∆signal/∆noise = SOR/(npost/npre). An SNR change greater than 1 indicates that the signal change from the
thicker slice is greater than the corresponding noise amplification from the SR algorithm (necessary to achieve the true
resolution ofss mm). However if the SNR change is below 1, then the noise amplification exceeds the signal increase,
implying that there is no net SNR benefit from using the SR algorithm over acquiring directly at the ss resolution
(assuming this is technologically possible). If the SNR change is greater than 1, then this can be directly traded for
isotropic resolution according to the following formula,∆xiso = 1− 1/ 3

√
∆SNR, which indicates the improvement in

resolution for the same “SNR-quality” of data.

2.2 MR Test Data

A slice from a 1.1mm3 SPGR data set is used as the input high-resolution image. Theimaging process is simulated as
described earlier for the Resolution Phantom, forss = 2mm and the same range of SOR values. Deconvolution is then
carried out using the regularisation parameter values,λopt, as determined previously.

3 Results and Discussion

3.1 Resolution Test Phantom

Initial Resolution Assessment. Figure 1 shows histograms of the number of successful resolutions prior to deconvo-
lution. The histogram on the left shows the results for a Gaussian slice profile, indicating that with no noise present, the
objects can be successfully resolved with an SOR=1.2, without the need for any SR algorithm. The corresponding SOR
value for the rectangular slice profile is 1.5. As noise is added, the SOR threshold reduces in both cases, but it is clear
that the Gaussian slice profile is less robust to the presenceof noise. These results indicate that the “true” resolution
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Figure 1. Histogram of successful resolutions prior to SR algorithm.
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Figure 2. Examples of the simulated images (upper) and deconvolved images (lower). In all images, the vertical axis is
the z-axis, the through-plane direction. The horizontal axis indicates increasing SOR. The arrows on the upper images
show the maximum SOR at which the objects can be successfullyresolved prior to deconvolution. (The images are
zoomed to show the resolution test object only, the noise is estimated from a ROI outside of the visible area.)
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Figure 3. Graphs showing the noise amplification due to the SR algorithm, for 2% and 12% noise. The error bars
indicate one standard deviation from the mean noise value. The dashed line indicates the maximum noise amplification
allowed before∆SNR falls below 1.

of the data acquired with a rectangular slice profile will often be higher than the acquired slice width suggests, even
without the application of a post processing SR algorithm. Conversely, noise can mask resolution when a Gaussian
slice profile is used, with the resolution test failing even for non-overlapping slices (SOR=1) at high noise levels.

SR algorithm. Selected results from the simulation and deconvolution (for noise levels 2 % and 12%) are shown in
Figure 2. The upper row show the initial images prior to application of the SR algorithm, showing that the two objects
are more clearly resolved, and to a higher SOR factor, when a rectangular slice profile is used. The lower row in Figure
2 show the deconvolved images from the SR algorithm. At 2% noise, deconvolution enables good visual resolution
of the two objects for both the rectangular and Gaussian slice profiles. However, this resolution increase comes at the
expense of noise amplification, as is illustrated by the 12% noise images in Figure 1. Figure 3 shows the noise amplifi-
cation post deconvolution, for both slice profiles at different SOR factors. The Gaussian deconvolution amplifies noise
more than a rectangular slice profile, and generally has a much greater variability in noise amplification, indicated by
the larger error bars. This behaviour is exactly what is expected from calculating the Condition Numbers of the PSFs
(data not shown). For a given SOR, the Gaussian PSF has a higher condition number compared to the rectangular PSF
and hence will be more sensitive to the presence of noise, as is shown by the data in Figure 3 [10]. The dashed line
in Figure 3 indicates the maximum noise amplification that can be compensated for by the increase in signal, resulting
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Figure 4. The mean % voxel change realised by trading increased SNR forresolution (Rectangular slice profile).

in an overall increase in SNR. For the Gaussian PSF, none of the data points and associated error bars, for all noise
levels, fall below this threshold, implying that the noise amplification always exceeds the signal increase. However, for
the rectangular PSF, the noise amplification is sufficientlylow for a range of SOR and noise values, for example SOR
≤ 1.6 at 2% noise, and SOR≤ 1.4 at 12% noise.

Figure 4 shows the∆xiso possible from the overall∆SNR, for the rectangular PSF, for both pre and post SR al-
gorithm (results are thresholded to only those with 84% confidence of successful resolution). For high noise levels
(≥ 8%), there is a significant benefit from processing with the SR algorithm (acquiring at SOR=1.1), allowing at least
a 9% reduction in voxel size for all noise levels. This improvement is greater than that expected from just the signal
increase alone, suggesting that the noise has actually beenreduced by the deconvolution; the result of the SR algorithm
was to blur the image rather than sharpen edges. This is possible in these cases because the initial image was much
sharper than required by the modulation assessment of resolution. For noise levels below this, 2-6%, roughly the same
improvement can be achieved by simply acquiring at SOR=1.4 and applying no SR algorithm. This has the advantage
that no deconvolution needs to be done, which requires optimisation to select the regularisation parameter. Although
this simulation had an easily assessable criterion (modulation), it is harder to select and optimise such criteria withreal
images.

3.2 MR Test Data

Figure 5 shows an example of the results of the simulation on the MR SPGR data for SOR=1.4 and 2% noise. This
figure illustrates the earlier results. Firstly, that the Gaussian slice profile results in lower resolution images thanthe
rectangular (comparingb and d). Secondly, there is little visual difference between SOR=1 and SOR=1.4 with a
rectangular slice profile (a andb), which supports the proposal that they both have resolvingpower equal to the matrix
size. Thirdly, the noise amplification from deconvolving the Gaussian slice profile is clear to see ine.

Figure 5. Examples of deconvolution on simulated MR data, with SOR=1.4 and 2% noise.

4 Conclusions

There are two main conclusions of this work. Firstly, deconvolution will always in general, come with some noise
penalty. Intuitively, the deconvolution process in all SR algorithms will act similarly on noise as it does on signal, and
so this is expected. The noise amplification is dependent on the slice profile size and shape, and for some situations
will indeed be compensated for by the increase in signal fromthe SR acquisition. We have explored two different
slice profiles, rectangular and Gaussian. Although rectangular profiles are the ideal slice profile, due to technological
limitations this is not achievable in practice, and the realslice profile tends to be more Gaussian-like. Therefore the
results from both are relevant and represent the two extremes.
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We have shown that Gaussian slice profiles are not robust to the presence of noise, and the noise amplification from
the deconvolution tends to outweigh the signal increase, leading to an overall reduction in SNR compared to acquiring
directly atss mm resolution. Gaussians have been shown to be one of the mostill-posed PSFs for deconvolution [10].
The situation is more hopeful for rectangular slice profiles. However, if we wish the SR algorithm to recover the exact
ss mm resolution, then we have shown that there is a maximum SOR factor, which depends on the original noise in the
image. At typical 2% noise, the maximum SOR is 1.6, and this reduces as noise increases. These results imply that for
those studies in the literature that have quoted SOR factorsabove this threshold, they either carry a SNR penalty, or the
SR algorithm is not truly recovering the resolution back to the desired resolution.

The second conclusion of this report relates to the initial resolution assessments, which indicate that the resolution
power of a slice profile can be far higher than its slice width suggests. This has the advantage that the images need not
undergo any post-processing that may amplify the noise and hence this is indeed “free” SNR. Current work attempts
to use these results with real MRI data acquired with SOR> 1.

This study has some practical implications. The major implication follows from the latter conclusion, and offers a
free SNR boost for structural MRI (assuming that the slice profile is close to rectangular in shape). For example, an
image can be said to have through-plane resolutionss mm, even when acquired at SOR=1.4 with a rectangular slice
profile. This could be motivation to alter structural image acquisition parameters. Also, the dependence on slice profile
shape implies that it is worth investing in improvements to the shape of the slice profile, to improve the performance of
SR algorithms.

The motivation for this study was the wish to use SR to improvethe resolution in SNR limited applications, such
as DWI. Unfortunately, results have shown that low SNR also acts as a performance limiter for the SR algorithm. This
is especially pertinent for DTI studies, as the accuracy andprecision of the post-processing is very sensitive to the im-
ages SNR. For example, it has been shown that low SNR can introduce a positive bias in the Fractional Anisotropy [11].
However SR could also be used in areas where there are technical limitations to acquiring thin slices, such as gradient
specifications. In this case, if the application can cope with an SNR penalty, then SR does obviously still offer potential
for increasing the resolution.

Further work is intended to investigate the dependence on slice profile shape, and deconvolution routine. The simula-
tion was carried out using a simple implementation of a SR algorithm, with deconvolution regularised by the Laplacian
smoothing operator. More sophisticated SR algorithms may behave subtly differently; however, we believe the results
are transferable across to other SR algorithms due to the common deconvolution that is necessary to de-blur the image.
Similar results were achieved with a Wiener filter (not shown). Deconvolution algorithms used in the literature tend to
be iterative based ones such as POCS and the Irani Peleg Algorithm, and it would be useful to investigate these [1].
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Abstract.
Subject motion is a common problem in all forms of BOLD MRI and it is accepted that conventional motion cor-
rection does not remove all of this variance from the data. Hypothesis-driven approaches use the shifts from these
corrections as unwanted-effects regressors, whereas data-driven analysis techniques often cannot, and so are more
susceptible to this form of artefact. Modified temporal cluster analysis (MTCA) is a data-driven approach to the
examination of fMRI and phMRI data. It is, however, susceptible to motion artefact, which we use here as an advan-
tage and introduce the dual MTCA method as a means to discover when and where in the brain is being affected by
motion which is uncorrected for, so that those slices may be suppressed before further data-driven analysis. This is
particularly useful in experiments with long repetition times since only a subset of slices will require further correc-
tion. We apply this to placebo data from a phMRI study and conclude that it will be a useful step in the preprocessing
and further analysis of such experiments.

1 Introduction

A wide variety of analysis techniques are applied to functional magnetic resonance imaging (fMRI) data. The most
popular of these uses the general linear model (GLM) to identify voxels whose time course correlates with the a
priori experimental procedure, implemented as statistical parametric mapping (SPM) [1]. One of the most important
preprocessing steps before any analysis is the correction of any small motion that has occurred during a session. Even
after this correction, a large source of variance in the data will still be correlated with this motion, and so the small
shifts for each timepoint in each direction are taken and used as unwanted-effects regressors in a GLM approach [2].

Recently, pharmacological MRI (phMRI) has emerged as a development of fMRI. In conventional fMRI the experi-
mental procedure is generally a well-defined activation task (word generation, finger tapping etc). In phMRI the ex-
perimental procedure is the administration of a drug; consequently the analysis procedure must look to identify voxel
time courses correlating with the expected neural response to the drug. This can be problematic if the expected neural
response is not well established or could be expected to have a number of differing spatial and temporal modes. There
is correspondingly greater potential for data-driven methods in phMRI than in conventional fMRI, such as k-means
clustering, Independent Component Analysis (ICA) or Wavelet Cluster Analysis (WCA) [3] [4].

However, data-driven approaches often cannot use anything similar to unwanted-effects regressors and will thus be
more susceptible to large artefacts such as motion, which can easily drown out the much smaller variance expected
from the Blood Oxygen Level Dependent (BOLD) response. In some recent designs of phMRI experiments there has
been a long repetition time (TR) (effectively ∼ 20s, with each volume being acquired during the first ∼ 5s of this). Due
to the protracted and interleaved nature of collection of slices during this time, any motion will not affect all the slices
in a volume as in fast fMRI, but will only affect several across a number of slices which are non-abutting.

Temporal Cluster Analysis (TCA) is a data-driven method for discovering the time at which voxels experience their
maximum value [5]. This was used originally to find the times at which the neural response to the body’s uptake
of glucose was maximal so that better models could be developed and tested using conventional hypothesis-driven
approaches. This method is now generally called Original TCA (OTCA). An iterative version (ITCA) was introduced
in [6]. The results of this form of model generation for a SPM analysis compare favourably with the results of an
Independent Component Analysis (ICA) [7]. More recent work has looked at detecting extended plateaus of response
using autocorrelation combined with OTCA [8].

Modified TCA (MTCA) takes into account the changes in signal intensities producing the maximal values to weight
the results so that a timepoint when many voxels have a small increase to take them to their maximal value will not
overshadow a timepoint where a small number of voxels have a large positive response [9]. TCA was used in [10]
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to detect epileptic activity without the use of electroencephalography (EEG). However, the results of this study were
disputed and found to be difficult to reproduce due to the susceptibility of TCA to motion artefacts [11].

Here, we explore the use of TCA as a method to discover uncorrected motion at an early stage in the processing pipeline.
We introduce dual MTCA, whereby both maximum and minimum times are found and weighted at each voxel, and
those timepoints found to have large magnitudes in both directions are examined further, with the voxels producing
these treated as undergoing motion. This is applied to a ‘resting state’ brain (placebo day of a phMRI experiment).

2 Methodology

Once a 4D (3D + time) dataset has been preprocessed to realign each point so that it may be confidently compared to
itself over time, it may be represented as a matrix of voxels

V =


v1,1 v1,2 v1,3 · · · v1,t

v2,1 v2,2 v2,3 · · · v2,t

v3,1 v2,3 v2,3 · · · v3,t

...
...

...
. . .

...
vx×y×z,1 vx×y×z,2 vx×y×z,3 · · · vx×y×z,t

 (1)

where each column represents a full 3D brain volume at one point in time and each row represents the temporal changes
of one voxel. x, y and z are the spatial dimensions of one brain volume, while t is the number of volumes in the session.

2.1 Original Temporal Cluster Analysis

In the original algorithm (OTCA) maximum valued timepoints are found as

v′i,j =
{

1 if vi,j = max{vi,1, vi,2, · · · , vi,t}
0 otherwise

}
(2)

with collation occurring as

p = (p1, p2, · · · , pt) where pj =
x×y×z∑

i=1

v′i,j (3)

p may then be plotted, showing the number of voxels which reach their maximal value at any given timepoint.

2.2 Dual Modified Temporal Cluster Analysis

The modified algorithm (MTCA) takes the signal change at each voxel, and we extend this to find both maximum and
minimum values for each voxel as

vmax
i,j =

{
% change if vi,j = max{vi,1, vi,2, · · · , vi,t}

0 otherwise

}
(4)

vmin
i,j =

{
% change if vi,j = min{vi,1, vi,2, · · · , vi,t}

0 otherwise

}
(5)

which we refer to here as dual MTCA (d-MTCA). The percentage change used here is the percentage difference of
a voxel’s value at a timepoint compared to the mean of that voxel’s values between timepoints 2 and 22 (during the
baseline period). These are then collated as in Equation 3, the results of which may be plotted as seen in Fig. 1 where
the shifts from the conventional motion correction step are overlaid.
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Figure 1. An example of d-MTCA. The bars represent collated percentage signal change from all those voxels reaching
a maximum or a minimum at that timepoint (here scaled relative to timepoint 14). The coloured lines represent the
shifts returned from the motion correction step (in the three orthogonal directions). If this were a real experiment one
would discover which voxels are causing the dual spike at timepoint 14 and suppress those slices. The single positive
spike at timepoint 25 would be examined further since positive response with no corresponding negative is much more
likely to represent a true BOLD effect.

At each timepoint we also record the spatial position of each voxel reaching its maximum or minimum value. For
acquisitions which are interleaved, any subject motion will manifest as concentrations of maximum and minimum
points across every second (generally) transverse slice over a portion of the volume corresponding to how long the
motion took place for. This is due to the motion moving a previously higher signal intensity region into a lower signal
intensity region and vice versa. Indeed, any uniform structure such as this is extremely unlikely to have been caused
by the BOLD response alone.

At a timepoint with large positive and negative d-MTCA results, those slices with a large number of maximum and
minimum spatial points are classed as having motion artefact. The voxels in these slices are removed and replaced
with the result of an interpolation of the signal intensities from the same position at the surrounding timepoints. If the
motion extends over many slices, or there are two or more distinct periods of motion in a particular acquisition, the
entire volume at that timepoint could be classed as having motion artefact and be suppressed. Further preprocessing
techniques such as spatial transformation to a standard anatomical space and smoothing may now take place, allowing
for data-driven methods to be used to analyse the data without as much risk of only discovering the smeared effects of
these motion artefacts.

3 Results

We have used data from a BOLD phMRI experiment where twelve healthy volunteers received an infusion of either
saline (placebo) or hydrocortisone after 10 minutes of baseline (out of 100 minutes in total) on alternate days [12].
The one session from this experiment studied here is from the placebo day, of which the first 50 volumes (17 minutes)
are used. Each acquisition of an entire brain volume was carried out in an interleaved fashion (to reduce susceptibility

Figure 2. Coronal and sagittal views of a volume rendering showing only those voxels reaching their maximum (red)
or minimum (blue) values at timepoint 38. In an ideal situation these would be distributed randomly throughout the
brain. Here these voxels are concentrated in the odd numbered slices from 41 to 49 inclusive indicating motion during
their acquisition.
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Slice 44 45 46

Figure 3. Transverse slices 44, 45 and 46 (left is true left) at timepoint 38. The d-MTCA voxels for this timepoint
are overlaid on the T ∗

2 weighted slices. In slice 45 sulci are apparent due to the motion occurring at that point in the
acquisition as previously higher signal intensity regions momentarily move into lower signal intensity regions and vice
versa. In the absence of serious motion slice 45 should look more similar to slices 44 or 46.

distortions) over the course of 5s with 20s between the start of each full scan yielding an effective TR of 20s. Images
were motion corrected using Statistical Parametric Mapping Software version 5 (SPM5, Wellcome Trust Centre for
Neuroimaging, Institute of Neurology, UCL, London, UK; http://www.fil.ion.ucl.ac.uk/spm/). Images were aligned
using a least squares framework minimising the mean square error between two images. No further preprocessing was
performed since each step will smear the effects of motion across several slices.

Timepoint 38 was found to have large magnitudes in both directions using d-MTCA. Those voxels reaching their
maximum or minimum value at this time are shown in Fig. 21. When viewed individually as transverse slices, as in
Fig. 3, sulci are visable, which would not be expected for this type of analysis in the absence of movement. It should
be noted that the volunteer was not consciously moving.

Fig. 4 shows some of the slices from Fig. 2 together with the results of a k-means clustering (using 3 clusters) carried
out before (row 2), and after (row 3) any d-MTCA driven correction was performed. For this design of experiment
we should see no apparent structure as a result of the clustering since we are only examining function (the clustering
algorithm also has no spatial awareness). In effect, there should be nothing sensible to cluster besides any commonality
among noise. However, before d-MTCA driven correction (row 2), we see some of the structure of the cortex when this
clustering is carried out. All timepoints have been used in this clustering, with the effects of the motion at timepoint 38
driving the variance. Conversely, after a temporal interpolation step has been carried out on the identified slices (odd
numbers 41 through 49) at this timepoint, the clustering algorithm finds no clear spatial clusters, as would be expected
in this case in the absence of motion.

4 Discussion

This method is designed for the long form of experiment common in phMRI where motion becomes a problem in
the later stages, the TR is quite long, and where subsequent data-driven analysis is most useful [13] [12]. It should
not be confused with conventional slice timing correction which is common in event-related designs in fMRI. In an
exploratory analysis it may also be useful to explore the spatial nature of any motion artefact, especially one that
occurs close to important timepoints in the experiment such as the infusion of a drug. Limits could be put in place so
that if there were more than a certain number of slices found to have severe motion artefact through this method, the
entire timepoint could be suppressed out and replaced with an interpolation of temporally surrounding entire volumes.
For most movements, however, only those slices affected need to be removed, meaning we may keep most of the
information from each timepoint, without the risk of seeing this type of motion artefact affecting many more slices
after further preprocessing steps.
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Figure 4. Row 1 shows slices 43 through 48 with those voxels reaching a maximum value at timepoint 38 coloured
red, and those reaching a minimum coloured blue. Motion is apparent in slices 43, 45 and 47, which corresponds to the
interleaved nature of the acquisition. Row 2 shows the same slices with the colours corresponding to k-means clusters
as the timecourse of each voxel has been examined. Sulci are apparent in slices 43, 45 and 47 here which would not
be expected purely through examination of function using this algorithm in the absence of motion. It is evident that
the motion at timepoint 38 is having a large effect on the clustering. Row 3 shows the same slices, again with colours
corresponding to k-means clusters, after the voxels in slices 43, 45 and 47 at timepoint 38 were removed and replaced
with an interpolation of the same positions from the surrounding timepoints. Colours do not correspond between rows.
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Abstract. The current commercial practice of independently reconstructing temporally contiguous dynamic PET
images ignores the temporal consistency between frames. We present a method which imposes a regularisation
constraint based on the Empirical Mode Decomposition (EMD) iterative algorithm of Rilling. We apply the decom-
position to full spatio-temporal volumes and use it for the reconstruction of dynamic PET data.
Instead of applying conventional wavelet-based thresholding to the Intrinsic Mode Functions (IMFs), we introduce
locally defined and empirically-determined thresholding techniques. We show that EMD-based regularisation has
the potential to produce superior quantitative reconstructions and examine the effect various thresholding methods
have on the overall images.
We illustrate EMD-based spatio-temporal regularised reconstructions in simulated and clinical experiments. Our
method outperforms conventional methods both in terms of SNR and Mean Square Error (MSE), and removes the
need to temporally post-smooth the reconstruction.

1 Introduction

PET is a medical imaging modality which is able to record pharmacokinetic information. When a radiotracer such
as 18F -FDG is administered, the reconstruction of detected data enables the tracer’s distribution to be visualised in-
vivo. Dynamic PET typically involves detecting, and independently reconstructing, a contiguous sequence of scans
(“frames”), which may range in duration from a few seconds to many minutes. The choice of frame durations is
difficult to justify: short frames have higher temporal resolution but fewer counts, hence poorer SNR; long frames
have higher spatial resolution and tend to increase SNR as well. Most clinical PET scans are static; we show the
potential improvements in image quality possible when the goal of dynamic imaging is explicitly incorporated into
the reconstruction algorithm. The main motivation of dynamic over static PET is that abnormal physiology provides
clinicians with far more information than abnormal anatomy. This is especially true for cancer radiotherapy treatment
plans, where there is growing evidence that PET is able to visualise a patient’s response to treatment before anatomical
changes are apparent. Detecting early response to treatment enables clinicians to modify the plan as required, reducing
the patient’s discomfort and improving their overall chance of survival.

Signal recovery from noisy estimates is a classic signal analysis problem. Many attempts have been made to reduce
the noise inherent in dynamic PET using regularisation techniques. One idea is to apply Gaussian temporal filtering
to smooth the Time Activity Curve (TAC) estimates [1]. Another is the method of Nichols et al, which estimates
TACs using B-Spline temporal basis functions [2]. Reader et al. proposed using a specific compartmental model [3].
Kamasak et al. [4] extended the idea of Carson and Lange [5] of directly estimating kinetic parameters from the
projection data, but requires that that compartmental model is known a priori. Various data-driven reconstruction
methods have also been previously explored in the literature, such as PCA [6] and the KL transform [7]. Wavelet
denoising has also been explored: there have been many attempts to remove noise from both the projection data as well
as the reconstructed images. Shidhara et al. provides a good summary of some of these methods with emphasis on how
their application effects pharmacokinetic parameter estimates [8]. Lee et al. [9] utilises Robust Wavelet Shrinkage and
Verhaeghe et al. recently proposed a reconstruction algorithm using E-Spline wavelet-like temporal basis functions
[10].

We explicitly incorporate a temporal regularisation procedure directly into the reconstruction algorithm. The method
decomposes the spatio-temporal activity estimate into Intrinsic Mode Functions (IMF) and empirically regularises the
reconstruction. The Empirical Mode Decomposition (EMD) iterative algorithm is used since it is both data-driven and
multi-resolution. Our method results in improved dynamic PET reconstructions when tested on realistic simulated data
and yields less noisy, visually enhanced images for clinical colorectal data.

∗andrew.mclennan@new.ox.ac.uk; jmb@robots.ox.ac.uk; matthew.kelly@siemens.com
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2 Method

2.1 Image Reconstruction

The forward projection model of dynamic PET for a matrix of F temporal I-dimensional detected projection data
vectors Y ∼ Poisson

{
Ŷ

}
can be written as: Ŷ = PX + R + S; where X is the J × F spatio-temporal image

activity matrix used to represent the dynamic radioactivity distributions; P is the forward projection matrix representing
the probability that an emission from the jth spatial basis function is detected by the ith Line of Response (LOR); and
R and S are the Randoms and Scatter contribution vectors to the expected data.

Substituting the forward projection model into the Log-Likelihood function of a Poisson process, differentiating, and
then rearranging gives the conventional ML-EM algorithm [11] for reconstructing the spatio-temporal tracer distribu-
tion X. We modify the conventional algorithm to include temporal regularisation to reduce noise. After each update of
the F images using the ML-EM algorithm, the reconstruction volume is decomposed, denoised and then recomposed
using the multi-resolution EMD transform. The overall algorithm for the combined multi-resolution regularisation and
image reconstruction can be written as:

Xk+1(t) =
X̃

k
(t)

PT 1
PT Y(t)

PX̃
k
(t) + R(t) + S(t)

(1)

X̃
k+1

(t) = Ψ
(
Φ

(
Ψ−1

(
Xk+1(t)

)))
. (2)

where the product and division of vectors are understood to be carried out element-wise (as in [3]), 1 represents a vector
of 1′s, Xk is the current reconstruction estimate for all time frames obtained from Equation (1), Ψ̃−1 and Ψ̃ are the
forward and reverse EMD operators which perform the multi-resolution decomposition and recomposition, and Φ is
the denoising operator. This alternating reconstruction-denoising procedure is an extension of the Silverman et al. [12]
“Estimate-Maximise-Smooth” method to temporal data.

2.2 Empirical Mode Decomposition (EMD) Regularisation

EMD, also known as the Hilbert-Huang Transform [13], is a data-driven multicomponent signal analysis tool. It has
similarities with the Wavelet Transform [14]; but rather than fixing the decomposition basis to a single pre-defined
“mother” wavelet, it enables the transform to adaptively determine a variable set of Intrinsic Mode Function (IMF)
frequency modes. Figure 1(a) shows an example EMD decomposition. Although it remains a heuristic method, each
IMF is similar to a simple harmonic function; but far more general allowing both amplitude and frequency to vary with
time.

As dynamic PET TACs consist of a smooth true signal component corrupted by noise, the individual IMFs can extract
the non-true high-frequency signal components with varying amplitude and frequencies from the underlying true ac-
tivity curve. For our application, we can decompose the kth TAC estimate of voxel j into a series of C IMFs and a
non-zero mean low-order polynomial residual term R using the EMD algorithm:

Xk
j = Rj +

C∑
c=1

IMFc. (3)

As high frequency signal components are contained in the initial IMFs, one can apply wavelet-based high frequency
noise removal. Thresholding, or removing whole IMFs before recombination, enables the fully data-driven denoising
process without user bias. Various EMD noise removal operators have been proposed in the literature [15, 16].

To denoise a signal using the EMD transform, we apply an operator Φ to the IMFs. We compare the result of traditional
reconstruction methods with two EMD-based reconstruction methods. The first reconstructs TACs from those IMFs
which have higher order than the minimal energy IMF c̃ [17]:

CMSE(X̃c, X̃c+1) =
1
N

N∑
i=1

(
X̃c(ti)− X̃c+1(ti)

)2

=
1
N

N∑
i=1

(IMFc(ti))
2 (4)

where Xc and Xc+1 denote signals that are reconstructed starting from IMFs indexed by c and c+1 respectively. Thus,
by calculating the energy of the various IMFs it is possible to determine which contain signal and which are dominated
by noise.
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The second method thresholds the IMF coefficients [18]. The threshold selection is non-trivial, however, especially in
the case where noise is non-Gaussian and non-stationary. The method we use is to scale the traditional level specific
Hard Thresholding value with the residual term in order to make the threshold non-stationary:

σ̃c(t) = σ̂c ∗ Residual(t), (5)

σ̂c =
median (|IMFc(t)|)

0.6745
. (6)

3 Results and Discussion

Our EMD denoising algorithm was assessed using both highly realistic 3D+t PET-SORTEO simulation data and clinical
colorectal data. The conventional static PET reconstruction algorithms: FBP, FBP Post-GS, OSEM, and OSEM with
inter-iteration GS algorithms were applied as a means of comparing the performance of the proposed approaches. GS
denotes the convolution of the current estimate with a temporal Gaussian kernel of size σ = 1. The quantitative
accuracy of the reconstructions are compared by using the Mean Square Error (MSE) and Temporal Signal to Noise
Ratio (TSNR) measures taken from Verhaeghe et al [10], and a Bias Vs. Noise measure taken from [19].

3.1 Simulated 1D TACs

Seven different TACs (Left & Right Ventricle taken from [10] and 1 compartment models taken from [19]) were com-
pared to determine the effect of our methods on MSE and SNR. Each TAC was used to generate 100 noisy realisations
by adding normally distributed noise proportional to the activity/frame duration at each temporal point.

Table 1(b) shows the results for one of the TACs (all other TACs give similar results). Bold numbers indicate which
methods produced the better results. The Hard and Soft Thresholding methods are taken from [18]. We see that the two
EMD-based regularisation schemes, New method and CMSE method, yield the best overall results on average. Also,
the EMD methods are capable of extremely accurate estimates on some occasions and more investigation is needed to
achieve these levels of result consistently. Finally, the largest MSE results are also lower for the EMD method indicating
that GS in some case produces significantly worse estimates than EMD. Since EMD methods are data-driven, no user
defined smoothing term is required, unlike Gaussian smoothing where a kernel needs to be selected. We note that
even though the Residual provides a good TAC estimate, additional IMFs are required in order to accurately fit initial
dynamics.

(a) Example IMF Decomposition

SNR MSE
Mean Max Min Mean Max Min

None 10.75 12.23 9.09 0.0851 0.123 0.0597
GS 16.20 20.33 13.63 0.0247 0.043 0.0093

CMSE 19.69 29.42 15.34 0.0132 0.040 0.0011
Hard 15.28 25.64 1.60 0.0987 0.692 0.0027
Soft 14.08 24.30 1.03 0.1391 0.790 0.0037
New 19.00 29.31 15.50 0.0139 0.028 0.0012

Residual 4.05 20.99 0.96 0.490 0.802 0.0080

(b) Table of Results for an example biologically plausible TAC.

Figure 1. Example EMD frequency modes and results for 1D analysis

3.2 PET-SORTEO Simulated 3D+t PET Data

The PET-SORTEO Monte Carlo-based simulator [20] generated realistic dPET data. Biologically plausible TACs taken
from [3] were assigned to the nine region 17.5cm diameter by 20cm long 3D+t phantom shown in Figure 2. TAC 1
was assigned to corner ROIs, TAC 2 to the middle ROI, TAC 3 to the remaining ROIs and TAC4 to the background.
Thirty 120 second temporal frames produced sinograms of size 144× 288× 239 covering a 1 hour scan acquisition. A
total of approximately 1.1 million events were recorded along the central slice through the phantom for which we show
results. Randoms and Scatter events were not included in this simulation as, in the ideal case, they would be perfectly
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accounted for by the Randoms and Scatter matrices R and S respectively. Attenuation was also not simulated because
it is assumed that this would be accounted for in practice using one of a variety of correction techniques. Images of
size 128× 128, for 10 iterations (8 subsets), were produced for reconstruction algorithms.

Figure 2 shows reconstruction slices for temporal frame 6. The results indicate that the new method produces better
quality reconstructions than the conventional independent frame methods. This visual assessment is confirmed by
Figure 3 which shows that the mean bias and mean noise of the new reconstruction method is generally lower than the
conventional OSEM method for the different ROIs. Figure 3(a) shows results for the three activity regions for different
levels of post-reconstruction spatial smoothing. Figure 3(b) shows results for different levels of post-reconstruction
temporal smoothing (with voxel and overlapping spatial (SPS) basis functions). As the temporal smoothing for the
new method only results in modifying the bias of the reconstruction (due to the smooth results produced by the EMD
transform) as seen by the displacements along the horizontal axis, only spatial smoothing should be implemented
post-reconstruction.

Figure 2. Example slices of the simulated 3D+t phantom: True activity image, FBP, OSEM and EMD (with non-
stationary thresholding) methods. All images were post-reconstruction smoothed spatially using a 2D Gaussian with
σ = 0.7voxels.

(a) Comparisons of different post-reconstruction spatial smoothing
levels: σ = 0, 0.5, 0.7, 0.9(voxels).

(b) Comparisons of different post-reconstruction temporal smooth-
ing levels (with and without post-reconstruction spatial smoothing
(SPS)): σ = 0.5, 1, 1.5, 2, 2.5, 3, 3.5(timeframes).

Figure 3. Mean bias vs. mean noise for the conventional OSEM and our methods

3.3 Clinical 3D+t Colorectal PET Data

To aid validation of our EMD dynamic PET reconstruction technique we apply the algorithms to clinical colorectal data.
A total of 321 million events where recorded for a 60 minute acquisition, obtained from Siemens Molecular Imaging.
These events were then binned into twenty eight equal duration contiguous sinograms of size 336×336×313. Results
are again shown for the 64× 64 central slice reconstruction.

Figure 4(a) shows the reconstructions of the final frame (128 seconds of data) for the EMD method with three levels
of enhancement, FBP with and without post-Gaussian smoothing, and conventional OSEM with and without inter-
iteration Gaussian smoothing. It appears that the EMD method significantly reduces noise due to the temporal regu-
larisation, but without the need of user defined smoothing parameters. Figure 4(b) compares the TACs obtained by the
various methods, demonstrating again that noise is reduced by the EMD method.
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(a) Single central slice of frame 28 (b) Central voxel TACs

Figure 4. FBP, FBP with post-GS, OSEM, OSEM with inter-iteration GS, and EMD methods.

4 Conclusion

A novel dynamic PET reconstruction algorithm with temporal regularisation is proposed. The method ensures consis-
tency between neighbouring frames using the EMD transform. Various EMD regularisation method are compared for
both simulated and clinical dPET data and shown to lead to superior results than Gaussian smoothing. We note that if
only pre-reconstructed dPET images are available, then a single application of our EMD denoising procedure will also
improve the quality of the temporal images.
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Abstract. Echocardiography provides a powerful and versatile tool for assessing cardiac morphology and 
function. However, cardiac ultrasound suffers from speckle as well as static and dynamic noise. Over the last three 
decades, a number of studies have attempted to address the challenging problem of speckle/noise suppression in 
cardiac ultrasound data. No single method has managed to provide a widely accepted solution. Temporal 
Compounding is a noise suppression method that utilises spatial averaging of temporally aligned cardiac B-Mode 
data. Reliable temporal alignment is vital for effective Temporal Compounding. In this study we introduce a 
novel, accurate and robust technique for the temporal alignment of data with variable temporal characteristics and 
examine the effect of Temporal Compounding in three clinical measurements performed on routine 
echocardiographic examinations. Preliminary results from 32 patients demonstrate speckle/noise suppression, 
shadowing reduction, anatomical structure enhancement and improvement in measurement repeatability with no 
significant or systematic bias introduced. Temporal Compound data may be able to provide a good alternative to 
B-Mode data in clinical measurements as well as a first step to further post-processing of cardiac ultrasound data.  

1 Introduction 

Cardiovascular diseases (CVD) constitute the single most important cause of death in the UK [1]. The early diagnosis 
and treatment of CVDs is crucial in order to reduce mortality and to improve patients’ quality of life. 
Echocardiography, a widely used tool for assessing cardiac morphology and function, offers a number of advantages 
when compared to other available imaging modalities. However, cardiac ultrasound suffers from speckle as well as 
static and dynamic noise which tend to: (i) obscure fine structure, (ii) mask out low contrast regions, (iii) reduce the 
ability of the human observer to resolve fine detail during a diagnostic examination and (iv) decrease the 
effectiveness of further image processing such as edge detection, image registration and object classification. As a 
result, techniques are required for removing or reducing noise, aiming to improve image quality (by increasing Signal 
to Noise Ration – SNR) and the diagnostic potential of medical ultrasound 

Speckle/noise suppression on medical ultrasound data has been an ongoing research theme for the last three decades. 
Ultrasound scans represent a challenging application for noise reduction algorithms because, although they are 
heavily corrupted by noise (low SNR), they contain spatial features that should be preserved. Spatial compounding, a 
widely used technique, suppresses noise by combining independent or partially uncorrelated images of an anatomic 
structure whose speckle patterns have been modified by imaging the target region of interest from varying angles. 
Intensity averaging is the most commonly used compounding strategy yielding satisfactory results on speckle/noise 
suppression.  

Spatial compounding of cardiac ultrasound data is challenging due to the constant, rapid movement of the heart and 
the limited acoustic windows through the patient rib-cage and lungs. Two studies have utilised the almost periodic 
cardiac motion that enables the acquisition of multiple 2D images of the same heart structure from the same acoustic 
window [2, 3]. These images may not be independent but are partially uncorrelated due to dynamic noise changes, 
patient respiration and probe motion during the data acquisition. Both studies provide an extension of the 
Synchronised Summing Method used to improve SNR of noisy periodic signals in signal processing. Frames of 
consecutive cardiac cycles within a multi-cycle, B-Mode sequence are temporally aligned and spatially compounded 
(Figure 1). The method has been referred as Temporal Compounding. Reliable temporal alignment is a key step for 
effective Temporal Compounding. Both studies identified the potential of Temporal Compounding method and 
demonstrated (in small number of datasets) the SNR improvement that can be achieved. However, neither made any 
mention on the effect of Temporal Compounding on clinical measures performed on a typical cardiac ultrasound 
examination. In this study we introduce a novel, efficient and robust non-linear temporal alignment method and 
examine the effect of Temporal Compounding on routine clinical measurements on cardiac ultrasound examinations. 

2 Data acquisition and manual analysis 

Data acquisition process 
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Data from 32 patients (18 male, 14 female, with age range from 21 to 88 and average age 60) were acquired by an 
experienced echocardiographer in the Echocardiography department of the Western General Hospital, Edinburgh, 
during January 2009. For the data acquisition a GE Vivid 7 Dimension ultrasound scanner was used along with a 
3MHz phased array probe. B-Mode data of 25 cardiac cycles of the Parasternal Long-Axis view were acquired 
according to the standards set by the British (BSE) and American Society of Echocardiography (ASE) [4]. 25 cardiac 
cycles were found to provide a good trade-off between noise suppression and increase in the cardiac examination 
duration. Images were captured at 25 frames per second (FPS). B-Mode image sequences of 434 x 636 pixels were 
exported as DICOM files with no compression applied to them.  

Following data acquisition, the echocardiographer manually identified a left ventricular End-Diastolic (ED) and an 
End-Systolic (ES) frame within the captured cine-loop. Manual calliper measurements of the Interventricular Septal 
Thickness (IVSd), Left Ventricular Internal Dimension (LVIDd) and Left Ventricular Posterior Wall (LVPWd) were 
taken from each ED frame. The above measurements are typical, widely used clinical measurements performed 
during a cardiac examination. All measurements were taken according to the BSE standards. 

Data analysis 

Prior to any data processing each dataset was manually labelled as good (12), average (12) or bad (8) according to 
the visually observed quality of the B-Mode data as well as the their diagnostic value. Then, all ED and ES frames in 
each B-Mode dataset were manually identified. Four cues were employed in the ED and ES identification process: (i) 
the opening and closing of the Mitral Valve, (ii) the periodic motion of the Left Ventricle (LV) cavity, (iii) the 
periodic motion of the Right Ventricle (RV) cavity and (iv) the QRS complex on the available ECG signal. Due to 
noise and shadowing, no single cue was robust enough to identify the ED and ES on all datasets. In order to assess 
intra-operator variability, the ED and ES detection was repeated 3 times for each dataset. 

3 Data processing 

There are 3 steps to Temporal Compounding: (i) identification of ED and ES frames within sequence, (ii) non-linear 
alignment of frames of consecutive cardiac cycles and (iii) spatial compounding of temporally aligned data. 

Identification of ED and ES frames 

We propose a novel, semi-automatic approach that identifies ED and ES frames utilising intensity information from 
the B-Mode image sequence.  The method is based on the left ventricular deformation during the cardiac cycle and 
requires the manual identification of one ED (ED1) and one ES (ES1) frame. The similarity between each subsequent 
frame of the sequence and the ED1 and ES1 frames is estimated using the normalised cross correlation coefficient 
(CC) [5]: 
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where oS  corresponds to ED1 or ES1, iS  is the ith frame in the sequence and iS  its mean intensity. 

During systole, due to left ventricular contraction, each consecutive frame will appear less similar to ED1 and more 
similar to ES1. Likewise, during diastole, due to left ventricular relaxation, each consecutive frame will seem more 
similar to ED1 and less similar to ES1. As a result, each end-diastolic frame demonstrates maximum similarity with 
ED1 and minimum similarity to ES1. On the other hand, each end-systolic frame demonstrates maximum similarity 
with ES1 and minimum similarity to ED1. In theory, a single similarity test between each frame and the manually 
identified ED would be sufficient for the identification of ED and ES frames. The corresponding CC would 
demonstrate local maxima on end-diastole and local minima in end-systole. However, the high noise levels contained 
in cardiac ultrasound data necessitate for a more robust approach. Therefore, a new coefficient that combines 
information on the similarity of each frame with respect to both ED1 and ES1 is defined as:  

CCESCCEDCCC −=  (2) 

where CCED is the correlation coefficient of a frame with respect to ED1 and CCES is the correlation coefficient of a 
frame with respect to ES1. CCC stands for Combined Correlation Coefficient and is a simple linear combination of 
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the two coefficients that is expected to demonstrate stronger local maxima relationship between ED1 and ED frames 
as well as a stronger local minima relationship between ED1 and ES frames. 

Non-linear temporal alignment  

The temporal behaviour of the heart may vary during a cardiac ultrasound examination. Variations in the temporal 
dynamics range from small, for healthy hearts, to large for hearts suffering from arrhythmia or other cardiac diseases. 
These variations tend to be non-linear with greater effect in the relaxation phase of the cardiac cycle. In order to 
address this, a novel transformation Ttemp is introduced, which enables the temporal alignment of the corresponding 
frames between two cardiac cycles. Ttemp is modelled by a free form deformation using a 1D relaxed uniform 
interpolating cubic B-Spline curve [6]: 
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where Pi represents the i-th control point, Bl represents the l-th basis function of the B-Spline while t is a global 
parameter giving knot values. Each cardiac cycle is defined by an ED-ES-ED frames sequence. Ttemp temporally 
aligns two cardiac cycles by fitting a smooth curve through the temporal position of the corresponding ED and ES 
frame pairs (Figure 2). The non-linear temporal alignment is applied between every pair of cardiac cycles within a B-
Mode sequence. 

Spatial compounding 

Each frame within the B-mode sequence is replaced by a compound generated from the temporally aligned images, 
one from each cardiac cycle (Figure 1). Intensity averaging is utilised as the spatial compounding method since it is a 
well established and effective method for noise suppression in ultrasound datasets. The intensity of each pixel within 
the resulting frame is therefore set as the average intensity value of the corresponding pixels from all the temporally 
aligned frames (Figure 1). 

  

Figure 1. Temporal Compounding: Intensity averaging 
of temporally aligned frames from consecutive cardiac 
cycles. 

Figure 2. An example of non-linear temporal mapping 
between 2 frame sequences using Ttemp, which aligns 
the 3 states that define a cardiac cycle. 

4 Clinical measurements 

An experienced echocardiographer was asked to perform routine clinical measurements on ED frames of both the 
original B-Mode as well as the temporally compound data. A sequence of ED frames was presented and the IVSd, 
LVIDd and LVPWd measurements were performed on each frame. The set contained one original and one averaged 
ED frame for each of the datasets (64 frames in total). The order of the frames was randomised to ensure no bias in 
the results. Clinical measurements were performed twice to enable the examination of measurement agreement and 
repeatability. 

5 Results and discussion 

Figures 3 and 4 illustrate the effect of Temporal Compounding on cardiac ultrasound data. In both figures the original 
frames suffer from speckle/noise. Furthermore, the low quality frame is heavily corrupted by noise (Figure 3 top) 
making it hard to identify cardiac anatomic structures. Temporal Compounding suppresses speckle/noise and 
improves the appearance of anatomic structures. The accurate temporal alignment prior to spatial compounding is a 
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key process for effective Temporal Compounding. Insufficient temporal alignment would result in compounding 
frames corresponding to different cardiac phases leading to severe blurring of anatomic structures making clinical 
measurements inaccurate and unrepeatable. 

 

 

 

 

Figure 3. Original (top) and compound (bottom) ED 
frames of low image and diagnostic quality. 

Figure 4. Original (top) and compound (bottom) ED 
frames of high image and diagnostic quality. 

Bland Altman plots [7] were used for the quantitative assessment of the effect of Temporal Compounding on clinical 
measurements. The first plot examines the repeatability of measurements performed on the original ultrasound data 
(Figure 5 – left column). The second plot examines the repeatability of measurements performed on the compound 
ultrasound data (Figure 5 – middle column). Finally, the third plot examines the agreement between the measurements 
performed on the original and the compound data (Figure 5 – right column). Table 1 summarises the bias, similarity 
and agreement measures and coefficients derived from the Bland Altman plots. 
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Figure 5. Bland Altman plots for IVSd (top), LVIDd (middle) and LVPWd (bottom) measurements showing 
repeatability on the original data (left), the compound data (middle) as well as the measuring agreement between 
original and compound data (right). The bias as well as the upper and lower limits of agreement is included. 

The Coefficients of Repeatability [8] (CR - Table 1) indicate that measurements on the compound data demonstrate 
improvement in repeatability level of up to 7.8% when compared to measurements on the original unprocessed 
images. Moreover, measurements on original and compound data demonstrate good agreement with no systematic 
bias observed. Our preliminary results suggest that measurements on temporally compound data may provide a 
method to improve current cardiac measurements.   

Measurement Original Compound Agreement 

(mm) Mean diff + 2sd - 2sd CR Mean diff + 2sd - 2sd CR Mean diff + 2sd - 2sd CR 

IVSd -0.74 3.40 -4.88 4.14 -0.02 3.88 -3.91 3.90 0.01 2.73 -2.71 2.72 

LVIDd 0.96 6.95 -5.03 5.99 0.60 6.12 -4.92 5.52 0.51 9.28 -8.26 8.77 

LVPWd 0.41 4.81 -3.99 4.40 -1.06 3.32 -5.44 4.38 -0.19 3.46 -3.85 3.66 

Table 1. Measurement repeatability and agreement coefficient for clinical measurements.  

6 Conclusions 

Temporal Compounding provides a simple and effective technique for suppressing speckle/noise and enhancing 
anatomic structures within cardiac ultrasound data. Temporal Compounding, unlike other methods appears improve 
clinical measurements. Due to its simple nature, Temporal Compounding can act as a first step to post-processing 
techniques such as segmentation and registration, whose effectiveness is limited and sometimes restricted by the low 
image quality (SNR). Our future work includes examining (i) the effect of Temporal Compounding on more routine 
clinical measures such as the End-Systolic Left Atrium Diameter (LADs) and Left Ventricular Internal Dimension 
(LVIDs) and (ii) the intra-operator variability in clinical measurements performed by additional echocardiographers. 
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Abstract. In this paper, we present an algorithm for coronary artery segmentation and tracking in dynamic cardiac
CT sequences. The algorithm allows the automatic construction of a 4D coronary motion model from pre-operative
CT which can be used for guiding totally-endoscopic coronary artery bypass surgery (TECAB). The A* graph search
algorithm is used for tracking the coronary arteries through different time frames automatically. First, a Hessian-
based vesselness filter is used to enhance tubular-like sturcture in the cardiac CT images. Then a smooth window
function is used to highlight the intensity region where the coronaries appear. A cost function is constructed based
on vesselness and intensity information. A common problem in dynamic cardiac CT is reconstruction artifacts
occuring due to the cardiac and respiratory motion. To enable the tracking of the coronaries in these cases we
use prior probability information from previous time frames to increase the robustness of the tracking. We have
validated the accuracy of the proposed tracking algorithm by comparing the automatically tracked centerlines of the
coronaries in each time frame with the manually extracted coronary centerlines. The average error of the tracking is
0.82mm for CT sequences I, 0.85mm for CT sequences II.

1 Introduction

As one of the leading causes of sudden death nowadays, coronary artery disease occurs due to the failure of the coronary
circulation to supply adequate oxygen and nutrition to the myocardium and surrounding tissue. The typical cause of
this insufficient supply is the built-up of plaque and fatty deposits in the artery walls, narrowing the vessels. To relieve
this risk, arteries or veins grafted from patient’s body are used to bypass the blockages and improve the supply to the
heart muscle. Conventional bypass surgery requires invasive sternotomy and the use of a cardiopulmonary bypass,
which leads to long recovery period for the patient and has high infectious potential. Totally endoscopic coronary
artery bypass (TECAB) surgery based on image guided robotic surgical approaches have been developed to allow
the clinicians to conduct the bypass surgery off-pump with only three pin holes incisions in the chest cavity, through
which two robotic arms and one stereo endoscopic camera are inserted. However, the restricted field of view of the
stereo endoscopic images leads to possible vessel misidentification and coronary artery mis-localization. This results
in 20-30% conversion rates from TECAB surgery to the conventional invasive surgical approach [1–3].

In this work, we aim to construct a patient-specific 4D coronary artery motion models from preoperative dynamic
cardiac CT scans. Through temporally and spatially aligning this model with the intraoperative endoscopic views of
the patient’s beating heart, this has the potential to assist the surgeon to identify and locate the correct coronaries during
the robotically-controlled TECAB precedures.

Previous work on coronary tracking has focused on X-ray angiography. For example, Shechter et al [4–6] tracked
coronary artery motion through a temporal sequence of biplane X-ray angiography images. A 3D Coronary model is
reconstructed from extracted 2D centrelines in end-diastole angiography images. Registration based motion tracking
algorithm is designed to recover the set of deformations along the cardiac cycle. An advantage of the proposed approach
here is the fact that no 3D reconstruction from X-ray images is required in order to perform 3D coronary motion
tracking. This simplifies the 4D motion modelling of coronaries significantly.

2 Method

A 4D motion model of the heart and the coronary arteries is needed for guiding the robotic TECAB procedure. This
is achieved by segmenting the coronaries and the left ventricle from each time frame in dynamic CT image sequences.
The resulting patient-specific motion model can then be used to augment the intraoperative images acquired with
stereo-endoscope of the daVinci robot.

∗Department of Computing, Imperial College London, London SW7 2AZ, UK. E-mail: dongping.zhang05@imperial.ac.uk
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2.1 Multi-scale Vessel Enhancement

A coarse segmentation of the coronaries arteries in CT images is performed using a multiscale Hessian-based vessel
enhancement filter [7]. The filter utilizes the 2nd-order derivatives of the image intensity after smoothing (using a
Gaussian kernel) at multiple scales to identify bright tubular-like structures. The six second-order derivatives of the
Hessian matrix at each voxel are computed by convolving the image with second-order Gaussian derivatives at pre-
selected scale value.

Assuming a continuous 3D image function I(p), the Hessian matrix at a given voxel p at scale σ is denoted as Hσ(p).
Let |λ1| ≤ |λ2| ≤ |λ3| denote the eigenvalues of the matrix Hσ(p) and ~v1,~v2,~v3 are the corresponding eigenvectors.
The principal curvature directions are then given by ~v2 and ~v3. Since the coronaries appear as bright tubular structure
surrounded by dark soft tissue in CT images, each vessel certre point corresponds to a local intensity maximum in the
plane defined by the corresponding eigenvectors ~v2 and ~v3. Thus, both λ2 and λ3 for a vessel point should be negative.
We use the vesselness definition for voxel p at scale σ as proposed by Frangi et al. [7]

V (p, σ) =

{
0 if λ2 > 0 or λ3 > 0(

1− exp
(
− A2

2α2

))
exp
(
− B2

2β2

)(
1− exp

(
− 2C2

γ2

))
otherwise

(1)

where

A =
|λ2|
|λ3|

, B =
|λ1|√
|λ2λ3|

, C =
√
λ2

1 + λ2
2 + λ2

3

The parameter A is designed to distinguish between the plate-like and line-like structures. B reflects the deviation
from blob-like structure and parameter C differentiates regions with high contrast from low contrast background. The
parameters α, β, γ control the sensitivity of the tubular filter to A,B and C in the above equation. For parameter
selections, we refer to Lindeberg et al [8]. In our experiments, we set the parameters α = 0.5, β = 0.5 whereas γ is
chosen as the largest norm of the eigenvalues across the whole image. The vesselness response is computed at four
different scales, namely σ = 0.5, 1, 2, 4. The maximum response of the vesselness filter at the corresponding optimal
scale is computed for each voxel of the image. The calculated vesselness image is used to facilitate the coronary
extraction and tracking.

2.2 Prior Information for Coronaries Tracking in Dynamic CT

In some frames of the dynamic CT, the coronaries are difficult to extract. This is especially true in those phases during
the cardiac cycle in which the heart is rapidly contracting or expanding. To allow the reliable extraction of the coronary
arteries in these frames we have developed a framework which provides prior information about the location and shape
of the coronary arteries in these frames. The basic idea of using prior information for tracking is that the location and
shape of the coronary arteries is likely to be similar in subsequent frames. Thus, we are using the extracted coronary
centrelines from frame t to assist the extraction in next frame t+ 1. We define the prior probability of a voxel in time
frame t + 1 to be part of the coronaries as a Gaussian probability P distribution centred at the voxel locations of the
coronaries in time frame t. The parameter σ is chosen depending on the amount of motion between time frames: If the
motion is rapid a large value of σ is chosen, if the motion is less rapid a small value of σ can be chosen.

In order to improve the estimate of the prior probability described above we additionally estimate the cardiac motion
between time frames and then transform the prior probability using this transformation. In our case the cardiac motion
between two adjacent frames is obtained from non-rigid image registration using a free-form deformation model based
on cubic B-splines [9]. The motion is modelled using the following cubic B-spline model:

T (x, y, z) =
3∑
l=0

3∑
m=0

3∑
n=0

Bl(u)Bm(v)Bn(w)φi+l,j+m,k+n (2)

A series of registration steps is performed to register each time frame to its subsequent time frame. The non-rigid
registration algorithm optimizes normalised cross correlation as similarity measures between time frames. A gradient
descent optimization is used to find the optimal transformation. Using the resulting transformation the prior probability
information is propagated from each time frame to the subsequence time frame.
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2.3 Coronaries Tracking Using the A* Graph Search algorithm

The A* graph search algorithm [10] is implemented to find the minimum cost path from a starting node S to an ending
node E. The pair of nodes S and E are supplied by the user in each frame. The uni-directional graph search algorithm
evaluates the smallest cost from node S to current node x denoted as g(x) and the heuristic cost from current node to
node E denoted as h(x) to determine which voxel to be searched next. The search algorithm finds the optimal path
only if the heuristic underestimates the cost. Euclidean distance from x to E is used to calculate the heuristic cost in
our application. The heuristic measurement we used is guaranteed to be lower than true optimal path cost.

Since the multiscale vessel enhancement only measures local contrast without taking the surrounding region informa-
tion into account, a smooth window based on the Gaussian error function erf is constructed to identify and highlight
the intensity regions containing coronaries [11].

W (p) =
1
2
(erf(b(I(p)− a1)) + 1)(1− 1

2
(erf(b(I(p)− a2)) + 1)) (3)

where a1 is the estimation of lowest intensity value for a voxel along the coronaries, a2 is the highest one. The
parameter b controls the steepness of the smoothing window. Using eq. (3) and combining this with the vesselness
filter defined in the previous section, we define the cost CI as, for each voxel p as:

CI(p, σ) =
1

V (p, σ)(W (p))κ + ε
(4)

where V (p, σ) is the vesselness of voxel p at the optimal scale as described in section 2.1. Parameter κ controls the
influence of W . ε is a small positive constant added in to avoid the singularities.

To automatically extract the coronaries from the CT sequences with varied image qualities, we additionaly add the
prior information. We evaluate the score g(x) as:

g(x) = g(x′) + CI(x) ∗ (|ln(P (x))|)η. (5)

where parameter η defines the importance of prior information for tracking in current frame. To initialize the cost
function, g(x′) for the starting node S is set to be zero. P (x) is the prior probability for voxel x from section 2.2.

The whole cost function for assessing each candidate node is defined as

f(x) = g(x) +
δh(x)

2
(6)

where δ is estimated as the ratio of the minimum cost of the vessel to the Euclidean distance of the starting and ending
nodes in the previous time frame. By using the heuristic term, the searching space greatly is reduced and the minimum
cost path can be found in real-time. When node E is reached and it also has lower f function value than any other
candidates in the searching queue, the minimum cost path is reconstructed by tracing backwards to node S.

The minimum cost path detetection algorithm results in a discrete path consisting of an ordered set of discrete locations
(voxels). After extraction of the path we estimate a B-spline representation of the centreline of the coronaries which
smoothly approximates these voxel locations.

3 Results and Evaluation

3.1 Coronary Artery Extraction

Coronary arteries are extracted with A* graph search algorithm from several CT sequences. The first dataset is ten-
phased cardiac sequences, with image dimensions 512×512×231 voxels, voxel dimension 0.62×0.62×0.5 mm. It has
minor artifacts due to the reconstruction errors when rapid cardiac motion occurs. This enable us to use graph search
with the vesselness based approach to automatically extract the LAD, LCX and RCA with a single pair of start and end
nodes for each branch of the coronaries. The parameters for the dataset are selected as: a1 = 1100, a2 = 1500, b =
0.1, κ = 0, η = 0. delta is initialized to 10 for the first time frame.

We have also tested the algorithm on another dataset which is characterized by more severe artifacts, in particular
along the right coronary and left circumflex. Dataset II has ten time frames, with image dimension 512×512×298
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voxels, voxel dimension 0.36×0.36×0.5 mm. Prior coronary models were constructed for each frame in Dataset II to
incorporate with probability approach. The parameters are chosen as a1 = 1000, a2 = 1450, b = 0.1, κ = 1, η =
1, δ = 0. Heuristic is used to in both approaches to reduce the searching time. Figure 1 shows two image slices and
their coronary extractions from the CT sequences. The rectangles mark out the region of interest.

Figure 1. CT Image and Coronary Artery. From left to right, (1) CT slice from dataset I. (2) extracted coronary from
(1). (3) CT slice with severe artifacts from dataset II. (4) extracted coronary from (3).

The automatically tracked 3D coronary centerlines from second dynamic CT sequences are shown in Fig. 2. The red
lines denote the right coronary artery, the green lines denote the left anterior descending and its branches and the blue
lines denote the left circumflex artery and its branches.

Figure 2. Automatically Extracted Coronary Arteries

3.2 Coronary Motion Model and its Evaluation

In order to assess the quality of automatic extraction results, the distance between the manual segmentations M and
automatic extractions U of the coronaries in each time frame is measured. The distance is defined as

D (M, U) =
1
NM

∑NM

i=1 ‖mi − l(mi, U)‖2 +
1
NU

∑NU

j=1 ‖uj − l(uj ,M))‖2 (7)

where NM and NU are the number of points representing vessel M and vessel U correspondingly. For each point
mi ∈M, l(mi, U) calculates the closest point of mi on the automatically extracted vessel U . Similarly, for each point
uj ∈ U, l(uj , M) defines the closest point of uj on the vessel M .

By automatically tracking the coronaries from each timeframe in CT sequences, the coronary motion model can be
formed. The amount of deformation of the coronaries during the cardiac cycle can be quantitatively measured by
computing the distance between the certerlines at current frame and in the end-diastole timeframe I1 using Equation 7.

4 Discussion and Future Work

We have presented a novel approach for patient-specific coronary artery tracking and motion modeling from dynamic
cardiac CT images to assist the totally endoscopic coronary artery bypass surgery. The proposed method has been
tested on the clinical CT datasets acquired from two subjects. By constructing a 4D motion model of coronaries from
pre-operative cardiac images and aligning the 4D coronary model with the series of 2D endoscopic images capture
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Figure 3. The coronary error before tracking is measured as the distance between the automatically extracted centreline
at end-diastole of the cardiac cycle and all the other automatic extractions in the rest timeframes. The error after tracking
is calculated as the distance between the manual and automatic segmentation for each coronary artery in each of the
ten frames.

during the operation, we aim to assist the surgical planning and provide image guidance in robotic-assited totally
endoscopic coronary artery bypass (TECAB) surgery. Through this work, we expect to reduce the conversion rate from
TECAB to conventional invasive procedures.
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Abstract. We propose an automated method to quantify the deformation patterns of the aortic arch surface in gated
computed tomography angiography sequences. The vessel is detected and segmented by an active surface approach
that accurately identifies the lumen in all frames of the sequence. The vessel wall deformation is modeled au-
tonomously based on this data by means of a minimum description length criterion. The approach builds a model
from the sequence of volumes, and results in correspondences for a set of landmarks on the vessel surface. The
resulting dynamic model enables us to measure global and local deformation properties of the aorta wall during the
cardiac cycle and to compare them across different patients and during ongoing therapy. It is targeted at assisting
surgeons in planning and evaluating invasive or non-invasive procedures to repair the vessel, like vessel transposi-
tion and stent-graft placement. We report qualitative results of the deformation description and a validation of the
registration precision for 6 data sets.

1 Introduction

In this paper we propose a method for the modeling of the aorta wall deformation during the cardiac cycle from ECG-
gated computed tomography angiography (CTA) sequences. The patient-specific model represents the deformation
behavior of the aorta, and in particular the movement of the aortic arch. This is of high relevance in the preparation,
planning and follow-up assessment during the treatment of aneurysms. Physiological deformation patterns of the
aortic wall are severely altered by aneurysmatic dilatation and again by subsequent treatment, consisting of either
surgical or endovascular repair. Nevertheless, no risk stratification score exists for patients suffering from aortic arch
pathologies [1]. In order to predict outcome and ultimately avoid complications after different treatment options, it is
crucial to quantify changed aortic movement, pulsatility and shear stress of the aneurysm wall.

Segmenting blood vessel systems has been an active area of research ever since appropriate imaging techniques have
been available. The work in the field can roughly be grouped into two approaches. For one, a substantial amount of
work has been put forward concerned with modeling complex vessel trees such as in the lung [2]. On the other hand,
specific vessels and their movement have been analyzed in more detail. To our knowledge, the proposed measures
are based mostly on the centerline of the vessel [3]. There exists a substantial amount literature on the dynamics
of vessel walls originating form the biomechanics community [4]. Our work is aimed at bridging the gap between
these biomechanical models and patient specific observations and analysis. We tackle the deformation analysis in
a model building framework. There exists a body of work regarding the question of automatic model building or
equivalently that of establishing correspondences over landmark positions in a set of images. Examples are [5] where
the temporal continuity of image sequences is used to determine correspondences. Given a set of manual continuous
contour annotations in [6–8] landmarks are placed automatically along contours or surfaces that are mapped to a circle
or a sphere using minimum description length (MDL). The reference manifold limits the approach to a topological
class. Even-though these purely shape based approaches provide good landmark positions for constructing a compact
shape model, in [9] the authors conclude that the lack of texture information poses a limitation hampering the capturing
of true correspondences, like anatomical landmarks, and in [10] an approach for the model learning from discrete point
sets based on a shape model, and local features was proposed. The approach proposed in this paper is most closely
related to this method.

We propose a method for the autonomous generation of a dynamic model of the aorta wall. The main features of the
model building method are a robust center-line estimate, a segmentation of the lumen allowing for anatomical analysis

∗ernst.schwartz@meduniwien.ac.at. This research has been supported by the Austrian National Bank OeNB (12537, COBAQUO).
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Figure 1. (a) The aortic arch with the three supraaortic branches and the descending aorta. The deformation behavior
is relevant to predict intervention outcome, and to assess changes caused by the intervention. (b) The segmentation of
the aortic arch.

and a precise registration of points on the vessel wall. We can use this model to measure dynamics of the aorta and
changes induced by healthy and pathological deformations.

2 Method Outline

The method is roughly divided into three steps. First the aorta is detected and segmented in each of the CT volumes
acquired during the cardiac cycle. Based on this segmentation, correspondences on the vessel surface are established
by group-wise registration of the surface data. The resulting model serves as basis for the quantitative assessment of
the deformation behavior.

3 Aorta Segmentation

As a first step we robustly segment the aorta in each frame of the CTA sequence. For this, we propose a strategy that
extracts the centerline, the lumen, and consequently local properties of the vessel wall. The approach accounts for the
potentially severe pathological changes of the morphology (Fig. 3), that preclude standard vessel detectors.

Initialization and tracking During the gated CT acquisition contrast agent is applied, thus the contrast enhancement
(i.e. an increase of Hounsfield units) can be used to robustly locate a point of the first slice of the CTA volume lying
inside the aorta descendens. Starting in vertical direction at that point, we can derive a first estimate of the vessel by
morphological operations on the thresholded slices perpendicular to the vessel axis. This allows for a tracking of the
vessel until the aortic valve.

Once a rough estimate of the vessel centerline is computed, we apply simple Fourier-space based smoothing [3] to
eliminate higher frequencies of the trajectory. We traverse the volume again following this smoothed centerline. At
each sampling point of the trajectory, a slice of the plane perpendicular to the trajectory is extracted from the volume.
On this slice, we locate the vessel lumen using a gradient vector flow field (GVF) based active contour model [11, 12]
with strong internal forces. This results in a better estimate of the vessel centerline and contour.

Segmentation The two preceding steps result in a robust estimate of the vessel centerline. It is used to perform a
fine segmentation of the aorta in the whole CTA volume. To eliminate irregularily sampled regions, the smoothed
centerline is interpolated at positions dependent on its local curvature. At each of these, a GVF based active contour
model is fitted to the local orthogonal plane, and converges to the interior vessel wall. This segmentation is used as
the initialization of a second, balloon gradient-based active contour model [13] which converges to the outside of the
gradient induced by the contrast agent (Fig. 2).

4 A dynamic model of the aortic arch deformation

Based on the segmentation of the aorta surface, we now have to establish correspondences for a set of points on the
surface across the entire sequence. The approach to register the surfaces is related to the model learning methods
proposed in [10, 14] . In contrast to other more differentiated anatomical structures, the aortic surface does not exhibit
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Figure 2. Segmentations of multiplanar 2D slices in (a) the descending aorta, (b) within an aneurysm and (c) at the
aortic valve.

clear anatomical landmarks. Thus we derive correspondences by an emerging shape and appearance prior, i.e. by
learning a shape and local appearance model of the aorta surface and its deformation during the cardiac cycle.

4.1 Registering the vessel wall by learning a model

The registration is based on the assumption that both the shape of the aorta and the local anatomical structure changes
in a systematic manner during the cardiac cycle. We formulate the registration problem as the question of learning a
model that captures both the shape and local structure variation in a compact manner. The segmentation of the aorta at
each time point serves as a set of candidate points. For a set of landmarks we learn correspondences across the entire
cardiac cycle. From the set of n volumes Ii, i = 1, 2, . . . , n of the aortic arch acquired during a cardiac cycle the
segmentation results in n (very large) sets of mi vessel wall points i.e., the segmentation. Initial correspondences for
a subset of k of these points are established by pairwise matching of subsequent frames. The k initial landmarks are
chosen randomly, and k is chosen so that the landmarks cover the vessel wall with a certain density. This results in
initial correspondence estimates for k landmarks {l1, . . . , lk}, which can be encoded in a k×n matrix G. Each column
represents an example volume, and the entry Gji ∈ {1, . . . ,mi} with j ∈ {1, . . . , k} is the index of the interest point
in volume Ii, at which the landmark lj is positioned. Starting from these correspondence estimates we minimize a
criterion function that captures the compactness of the model comprising the local variation of landmark positions and
local feature variation at the landmark positions. By minimizing the criterion we aim at improving the correspondences,
so that the final trajectories capture the true deformation of the aorta surface. The points on the vessel surface are treated
as landmark candidates. Each point (i, q) with q ∈ {1, . . . ,mi} is assigned its coordinate information p(i, q) and local
features f(i, q) - in our case: the local gradient behavior at the point position. By assigning Gji = q the landmark lj in
image Ii has position pij = p(i, q) and feature vector fij = f(i, q). During model building we minimize the criterion
function, resulting in optimal positions for each landmark in each image. In the following we will briefly explain the
two main terms of the criterion, capturing the shape variation, and the local appearance variation.

The local shape model constraint We use a standard linear multivariate Gaussian model [15] to represent the shape
variation of local sets of landmarks. Each of n shapes is represented by the set of k landmarks in the corresponding
volume. Each of the n shapes in the training set can then be represented by a 3k dimensional vector xi generated by
concatenation of the 3-dimensional coordinates of the points. The shape is modelled by a multivariate Gaussian with
model mean x̄ and covariance matrix Σ. During the optimization we build a local shape model for each landmark
i, that consists of the u closest neighbouring landmarks in each iteration. The local shape examples are aligned, and
the covariance matrix of the landmark coordinate values is used to calculate the shape cost term Ci

S , which is the
corresponding Mahalanobis distance to the resepective distribution of the landmark position.

Local data constraint In addition to the pure shape term we use the local CTA data to guide the registration. Each of
the landmark candidates on the vessel surface is associated with local gradient behavior at its position. In the resulting
data criterion two local gradient values corresponding to a landmark are modeled as a Gaussian. Analogously to the
shape model, we use the mahalanobis distance Ci

D to determine the most fitting candidate point to be assigned the
landmark identity in each iteration.

The criterion The optimization iteratively optimizes the joint criterion Ci = Ci
S + Ci

D for each landmark, and
converges at landmark positions for each of the time points in the gated CT sequences. These positions capture the
deformation of the aorta wall, and define a global deformation field, that allows for a study of the motion patterns on
the aortic wall.
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Figure 3. Mean bending (a - upper row) and stretching (b - lower row) of the vessel surface.

5 Describing the Vessel Wall and its Deformation

The registration of points across the frames of the gated CTA sequence allows us to measure local properties of the
surface. We explore two measurements useful in the planning and assessment of surgical interventions in the aorta,
in particular in the aortic arch: 1. Change of local curvature We deduce the amount of bending occuring at specific
locations of the aorta from the angular change of their respective normal vectors as illustrated in Fig. 3 (a). This change
in local curvature of the aorta can either be measured between consecutive frames or aggregated over the whole cardiac
cycle, yielding an estimate of overall bending-stress on the vessel. 2. Surface stretching We assess the stretching of
the surface during the cardiac cycle by measuring the change in distance of every point of the model to its k-nearest
neighbours serves as an indicator for the amount of tissue stretching induced by the vessels movement. Fig. 3 (b) shows
examples of this deformation measure. Note the increased stretching at the aortic valve and in the aortic arch.

6 Experiments

We performed experiments on a set of 6 gated CTA sequences. The goal of the experiments was to assess the motion
features qualitatively, and to validate the precision of the model learning procedure.

Vessel deformation assessment For each of the 6 sequences we performed the model learning, and measured both the
bending and the stretching measure at each of 2000 nodes on the surface. In Fig. 3, the value of the deformation in the
cardiac cycle is depicted on the mean vessel surface. The colours indicated the strength from blue for low to red for
high. Notably, the stretching as well as bending forces are high at the aortic valve and in the aortic arch. Note that
in particular positions close to aneurysms (see e.g. round extension in the first column) are subject to higher bending
deformations. Column 1 and 5 show data of the same patient at different acquisition sessions. Note that both the
bending and stretching are consistent across the acquisitions. The study of specific locations of high strain induced by
the vessels movement and their clinical relevance is subject of ongoing research.

Reproducibility To validate the precision of the model learning and registration we perform multiple registrations:
First, segmentations of the aorta in 6 CTA sequences consisting of 10 frames each are computed. We then learn 5
models from every sequence based on randomly seleceted interest points distributed evenly on the surface. These
are used to compute thin plate spline deformation functions between every two frames of each sequence. These 81
mappings are compared by applying them to a set of 5000 points on the aorta surface. The mean deviation of the
resulting positions indicate the reproducibility of the registration.The procedure gives a measure of the reproduciability
of the MDL-based registration. Mean and standard deviation of the mapping error for 6 different cases are given in
fig. 4. The results show a deviation in mapping of no more than 1.5 voxels, the mean deviation is between 0.414 and
0.555 voxels. This indicates that the model building process is independent of the chosen subset used for registration
and captures the vessel shape variation well, given a sufficient number of sample points.
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Figure 4. Precision of the registration: standard deviation of deformation fields (in voxels) measured for 5000 points,
for 5 repeated registration runs on 6 gated CT sequences.

7 Conclusion

In this paper, we propose a method for the fully automatic segmentation and deformation measurement of the aorta in
gated CTA sequences. Dense point clouds generated by a segmentation of the aorta in each frame of the sequence are
used as basis to learn a statistical model of the deformation of the vessel. These models are based on a set of landmarks
for which correspondences are learnt throughout the sequence. They capture the deformation of the vessel wall, and
are used to assess different measures of the dynamics of the vessels movement. These measures are highly relevant
in the preparation and risk stratification of intravascular repair. Future work will focus on correlating the observed
deformation patterns with the ECGs to obtain time-specific quantitative information of the vessel motion, as well as on
the registration of segmentations of pre- and post-interventional sequences.
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Abstract 
 

Computer-aided detection (CAD) systems, which automatically detect and indicate location of potential 
abnormalities in scan digital images, have the capacity to increase the accuracy of the radiologists’ 
interpretations and finding. This paper presents an efficient new CAD .for automatic and accurate detection and 
quantification of Abdominal Aortic Aneurysm (AAA). The system first detects and extracts the lumen and then 
identifies the location of the abdominal aortic from the total lumen. The extracted abdominal aortic lumen is 
then used as an initial surface to segment the abdominal aorta which might contain aneurysm. The geometrical 
and morphological features of both lumen and aorta are examined for the presence of aneurysm based on 
predefined criteria set by incorporating prior understanding of the normal expected variation of aorta. The 
experimental result of the proposed system on 60 CTA datasets indicated a 98% success in detection (CAD) and 
a 95% in segmentation results (CAM). 
 
 
1. Introduction 
 

An Abdominal Aortic Aneurysm (AAA) is a localised dilation (swelling or enlargement) of an aorta. An 
AAA usually consists of two sections – the lumen (the inner part) and the thrombus (the outer part). Blood 
flows in the lumen and its visibility can be enhanced when CT Angiography (CTA) is used. The progressive 
growth of an aneurysm may eventually cause a rupture if not diagnosed or treated. This can be life 
threatening as the rupture would cause massive internal bleeding. The probability of a rupture occurring 
depends on its size. Currently, in routine clinical practice, the size of AAA is estimated by manual 
measurement of aortic diameters. Therapeutic decision making as well as the surveillance program are 
decided based on the diameter masurement. For example, patients exhibiting an AAA of 5 cm or more in 
diameter should be treated to replace the weakened section by open surgery or using a stent-graft 
(endovascular procedure). For a 4 cm AAA, if the aneurysm increases by 5 mm or more in six months, 
treatment should be considered. However, manual measurement of diameters may be subject to large intra 
and interobserver variability. Significant interscan and/or intermodality variability is also expected since the 
morphology of the aneurysms could be changed depending on the breath hold level of the patient during 
image acquisition. As a follow-up after the operation, a frequent life-long monitor will be used to ensure that 
no further expansion has occurred to prevent the chance of further ruptures. The volume of thrombus after 
endovascular repair of AAA has been reported to be the most effective indicator of the AAA exclusion.  

 

Typically, the radiologist visualize the enlarged portions of the aorta on a number of cross-sectional CTA 
images to identify AAA. For thrombus volume measurement, the radiologist manually identifies the 
thrombus on each image in order to obtain a full volume measure. This extremely tedious and time-
consuming process may take up to 30 minutes and is inconvenient for physicians. Furthermore, this 
approach becomes impractical as the datasets produced by the latest CT scan machines increase. In addition, 
such manual methods are subjective, prone to error and non-reproducible. As the reliability of the 
measurement (CAM – Computer Aided Measurement) depends on how accurately the regions of interest can 
be segmented, the proposed system concentrates on the development of an automatic and accurate 
segmentation of AAA as a first and essential stage for accurate measurement. In comparison to the manual 
identification, segmentation and measurement of AAA, the proposed system can offer more accurate, 
reproducible, rapid and cost-effective results.  
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There are a few research publications on computerized AAA segmentation from which computerized 
measurements can be achieved. References [1-3] provide studies of various approaches to segmenting both 
the aneurysm and the aortic flow channel employing a level set framework using either edge strength or 
region intensity information. In [4-7] 2D and 3D active shape models are introduced for AAA segmentation. 
These methods are not fully automatic and require one or several external seed points for initialization. 
Further, they have not been robustly validated. 

An interesting method in AAA segmentation is presented in [8]. This method estimates a rough initial 
surface, and then refines it by using a level set segmentation scheme augmented with a global region and a 
local feature analyzer. One drawback is that the deformable model segmentation assumes that the aneurysm 
is roughly circular in a transaxial cross section, thus resulting in failure of the segmentation for non-circular 
shaped aneurysm. The system was only tested on 20 CTA AAA datasets.  

In this paper, an automatic segmentation of the abdominal aortic aneurysm is presented. It provides an 
accurate segmentation of the aorta (CAM) and detects the presence of the aneurysm (CAD) in the abdominal 
portion which is automatically located. The proposed method does not require any user intervention. The 
robustness of the system has been validated over 60 CTA datasets. 

 
2. Methodology 
 

Figure 1 shows the overall design of the automatic and accurate segmentation of AAA. The CTA image is 
first smoothed using the anti-geometric diffusion method in the pre-processing stage. Lumen is then extracted 
from the pre-processed image using segmentation and morphological operation. The abdominal portion of the 
lumen is identified using geometrical information and mathematical morphology. The full segmentation of the 
aorta is performed before identifying the presence of the aneurysm. This identification involves evaluating both 
segmented lumen and the full aorta segmentation. It should be noted that aorta is the same as lumen when there 
is no aneurysm. 

 
Figure 1. Overall system 

 
2.1 Lumen extraction 
 

Accurate segmentation of lumen is not necessary since lumen will be used as an initial region to detect and 
segment the aneurysm. The segmentation of the lumen is performed using a threshold-based segmentation 
with low and high threshold of Tl and Th; these threshold limits were found experimentally to be 150 and 600 
respectively. Due to the partial volume effect, the extracted lumen often has loose connection with objects of 
similar intensity such as spine and kidneys (through renal arteries). To separate lumen from other objects, the 
morphological erosion operation is applied which may result in several isolated 3D objects. Among these 
isolated objects, the lumen can be identified as the object that is relatively long in Z direction and narrow (in 
coronal view), plus it resides approximately in the middle of the body. 

Once the lumen is found, the abdominal section is identified. This is done by finding the positions of the 
Celiac Trunk and the Iliac Junction. 

The Celiac Trunk is the first artery branching off from the aorta below the diaphragm which is 
approximately where the lung ends. With regard to this, the lung is identified first. Lung regions appear as 
hollowed objects in the CT images due to the existence of large volume of air. Using threshold based 
segmentation together with the morphological hole-extraction algorithms, lung regions can be extracted. 
Each extracted hollowed object (lung region) is then examined to see if it contains several small holes. These 
small holes are the result of cross sectional axial views of many blood vessels in the lung regions. In order to 
extract the small holes, each lung region, in each slice, is first flood-filled then subtracted from the original 
segmented lung. The identification of lung objects can thus be carried out by counting the number of the 

Detect and Extract Lumen 

Identify Abdominal Aortic Section 

Segment AAA 

Pre-Processing 

Identify aneurysm 
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isolated objects of a considerable size within the hollowed regions; i.e. tiny isolated objects are not 
considered because they might be due to noise. Let Ok be the kth extracted hollowed object in the current 
slice, then Ok is part of the lung region (Ok∈L) if the following condition holds, 
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Where Tsize is the object size. Experimentally Tsize = 5 and Tcnt =10. 

 

This process of identifying the lung regions is continued slice-by-slice until no lung region is found. This 
will be the approximate location of the diaphragm or the end of the lung regions.  

The end location of the lung regions only provides an approximate position where the search for the Celiac 
Trunk can be carried out. After projecting all voxels in the sagittal view of the lumen into one 2D sagittal 
image, two morphological operations of erosion and dilation with different window sizes will result in 
separating the branches from the main lumen. The Celiac Trunk can then be identified as the first isolated 
branched from the top of the 2D sagittal projection image. 

The Iliac Arteries junction is the last location to be found for the identification of abdominal portion of the 
aortic lumen. This is where the aorta splits into two major arteries running down the legs. To identify this 
location, the centre-line of the lumen is obtained, then is passed through a smoothing filter and followed by 
conversion to the cluster connectivity. A cluster analysis based on length and angle is used for every 
branches stemming from the main centre-line of the lumen. As regard to this, the length of all branches, 
except for the Iliac arteries, will be relatively short and their angle with respect to the main centre-line will 
be relatively sharp.       

 
2.2 AAA segmentation 
 

In order to segment the aneurysm, first objects with obvious intensity and morphological features that cannot 
be part of the aneurysm are found. These non_AAA objects include fat, spine and blood vessels. They will be 
used a mask to confine the segmentation process. 

Fat regions are darker (less than -10 HU) than the aneurysm and can easily be extracted by using 
segmentation followed by morphological opening operation. In some large size aneurysm, small dark regions 
might exists that could be due to image acquisition artefact or the natural composition of the thrombus. 
Therefore, fat regions with a relatively small size are ignored. The size limit for the fat region identification was 
found empirically to be 50m3. 

Spine is another object that is located very close to the aorta and hence it is useful to use it as a non_AAA 
mask region. Extracting the spinal bones can easily be done due to their high intensity values. However the 
spine is made of pieces of bones that are held together with a muscle-like object called Disk. The Disks have 
intensity values that are similar to that of the thrombus. This leads to the formation of openings in the slices 
where the Disk regions touch the borders of the aneurysm. These openings (or gaps) can easily be filled by 
interpolating between the bone edges of the spine, which are located a few slices above and below.  

There are several tiny blood vessels that stem out of the lumen. They appear as small circles in consecutive 
axial images. They can easily be mistaken with the calcified regions when viewed on the axial images. Unlike 
the calcified regions, the blood vessels are not part of the aneurysm and thus should be included in the non-AAA 
regions. One prominent feature that can be used to distinguish between the blood vessels and the calcified 
regions is that the blood vessels have compact and circular cross section that span over a relatively large number 
of slices. Although calcified regions might have similar contrast and their cross sections might be compact and 
circular, they are generally small 3D objects with elongated surface that occupy a few slices. Therefore a 
combination of circularity-compactness and 3D connectivity analysis is used to identify the blood vessels. 

Following the generation of the non_AAA mask, an ellipsoid fitting algorithm is used to segment the aorta 
which might contain aneurysm. The ellipsoid fitting is generated based on evaluating the distance map of the 
region within which the lumen resides with respect to the borders of the non-AAA mask. 
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2.3 Identification of aneurysm 
 

Several features from both lumen and aorta are examined to detect the presence of aneurysm (CAD). The 
maximum diameter of the aorta provides a good indication of the possible expansion of the aorta due to the 
effect from the aneurysm. Another feature is the irregularity of the shape of the lumen cross section, which, for 
normal patients, should have a circular shape. The displacement of the lumen is also used as one feature for 
detection of the aneurysm. The abdominal aortic lumen sometimes takes a fairly sharp bent due to the pressure 
exerted from the aneurysm. By comparing the geometrically transform lumen (straightened lumen), using its 3D 
centreline, with the original lumen a degree of displacement can be obtained. 

 
3. Experimental result 
 

Sixty CT Angiography scans, fifty with aneurysm and ten normal patient datasets, were used to test our 
automatic detection and segmentation. The patients were aged between 55 and 85 with 4 female and 36 male. 
The GE LightSpeed VCT machine was used to obtain the images. Scan parameters were 120 kV, 300 to 400 mA 
and slice thickness 1.0 to 2.0 mm. Three Radiologists manually identified and segmented all AAA areas 
independently using in-house software. For each of the three manual segmentations, an “average” AAA region 
was obtained by taking the overlapping part of the three manual segmentations and the result were used as our 
“gold standard” for development and evaluation of the automatic method. 

To evaluate the CAD algorithm (detection of aneurysm), the system was made to produce an output flag for 
each dataset to indicate whether it contains aneurysm or not. With regards to this, 49 out of 50 CTA datasets 
from the patients with aneurysm had “yes” flags while the remaining 10 datasets from normal patients produced 
“no” flag; thus indicating a 98% success of the CAD algorithm. The system failed on one dataset which 
contained a large metal object in the hip area. This produced a significant artefact in the abdominal section. 

To Evaluate CAM, the segmentation results of the system were compared with the “gold standard” based on 
the Mean Overlap (MOv): 
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Where V(C) and V(T) are the volume of the current and test object respectively. 
The outcome of the experimental result on all CTA datasets was MOv = 0.95 (1.0 meaning 100% overlap), 

indicating that the outline segmentation of AAA was very close to that defined manually by the radiologists. 
This, in turn, signifies the high accuracy of the quantification (CAM) of the proposed system. 

Figure 2 shows examples of the segmentation results of AAA using the proposed system on two different 
CTA datasets.  

 

  
 

 
Figure 2. Two Examples of segmentation of AAA using the proposed system. 

 
An example of a 3D volume rending of an enhanced CTA image following the AAA segmentation performed 
by the proposed system is provided in Figure 3. This clearly illustrates the enlargement of the aorta due to the 
aneurysm. It should be noted that any 3D volume rendering of the original image (without segmentation result) 
fails to highlight the aneurysm as the thrombus region (thus borders of the aneurysm) has similar intensities with 
the surrounding tissues.     
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Figure 3. 3D volume rendering of an enhanced CTA image following the AAA segmentation performed by the proposed 

system. 
 

3. Conclusion 
 

This paper presented an efficient system for an automatic and accurate detection and segmentation of 
abdominal aortic aneurysm. The experimental results showed a 98% success in detection of the aneurysm with 
95% segmentation result when tested on 60 CTA datasets.  
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Abstract. Optical coherence tomography is a non-invasive method used for the three dimensional in-vivo observa-
tion of the human eye’s retinal layers. In this paper we propose an approach that segments the fine capillary vessels
of the retina in this data. The whole processing is computed in 3D. The method is based on vessel filtering and a
subsequent detection of the individual vessel points by means of a probabilistic kernel. By embedding the points in
a diffusion map based on their structural and spatial properties, we are able to use the joint behavior of the individual
vessel segments, to boost the detection and delineation performance in the highly noisy data. We investigate the
benefit of the probabilistic kernel embedding and report experimental results on real data sets. They demonstrate the
additional benefit of the embedding to accurately segment the vessels.

1 Introduction

Detecting vascular networks is an important issue in medical image analysis. It allows to discover pathologies, that
can have serious consequences; it is important during the planning of interventions, and can serve as a precursor to
the study of the function of certain anatomical structures. Optical Coherence Tomography (OCT) is a modality that
can capture the retina layers of the eye (see Fig. 1). The analysis of the capillary network in the retina is crucial for
the study and diagnosis of diseases, that result in a change of the vascular patterns, and the blood flow. Examples
are diabetic retinopathy, age-related macular degeneration (AMD) or glaucoma (which are the three leading causes of
blindness in the USA [1]). OCT allows for an observation of these very fine networks, but the capillary vessels located
in the ganglion cell layer of the retina are difficult to identify because of the high amount of noise.

In this paper we present an approach to detect capillary vessels in OCT data based on probabilistic kernels reflecting
the mutual relations of vessel points, and a spectral embedding [2] of the local structure description. Due to the high
amount of noise in the OCT data it is necessary to integrate the information of larger vessel segments in the detection
process. We do this by embedding the initial vessel candidate positions in a diffusion map that captures local structure
and mutual spatial relations of the vessel points. The positions in this map can be used to efficiently distinguish between
vessels and background noise.

State of the Art Initial vessel detection filters were proposed in 1998 by [3] and [4]. In both cases a vesselness
value is computed for each point of the volume (or image) by using the eigenvalues and eigenvectors of the Hessian
matrix. Vessel enhancing filters like those proposed in [5] and [6] are also based on the eigenvalue decomposition of
the Hessian matrix. Another promising approach for centerline detection was proposed in [7], and a good overview of
vessel extraction methods is given in [8]. A similar goal to the work presented in this paper is aimed at the segmentation
of vessels in Doppler Optical Coherence Angiography retinal images by [9]. The authors demonstrate a retinal blood
flow quantification with a retinal vessel segmention on 2D retinal vessel images and 2D cross-sectional flow images.
However, they are segmenting vessels with far larger diameter and contrast. To the best of our knowledge, no work
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(a) (b) (c)
Figure 1. OCT data of the human retina. (a) B-scan (a set of A-scans which are the vertical lines in the image), and
(b) en-face/top view. We are detecting capillaries in the layers surrounding this one. Note the high amount of noise.
(c) The same layer after standard vessel filtering: vessels are enhanced, but there is still substantial clutter left. This is
dealt with by the embedding approach described in this paper.

exists that tackles the segmentation of the fine capillary vessels in the ganglion cell layer of the human retina which are
about 10µm in diameter. The challenge is to find the capillary vessels even though the background noise is high and
separates individual vessel segments. Interesting related work is dealing with the segmentation of muscles and muscle
fibres in diffusion tensor data [10].

2 Method outline

Our method is divided into three steps: 1. candidate points for vessels are detected in the volume [6]. 2. A description
of the corresponding local structure, that reflects the vessel is acquired from the OCT data. 2. These candidate points
are embedded into a map based on their mutual spatial configuration and local structure, and the vessels are detected
based on the positions in this map. This last part is described in Sec. 5 and its use in the detection of capillary vessels
is the main contribution of the paper.

3 Detecting vessel candidate points

As a first step, we are detecting candidates for vessels in the OCT data based on a standard filtering introduced in [6]. It
enhances tubular structures based on the eigenvalues of the Hessian matrix at each position. Assuming that the largest
eigenvalue λ1 (with λ1 > λ2 > λ3) is close to 0 for tubular structures, and the remaining two λ2, λ3 < 0, one can
estimate the vesselness based on λ1, and λ2. To account for signal strength fluctuations along the vessel axis, in [6]
the two cases λ1 > 0 (vessel is interrupted), and λ1 ≤ 0 (vessel or blob) are treated differently. Thus the result is
dependent on 3 parameters: σ represents the approximate diameter of the vessel to be looked for, α1 quantifies the
influence of noise removal in the case of λ1 ≤ 0, and α2 affects the reconstruction of disconnected parts in the case of
λ1 > 0, (in general: α1 < α2). In Fig. 1(c) the result of the vessel enhancement is illustrated for the retina OCT data.
A part of the noise is suppressed by this step, but the local nature of the filtering is not able to differentiate between
components of the retina background structure and the capillaries. We treat the result as vessel candidates, and in the
following two sections we describe how to verify them based on a kernel, that takes both the local structure, and the
mutual spatial relations of the candidates into account.

4 Describing the local vessel structure

Each point resulting from the previous step is considered as a candidate point. To describe the local structure the
structure tensor S (see Eq. 1; Ix is the first partial derivative δI

δx , etc.) is computed for each candidate point to describe
the local intensity variation. Note that this tensor is guaranteed to be positive definite.

S =

 I2
x IxIy IxIz

IyIx I2
y IyIz

IzIx IzIy I2
z

 (1)

In tubular structures like the vessel, an eigenvalue decomposition of this tensor results in two eigenvectors perpendicular
to the tube direction associated with large eigenvalues. The third smallest eigenvalue is associated with the direction of
the vessel, and the corresponding small intensity derivative. Based on this structure we now create a local description
that can be interpreted as a probability distribution reflecting the typical neighborhood relations of vessel points. For
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Figure 2. Visualizations of the structure tensors and the modified tensors by ellipsoids defined by eigenvectors and
eigenvalues for a section of the retina. Left: the structure tensors indicate the gradient directions orthogonal to the
vessel direction; right: the modified tensors result in ellipsoids that follow the vessel direction, and are used for the
mapping of the vessel points.

each point the distribution indicates the probability to find a neighboring vessel point at a certain position.

On the basis of the structure tensor with eigenvalues λi, i = {1, 2, 3} we generate a modified tensor that reflects this
distribution by the altering the eigenvalues λ∗i , i = {1, 2, 3} (see Eq. 2, with ε < 1 and γ << 1) which define a modified
tensor similar to a segmentation term in [11]. A normalization is also conducted to suppress isotropic structure tensors
(see Eq. 3). In Fig. 2 we illustrate the difference between the structure tensor and the modified structure tensor for a
synthetic data set with a strong tubular structure, and a section of the retina containing a capillary vessel.

λ′i = e(−γ|λiold
|) + ε for i = {1, 2, 3} (2)

λ1 ≤ λ2 ≤ λ3, λ∗i =
λ′i
λ1λ2

for i = {1, 2, 3} (3)

For each candidate point we now have the position and a tensor that describes the local data structure. This is the basis
for the embedding of the vessel points in a map that reflects the probabilities of the vessel candidates to be neighbors
in a vessel structure.

5 Finding Vessels in a Mapping based on Probabilistic Kernels

To establish the mapping, we first need a distance between the vessel candidates. We use a distance measure proposed
in [10]. It was originally created to cluster diffusion tensors and fiber tracts in the human skeletal muscles. It uses a
kernel that encompasses spatial localization as well as tensor orientation in such a way that a feature space is computed,
in which those tensors pointing into the same direction and corresponding to locations along this very same direction,
will be closer than those not lying on the same fiber tract. Let us consider two tensors T1 and T2 localized at x1 and
x2 respectively, and a diffusion time t that determines the size of the kernel - it can be interpreted as the time a particle
in a diffusion process is given to reach a certain location. t acts as a scale parameter, and larger values emphasize
the role of the kernel compared to the role of mutual location. We suppose that t T1 and t T2 encode the covariance
information of Gaussian diffusion probabilities p1(y|x1, t, T1) and p2(y|x2, t, T2) at locations x1 and x2 respectively,
with y being the displacement of the tensor. Following [10], this leads us to consider the expected likelihood kernel
kt between the pairs (T1, x1) and (T2, x2), which is defined as the expectation of Gaussian probability p2(y|x2, t, T2)
given the probability of p1(y|x1, t, T1) and has a closed-form expression (see Eq. 4; for more details the authors refer
to [10]).

kt((T1, x1), (T2, x2)) =
∫
p1(y|x1, t, T1)p2(y|x1, t, T1)dy (4)

=
1√

det(T1 + T2)
exp

(
− 1

4t
(x1 − x2)t(T1 + T2)−1(x1 − x2)

)
(5)

A subsequent mapping into a feature space with chosen dimension according to the kernel Gram matrix enables a
differentiation of the tensors in order to separate tubular structures from background noise. In this feature space, the
points are arranged according to the previously computed distance measure. The points belonging to background
regions collapse into an area closest to the origin compared to the other points. This is due to the fact that leading
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eigenvectors of the Gram matrix are expected to represent the relevant information in the data while the eigenvectors
corresponding to the smaller eigenvalues correspond to noisy structures. Therefore background noise is expected
to have a projection close to the origin in the feature space since it lies in the subspace generated by eigenvectors
corresponding to small eigenvalues. Thus, by classifying points in the diffusion map with

||x− x0|| < ε (6)

as background (with ε determining the distance from the origin), it is possible to differentiate tensors describing tubular
structures from those of background noise: all points in the feature space within a sufficiently short distance to the origin
are eliminated.

6 Results

Setup For our experiments 3 segments of OCT volumes of the human retina, with a size of 15×50×70, 25×70×50
and 25× 60× 70 were used. For each of the volumes the same procedure was conducted: First, the vessel enhancing
filter was applied (we used the implementation available in MATITK). The according parameters were set as follows:
σ = 2 , α1 = 0.9, and α2 = 1. For the computation of the structure tensor, the parameters were chosen as ε = 0.1 and
γ = 0.025. The distance matrix was only computed for points that lie within a local range of ±5 voxel and whose
first eigenvalue λ1 ≥ 5. After the mapping into the feature space the points having a distance of ||x − x0|| < ε (for
ε = 2 ∗ 10−15) were eliminated. Parameters were the same for all examples.

Results For the validation a standard of reference annotation of the vessels in the volumes was performed by a
medical expert. The error is reported as the wrongly detected vessel points (false positives) and those wrongly classified
as background (false negatives). To evaluate the behaviour of our method, the results of the vessel detector were
compared to our final results after the embedding and the false positives and false negatives were calculated for each of
them. See Tab. 1 for the error rates of each OCT volume. The final results for each dataset are depicted in Fig. 3. The
false positives are reduced significantly, while the number of false negatives increases slightly which is mainly due to
the fact that there is no sharp border between vessel points and background points, leading to a part of annotated vessel
points being omitted. The accurate separation and increase of the sensitivity is subject of ongoing work.

Volume vessel detector based on [6] proposed method
FP FN FP FN

OCT 1 2031 2066 1204 2127
OCT 2 6507 3017 1233 3029
OCT 3 12275 847 1367 862

Table 1. False positives and false negatives for the plain vessel detector and the proposed method.

7 Conclusion and Outlook

We propose a method to automatically detect capillary vessel structures in OCT data. The approach is based on an
embedding of the vessel points in a feature space based on their mutual spatial and structure relations. The vessels
have a diameter of about 10µm and are hard to be distinguished from the background by standard methods. Due to the
high background noise and the small diameter, standard methods to segment the vessels fail. The embedding is able
to integrate vessel information over sets of candidates, and thus exploits the natural structure of the capillary vessels
- elongated tubes - to deal with noisy data, where parts of the vessels are missing or lost in clutter. Future work will
focus on the improvement of the sensitivity of the method, and the further study of the embedding.
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Making Sense of Cortical Folding 

Prof. A.C.F. Colchester 
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Abstract 

 

The folded surface of the cerebral cortex is the most striking superficial anatomical feature of the 

brain.  It is well-known that the location of some important functional areas can be described in 

relation to certain major folds, but for large parts of the cortex the geometry of the folds is highly 

variable between individuals and functional areas cannot be reliably located in relation to them. 

Recent quantitative analyses of structural MRI data in a large group of subjects have clarified some 

important geometric principles. When the location of deepest parts of the inward folds, the sulcal 

pits, are examined, the pattern across the cortex is highly regular and correspondences between 

individuals generally become obvious. The deepest parts of the cortex are the first to develop in the 

foetus and are likely to be under close genetic control.  The superficial folds are formed later in 

development and are likely to be subjected to much more variable biomechanical forces.  These 

findings have implications for several areas of neuroscience and medical image computing.   
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Intraobserver and interobserver variability of ascending aorta 
diameter measurements as assessed with ECG-gated MDCT: 

automatic versus manual measurements
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Purpose: Recently morphometric measurements of the ascending aorta have been done with ECG-gated MDCT to 
help the development of future endovascular therapies (TCT)  [1]. However, the variability of these measurements 
remains unknown. It will be interesting to know the impact of CAD (computer aided diagnosis) with automated 
segmentation  of  the  vessel  and  automatic  measurements  of  diameter  on  the  management  of  ascending  aorta 
aneurysms.

Methods and Materials: Thirty patients referred for ECG-gated CT thoracic angiography (64-row CT scanner) were 
evaluated. Measurements of the maximum and minimum ascending aorta diameters were obtained automatically 
with a commercially available CAD and semi-manually by two observers separately. The CAD algorithms segment 
the  iv-enhanced  lumen  of  the  ascending  aorta  into  perpendicular  planes  along  the  centreline.  The  CAD  then 
determines the largest and the smallest diameters. Both observers repeated the automatic measurements and the semi-
manual measurements during a different session at least one month after the first measurements. The Bland and 
Altman method was used to study the inter/intraobserver variability. A Wilcoxon signed-rank test was also used to 
analyse differences between observers. 

Results:  Interobserver  variability  for  semi-manual  measurements  between  the  first  and  second  observers  was 
between 1.2 to 1.0 mm for maximal and minimal diameter, respectively. Intraobserver variability of each observer 
ranged from 0.8 to 1.2 mm, the lowest variability being produced by the more experienced observer. CAD variability 
could be as low as 0.3 mm, showing that it can perform better than human observers. However, when used in non-
optimal conditions (streak artefacts from contrast in the superior vena cava or weak lumen enhancement), CAD has a 
variability that can be as high as 0.9 mm, reaching variability of semi-manual measurements. Furthermore, there 
were significant differences between both observers for maximal and minimal diameter measurements (p<0.001). 
There was also a significant difference between the first observer and CAD for maximal diameter measurements with 
the former underestimating the diameter compared to the latter (p<0.001).  As for minimal diameters,  they were 
higher when measured by the second observer than when measured by CAD (p<0.001). Neither the difference of 
mean minimal diameter between the first observer and CAD nor the difference of mean maximal diameter between 
the second observer and CAD was significant (p=0.20 and 0.06, respectively).

Conclusion: CAD algorithms can lessen the variability of diameter measurements in the follow-up of ascending 
aorta  aneurysms.  Nevertheless,  in  non-optimal  conditions,  it  may  be  necessary  to  correct  manually  the 
measurements. Improvements of the algorithms will help to avoid such a situation.
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Early prediction of responses/benefits from anticancer treatment using 
DCE-MRI and pharmaco-kinetic modelling

Michel Bruynooghea , Cécile Fargesb ,  Cédric de Bazelaireb 

a SenoCAD Research, Paris, France, b Hospital Saint-Louis, Paris, France.

Purpose:  Treatment  effectiveness  evaluation  by size  reduction  is  generally  inaccurate  [1]  and  delayed  several 
months after treatment instigation (5 months in the case of our data). Many angiogenic inhibitors, which act by 
normalization  of the  capillary  bed,  were  developed against  cancer  [2]. The objective  of  our  study is  to  prove 
experimentally that it is possible to perform earlier the diagnosis of responders and non-responders, as early as 7 to 
12  weeks  after  treatment  instigation,  instead  of  5  months,  using  functional  pharmaco-kinetic  parameters  in 
adjunction to the variation of lesion size. 

Methods:  Saturation  prepared  Fast  Gradient  Echo  (FGRE)  sequence  was  employed  for  the  dynamic  contrast 
studies [3], using a 3 Tesla GE Signa Vhi MRI scanner. Eighteen patients with metastatic renal cell carcinoma 
included in an oral angiogenesis inhibitor Phase I/II study were imaged before treatment (baseline), after one cycle 
and two cycles of treatment. Tumours are located in liver, lymph node, bone, kidney, lung, pleura, and adrenal. 
The drug was the  PTK787/ZK222584 (Novartis  Pharmaceuticals)  [4].  Patients  were separated  into two groups 
according to their clinical evolution. Responders had a time to progression superior to five months, i.e. without any 
new lesion  or  increase  in  lesion’s  size.  Five  patients  are  considered  as  responders.  Thirteen  patients  are  non 
responders. The first examination (C1) is carried out 2 to 46 days after drug introduction. The second MRI (C2) is 
completed 35 to 81 days post therapy. A bicompartimental model [5] has been used to generate parametric images.  
Four  microcirculatory  parameters  have  been  estimated:  tissue  perfusion  (F),  capillary  permeability  index  or 
endothelial  transfer  coefficient  (Ktrans),  blood  volume  fraction  (νp)  and  extracellular  extracapillar  fraction  (νe) 
assimilated to interstitial  volume.  Parametric  images were generated for each pharmaco-kinetic  parameter.  The 
histograms of pharmaco-kinetic  parameters have been processed using an unsupervised statistical  classifier.  At 
each cycle, patients have been clustered into five classes of drug effectiveness. Two parsimonious expert systems, 
with  either  one  or  two classification  rules,  have  been  used  to  perform the  diagnosis  of  responders  and  non-
responders. 

Results: The first expert system with a single classification rule has allowed the correct classification of 94% of 
patients after cycle C2, while the second expert system with two classification rules has correctly classified 100% 
of patients. In comparison, only 44% of patients have been correctly classified using only size information. Hence, 
better classification scores are obtained when using not only lesion size but also pharmaco-kinetic parameters. 

Discussion: Our experimental results confirm that the conventional method of diagnosis, which is based on lesion 
size, is insufficient to correctly perform the classification of responders and non-responders. Better classification 
scores  have  been  obtained  using  not  only  lesion  size  but  also  pharmaco-kinetic  parameters.   Our  two expert 
classification systems allow the prediction of responses/benefits from anticancer  treatment,  as early as 7 to 12 
weeks after treatment  instigation,  instead of 5 months.  The first expert  classification rule  does not  require any 
learning from imaging data, unlike the second one that is based on two thresholds to discriminate late responders 
from non-responders. We plan to later perform a large scale evaluation in order to better estimate these parameters. 
If our preliminary results were confirmed by this large scale evaluation, unnecessary treatments could be stopped 
earlier for many non-responders without stopping treatment for responders.
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Imaging of tumour blood flow and necrosis using stable Xenon CT: can 
angiogenesis and necrosis be quantified in vivo? 

 
Matthew Crocker, Marios C. Papadopoulos and B. Anthony Bell 
Academic Neurosurgery Unit, St George’s University of London 
 
The challenge 
4,400 brain tumours are newly diagnosed per year, of which glioblastoma is the most 
common ans most malignant. The median survival is around one year. Tumour 
angiogenesis plays a key role in the growth and spread of glioblastoma and is the target 
of new trials of vascular endothelial growth factor (VEGF) inhibitors. In vivo assessment 
of tumour biology in this area is of importance in identifying different patient subgroups 
and monitoring treatment. We have measured quantitative regional cerebral blood flow 
(CBF) in glioblastoma patients using Xenon CT. 
 
Methods 
In an ongoing pilot study patients presenting to St George’s with suspected glioblastoma 
since August 2008 have had stable Xenon CT scan measurement of CBF in the tumour as 
well as the contralateral “healthy” brain. We have also analysed the pathological 
specimens to quantify tumour necrosis. 
 
Results 
In 19 patients studied so far there is wide variability of mean tumour bloodflow (mean 
37.5 ±19.3 ml/100g/min). The different distributions of the tumour flow values suggest 
that the necrotic element of the tumour may be predicted from the shape of the flow value 
histogram. 
 

     
Right temporal tumour: reduced blood                      Left frontal tumour: increased blood                                                                     
       flow (lower histogram)                                                     flow (upper histogram)        
 
Preliminary conclusions and ongoing challenges 
Total tumour blood flow may be measured reliably and an estimate of necrosis generated 
from the distribution of flow values. The relationship to angiogenesis within these 
tumours however is far less clear as neovascularisation is associated with complex local 
haemodynamic changes including thrombosis of immature blood vessels. In vivo 
measurement of tumour biology will grow in importance to monitor response to novel 
treatment strategies and we consider further complementary techniques. 
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Intra-Cranial Tumour Boundary Delineation using a Novel MR-DTI Segmentation Technique 
 

T L Jones, B A Bell, T R Barrick  
Biomedical Imaging Group & Academic Neurosurgery Unit, St George’s University of London 

 

Challenge  
Adult primary brain tumours have an annual incidence of 14 per 100,000. Studies suggest that standard 
magnetic resonance imaging (MRI) scans may underestimate local tumour infiltration and have limited 
ability in accurate definition of tumour boundaries. Tumour delineation is essential for effective 
radiotherapy planning, and optimal image guided cytoreductive surgery.  
 

Methods 
We have developed a novel diffusion tensor imaging (DTI) segmentation technique capable of delineating 
space occupying lesions by automatically clustering voxels with similar isotropic and anisotropic diffusion 
characteristics in and around the tumour.  
 

Pre-operative diffusion tensor MR scans were acquired from 59 patients (histologically confirmed as 24 
high grade glioma, 11 low grade glioma, 13 metastasis and 11 meningioma) using a 1.5T General Electric 
Signa MR scanner with 2.5mmx2.5mmx2.8mm resolution (TE=88ms, TR=8s). Maps of isotropic (p) and 
anisotropic (q) diffusion characteristics were computed [1] and then segmented using a k-medians 
clustering algorithm [2] which separates each voxel into one of sixteen segments based on its p and q 
characteristics (fig. A). RGB colour maps incorporating isotropic, anisotropic and T2*-weighted 
characteristics were generated to display the result of our segmentation (fig. B) 

 

 
 

Summary of Results 
Using k-medians segmentation we have delineated each identified tumour (Examples fig. C). Resulting 
colour images display improved visualisation of the tumour/oedema regions.  

• Regions of high anisotropy (q) and low isotropy (p) (blue tones) correspond with restricted diffusion of 
white matter tracts.  

• Regions of high isotropy (p) correspond to fluid-filled CSF spaces (yellow tones) and tumour oedema 
(light blue tones). 

• Malignant tumours display heterogeneous diffusion.  

• Within the least malignant glial tumours are dark regions which may correspond to the tumour 
epicentre. 

• Metastases characteristically display homogenous colour throughout the tumour mass (brown regions). 
 

Conclusion 
Our application of k-medians colour segmentation creates images with clearly delineated tumour 
boundaries and identifies interesting foci within diffusely infiltrating lesions. This may assist in surgical 
biopsy target selection and define the limits for maximal tumour excision, although requires further 
validation.  
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Automatic Generation of a Geometric Model for Representing the
Left Ventricle of the Human Heart

Sebastian Schäfer∗, Clemens M. Hentschke and Klaus Tönnies

Department of Simulation and Graphics, University of Magdeburg, Germany

Abstract. We introduce a method to generate a three-dimensional model of the human left ventricle to be used for
image segmentation in cardiac SPECT data. The model reflects the smooth surface of anatomic objects by only
few points. An initial model is derived from a segmented LV from SPECT of a healthy patient using the Marching
Cubes (MC) algorithm. A point distribution method creates a new set of points on the existing surface, which are
triangulated to form a new surface. The latter then is locally optimised using quality criteria enforcing smoothness
and regularity of the triangles. The motivation of this postprocessing step is to reduce the influence of noise in the
MC triangulation and to create a surface that is appropriate for subsequent processing steps. Evaluation showed that
models generated by our method are smoother and more regular than the initial model.

1 Introduction

A common task in cardiac SPECT data analysis is to obtain quantitative information about malperfused parts of the
left ventricle (LV) for diagnosis and treatment. Hence, anatomical information about the LV needs to be supplied
for differentiating perfused and non-perfused regions. There are two possible ways to provide information about the
anatomy of an object: The first one uses the registration with anatomic images like CT [1] or MRI [2], the second
one employs a model representing the anatomical knowledge [3]. This paper presents a method to create anatomical
models of the LV to be used in the latter strategy.

The models are created from SPECT images of healthy subjects because the model shall be registered with the LV as
it appears in SPECT. Reconstruction algorithms for SPECT are known to non-linearly dilate the structures and cause
a different appearance of the LV as compared to images from modalities such as CT. Although the functional signal in
images of healthy patients coincides with anatomy, it suffers from noise and low spatial resolution. The influence of
noise is suppressed in our model by generating a smooth surface consisting of nodes connected to triangles which are
sparsely distributed over the LV surface.

Our method is based on an initial model geometry generated from a Marching Cubes triangulation [4] of LV data using
an iso-surface value. An iterative node sparsification and redistribution method of [5] is adapted by defining constraints
that enforce smoothness and closeness to the original model surface. The model is intended for the representation of
a deformable model that has been developed to automatically register with patient-specific SPECT of the LV [3].
The deformable model requires a surface with evenly distributed surface points and a pre-specified resolution of the
representation in the range of the data resolution. The model currently employed in [3] (which we will use as a reference
to measure the success of our method) fulfills these requirements only in part as it is neither smooth nor guarantees
regularly shaped surface elements. Hence, we expect better segmentation results by replacing the reference model.

2 Related Work

Surface models to aid image segmentation by a priori information often use a point distribution model where shape
variation is trained from sample data [6]. If training is not feasible a model can be generated using a single dataset
as prototype data. Shape variation is then defined a priori, e.g. by specifying a physically-based deformation such as
in [3].

Since our shape model is a result of the Marching Cubes triangulation remeshing is required for removing influ-
ences from noise and reducing the spatial resolution of the model to that of the original data. A survey of remeshing
techniques can be found in [7] or [8]. There are two basic ways of remeshing: the first addresses redundancy and over-
sampling, hence it focuses on mesh simplification (also referred to as fine to coarse remeshing). The second is geared
towards improving mesh quality in terms of sampling, regularity or triangle quality (coarse to fine remeshing). Mesh
simplification approaches are able to reduce the information by a factor of 50 or even more which is not necessary in
our application where resolution should only be reduced by a factor of 3 to 4. Hence, we concentrate on the second
strategy.

∗Corresponding author is Sebastian Schäfer: schaefer@isg.cs.uni-magdeburg.de
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Coarse to fine remeshing techniques can be subdivided into isotropic and anisotropic mesh producing methods. Aniso-
tropic meshes do not optimise towards equilateral triangles. Regularity of surface triangles is necessary to apply the
deformable model approach of [3] for which our model generation is intended to be used. Isotropic remeshing tech-
niques can be grouped in five categories depending on their goal [7]. Methods of the first two categories generate
regular or common connection patterns. Methods of the third category generate regular element shapes, vertex distri-
butions and smooth samplings. Methods of category four and five are geared towards preservation of sharp features as
well as error minimizing techniques to conserve maximum similarity.

Methods of category three are the most appropriate for our application, as we do not want to preserve the original
surface (which is influenced by noise in the original data), but generate a smooth surface of well-shaped triangles. We
adopted the re-tiling algorithm [5] to fit our purpose as it is well-suited for organic structures without displaying sharp
features founded on a randomly driven point distribution. Other methods of this category such as e.g. [9], [10] or [11]
could be used as well. However, they are more geared towards exact shape preservation which is unwanted if noise
influences the initial mesh.

3 Model Generation

The model generation method is based on re-tiling by Turk [5]. His method uses a physically driven point distribution
for remeshing. New surface points are randomly placed on the input mesh. Each of these points exerts a force on its
neighbour points which causes repulsion of the points on the mesh surface. After a defined number of iterations the
points approximate uniform distribution. They are triangulated under preservation of the topological structure of the
input mesh. The triangulated surface then replaces the original mesh and the process is repeated until a sufficient mesh
quality is reached.

Since the re-tiling method was designed for tasks in computer graphics, where the initial model exactly represents the
surface with arbitrary spatial resolution, it has been modified to suit the generation of sparse meshes from noisy data.
The greedy triangulation of [5] has been replaced by a constrained Delaunay triangulation. The point distances which
are used to calculate the repulsion forces are computed through the geodesic path instead of projecting the points on
a plane and measuring the distance. This has already been proposed by [5] but had not been implemented because of
limited computing power at this time. Both modifications lead to a higher precision in coordinate calculation.

Figure 1. On the left hand side a configuration of two triangles in 3D is shown. Below the configuration has been
edge-flipped. On the right hand side the fitness criteria A-D are illustrated.

After triangulation further enhancement is achieved by a local triangle optimisation which is carried out on triangle
configurations. A triangle configuration consists of two triangles sharing a common edge. The configuration is changed
by flipping this edge (see Figure 1 on the left). The edge-flip is carried out, if the alternate configuration leads to better
results. This evaluation is performed using a fitness function with four different quality criteria (see Figure 1 on the
right):

• angle between the two configuration triangles representing local smoothness (A)

• average angle between configuration triangles to all neighbouring triangles representing local smoothness (B)
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• triangle aspect ratio computed from outer and inner triangle circle (C)

• distance from the midpoint of the flipping edge to original surface (D)

The angle criteria control the local surface smoothness of the triangle mesh. The triangle aspect ratio is used to obtain
triangles with balanced edge proportions. The distance criterion ensures the generation of a mesh surface which is
close to the original surface. The latter is important if a small number (<100) of points is used to represent the new
mesh.

The quality criteria are weighted (using w1 to w4 normalised by their sum wall and p denoting a configuration of two
triangles) in the fitness function:

Ffit(p) =
w1

wall
· 1
A(p)

+
w2

wall
· 1
B(p)

+
w3

wall
· 1
C(p)

+
w4

wall
· 1
D(p)

. (1)

Configurations for edge flipping are selected following a greedy strategy. First, quality improvement for each possible
configuration is computed and a list of configurations is created ordered by the improvement value (algorithm 1).
Then, edges are flipped for the configurations offering the largest improvement. Configurations affected by this flip are
deleted from the list. This procedure is repeated until no further improvements can be found (algorithm 2). Although
this process does not guarantee an optimal solution with respect to the overall fitness, it considerably improves the
quality of the inital mesh.

Algorithm 1 Evaluate
Input: triangle mesh M
Output: List with triangle pairs which have im-

proved fitness with flipped edges, ordered by
amount of improvement
for all p← pairs of triangles in M do

fcurrent ← Ffit(p);
swapEdges(p);
fswapped ← Ffit(p);
if fswapped > fcurrent then

δ ← fswapped − fcurrent;
List← (δ, p);

end if
end for
List.sortDesc();

Algorithm 2 Flipping Edges
Input: triangle mesh M
Output: Mesh with improved surface quality

while List← Evaluate(M) not empty do
for all pairs p in List do

swapEdges(p);
deleteOccurences(List, p);

end for
end while

4 Evaluation

Two kinds of evaluations have been performed:

• The generated models have been tested with respect to the initially stated requirements of surface smoothness
and triangle shape.

• The performance of the models for LV segmentation have been compared to manual expert segmentations. A
spring-mass system [3] has been used to register the models with image data through deformation.

For the model evaluation we used different models generated from four different datasets. Two datasets resulted
from thresholded, reconstructed patient datasets showing a healthy heart without perfusion defects, one dataset was a
manual segmentation image created for a reconstructed patient dataset, and one dataset was a reconstructed phantom.
For evaluation of the performance of the model in segmentation 14 cardiac datasets from patients and one phantom
dataset have been used where manual segmentation by an expert served as a gold standard. All datasets have a spatial
resolution of 1283 voxel.

To evaluate the generated models (Figure 2 b-d), the average fitness value of the whole model is computed at different
stages, namely the optimised model after the remeshing step and after the triangle optimisation. Models with a different
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(a) (b) (c) (d) (e)

Figure 2. (a) shows the Marching Cubes representation. The models in (b), (c) and (d) are using 110, 150 and 200
sample points respectively, and were created from (a). (e) shows the geometry of the reference model used in [3].

amount of points are created to examine the relation between quality and mesh point density.

Figure 3. This chart shows the fitness value of models differing in the number of points used and evaluating the two
conditions after remeshing and after edge flipping optimisation.

The graph in Figure 3 shows that our models achieve better overall fitness values as the reference model. In addition,
the postprocessing triangle optimisation improves the fitness of the models up to 11.5% compared to the remeshing
result after applying Turk’s algorithm [5].

To compare achieved segmentation results with predefined manual segmentations, two measurements are employed.
The Jaccard Coefficient is volume-based and denotes the ratio between the intersection and the volume covered by both
segmentations A and B:

EJ(A,B) =
|A ∩B|
|A ∪B|

. (2)

The second measure is the average contour distance between segmentations, where the smallest distances between the
contour voxels of two segmentations A and B are determined and divided by the total number of voxels. d(a, b) denotes
the Euclidean distance of two points a and b:

ECD(A,B) =

∑
a∈Acon

minb∈Bcon
d(a, b) +

∑
b∈Bcon

mina∈Acon
d(b, a)

|Acon|+ |Bcon|
. (3)

The impact of the number of mesh points on the segmentation result is examined. Multiple models with different
resolutions have been created from the same template dataset. They were used to segment the 14 evaluation datasets.
Results of the first evaluation dataset are shown examplarily in Table 1. Tendentially no differences could be found in
the remaining evaluation data.

number points 67 110 150 200 300 Ref.-Model (67 p.)
EJ(A,B) 0.662 0.751 0.758 0.748 0.649 0.663
ECD(A,B) 0.382 0.293 0.261 0.351 0.410 0.424

Table 1. Evaluation results of the segmentation using models sampled with different numbers of points for patient
dataset 1.

If the model had a number of points that was equal to those of the reference model results of the distance criterion
were better. The quality is improved further if the number of surface points was increased to 100 to 200. The usage of
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more than 200 points leads to more springs connecting the points with each other. This damps the adaptation process
accomplished by the spring-mass system resulting in poorer segmentation results. Altogether both evaluation criteria
are showing that new models with an appropriate number of points are able to achieve considerably better segmentation
results than the reference model.

5 Conclusions

An approach to generate 3D models to represent the left ventricle in cardiac SPECT data has been introduced. It uses a
modified point distribution and sparsification method based on the re-tiling method of [5] to create a new mesh from a
Marching Cubes representation. A new weighted triangle optimisation technique is employed for improving the mesh
surface quality of the original algorithm. Evaluation results show that our approach considerably improves the quality
of the model surface in comparison to the reference model. The main application of the models is the segmentation of
the left ventricle to quantify malperfused areas. The evaluation also shows that segmentation results compared to the
formerly used reference model could significantly be improved. In addition to multiple models for testing purposes we
created four models which are (at present) sufficient to segment all datasets. In case that new reconstruction methods
are introduced there may be the need for new models.

An extension to the re-tiling algorithm has been implemented to enhance the surface smoothness in areas of higher
curvature. The point forces for the repulsion, which is used to evenly distribute points on the initial surface, are
dynamically adapted to the local curvature at each point. As a result, the point density in more curved regions is higher.
Hence, local smoothness can even be produced in coarser object representations. As a future work, this technique can
be refined and the impact on the deformation process has to be investigated more thoroughly.

A further future investigation could be to expand the method to work on other organs like kidney or liver, which have
very similar characteristics compared to the LV.
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8. M. Botsch, M. Pauly, C. Rössl et al. Geometric Modeling Based on Triangle Meshes, chapter Remeshing. ACM, 2006.
9. J. D. Boissonnat & S. Oudot. “Provably good surface sampling and approximation.” pp. 9–18. 2003.

10. P. Alliez, M. Meyer & M. Desbrun. “Interactive geometry remeshing.” In ACM Transactions on Graphics, volume 21(3), pp.
347–354. 2002.

11. V. Surazhsky & C. Gotsman. “Explicit surface remeshing.” In Proceedings of the Eurographics/ACM SIGGRAPH Symposium
on Geometry Processing, pp. 20–30. ACM Press, 2003.

51



Comparing Appearance and Edge Information for Myocardial
Segmentation of the Left Ventricle in 3D Echocardiography using

Graph Cuts

Michael Verhoeka∗, Kashif Rajpoota, Andrew Blakeb and J. Alison Noblea

aInstitute of Biomedical Engineering, Department of Engineering Science, University of Oxford, Oxford
bMicrosoft Research Cambridge

Abstract. Fast semi-automatic segmentation of the myocardium in 3D echocardiograms may be useful for diagnosis
of heart diseases, by facilitating quantification of wall thickening and local wall motion. Segmentation in ultrasound
is challenging, especially 3D myocardial segmentation, due to low signal-to-noise ratio, different tissues having a
similar appearance and the large amount of data. In this paper, we employ a semi-automatic graph cuts algorithm
to efficiently segment the myocardium. Several types of input information are used: appearance information in the
form of intensity and a tissue characterising probability distribution, boundary information in the form of an edge
detector, and information on the position of the left ventricle. We apply our algorithm to 11 3D echocardiograms,
while varying the importance of region and boundary information, and testing several combinations of input infor-
mation. The results are compared to expert manual segmentation. We demonstrate that using a tissue characterising
distribution and positional information is beneficial to the performance, that edge measures are only beneficial in
some cases, and in general that a fast and relatively accurate segmentation can be obtained, with a possible runtime
of the order of 30 s and a true positive rate of 80% at a false positive rate of only 6.6%.

1 Introduction

Fast myocardial segmentation in 3D echocardiograms can be useful for assessing cardiac diseases, both visually for the
benefit of the clinician, and quantitatively for estimating (local) wall motion and thickening. Ultrasound (US) images
can however be challenging to segment, due to attenuation, missing boundaries, low signal-to-noise ratio and different
tissues that have a similar appearance. Working in 3D also means a large amount of data has to be processed fast, in
order to make optimal use of one of the advantages of US over other modalities, its speed.

Previously, there have been few published papers on myocardial segmentation [1] [2] [3]. As far as we are aware,
this paper is the first application of graph cuts to 3D echocardiography. Graph cuts have been applied previously to
segmentation of the heart in other imaging modalities [4]. Segmentation of 3D echocardiographic images has been
explored using a range of methods as reviewed in [5].

In this paper we use the graph cuts technique to segment the myocardium in 3D echocardiograms. Graph cuts [6] are
a promising fast segmentation methodology in computer vision, that is applied increasingly to biomedical images. In
our implementation, we employ three types of input: appearance information like intensity and tissue characterisation
by making use of the shifted Rayleigh distribution; edge information in the form of a local phase feature asymmetry
detector; and positional information. We minimise the amount of user input, restricting this to three mouse clicks
to define the position of the left ventricle (LV). The results are referenced against manual expert delineations of the
myocardium, to be able to compare the performance of each of the types of input information. In the next section, we
first describe the data available for this study and provide a brief explanation of the theory of graph cuts and of the
setup of the experiments performed. Then we discuss the results of our experiments.

2 Methods

2.1 Data sets

We obtained 11 3D+time echocardiograms from healthy subjects. These echocardiograms were recorded at the John
Radcliffe Hospital in Oxford with a Philips iE33 ultrasound system. In each time sequence, we chose to use the end-
systolic frame. These 11 3D images each had a size of 224 × 208 × 208 voxels and a spatial resolution of 0.93 mm
× 0.94 mm × 0.85 mm or 0.82 mm × 0.84 mm × 0.76 mm, depending on the settings of the ultrasound system. A
manual segmentation was made for each echocardiogram, where an endocardial and an epicardial contour for the left
and right ventricles was delineated by an expert. This was done on every fifth short-axis slice, using an interactive pen
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display (Wacom, USA). Papillary muscles were annotated as blood pool. Where myocardium tissue appeared to be
missing because of shadow or attenuation, the expert used their knowledge of the shape of the myocardium to make
the delineation. The expert was able to view orthogonal long-axis slices while segmenting to assess the delineations in
those views.

2.2 Graph Cuts

Our discussion of the theory of the graph cuts technique will be brief and the reader is referred to [6] for a more detailed
discussion. The basic idea is to represent an image by a graph G = (V,E), where the nodes are V = {s, t} ∪ P . P is
the set of nodes that represent the voxels, and s and t are auxiliary nodes. Each node p ∈ P is connected to both s and t
via the so-called t-links and each node p is also connected to neighbours using a neighbourhood system N , these links
are n-links. Both types of links make up E. All links are assigned a weight according to an energy function, and the
graph is cut in two, so that each node p is still connected to either s or t. The algorithm finds the cut with the minimum
cost (the sum of link weights cut), which corresponds to the global energy minimum of the segmentation, assuming the
submodularity condition is satisfied, as explained in [7]. For segmentation purposes, the energy function is often given
as

E(A) = λR(A) +B(A), (1)

where A is a binary labelling, λ is the ratio of importance between both terms, R(A) is a region or data term and B(A)
is a boundary or regulariser term. R penalises when the label of a voxel does not correspond to the label suggested
by the prior model of the data, and B penalises when neighbouring voxels have a different label. Link weights in the
graph are directly related to these terms: weights on t-links are determined by R, weights on n-links are determined by
B.

In our implementation, we employ the following forms for these energy terms. R is a sum of log-likelihood functions,
based on the probability of a voxel belonging to one of the labels. In our case, this is based on the normalised intensity
histogram of voxels in foreground (F) and background (B), which are compiled before segmentation.

R(A) =
∑
p∈P

Rp(Ap), (2)

Rp(Ap = foreground) = − ln P(Ip|F), (3)
Rp(Ap = background) = − ln P(Ip|B), (4)

where Ap is the label of voxel p and Ip is the intensity value of voxel p; this can be the image intensity value or some
other appearance measure. B is a modified Ising prior [8]:

B(A) =
∑

{p,q}∈N

Bp,q|Ap −Aq|, (5)

Bp,q = α+ exp
(
− (Ip − Iq)2

ρ

)
β

dist(p, q)
, (6)

where α and β are factors that give the function a more useful shape with respect to R, ρ is a factor describing the
scanner noise and dist is a function describing the distance between neighbouring voxels p and q. To solve the minimum
energy graph cut, a C++ code written by Boykov and Jolly was used that finds the Max Flow using their version of
the Ford-Fulkerson algorithm [9]. Values used throughout our experiments were α = 150, β = 10000, ρ = 10 (note
that varying α and β together changes the relative importance of the R and B terms, we chose to vary this through
λ); neighbourhood system N : 14 neighbours (6 direct neighbours and 8 farthest neighbours, out of the 33 nearest
neighbourhood).

2.3 Implementation and Experiments

In our experiments, we segmented the myocardium in 11 3D echocardiograms using the graph cuts technique, while
varying the ratio λ in eq. (1). Since there was significant variation in brightness between echocardiograms, a histogram
equalisation step was performed to reduce this variation. The histogram of each echocardiogram was approximately
matched to the histogram of one of the echocardiograms. This pre-processing facilitated the use of the input histograms
in the graph cuts algorithm, enabling use of histograms from other images as an input for each segmentation. We used
several types of information as input for the algorithm, as described below.

Image intensity. This is the simplest form of information about a region. Using the manual segmentations, for each
image we collected image intensity values in voxels labelled as myocardium and as non-myocardium. From these,
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normalised foreground and background 14-bin histograms were generated. When segmenting each image, we used the
histograms of the 10 other images to make up F and B.

Shifted Rayleigh distribution. Several probability distributions to characterise different tissues in US images have
been tested [10]. In [1], the use of a shifted Rayleigh distribution was proposed. For each voxel in the image, we
estimate the σ2 parameter, in a neighbourhood of 53 voxels around it, using the fast integral image method [11]. From
these 11 parametric images we generated a parametric histogram in the same way as the image intensity histograms
were generated.

Edge-indicator measure. Edge information was also used as an input. The edges are derived using a local-phase
inspired 3D feature detector, called feature asymmetry (FA) measure [12]. The FA measure is designed to detect low-
contrast step-like edges (i.e., endocardial or epicardial edges) from echocardiographic images. The FA measure for 3D
feature detection uses the monogenic signal [13], which is an isotropic extension of the analytic signal, and is given by:

FA(x) =
∑
sc

b|oddsc
MG(x)| − |evensc

MG(x)| − Tscc√
(oddsc

MG(x))2 + (evensc
MG(x))2 + ε

, (7)

where sc represents the scale variable as the FA measure is computed over 3-scales, Tsc is a scale-specific threshold
parameter, ε is a small constant to avoid division by zero, and b. . .c zeros the negative values. Here, oddsc

MG(x) and
evensc

MG(x) are the odd- and even-symmetric filter responses at scale sc using the monogenic signal, respectively. This
information was implemented into the graph cuts framework, by defining

B̂p,q =
{
Bp,q from eq. (6) if FA(p) ≤ τ

0 if FA(p) > τ,
(8)

where τ is a threshold and using this B̂p,q rather than Bp,q (as defined in eq. (6)). The edge image was on a scale of 0
to 255, but thresholded at τ = 130 to ignore most noise.

Positional information. In [3], training of a classifier using the estimated position of the LV as a feature proved
beneficial for the results. In graph cuts, since there is no training step, we decided to employ a simple user input:
the user provides an approximation estimate of the location of the centre of the LV and its size, by clicking three
times in a 3D image (three orthogonal views were visible). This is translated into a capped cylinder in which the left
and right ventricles are to be found. This provides a weighting of the region term in eq. (3): we modify this to be
R̂p(fg) = Rp(fg) exp (−0.075 · Pos(xp)), where xp is the position of voxel p within the image. If xp is inside the
cylinder, Pos(xp) = 0; if xp is outside it, Pos(xp) is the Euclidean distance between the cylinder and xp.

Experiments. We ran the segmentation algorithm on all 11 images, for 25 values of λ, varying from 1 to 2100. We
did this for the normal intensity images, and for the shifted Rayleigh parametric images, without edge or positional
information. This was repeated, but now using edge information. Then these four experiments were repeated, now
making use of the positional information. The resulting segmentations were collected and compared against the manual
segmentations, calculating the number of true positives, false positives, false negatives and true negatives summed over
the 11 images, for each value of λ, in each of the experiments.

3 Results and Discussion

In Fig. 1(a), several slices of 3D echocardiograms are shown, presenting the information available (intensity image,
manual segmentation, shifted Rayleigh parametric image, position image and edge image) and in Fig. 1(b-d) examples
of the results of the segmentation algorithm using the various types of input information. In Fig. 2, we present
quantitative results in the form of ROC curves generated from the calculated true and false positives and negatives.

From Fig. 2 it can be seen that the addition of position information improves the segmentation result considerably.
Figure 1(b2-3) illustrates that this is caused by the fact that the atrium walls are segmented as well when position
information is not available. Also, bright near-field clutter can be seen as myocardium by the segmentation algorithm,
which can be prevented to some extent when using position information. From the ROC curves it is also clear that
using shifted Rayleigh parametric images rather than normal intensity images improves segmentation. This suggests
that in a tissue characterisation measure image the myocardium can be found better than in intensity images. It would
be worthwhile to empirically test which distributions would perform best in tissue characterisation, as has been done
in [10], but for 3D echocardiograms. Fig. 1(c2-3) also shows that segmentations based on the parametric images yield
smoother results than intensity images, this is caused by the smaller amount of noise in the parametric images.
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Figure 1. Qualitative results. Example slices illustrating the input images and segmentation results. a1-a5: Sample
slices of the input information. Short-axis slices of subject 2; a1. intensity image; a2. manual segmentation (white
contour on top of the intensity image); a3. shifted Rayleigh parametric image; a4. edge indicator image; a5. position
information (brightness indicates distance from cylinder). b1-b4: Sample segmentation results (white contour on top
of the intensity image), long-axis slices of subject 2, λ = 500; b1. manual segmentation; b2. segmentation result
using intensity image; b3. segmentation result using intensity image and position information; b4. segmentation result
using intensity image, position and edge information. c1-c4: Sample segmentation results, short-axis slices of subject
3, λ = 2100; c1. shifted Rayleigh parametric image; c2. segmentation result using intensity image and position
information; c3. segmentation result using Rayleigh image and position information; c4. segmentation result using
Rayleigh image, position and edge information. d1-d2: Sample slices showing edge information is not used to the
fullest extent, short-axis slices of subject 2, λ = 2100; d1. segmentation result using Rayleigh image and location and
edge information; d2. edge indicator image FA.

The use of edge information gives mixed results, as can be seen in Fig. 2: when applied to intensity images, a clear
improvement is seen when adding edge information (illustrated in Fig. 1(b3-4)). When applied to shifted Rayleigh
parametric images however, no clear improvement can be observed, and the two ROC curves almost coincide (Fig.2,
and illustrated in Fig. 1(c3-4)). We are led to believe that the edge information runs into the restrictions that the GC
algorithm itself imposes on this type of information. This can be made clear when looking at eq. (5): the boundary
penalty only comes into play when neighbouring voxels are labelled differently in the current segmentation. In this
setup, the algorithm does not look at the edge measure as long as neighbouring voxels have the same label, i.e. it only
takes edge measures into account when the intensity image or parametric image gives it reason to do so. However, we
want a boundary penalty when neighbouring voxels are labelled the same and the edge measure indicates there they are
supposed to be labelled differently. One way to improve the handling of an edge measure, would be the introduction of
a ‘reversed’ version of eq. (5), i.e. B(A) =

∑
Bp,qδ(Ap, Aq), using the Kronecker delta. In future work, we intend to

implement this proposal. In Fig. 1(d1) it can be seen that no boundaries are found, even though they are clearly present
in the edge image Fig. 1(d2); cases like these would benefit from this reversal of the boundary penalty.

The graph cut algorithm is relatively fast, segmenting a 224 × 208 × 208 voxel image in about 30-60 s on a normal
desktop computer (Intel Xeon 3.2 GHz CPU, 2GB RAM). Our code has not been optimised for speed, if we were to do
so, run times would probably be halved or smaller. Implementation on a GPU would possibly enable run time in the
order of seconds or less. The best possible segmentation results (averaged over all images) are a TPR (true positive rate)
of 80% at an FPR (false positive rate) of only 6.6%. This is a good accuracy, especially since myocardial segmentation
is more challenging than endocardial segmentation.
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Figure 2. Quantitative results. ROC curves demonstrate an increase in segmentation performance for Rayleigh over
intensity image, for using position information, and for using edge information in the intensity image. a. No position
information including, b. position information included.

4 Conclusion

We investigated various input measures in a novel graph cuts myocardial segmentation algorithm, applied to 3D
echocardiograms. We compared against manual segmentations and found that the results were fast and relatively
accurate, with a TPR of 80% at an FPR of only 6.6%. Of the possible input measures, we found that using a Rayleigh
parametric image performs better than a normal intensity image, that using a position measure is very beneficial and
that adding edge information only improves the result for intensity images; for Rayleigh images, the segmentation is
already at its peak performance, but we suggest that the results from using edge measures in general can be improved
by changing the way boundary penalties are given within the algorithm. In future work, we intend to compare our
results against a delineation using Random Forests, an advanced machine learning approach [3]. The implementation
in [3] runs at a similar speed as the method described in this paper.
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Abstract. A multiscale line operator (MSLO) approach was employed in order to segment blood vessels in digital 
fundus images. This approach was used for images in the STARE retinal image archive 
(www.ces.clemson.edu/~ahoover/stare/). The STARE dataset contained both healthy (10 images) and diseased 
eyes (10 images) at a variety of field widths.  Otsu threshold selection was employed in order to provide a global 
threshold for the MSLO-filtered images. A Boxcar average filter was also used to segment the images. We 
determined the sensitivity (true positive rate) and specificity (1 – false positive rate) with respect to a “gold 
standard” provided by manual segmentations. The best results for the entire dataset were found to be 
(sensitivity=0.80; specificity=0.97). Our results for the normal set of images were better than those the abnormal 
set. A “topographic” map of the sensitivity and specificity as a function of position on the retina showed that the 
sensitivity was highest at the fovea, i.e., the middle of the retina (sensitivity=0.89). This area might provide an 
ideal place for extraction of clinically relevant biometric parameters. The accuracy of vessel extraction techniques 
is more complex than that suggested by simple averages of sensitivity and specificity across the entire field-of-
view. 

1  Introduction 

Methods of blood-vessel segmentation in medical images [1] range from pattern recognition (multiscale approaches, 
skeletons, region growing, ridge-based approaches, blood-vessel tracking, matched filters, differential geometry, and 
mathematical morphology), model-based approaches (e.g. active snakes), tracking systems, to artificial intelligence 
and neural networks. Many of these approaches utilise image information at a variety of length scales. The multiscale 
line operator [2-5] (MSLO) has been used with great success in detecting linear structures in mammograms [2,3]. In 
the context of blood-vessel segmentation in retinal images [4-8], one might expect it to work well because of the 
approximately linear nature of blood vessels locally. This method has the additional advantage of being conceptually 
straightforward. The MSLO algorithm is fast and is also relatively straightforward to implement. The subject of 
automatic global threshold selection is a common one in image processing. The interested reader is referred, e.g., to 
Refs. [9,10] for a review of some of the standard threshold selection procedures. 

2  Method  

2.1 The STARE Retinal Image Archive 

The STARE dataset is an archive of fundus images that is publicly available (see 
www.ces.clemson.edu/~ahoover/stare/). We use the same dataset as in previous treatments [4-7] that contains 20 
images with healthy, diabetic, and AMD image features. According to information provided by the above website, 10 
of these images were classified as normal and 10 as abnormal. The images were in colour and were 700×605 pixels 
in size and were at a variety of field widths. Two independent observers created manual tracings of the blood vessels 
using a graphical user interface, and these tracings were also downloaded from the STARE website. As in previous 
studies (see Ref. [6]), we use the manual tracings of the first such observer as our “gold standard” for the STARE 
dataset. The green channel of the fundus images is used in order to find the blood vessels.  

2.2 Sensitivity, Specificity, and Receiver-Operator Characteristic (ROC) Analysis 

In order to quantify the accuracy of our results we determined the sensitivity and specificity. We were able to 
determine the number of pixels classified as “positive” by our automated routines that were, in fact, either “true” or 
“false” compared to a “gold standard” provided by manual segmentations of the blood vessels. The entire vessel 
width was used here. We were able to find the true positive (sensitivity) and false positive (1-specificity) fractions, 
and one of the aims of this study was to illustrate how our results for the sensitivity and specificity vary across the 
entire image when using the entire vessel width. Furthermore, in previous studies [4,5] we were able to perform an 
ROC analysis by plotting the true positive fraction on the ordinate axis against the false positive fraction on the 
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abscissa for thresholds varying independently for each image. These results are also provided as a comparison for our 
present results. We note that the “ideal limit” is thus given by values for both sensitivity and specificity of 1. 
However, a “practical limit” is provided by comparing the results of the second observer against those of the first 
observer that we take as our gold standard and finding values for the sensitivity and specificity. Another limit is that 
provided by the point of closest approach of the MSLO ROC results of Ref. [4,5] to the ideal limit of both sensitivity 
and specificity equal to 1.  
 
2.3 Multiscale Line Operator (MSLO) 

We implemented the MSLO [2-5] in order to enhance the retinal blood vessels in the image. For each pixel in the 
original image at point (i,j), the mean average value, P, of the greyscale values of a line of pixels centred on (i,j) is 
obtained. However, we also determine the average greyscale value, Q, of those pixels in a rectangular area 
surrounding this line. The response, S, of the line operator at point (i,j) at a given orientation of the line (and scale) is 
given by, S=P-Q. In order to keep our treatment fully consistent with those calculations outlined in Refs. [2-5], we 
used a line operator of length 5 pixels obtained at 12 orientations. The largest value of S for all 12 orientations is 
taken to be the value of the line operator at that pixel. The subtraction of the mean greyscale value of local 
environment, Q, from the mean value for the line, P, ensures that changes in background illumination should also be 
removed in the filtered image. The line operator is applied at varying levels of scale by constructing a “pyramid of 
images” at consecutively coarser scales via Gaussian sampling. The number of levels of the Gaussian pyramid was 
taken to be an explicit variable here. The final result for the MSLO was the sum of all line operator filtered images in 
the Gaussian pyramid. Equal weighting was given to each length scale in the final MSLO image. The line operator 
enhances linear features in the image. Moreover, blood vessels of varying width are, in principle, treated on an equal 
footing. This algorithm was speeded by saving those configurations or “masks” for the line of central pixels and its 
neighbours in the “rectangular environment” (used in finding P and Q, respectively) at the 12 different orientations at 
the start of the entire run in a look-up table. The number of operations involved in the application of the line 
operators was thus kept to a minimum. The application of the MSLO filter for an image pyramid with 3 levels took 
approximately one minute for a 3 GHz CPU. The interested reader is referred to Refs. [2-5] for more detailed 
descriptions of the MSLO algorithm.  

2.5 Selection of the Global Threshold 

A single global threshold (see, e.g., Refs. [9,10]) was applied in order to segment the retinal blood vessels. In order 
to select the threshold automatically, three standard procedures were tested. These were namely maximum entropy, 
Otsu, and, Kittler-Illingworth thresholding. For maximum entropy binary thresholding, the image is split into (two) 
pieces based on grey scale levels with respect to a given threshold. Shannon’s information entropy is separately for 
those levels below the threshold and those equal to or above the threshold. The total entropy is the sum of the two 
parts and the total entropy may be maximised with respect to the threshold. Otsu thresholding allows us to carry out 
binary thresholding. It is equivalent to the maximization of the likelihood of a conditional distribution, again with 
respect to the grey scale threshold. Otsu thresholding assumes that the distributions of two types of pixels are normal 
distributions with common variance. By contrast, it may be shown that Kittler and Illingworth's criterion is 
equivalent to the maximization of the likelihood of the joint distribution under the assumption of normal distributions 
but with different variances. Multi-level thresholding (i.e., using more than one threshold in order to segment the 
image into more than one type of object) was not considered here. We note that the Kittler-Illingworth and maximum 
entropy approaches were found to provide relatively poor results for the images considered here, and so, for the sake 
of brevity, these results are not discussed further here. As blood vessels constituted typically only a small percentage 
of the pixels in the images, we found that an iterative approach in order to segment the blood vessels using the Otsu 
threshold selection method worked well for the MSLO-filtered images. This approach was found to converge within 
ten to twenty seconds on a 3GHz processor. This approach was found to provide a consistently a good estimate of the 
blood vessels. The results of this approach shall be referred to as the MSLO/Otsu segmentations. This initial estimate 
was further refined by automatically segmenting of a Boxcar-filtered image using the maximisation of sensitivity and 
specificity with respect to the initial MSLO/Otsu segmentation. This approach was also found to work reasonably 
accurately, and its results shall be referred to as Boxcar segmentations. (Otsu threshold selection applied directly to 
Boxcar filtered image was found to be less reliable.) Finally, a “geographical map” averaged over the normal and 
(separately) abnormal images of the sensitivity (i.e., the true positive rate) and specificity (i.e., one minus the false 
positive rate) was determined for the Boxcar segmentations with respect to the gold standard provided by manual 
tracings of the blood vessels. 

3  Results 

A colour fundus photograph of a normal subject is shown in Figs. 1a and 1b. A blood-vessel segmentation (shown in 
white) found after applying the MSLO with three levels and Otsu threshold selection (to the green channel of the 
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image) is superimposed on the original colour image in Fig. 1a. The corresponding Boxcar segmentation is shown in 
Fig. 1b. The Boxcar algorithm captures more of the finer vessel detail than the MSLO/Otsu segmentation. The edge 
of the optic disk led to false classifications. Furthermore, the centre of the macula in some healthy subjects was 
particularly dark in “normal” subjects, and this also caused false classifications. A colour fundus image of an 
“abnormal” subject with a similar blood-vessel segmentation (MSLO + and Otsu threshold selection) superimposed 
on it is shown in Fig. 1c, and the Boxcar segmentation is shown in Fig. 1d. Again, we see in Figs. 1c and 1d that 
more of the vessel detail is captured by the Boxcar segmentation, although more false classifications are also made. 
Haemorrhages were a general and strong source of artefacts in the vessel segmentations. Lesions were also found to 
be the main cause of false classifications in the abnormal images, as may be observed in Figs. 1c and 1d; the edges of 
the bright disease feature caused false classifications to be made. Large choroidal neovascular (CNV) lesions are a 
common feature of “wet” age-related macular degeneration (AMD). Microaneurisms were also seen in some images. 
They were small red features and they were also found to lead to falsely classified pixels. 

 
Figure 1. Extracted blood vessels (shown in white) superimposed on the original colour fundus image. a) MSLO/ 

Otsu segmentation for a normal image. b) Boxcar segmentation for the same normal image. c) MSLO/Otsu 
segmentation for an abnormal image. d) Boxcar segmentation for the same abnormal image. 

As reported previously [4,5], ROC analysis (see Fig. 2) was carried out for our blood-vessel segmentations when 
compared to a “gold standard” of blood vessels traced out by a retinal image interpretation expert by varying the 
threshold separately for each image. Results for the sensitivities (true positive rate) and specificities (1-false positive 
rate) are shown in Fig. 2 for the MSLO/Otsu and Boxcar segmentations. We find that the results produced by 
automatic threshold selection are either on or near to the lines for those results produced by ROC analysis for the 
entire data set (Fig. 2a) and for those results for the normal and abnormal images (Fig. 2b). By visual inspection of 
Figure 2a, we see that our ROC results compared well to those the results of another segmentation algorithm of Ref. 
[7] for the STARE dataset. As expected, we see also from Fig. 2b that we obtain better results for the normal set of 
images than the abnormal set. The results for sensitivity and specificity for the entire STARE dataset for the 
MSLO/Otsu and Boxcar segmentations are also shown Table 1. Our results lie reasonably close to those results 
provided by the “point of closest approach” of the ROC obtained by varying the threshold separately for each image 
to ideal solution (i.e., a true positive rate equal to one and a false positive rate equal to zero). Values for the 
sensitivity and specificity for each image were obtained for the manual tracings of the blood vessels of the second 
observer also compared to the “gold standard” results of the first observer. Averaged over the entire set of images, 
they gave a single value for the sensitivity and specificity and our results are also reasonably close to this upper limit. 
We found that the sensitivity and specificity of the Boxcar segmentations were nearer to those results for the point-
of-closest approach of the ROC to the ideal point and also to the inter-observer estimate than the results for the 
MSLO/Otsu segmentations. A reliable method of segmenting the Boxcar-filtered images was thus obtained by using 
the MSLO/Otsu segmentation in order to inform “optimal” threshold selection of the Boxcar-filtered images.  
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Figure 2. Results for the true and false positives rates. (a; left) For all images in the STARE dataset compared to 
independent results of Ref. [7]. (b; right) For the normal and abnormal images of the STARE dataset separately.  

A map of the sensitivity (true positive rate) and specificity (1-false positive rate) averaged over the normal and 
(separately) abnormal images was also found for the Boxcar segmentations, see Fig. 3. We found that the sensitivity 
was highest (sensitivity=0.89) in regions close to the centre of the macula for both the normal and abnormal images. 
The sensitivity was found to be lower near to the edges of the fundus image for both normal and abnormal images. 
The specificity was slightly lower in this area centred on the macula (specificity=0.91). However, this effect was 
predominantly observed for the abnormal images (specificity=0.89) and not the normal images (specificity=0.93). 
The centre of the macula contained lesions in some of the abnormal images and it was often also slightly darker than 
surrounding tissues in the normal images. Both of these aspects led to false classifications in these two groups at the 
centre of the macula. Finally, we note that area around the optic disk had lower sensitivity (=0.75).  

 FPR 
MSLO/ 
Otsu 

TPR 
MSLO/ 
Otsu 

FPR 
Boxcar 

TPR 
Boxcar 

FPR 
ROC 
PCA 

TPR 
ROC 
PCA 

FPR 
Inter-
Observer 

TPR 
Inter-
Observer 

Normal 0.03 0.75 0.05 0.82 0.09 0.92 0.08 0.97 
Abnormal 0.06 0.70 0.08 0.79 0.15 0.88 0.05 0.83 
All Images  0.04 0.73 0.07 0.80 0.11 0.89 0.06 0.90 

Table 1. True positive rate (TPR = sensitivity) and false positive rate (FPR = 1-specificity) for the STARE dataset. 
An estimate of the TPR and FPR for the results of manual tracings for the second observer compared to the first 

observer is also given. (MSLO = Multiscale Line Operator; ROC PCA = Point of Closest Approach of ROC curve to 
the ideal point (i.e., sensitivity=1 and specificity=1).) 

4  Conclusions 

General Method: The MSLO filter can be used to enhance blood vessel segmentation. Global thresholding (here 
using Otsu threshold selection) can be used to segment MSLO filtered digital fundus images automatically. A 
reasonably accurate and robust (albeit for the small number of images used here) method of vessel segmentation was 
obtained by using the output of the MSLO/Otsu segmentations in order to inform “optimal” threshold selection for 
Boxcar filtered images. However, results for the sensitivity and specificity indicated that further improvements can 
still be made. Global thresholding into a binary image worked well for relatively “clean” images such as the normal 
images or images with small amounts of retinopathy, although less well for those images with larger amounts of 
retinopathy such as lesions (e.g., for wet AMD).  
Medical Context: Central vision is located at the centre of the macula, i.e., at the fovea. This is also a physiologically 
sensitive area. A “topographic” map of the sensitivity and specificity indicated that the best results were obtained for 
a region centred on the macula, but not including the optic disk.  
Implications: The centre of the macula might be optimal for extraction of biometric parameters, especially for early-
stage diabetic retinopathy and “dry” AMD. However, more work on larger data sets needs to be carried out in order 
to establish this more firmly. This will be carried out for the larger ARIA dataset (www.eyecharity.com/aria_online/) 
collected by us. Outlying areas of the macula demonstrated poorer results. However, this might have been partially 
due to the range of field-or-view angles (thus influencing the magnification) being used in the photographs in the 
STARE dataset. Those photographs with larger field-of-view were more likely to contain these outlying areas and 
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they also had the lowest magnification; vessels appeared finer and so were harder to segment. In any case, 
considerable variation in sensitivity and (to a lesser extent) specificity was observed. These “topographic maps” 
showed that the accuracy of our segmentations was more complex than that suggested by a simple average of the 
sensitivity and specificity over the entire field-of-view. This aspect should be noted when analysing the results of 
segmentation procedures, especially if the image dataset contains different field widths. 

 

Figure 3. Topographic maps of the sensitivity (true positive rate) and specificity (1-false positive rate) averaged over 
all the normal and (separately) abnormal images in the STARE data set. This is superimposed on a test image from 
the normal/abnormal sets with Boxcar vessel segmentation shown in white. a) Sensitivity for the normal images. b) 
Specificity for the normal images. c) Sensitivity for the abnormal images. d) Specificity for the abnormal images. 
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Evaluating different structures for predicting skeletal maturity using
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Abstract. We compare the utility of models of different structures in the hand for predicting skeletal maturity
in young people. Bone age assessment is important for diagnosing and monitoring growth disorders. Statistical
models of bone shape and appearance have been shown to be useful for estimating skeletal maturity. In this work we
investigate the effect of the choice of region to model on the prediction performance. By analysing the performance
on a dataset of 170 digitized radiographs of normal children we show that improvements in accuracy can be achieved
by using models of the joint complexes and bones constructed by automatic registration, compared to ones built
from manual annotation. We also investigate how sets of joint complexes and bones can best be combined to
estimate overall skeletal age. Our results show that the best predictions are obtained from 13 RUS complexes and
their combination into eight bone complexes. The mean absolute prediction errors of 0.80 (13 joint complexes) ,
0.81(eight bone complexes) years for females and 0.93, 0.94 years for males respectively, demonstrates that similar
results are obtained whether we use many local models of individual joints, or a smaller number of models of groups
of bones.

1 Introduction

A widely used method of estimating skeletal maturity is to examine the bones and joints of the non-dominant hand in
a radiograph. A significant difference between the bone age and the actual age of a child is an indication of growth
abnormalities. The main methods used in clinical practice are those of Greulich and Pyle(GP) [5] and Tanner and
Whitehouse(TW2/3) [12]. The GP method involves comparing the whole image with an atlas, while the TW2 method
involves scoring each of a number of different bone complexes - it is less subjective but significantly slower. Both
methods are subject to inter- and intra- observer variability. While there is no controversy as to points where growth
occurs, there is a difference of opinion as to coverage areas and specific bones to observe while estimating skeletal
maturity. The GP method observes 28 growth points while the TW3 observes 13 growth points.

There have been many attempts to automate the bone age assessment procedure. These range from classical image
analysis methods [8, 10], machine learning techniques [1, 6, 15], and model based methods [7, 9, 16]. The majority of
these studies are restricted to isolated areas in the hand. This process of reducing skeletal maturity to a single isolated
bone complex is not entirely wrong, but it loses vital complimentary information available from the estimation of
other growth complexes [12]. It is indeed desirable to have as many bones as are biologically important for analysis of
maturity information to get a good estimation of skeletal maturity. There are a range of possible choices of models, from
using single models of the whole hand, to averaging the predictions of local models of individual joints and bones. This
paper investigates the effect of the choice of region to model on the prediction performance. The most closely related
work to that presented here is that of Thodberg et al. [14], who showed how Active Appearance Models [3, 13] can
be used to locate the bones of the hand and how the parameters of the associated appearance models can be combined
with other texture measures to predict skeletal age. Whereas Thodberg et al. used models of the individual bones,
we build local appearance models of the regions around the bones and joints and compare with models of individual
bones containing the complexes. We perform a set of systematic experiments to investigate which structures are most
significant for prediction of skeletal age.

In our approach we manually annotated a set of points on the bones in a set of digitized radiographs of children’s
hands. We constructed shape and appearance models of each of 20 joints and bone complexes. We also construct
combined bone models of bones using equivalent combination bones and complexes. The parameters of the resulting
models were used in a linear regressor to predict the chronological age of the child. The best results were obtained by
averaging over 13 bone complexes and 8 equivalent bones. The result of the average of seven Carpal bones was also
compared with that of a single model of the seven bones. In the following we describe the key components of the work
and present quantitative results.
∗steve.adeshina@postgrad.manchester.ac.uk
†t.cootes@manchester.ac.uk
‡judith.adams@manchester.ac.uk
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2 Methods

2.1 Data Set

We have access to a database of radiographs of the non-dominant hand of normally developing children. The children
were enrolled on a bone ageing study at the University of Manchester. Their ages ranged between 5 years and 20 years.
In the following work we used a subset of 170 (87 male and 83 female) digitized radiographs of normal children.

2.2 Construction of Statistical Appearance Models

Statistical appearance models [3, 4] were generated by combining a model of shape variation with a model of texture
variation. Each radiograph was manually annotated with 330 points around important structures (Figure 1a). Statistical
models of shape and texture (intensities in the reference frame) were constructed by applying Principal Component
Analysis (PCA) to the resulting annotations, leading to linear models of the form

x = x̄ + Psbs g = ḡ + Pgbg (1)

where x̄ is the mean shape, ḡ is the mean texture, Ps,Pg are the main modes of shape and texture variation and
bs,bg are the shape and texture model parameter vectors. Combining the shape and texture models gives a combined
appearance model of the form

x = x̄ + Qsc g = ḡ + Qgc (2)

where Qs, Qg are matrices describing the modes of variation derived from the training set and c is a combined vector
of appearance parameters controlling both shape and texture.

2.3 Groupwise registration

The manual annotation only uses a few points for each local bone complex model, so does not represent details of the
bone shape. To improve the density of the correspondences we applied a ‘groupwise’ non-rigid registration algorithm,
similar to that in [2, 11], initialised with the manual points. For each structure we defined a dense triangulated mesh
on one image, then used the manual annotation to propagate this to the other images using thin-plate spline interpo-
lation. We then estimated the mean shape and texture and applied a non-rigid registration approach to improve the
correspondence between each image and the mean. The process is repeated until convergence, leading to an accurate,
dense correspondence across the set. Models of shape, texture and appearance were then constructed from the resulting
points. We built a set of models of 7 local carpal models and a combined one, 13 RUS local model and 8 combined bone
models of bones and growth complexes known to be important in estimating bone age [12] – see Figure 1b. Figure 2
shows examples of modes of variation of the appearance models for four of the local models and the mode of variation
of the bone model that combines them. The figure also shows separate and combined models for Carpal bones.

2.4 Estimation of skeletal maturity

Given the appearance models we can compute shape, texture and appearance parameter vectors for each structure on
each image. We performed experiments that showed that appearance parameters correlate with age better than either
shape or texture parameters alone. We use classical linear regression of the form:

A = wTp + A0 (3)

where A is the predicted age, w is a vector of weights, p is the parameter vector and A0 is the intercept constant. In
the following we describe experiments comparing the performance of different models and combinations of models.

3 Experiments

A total of 170 images (87 male children and 83 female children) were annotated with 330 points (Figure 1a). Shape,
texture and appearance models were built based on the results of the (manually initialised) automatic registration.
Images of males and females were pooled to create the models.

For each model we computed the shape, texture and appearance c parameters for every image. We then evaluated the
utility of linear age prediction models using a Leave-One-Out (LOO) paradigm. We trained linear regressors to predict
age on all but one image, then tested the prediction on the left-out image. Since male and female children are known
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(a) (b) (c)

Figure 1. (a) Radiograph with manually annotated points. (b) Skeletal maturity growth points based on TW method.
RUS bones: Radius(1), Ulna(2), Metacarpal I, III, V, Proximal phalanges I, III, V (10,15,16) , Middle phalanges
III, V (14,17), Distal phalanges I, III, V (12,13,18); Carpal bones: Capitate(4), Hamate(5), Triquetral(8), Lunate(3),
Scaphoid (6), Trapezium(7) and Trapezoid(9). (c) The first mode appearance variation of models from three joint
complexes (Metacarpal III, Radius and Capitate) from manual markup(left) and after automatic registration (right).

Metacarpal1 Proximal Phalanges 1 combined bone model (mc-ppha1)

Metacarpal3 proximal phalanges 3 combined bone model (mc-ppha3)

Middle phalanges3 distal phalanges3 combined bone model (mp-dpha3)

Proximal phalanges1 distal phalanges 1 combined bone model (ph-dpha1)

Capitate Lunate Combined Carpal Model
Figure 2. The first mode appearance variation of models from five joint complexes with their corresponding combined
bone model.
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to develop at different rates, different regressor models were used for the male and the female sets. We evaluated
performance using the mean absolute error between prediction and chronological age. This is a more robust measure
than using the RMS error, which is prone to corruption by outliers.

We performed initial experiments based on established growth complex considering the 13 RUS bone complexes and
20 Bone complexes. Table 1 compares the average performance of single local appearance models build with and
without automatic registration for 20 growth complexes. It demonstrates that overall the registration improves the
quality of the predictions.

Female Male
Models from manual markup 1.47±0.08 1.26±0.07
Automatic registration 1.35±0.08 1.20±0.04

Table 1. Average performance of single bone complex models, with and without automatic registration (Mean absolute
error in years).

Table 2 shows the prediction errors for the average performance of single local models, Overall this shows that the pre-
dictions based on appearance parameters give the best performance, though the improvement is not clearly significant
with this size of dataset. The texture parameters in female show a marginally better performance, this may be due to
the large number of older female children in our dataset. We intend to further explore the possibilities from texture
parameters in future.

Female Male
Shape Tex. App. Shape Tex. App.

Average - RUS13 1.35±0.07 1.18±0.07 1.18±0.05 1.23±0.03 1.23±0.05 1.16±0.05
Average - 20 Complexes 1.48±0.07 1.31±0.07 1.35±0.08 1.32±0.05 1.24±0.04 1.20±0.04

Table 2. Average performance of local models - Mean absolute predictions error (years) of RUS13 complexes and 20
bone complexes.

We performed experiments comparing a single model of all carpals bones with the prediction based on the average of
that from each individual carpal bone model. See row 5 of Figure 2 for the image of the models. Table 4 (rows 2 and
3) shows the resulting prediction errors. The difference between the individual bones average mean absolute errors is
not significant. However the errors are comparatively high. This justifies the exclusion of carpal bones from skeletal
maturity estimation in line with recent medical studies [12].

We performed further experiments to compare the performance of individual bone complexes (joints) with combined
model of bones which combine two or more complexes. We use the 13 RUS bone complexes shown in Figure 1b.
Proximal joints were combined within the 13 RUS Complexes to give a total of eight models. Eight examples of RUS
13 bone complexes and how they are constituted into four bone models are shown in Figure 2 (first 4 rows). Additional
combinations of complexes not shown are metacarpal5 + proximal phalanges5 (mc-ppha5) and middle phalanges 5
+ distal phalanges 5 (mp-dpha5). Six combined bone models plus Radius and Ulna are compared with the 13 RUS
complexes. The mean absolute errors of the combined bone models versus the average error of the two equivalent
complexes are shown in Table 3 (rows 6 and 7). The results show that the combined bone models are slightly more
effective than the individual based models, but the difference is not statistically significant.

Female Male
Combined model Equivalent average . Combined model Equivalent average .

mc-ppha1 1.01±0.09 1.18±0.12 1.00±0.09 1.12±0.09
mc-ppha3 1.18 ±0.10 1.00±0.10 1.16±0.09 0.95±0.08
mc-ppha5 0.98±0.11 1.23±0.10 1.15±0.11 1.15±0.10
mp-dpha3 1.26±0.13 1.52±0.14 1.28±0.09 1.34±0.11
mp-dpha5 1.27±0.12 1.11±0.10 1.07±0.10 1.31±0.11
ph-dpha1 1.10±0.10 1.14±0.11 1.21±0.10 1.14±0.10
Average error 1.13±0.11 1.19±0.11 1.14±0.10 1.17±0.10

Table 3. Mean absolute predictions error (years) for six combined bone models and the equivalent average of 2 single
RUS Complex.

Overall age prediction can be improved by averaging the ages estimated from each local bone model over the set
(Aµ = 1

n

∑N
i=1 Ai, where Ai is the prediction from the ith local model). We computed the average from predictions
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of eight combine bone models versus 13 RUS complexes and results are shown in Table 4 (rows 4 and 5).

Female Male
Average predictions from 20 local models (RUS and Carpals) 0.92 ±0.09 0.92 ±0.07
Average predictions from individual Carpal bones’ model 1.30±0.10 1.00±0.08
Predictions from a combined carpal model 1.32±0.14 1.16±0.09
Average predictions from 8 Combined bone models 0.81 ±0.08 0.94 ±0.08
Average predictions from 13 RUS local models 0.80 ±0.09 0.93±0.08

Table 4. Mean absolute predictions error (years) using average predictions of constituent bone models.

4 Discussion and Conclusion

This work confirms earlier work [14] that good predictions of chronological age can be made using simple linear
predictors based on the parameters of appearance models of bones and joint complexes of the hand. The mean absolute
prediction errors of 0.80, 0.81 years for males and 0.93, 0.94 years for females are encouraging. The average of
predictions from Table 4 shows a small difference between between the 8 combined models and the 13 RUS joint
complexes. The results of a combined Carpals’ model versus average of single Carpal models shown in Table 4 also
shows a small difference. This suggests that it may not matter whether a combined bone models or single complex
models are used. The mean absolute prediction errors correspond to root mean square errors of about 1.1 and 1.2 years.
Thodberg et al. [14] describe a system based on appearance models of the bones, which achieves an RMS error of
0.87 years between predicted age and chronological age on a large dataset, using a set of linear predictors for each
bone (one for each of several age ranges). We are currently extending our dataset, and will explore whether non-linear
models and multiple predictors can further improve our results.
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Abstract. The segmentation of neonatal brain MR images is complicated by the rapid growth and by the changes in
tissue properties which results in changing intensities of the brain tissue over time. In the light of these challenges
the robustness of segmentation algorithms for neonatal brain MRI can be improved by including an age-specific
spatial probabilistic atlas in the segmentation process. In this paper we describe a method for dynamically creating
a probabilistic atlas for any chosen stage of development. The atlas is created from the brain images of 50 subjects
of different ages using a kernel-based smoothing method. For any given age, an intensity template as well as
the corresponding tissue probability maps with the correct sizes and shapes of the structures can be dynamically
generated. This atlas improves the performance of standard segmentation techniques when applied to neonatal brain
MRI.

1 Introduction

The role of robust automatic segmentation algorithms for neonatal brain MRI has become increasingly important
as developments in neonatal medicine have improved the survival rates of prematurely born infants. The effects of
premature birth on brain development still extend into later life [1], thus requiring a deeper understanding of the
effect of prematurity on brain development. State-of-the-art techniques for brain MRI segmentation usually depend on
spatial prior information in form of probabilistic atlas [2, 3]. While the between-tissue contrast is usually very good in
the adult brains (after suitable intensity inhomogeneity correction), white matter (WM) in the neonatal brain exhibits
high intensity variability due to process of myelination that gradually reverses the WM-GM contrast between the fifth
month of pregnancy and one or two years of age. This substantial intensity variation increases the need for spatial
prior information in order to improve the robustness of neonatal brain segmentation algorithms. However, the shapes
and sizes of brain structures change at very fast rate before birth and during the first few months of life, due to rapid
growth and the cortical folding process. We have developed a method for creating a dynamic 4D probabilistic atlas
from a set of images acquired at different ages, which can be used to generate an age-specific atlas to improve neonatal
brain segmentation. In recent years a number of neonatal segmentation methods have been proposed. Prastawa et
al. [4] address the need for specific neonatal prior information by blurring an atlas constructed by averaging three
affinely aligned manual segmentations. Weisenfeld et al. [5] segment images using an unbiased probabilistic atlas
created by aligning 20 images with a group-wise registration method [6] and averaging their segmentations obtained
by semi-automatic method [7]. All of the above methods use an atlas which is specific to subjects at term-equivalent
age (approximately 40 weeks GA). An alternative approach has been proposed by Xue et al. [8] who develop a method
for segmenting preterm infant brain MRI for various ages (27-42 weeks GA). In this method, a quasi probabilistic
atlas is created for each subject by a k-means clustering and blurring process. In this paper we propose to build a new
dynamic atlas which can be customized to build intensity templates and probabilistic priors for any given age and thus
can improve robustness of neonatal segmentation methods.

2 Creating dynamic age-specific probabilistic atlases

Traditionally, probabilistic atlases are created from a large number of manually segmented anatomical images I1, ..., In.
The images are typically registered into a single reference space via affine transformations A1, ..., An. The aligned
images Ik ◦ Ak and corresponding segmentations for a label l, Sk,l ◦ Ak, are then averaged to produce a probabilistic
atlas. However, such an atlas is biased towards the reference space and may not represent the average geometry of the
population. Much of this bias can be removed, if an average transformation Ā is used to estimate the average space
atlas [9]. This is especially important for preserving correct sizes of the average neonatal atlases for different ages.

We represent affine transformation in 3D Euclidian space as 4 × 4 matrices acting on homogeneous coordinates. It is
desired to average the affine transformations in relation to operation of composition ◦. The group of transformation
with operation of composition does not form a vector space and average is therefore not defined. This can be overcome
by estimating of the average for a set of affine matrices using matrix exponentials and logs:

Ā = exp(
1
n

n∑
k=1

log(Ak))
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where matrix exponential and logarithm are defined via Taylor expansion. The details of the definition of addition and
scaling operators as well as their implementation can be found in [10].

When building 4D atlas of growing brain, we aim to create a continuous set of templates dependent on a parameter t
which represents time, or in our case the age of the subjects. This can be achieved by kernel regression, following the
work of [11]. Let t1, ..., tn be the gestational ages (GA) of the subjects at the time of scan. Then average transformation
at the age t can be estimated as

Ā(t) = exp
(∑n

k=1 w(tk, t) log(Ak)∑n
k=1 w(tk, t)

)
We use a Gaussian kernel to calculate the weights

w(tk, t) =
1

σ
√

2π
exp

−(tk−t)2

2σ2

The average template anatomy Ī(t) is then calculated as

Ī(t) =
∑n

k=1 w(tk, t)Ik ◦Ak ◦ Ā(t)−1∑n
i=1 w(tk, t)

(1)

and similarly a probability map Pl(t) for tissue l is obtained by

Pl(t) =
∑n

k=1 w(tk, t)Sk,l ◦Ak ◦ Ā(t)−1∑n
i=1 w(tk, t)

(2)

3 Segmentation of the training images

The following structures were used to create probabilistic atlases: Cerebro-spinal fluid (CSF), cortical WM, cortical
GM, basal ganglia, brainstem and cerebellum. The central brain structures (basal ganglia, brainstem and cerebellum)
tend to be well segmented by atlas-based segmentation where an atlas is propagated to the training images using non-
rigid registration, such as [12]. We used a single manual segmentation of the reference subject as a deformable atlas.

In contrast, the segmentation of cortical structures and CSF using atlas-based segmentation is problematic, as it is
extremely difficult to establish correspondences across cortical surfaces using intensity information alone. In the de-
veloping brain this is further complicated by the rapid process of cortical folding, the appearance and disappearance
of CSF-filled spaces and the variation of intensity within WM. In particular the latter can cause intensity gradients
that are not related to any structural boundaries. To avoid these problems we segment the cortical region based on
intensity and adopt the algorithm developed by Xue et al. [8]. The advantage of this approach is the fact that it does not
require any prior information in form of an atlas. Instead, a set of quasi-priors are estimated using k-means clustering
at the beginning of the process. The EM-MRF segmentation [13] of WM, GM, and CSF is then performed with a
modification of the MRF priors to correct partial volume (PV) misclassification on the CSF-GM and CSF-background
boundaries. In our experience the algorithm performs well if there is good contrast between the tissue classes and
little or no intensity inhomogeneity. However, if the assumptions are violated the algorithm tends to fail. Therefore,
we have selected a suitable cohort of neonatal T2-weighted images with very good contrast and little or no intensity
inhomogeneity. Any residual intensity inhomogeneity was corrected using a template-based bias correction method
similar to the one proposed in [14]. An example of a segmentation using the above approach is shown in Fig. 1 (a).

4 Implementation and results

To create the 4D probabilistic atlas we used 50 T2-weighted fast-spin echo images acquired on 3T Philips Intera system
with MR sequence parameters TR = 1712ms, TE = 160ms, flip angle 90◦ and voxel sizes 0.86 × 0.86 × 1mm. The
age range at the time of scan was 28 to 42 weeks (GA), with mean and standard deviation of 34±4 weeks. All subjects
were born prematurely.

We segmented all 50 images using the method described in Sec. 3. The chosen reference subject (36.3 weeks GA)
was manually aligned to an orientation similar to ICBM152 atlas using only rigid transformation. In the first stage
of the alignment, all the training images were aligned to the reference image using rigid registration. To achieve a
meaningful rigid correspondence, only the central part of the reference subject, containing basal ganglia, ventricles
and pons, was used to perform the initial rigid alignment. The central part of the brain in the reference subject was
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(a) (b) (c)
Figure 1. Segmentation of brain MRI of a baby scanned at 29 weeks (the first row) and 41 weeks (the second row) of
gestation age. (a) Segmentation described in Sec. 3; (b) EM segmentation with non-rigidly aligned new probabilistic
atlas; (c) EM-MRF-MLPV segmentation with non-rigidly aligned new probabilistic atlas.

delineated manually. This way we achieve good alignment of the structures that are very similar for all brains. In
addition, we remove influence of cortical area and extra cranial CSF on the rigid alignment, as those vary substantially
between subjects and can make resulting 4D dynamic atlas rotate or tilt with time, which is an undesirable artefact.
In the second stage of the alignment, the rigidly aligned images were registered to the full reference subject to obtain
affine transformations Ak which were then used to create age-specific templates and tissue probability maps using
equations 1 and 2. We chose the standard deviation σ = 2 weeks. The resulting probability maps are shown in Fig. 2.

To evaluate the atlas, we segmented three images (GA 32, 35 and 38 weeks) which were not used to construct the
atlas. The probabilistic atlases at the corresponding ages were non-rigidly aligned with each image using a registra-
tion algorithm based free-form deformations (FFDs) [12] using a control point spacing of 20mm. This coarse level of
non-rigid registration was chosen due to the relatively blurry appearance of the intensity template. The EM segmen-
tation method [13], which interleaves E-step (soft tissue classification and MRF estimation) with M-step (Gaussian
distribution parameters estimation and bias field correction) was applied in two different ways: In the first version the
algorithm was reduced to soft tissue classification and Gaussian distribution parameter estimation, while the MRF step
and bias correction step were excluded (EM-atlas). In the second version the MRF estimation was included in the
E-step, and correction of PV misclassification, as suggested by [8] was also incorporated (EM-MRF-MLPV-atlas). For
comparison, combination of the method [8] and atlas-based segmentation, as described in Sec. 3 was also used without
the atlas priors (EM-MRF-MLPV).

Fig. 1 shows the outcome of the three segmentation methods. All three segmentations were compared with manual
segmentations of each image in four slices by computing the overlap of the segmentations as measured by the Dice
coefficient [15]. The results indicate that the performance of all three methods is comparable (Table 1). The advantage
of using a probabilistic atlas during the segmentation is that it improves the stability of the segmentation when the
contrast between the tissues is not as good as for the training images used to build the atlas, which could be the
case e.g. in fetal MR imaging. Additionally, using a probabilistic atlas removes the need for manual initialization of
k-means clustering in EM-MRF-MLPV segmentation method [8]. The Fig.3 shows an example of failed EM-MRF-
MLPV segmentation due to the incorrect convergence of k-means when constructing the quasi-prior. In contrast, the
probabilistic atlas is a robust tool for correct initialization of EM segmentation.

Method WM Cortex
EM-MRF-MLPV 0.86 ± 0.03 0.75 ± 0.05
EM-atlas 0.84 ± 0.04 0.77 ± 0.03
EM-MRF-MLPV-atlas 0.84 ± 0.05 0.76 ± 0.03

Table 1. Overlap between manual and automatic segmentation of different segmentation methods.
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Figure 2. 4D dynamic probabilistic atlas of neonatal brain structures at ages of 29, 32, 35, 38, 41 weeks GA shown
in columns from left to right. Structure probability maps shown in rows from top to bottom: intensity template, WM,
cortical GM, CSF, basal ganglia, brainstem. The cerebellum not shown as it is not present in this slice.

(a) (b)
Figure 3. Example of (a) failed segmentation by Xue et al. [8] and (b) good EM segmentation with non-rigidly aligned
new probabilistic atlas.

5 Discussion

A dynamic probabilistic atlas is an important tool for the development of robust neonatal brain segmentation algorithms.
In this work we used 50 subjects to produce the atlas, however, we plan to include more subjects in the study. Due
to the rapid brain growth at this stage of development it is desirable to use as small standard deviations for the kernel
smoothing as possible. When σ = 2 weeks was used, the number of images was sufficient to produce a smooth
template at the earlier ages where the cortical part of the brain is still relatively simple. However, the template at 41
weeks, when cortex is already highly variable between individuals, exhibits quite a lot of individual features and does
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not represent the average of the population sufficiently.

We have chosen to parcellate the brain in six structures. At this stage we have not modelled areas of myelinated WM
explicitly. Tracking of the progress of myelination in the neonatal brain is a difficult problem due to the significant
variability between subjects and the variation of WM intensities within a subject. We plan to address this issue using
a combination of registration-based and intensity-based segmentation approaches. Between the ages 29 and 41 weeks
GA most of the myelinated WM is contained within the basal ganglia, cerebellum and brainstem and therefore it does
not cause significant misclassifications when using the constructed atlas priors.

Another issue to consider is the limitation of the segmentation method used in Sec. 3. The neonatal segmentation
algorithms have to deal with significant challenges related to intensity variation within WM tissue, inevitably resulting
in misclassifications. We found misclassifications at WM regions of very high intensity which lie in close proximity to
ventricles and therefore resemble the CSF class, as well as partially myelinated regions of WM that are misclassified
as cortical GM due to having a similar signal intensity. The algorithm described in [8] was shown to perform well
compared to manual segmentations (Dice between 0.75 and 0.8), and can be therefore considered the state-of-the-art
in neonatal segmentation. Segmentation errors are, however, transferred into probability maps. This issue could
be addressed by perhaps including registration-based segmentation of WM and intracranial CSF (e.g. ventricles)
when constructing probabilistic tissue maps. Nevertheless, the newly constructed templates substantially improve
the performance of standard tools that use probabilistic atlases on neonatal data in comparison to using the adult or
infant templates.

6 Conclusion

In this paper we presented a 4D dynamic probabilistic atlas for neonatal brain between ages 29 and 41 weeks GA.
We have demonstrated that such an approach facilitates the use of standard segmentation methods which have been
developed for adult brains and adopt these to neonatal brain segmentation. The resulting 4D dynamic atlas can be used
as a step towards the development of robust segmentation tools for neonatal brains, which are still lacking in current
literature.
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Abstract. Dynamic contrast-enhanced (DCE) MRI is a powerful tool for assessing tumour vasculature and for
predicting patient response to therapy. DCE-MRI data can be quantified using pharmacokinetic models, allowing
extraction of physiologically meaningful parameters. However, in clinical scans of rectal tumours many voxels
within the tumour volume fail to produce valid pharmacokinetic parameters. By performing a sensitivity analysis,
we find a high dependence of the model parameters on the pre-contrast relaxation time T10. Estimation of T10 is
sensitive to variations in the repetition time and to the effects of patient motion. We develop a new method for in-
corporating variations in TR into the parameter estimation process and combine it with non-rigid image registration.
Our approach offers the potential for a substantial improvement in characterisation of rectal tumours.

1 Introduction

Colorectal cancer is the second largest cause of death from tumors in the world, with a global incidence of more than
1 million cases. The majority of patients diagnosed with stage II or stage III cancer currently undergo neoadjuvant
chemoradiotherapy (CRT) prior to surgery. However, studies indicate that patients respond to therapy with widely
varying degrees of success, with approximately 30% of tumours showing no response. In addition, 10% of patients
show a complete response, such that there is no residual tumour present in the resected specimen. Unfortunately, since
the treatment response can only be evaluated after surgery, these ‘complete responders’ undergo an unnecessary and
highly invasive surgical procedure.

There is currently a great deal of interest in imaging to identify potential markers for predicting patient response. Of
particular importance is dynamic contrast-enhanced MRI which is a widely used noninvasive technique for assessing
tumour vasculature. Devries et al. [1] have demonstrated that primary rectal cancer response to CRT can be predicted
by DCE-MRI using the perfusion index ‘PI’. They argue that the uptake of contrast agent prior to therapy is indicative
of the effectiveness of radiation therapy as it correlates with the presence of oxygen, known to influence radiosensitivity.
Similarly, George et al. [2] suggest that DCE-MRI can be used as a surrogate marker for angiogenesis to predict and
monitor response to treatment in patients with rectal cancer treated with preoperative CRT. It is generally thought that
aggressive tumors tend to show greater contrast agent enhancement than less aggressive tumours [3]. Recent work
however [4], suggests that simple DCE-MRI parameters correlate poorly with histological markers of angiogenesis
and hypoxia, suggesting that DCE-MRI does not reflect a simple correlation with tissue vascularity in rectal cancer.

Our work is motivated by a prospective study of patients diagnosed with biopsy proven stage II or stage III rectal cancer.
Patients in the study receive neoadjuvant radiotherapy with concurrent 5FU-based chemotherapy, which is followed by
surgical resection. Each patient is imaged both pre- and post-therapy using dynamic contrast-enhanced (DCE) MRI,
blood oxygen-level dependent (BOLD) MRI, and dynamic FDG-PET. The accurate quantification of DCE-MRI is one
of the key challenges in assessing the likely patient response to therapy. In this paper we focus on the extraction of
quantitative descriptors from DCE-MRI. We illustrate the issues involved in quantifying DCE-MRI parameters from
rectal tumors, and show how the robustness of the analysis can be significantly improved by correcting for variations
in repetition time (TR) and patient motion.

2 Dynamic Contrast Enhanced MRI Analysis

DCE-MRI involves intravenous injection of a paramagnetic contrast agent followed by acquisition of a series of T1-
weighted MRI images. The presence of contrast agent enables visualisation of the tumour vasculature. Since tumour
vasculature is typically leaky with chaotic structure, the contrast agent arriving at the site of the tumour will, over a
period of minutes move into and back out of the extravascular extracellular space (EES) surrounding the tumour. The
tumour vasculature can then be quantified on a voxel-wise basis by fitting a pharmacokinetic model to the time intensity
curve for each voxel. A standard approach for modelling DCE-MRI is the Tofts model [5], which has been applied
extensively to the analysis and characterisation of many tumour types. The Tofts model is a two-compartment model,
with separate compartments for the blood plasma and EES.
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To fit the Tofts model it is necessary to first extract the contrast agent concentration curve for each voxel. The first step
is to calculate at each voxel the signal enhancement curve E(t) = S(t)/S(0) − 1, where S(t) is the MR signal value
at time t and S(0) is the baseline image acquired prior to the infusion of contrast agent. Unfortunately, the relationship
between signal enhancementE(t) and contrast agent concentration C(t) is non-linear, and is dependent upon a number
of factors including the sequence parameters and intrinsic properties of the tissue [6]. Of particular importance is the
dependency on the pre-contrast relaxation time T1, denoted T10, which can vary for different voxels.

A standard approach for measuring T10 is to make use of variable flip angle gradient echo sequences. The gradient
echo 3D pulse sequence is written as:

S = M0 sinα
1− exp(−TR/T1)

1− cosα exp(−TR/T1)
(1)

where S is the MR signal value, M0 is the equilibrium longitudinal magnetisation, α is the flip angle and TR is the
repetition time. With this approach, a series of n volumes are acquired with different flip angles. The choice of flip
angle is critical, and is optimised for the expected T1 range. Currently we acquire 4 volumes, with flip angles of α =
3, 9, 12 and 15 degrees. It is then possible to fit Eqn. 1 to the set of (Sn, αn) pairs in order to extract the unknown
parameters T10 and M0 [7]. Given the estimated T10 value at each voxel we can then compute the contrast agent
concentration C(t) from the signal enhancement E(t) using a look-up table approach [6].

Figure 1. (a) Localisation of voxel failures for a single slice taken from patient 3. Gray values indicate failure in
estimating C(t) for that voxel. The tumour ROI is shown as a black outline. (b) The percentage of voxels that fail in
the tumour volume for each patient.

3 Issues in pharmacokinetic modelling of DCE-MRI

The reliability with which the contrast agent concentration C(t) can be estimated from the DCE-MRI data is one
of the most significant factors in the pharmacokinetic modelling process. In particular voxel failures can occur when
estimatingC(t) in the manner described above. A voxel failure occurs when the signal enhancement valueE(t) can not
be mapped back to an equivalent gadolinium concentration value C(t). This failure can occur when E(t) is negative
(corresponding to a decrease of the MR signal relative to the baseline), or when it is outside the permissable range
determined by the T10 for that voxel. Negative enhancement values typically occur due to motion between the baseline
image and the image acquired at time t, such that the signal values at a given voxel arise from different tissue locations.
Similarly, out of bound values can arise when the estimated T10 value is affected by motion between the small flip
angle images.

We observed that a high number of voxels were failing in our dataset, particularly at the boundary of the tumour region.
Figure 1 illustrates the localisation of voxel failures within a typical slice, and the distribution of voxel failures within
the whole tumour volumes1 for our dataset of 12 patients. In section 6 we investigate the use of non-rigid registration
techniques for addressing the issue of voxel failures in the estimation of contrast agent concentration.

4 Sensitivity of Pharmacokinetic parameters to variations in T10

Even in the case where we can estimate a contrast agent concentration curve for a given voxel it is still possible that
variations in T10 may give rise to unreliable estimates of the pharmacokinetic model parameters. The Tofts model is
governed by two principle parameters, K trans and kep, which characterise the uptake and washout of the contrast agent

1Tumour regions of interest (ROIs) were defined manually on each MRI slice by an experienced radiologist (MA).
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at a given voxel. In order to better understand the reliability with which these two parameters can be computed, we
performed a sensitivity analysis of the parameters to variation in T10.

For T10 values in the range 200ms-1600ms (which correspond to the range of T10 values typically found in tissue [2])
we randomly sampled 100 (K trans, kep) pairs and used the Tofts model to synthesise the corresponding concentration
curve C(t). K trans was uniformly sampled from the range 0-1.8min−1 and kep was then randomly set to 2-5 times the
sampled K trans value [5]. Using the C(t) and T10 values we calculated the corresponding signal enhancement E(t).
We then took 20 equally spaced values from the range T10 ± 100ms and used E(t) to estimate the 20 corresponding
contrast agent curves C̃i(t) to which we fitted the Tofts model. We compared the resulting 20 (K̃ trans, k̃ep) pairs with
the original (K trans, kep) pair. For each T10 we calculated the average error. The results are shown in figure 2(a) which
illustrates that, particularly for low T10, K trans is highly dependent upon accurate estimation of T10.

In DCE-MRI analysis, errors in T10 may arise in two possible ways. Firstly, due to variations in the repetition time
(TR) that are not taken into account during the analysis, and secondly due to noise and motion between the small flip
angle images. We now consider strategies for addressing both these issues.

Figure 2. (a)Dependence of pharmacokinetic parameters on variation in T10. For each T10 we use the Tofts to simulate
100 SE curves from different (K trans,kep) pairs. We vary T10 by 100ms and recalculate the (K trans,kep) parameters.
Bars illustrate the average percentage change from the original value. (b) The dependence of the image signal on the
repetition time. Each curve illustrates the derivative of S with respect to TR for a different flip angle. We set M0 to
1200 as per [6]. (c) Error in T10 estimation. We simulated small flip angle signals using variable TR values. Black bars
shows the mean error using the standard method with an average TR. White bars show the mean error using the new
method with variable TR values.

5 Correcting for variations in TR

In a clinical setting, the small flip angle sequences are often performed with variable TR values due to intricacies of the
MRI software. In our dataset, TR values for the small flip angle images are in the range 2.5− 5.5ms with one TR used
for the smallest two flip angles, and a second for the larger two flip angle sequences. The standard method typically
used for calculating T10 from variable flip angle images assumes that TR is constant [7]. To gain a better understanding
of the variation in the MR signal with variation in TR, we first differentiated the MR signal equation (Eqn. 1) w.r.t TR:

dS

dTR
= M0 sinα

1
T1

exp(−TR/T1)(1− cosα)
(1− cosα exp(−TR/T1))2

(2)

Figure 2(b) illustrates the derivative of the signal S with respect to TR for different flip angles. For α ≈ 15 degrees,
small variations in TR can cause large changes in the signal. Therefore, rather than assuming an average TR value, we
wish to incorporate the true TR values into our calculation of T10.

5.1 Incorporating Multiple TR values

As previously discussed in section 2 we can calculate T10 by rearranging Eqn. 1 in the form of a linear regression and
fitting this to the set of (Sn, αn) pairs at each voxel [7]. The linear regression takes the following form:

S

sinα
= exp(−TR/T1)

S

tanα
+M0(1− exp(−TR/T1)) (3)

with the gradient given by m = exp(−TR/T1) and the intercept given by M0(1− exp(−TR/T1)). This allows T1 to
be computed as −TR/ ln(m), requiring however that TR be constant for all n low flip angle image sequences.
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We can allow for variations in TR for different flip angle images by observing that for small −TR/T1 we have the
following approximation: exp(−TR/T1) ≈ 1 − TR/T1. Substituting this approximation into Eqn. 1 and rearranging
in the form of a linear regression we have:

S

TR

(
1

sinα
− 1

tanα

)
= − 1

T1

S

tanα
+
M0

T1
(4)

where the gradient m is given by −1/T1 and the intercept c by M0/T1. We can then fit Eqn. 4 to a set of (Sn, αn,
TRn) triplets and compute T1 from the gradient m by T1 = −1/m.

We evaluated our approach by first sampling T10 in the manner previously described in section 3. Next, we uniformly
sampled 25 pairs of TR values from the range 2.5− 5.5. We calculated the MR signal S for the flip angles α = 3, 9, 12
and 15 degrees, using the smaller TR for the first two flip angles, and the larger TR for the latter two. We then used
the standard approach (as given by Eqn. 3) and our new approach to estimate T10. In the case of the standard approach
we used the average TR value of the sampled pair. We recorded the percentage change in both estimates from the true
value.

The results of this simulation are shown in figure 2(c). With the standard approach (using an averaged value of TR)
the average percentage error in the estimated T10 is between 20-25%. This can be explained by the analysis in the
previous section which showed high values of the derivative dS/dTR for flip angles close to α = 15. Conversely
the new approach (which takes into account variations in TR) results in a significantly more accurate estimation of
T10. Thus by incorporating variations in TR into the estimation of T10 we can greatly improve the robustness of the
pharmacokinetic parameters.

6 Registration

Voxel-wise pharmacokinetic analysis depends strongly on the assumption that the signal from each voxel arises from
a specific spatial location in the tissue throughout the duration of the scan. In non-rigid organs such as the colorectum,
the compressive nature of the tissue can result in non-uniform displacements. As a consequence, signal values at a
given voxel can arise from different tissue locations. This problem is most pronounced at tissue boundaries and in
highly heterogeneous tumour regions where there is significant variation in the MR signal. As discussed in section 3
uncorrected patient motion plays a significant role in pharmacokinetic modelling errors.

To overcome this issue, we registered both the DCE-MRI and the small flip angle images using Rueckert’s freeform de-
formation approach [8]. In order to incorporate variations in image intensity due to contrast agent, we used Normalised
Mutual Information as a similarity measure, which maximises the amount of shared information between images.

The images were acquired during the same imaging session and so the MR scanners coordinate frame was used for
initialisation of the registration. The images are registered to a reference image. In the case of DCE-MRI we use
the baseline image acquired prior to contrast agent injection. For the small low angle images we use the sequence
with flip angle α = 3. We began by applying a rigid registration algorithm, removing large rigid translations and
rotations. Visual inspection of the data sets revealed that there were still residual non-rigid deformations within the
tumour volume.

Following rigid registration we performed non-rigid registration within a 3D volume encompassing the ROI. The
non-rigid registration is run to convergence three times using an increasingly fine control point mesh. The initial
transformation aims to capture the larger scale differences between the images. The control point spacing determines
the amount of motion that can be corrected, and at the finest resolution is chosen to match the image resolution. At
each level the image is blurred with an increasingly fine Gaussian filter.

7 Results

Our objective is improvement in the reliability of pharmacokinetic modelling parameters, through motion correction
and by accounting for variations in TR during T10 estimation. In order to determine the effect of the registration on
the pharmacokinetic modelling, we computed the percentage of voxel failures (as previously described in section 3)
both before and after registration. Figure 3(a) demonstrates that with our approach we can see a significant reduction
in voxel failures within the tumour volumes for the patients in our data set. Figure 3(b) illustrates the original K trans

parametric map acquired for one typical patient with the parametric map calculated after accounting for multiple TR
values and motion correction. There is a marked difference in K trans values as a result of our adjustments.
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Figure 3. (a)The percentage of voxels that fail in the tumour volume (i) before registration, (ii) after registration of
small flip angle images with correction for multiple TR, and (iii) after also incorporating registration of DCE-MRI
images. A typical K trans map taken from one patient (b) before registration and (c) after registration of both DCE-MRI
and small flip angle images, and allowing for multiple TR.

8 Discussion

Our current work is focused on building predictive models of patient treatment response using a suitable description
of the pharmacokinetic parameters evaluated from DCE-MRI. Most quantitative analysis of rectal tumours involves
calculating the mean or median K trans, reducing the effects of noise and motion. Registering both the low flip angle
images used to estimate T10 and the DCE-MRI images, as well as properly accounting for variations in TR, leads to a
significantly more robust analysis (as assessed by the reduction in the number of voxel failures), which is imperative
for voxel-wise analysis. The residual voxel failures are a result of imperfections in image registration, partial volume
effects at the tumour boundary and small differences in the orientation of the MR imaging planes used for the different
MR sequences. We plan to address these issues in our future work. Whilst it is not possible to measure the true K trans

value, the ultimate assessment of our results will be the accuracy with which we can predict patient response to therapy.

We contend that the heterogeneity of a tumour provides valuable information on the pathology of the tissue’s mi-
croenvironment. Fusion of DCE-MRI images with BOLD-MRI and PET provides information on the tissue’s glucose
metabolism, perfusion and oxygenation. Imaging features from each modality will be used to separate patients into
biologically realistic groups, for example those with a marked decrease in metabolic activity. We plan to characterise
the tumour phenotype from these imaging modalities by computing a “signature” that will quantify the heterogeneity
of the tumour microenvironment, and the variation between patients. The combination of these ideas will allow us
to consider the relationship between the tumour microenvironment, the parameters that arise from imaging it and the
value functional imaging techniques may afford.

We thank Julia Schnabel from the Institute for Biomedical Engineering in Oxford for her advice on image registration.
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Abstract. Breast tissue microarrays (TMAs) facilitate the study of very large numbers of breast tumours per histo-
logical section, but their scoring by pathologists is time consuming, prone to observer variability, and not without
error. This paper reports the use of ordinal regression to predict the scores of TMA spots subjected to progesterone
receptor immunohistochemistry. We compare the use of global features obtained via two different methods, one
involving and the other dispensing with accurate segmentation of epithelial cell nuclei. In addition, we investigate
the effect of analysing only regions of interest (ROIs) within each spot, as opposed to analysing the whole spots.
The use of the entropy of the posterior probability distribution over category labels for avoiding uncertain decisions
is demonstrated.

1 Introduction

Tissue microarrays (TMAs) are a high-throughput technique proposed by Kononen et al. [1], to facilitate the study of
large numbers of tissue samples. TMAs are constructed by taking typically a few hundred cylindrical biopsies (named
“cores”) from donor blocks of formalin-fixed, wax-embedded tissue and inserting them into a recipient wax block in a
grid arrangement. Sections of the TMA block are cut, so that each section contains an array of tissue “spots” (each spot
being a section of one of the cores previously inserted into the microarray block). TMA sections provide targets for
parallel in situ detection of DNA, RNA, and protein targets in each specimen on the array. TMAs are now extensively
utilised in the study of cancers.

Immunohistochemistry is carried out to detect protein expression in the tissue spots. For example, antibodies directed
against progesterone receptor (PR) can be used to detect nuclear expression of PR in breast tumours. The spots are
then observed one by one under the microscope and the degree of immunostaining of those spots that contain either
normal or tumour tissue is assessed and assigned a score. The scores of breast tissue spots may take the form of
Quickscores [2], each composed of two integer values, namely a value between 0 and 6 that estimates the proportion
of epithelial nuclei that are immunopositive, and a value between 0 and 3 that estimates the strength of staining of
those nuclei (these values will henceforth be referred to as QSP and QSS, respectively). In practice and in general,
pathologists do not score each spot as a whole, but rather focus their attention on a certain region of interest (ROI)
within the spot.

Applying the above procedure to breast TMA sections incorporating large numbers of tissue samples is time consuming
and suffers from inter- and intra-observer variability and perceptual errors. Thus, there is strong motivation for the de-
velopment of automated methods for quantitative analysis of breast TMA image data. However, accurate segmentation
of cells and intra-cellular compartments in images of tissue sections can be problematic for reasons that include cell
overlapping, complex tissue structure, debris, and variable appearance.

Most of the published work on automated “ranking” of breast tissue sections aims not at predicting immunohistoche-
mical scores, but at distinguishing between different Bloom-Richardson grades of sections stained with haematoxylin
& eosin [3–8]. In contrast, Kostopoulos et al. [9] applied k-nearest neighbour weighted votes classification to colour-
textural features, in order to predict the oestrogen receptor’s positive status of biopsy images – a procedure that takes
into account the percentage of epithelial nuclei that are immunopositive.

In this paper we report the use of ordinal regression to predict the Quickscores of breast TMA spots subjected to
progesterone receptor immunohistochemistry, which results in nuclear staining in positive cases. Ordinal regression
differs from classification, as the existence of an order between the target categories (such as Quickscore values) is
taken into account. We compare the use of global features obtained via two different methods, one based on local patch
statistics and the other involving explicit nuclear segmentation. Moreover, we investigate the effect of analysing only
regions of interest within each spot, as opposed to analysing the whole of each spot.

∗School of Computing, University of Dundee, DD1 4HN Dundee, UK, stephen@computing.dundee.ac.uk
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(a) (b) (c)
Figure 1. (a) A small tissue region and intermediate results from the two methods used for extraction of global features:
(b) local patch-based pixel classification (dark grey: E+ pixels; light grey: E- pixels; mid-grey: background pixels);
and (c) nuclear segmentation (dark grey: E+ nuclei; light grey: E- nuclei; striped: nuclei near to the decision boundary;
mid-grey: background).

2 Data

Colour images of 175 breast TMA spots from the National Cancer Research Institute’s Adjuvant Breast Cancer (ABC)
Chemotherapy Trial [10] with resolution of 0.23 µm / pixel and typical spot diameter of 700µm (i.e. about 3000
pixels) were used. These contained tissue subjected to progesterone receptor immunohistochemistry. For each spot,
Quickscores assigned by a pathologist on two separate occasions were available. A manual annotation of the region
of interest associated with each spot was also available. A further 20 spots were used for training only. A circular
sub-region (500 pixels in diameter) was randomly selected on each such spot and all epithelial nuclei (approximately
700) within these sub-regions were manually segmented and labelled as immunonegative or immunopositive.

3 Global feature extraction

3.1 Local patch-based method

This feature extraction method involved no explicit segmentation of epithelial nuclei, and has been described in more
detail by Amaral et al. [11]. The 20 sub-regions containing manually annotated epithelial nuclei were used to estimate
class-conditional distributions for three classes, namely immunopositive epithelial nuclei (E+), immunonegative epi-
thelial nuclei (E-), and background. These were conditioned on the colour and differential invariants (up to 2nd order)
computed at a local patch centred on each pixel. Bayes’ rule was then used to estimate posterior class probabilities
given the local patch centred on a pixel. Figure 1(b) illustrates the results for the small tissue region shown in Figure
1(a), once each pixel was classified to the class with largest posterior probability.

These local posterior probabilities were used to obtain a pair of global features which aimed to formalise the two
Quickscore values assigned by pathologists. The QSP was formalised as the fraction of epithelial pixels (both E- and
E+) that were E+, and the QSS was formalised as the average posterior probability of E+ computed over all E+ pixel
locations.

3.2 Nuclei segmentation-based method

This method was based on a multi-level algorithm for monochromatic images that explicitly segments nuclei [12].
Given an image A, 16 nested binary images Ai (levels) are created such that Ai(x, y) = 1 iff A(x, y) ≤ Ti, where
Ti = (i − 1) × 16. Connected components at each level form a tree structure (each component having as its parent a
component that contains it). For each component we compute a global shape index, based on elongation and solidity,
that tells us if the component has a shape compatible with the nuclear shape. We call “cores” the leaves of the tree that
have a regular shape, as they are the darkest regular regions of each component in the original image A. These cores
are grown level by level as far as they keep a regular shape and do not join with other components.

This algorithm was applied to four different monochromatic images derived from the original RGB image. The first
image is obtained by turning to white all pixels of colour dissimilar to that of fully unstained nuclei, and then converting
to monochrome; the second by turning to white all pixels of colour dissimilar to that of fully stained nuclei. Using the
algorithm on these two images we detect heavily stained nuclei. This method is not well suited to deal with textured
connected components, as is the case with less stained nuclei (both E- and E+). These are recognised using the third
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Table 1. Confusion matrices for some of the experiments.
(a) QSP, W/o ROIs, patch-based (b) QSP, With ROIs, segmentation-based

Test Predicted
0 1 2 3 4 5 6

0 54 00 06 00 01 00 00

1 16 00 02 00 00 00 00

2 10 00 10 01 02 00 01

3 04 00 06 00 07 01 00

4 04 00 04 00 04 04 02

5 01 00 03 00 03 00 08

6 00 00 01 00 00 04 16

Test Predicted
0 1 2 3 4 5 6

0 60 00 01 00 00 00 00

1 11 00 07 00 00 00 00

2 04 02 13 05 00 00 00

3 01 00 05 05 07 00 00

4 00 00 04 02 09 02 01

5 00 00 00 02 00 04 09

6 00 00 00 00 01 01 19

and the fourth images, that are created using two pseudo-hue functions (2×B−R−G and its opposite −2×B +R+G)
and rescaling the results in order to have values in the [0, 255] range. So, in the third image, stained pixels (regardless
of their intensity) will have values near to zero, and unstained pixels near to 255, while in the fourth image the opposite
holds. In both cases we previously discarded pixels that can safely be classified as background. Figure 1(c) shows the
segmentation result for the same region shown previously in Figure 1(a). Most epithelial nuclei are segmented.

To formalise the QSP value we first classify each detected nucleus as either E+ or E-. If there are more than 20%
brown pixels, the nucleus is marked as E+, otherwise as E-. Nuclei near the boundary are not marked. Our formalised
Quickscore predictor is then the proportion of epithelial nuclei (both E- and E+) that are E+. In turn, the QSS value is
first estimated for each individual E+ nucleus, and then for the whole spot from individual values. The score of each
nucleus is the intensity of the 20%-quantile darkest pixel, and the whole spot is scored as the 20%-quantile darkest
nucleus, in order to approximate what pathologists do when observing these images (i.e. darker pixels and nuclei are
given more relevance).

4 Ordinal regression

For the prediction of QSP and QSS values through ordinal regression, we employed the Gaussian process techniques
reported by Chu & Ghahramani [13, 14], briefly summarised in the following. Considering a data set composed of n
samples, where the ith sample is a pair of input vector xi ∈ Rd and target yi ∈ {1, 2, ..., r} (without loss of generality).
Gaussian processes assume each xi to be associated with an unobservable latent function f(xi) ∈ R (a zero-mean
random variable), on which the ordinal variable yi in turn depends. The process is specified by the covariance matrix
for the set of latent functions, and the elements of this matrix can be defined by Mercer kernel functions. In this work,
we used a Gaussian kernel. Every Gaussian process has a number of hyper-parameters that need to be optimised. In this
work, the maximum a posteriori approach with Laplace approximation was used for hyper-parameter learning. The
automatic relevance determination method proposed by MacKay [15] and Neal [16] is embedded into the covariance
function.

Along with the predicted score for each spot, the ordinal regression algorithm outputs r real values that can be in-
terpreted as the posterior probabilities of the possible score values. As discussed later in sections 5 and 6, this type
of output proved to be useful. We used the Gaussian process code developed and made publicly available by Chu &
Ghahramani [13].

5 Results and discussion

Leave-one-out experiments were carried out to predict the QSP and the QSS values of each of the 175 available spots,
using as input features: (i) only the formalised Quickscores based on local patch classification (two real values); (ii)
only the formalised Quickscores based on nuclei segmentation (two real values); and (iii) both formalised Quickscores
(four real values). All the formalised Quickscores were computed first over the whole spots, and then analysing only
the ROIs. Figure 2(a) summarises the results, showing the distributions of absolute errors over the 175 predictions (an
individual error being the absolute difference between the predicted score for a given spot and its true score). For each
experiment, the mean absolute error is also shown, both numerically and by means of a horizontal line. For comparison,
Figure 2(b) shows the distributions of absolute differences between two scoring sessions of the same spots, undertaken
by the same pathologist. Table 1 shows example confusion matrices for two of the QSP prediction experiments: without
ROIs and local patch-based; and with ROIs and nuclei segmentation-based.
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Figure 2. (a) Distributions of absolute prediction errors for the various experiments carried out; (b) distributions of
absolute differences between two scoring sessions; and (c) fraction of processed spots and mean absolute error over
those spots, versus confidence threshold (lower entropy means higher confidence), for one of the experiments.

(a) (b) (c) (d)
Figure 3. (a-b) A spot correctly predicted after switching from pixel classification to segmentation, along with the pixel
classification results; and (c-d) a spot correctly predicted after its ROI was taken into account, along with a depiction
of the ROI.

Figure 3 shows two interesting examples of spots. Spot 3(a) has true QSP and QSS of 0 and 0, respectively; without
using ROIs, formalised Quickscores based on local patch classification led to predictions of 4 and 3, respectively; but,
keeping the non-use of ROIs and switching to nuclei segmentation, correct predictions were achieved, for both QSP
and QSS. The top-left region of this spot contains a large number of inflammatory cells. The patch-based approach
visibly classified many of these cells’ pixels as E+ pixels, which led to over-estimated formalised QSP and QSS. This
misclassification was probably due to the fact that the training set of manually annotated nuclei contains a certain
proportion of nuclei that are neither fully non-stained nor fully stained. In turn, even though the segmentation-based
approach, too, wrongly detected the inflammatory cells in this spot as epithelial nuclei, they were assigned to the E-
class, thus having no harmful effect on the computed formalised Quickscore. Figure 3(b) shows the (largely erroneous)
result of pixel classification for the same spot.

In turn, spot 3(c) has true QSP and QSS of 2 and 1, respectively; without using ROIs, formalised Quickscores based
on segmentation led to predictions of 0 and 0, respectively; but, using the spot’s ROI while keeping the segmentation-
based approach, correct predictions were achieved, again for both QSP and QSS. Figure 3(d) shows the same spot with
its ROI highlighted. Within this spot, the segmentation-based method misidentified many of the stromal cells in the
region of connective tissue (that is, the two left thirds of the spot) as E- nuclei. This led to under-estimated formalised
QSP and QSS. In turn, when the manually annotated ROI was used, the stromal cells fell outside the ROI and therefore
were not taken into account.

As mentioned previously in section 4, the ordinal regression algorithm outputs, along with each prediction, a posterior
probability distribution over the r targets. The entropy of a posterior distribution can be used as a simple measure of
ordinal regression confidence (the lower the entropy, the higher the confidence). For the experiment based on ROIs and
segmentation, figure 2(c) shows the fraction of test spots that can be predicted below a given entropy threshold. Also
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shown is the mean absolute error computed over each fraction of spots. As the entropy threshold set on the predictions
was decreased (i.e., as the minimum confidence threshold was increased), the mean absolute error tended to decrease
as well.

6 Conclusions

This paper reported the use of ordinal regression to predict Quickscores of breast TMA spots subjected to a form of
nuclear staining, comparing the effects of different approaches to the computation of global features, namely the use
vs. non-use of nuclear segmentation, and the use vs. non-use of ROIs similar to those involved in the manual scoring
process. The combined use of segmentation and ROIs led to a reduction of 0.43 (48%) in the mean absolute error of
QSP predictions, and of 0.45 (51%) in QSS predictions. Thus, this work suggests the need to either rely on accurate
segmentation of nuclei for the computation of formalised Quickscores features, or improve the quality of patch-based
posteriors if segmentation is to be avoided (possibly considering pixels belonging to inflammatory cells as a class in
its own right). Furthermore, the need for the development of methods to automatically segment ROIs within spots has
been highlighted.

From Figure 3(c), it can be seen that, below an entropy threshold of about 1.75, over 60% of the spots could still be
classified with a mean absolute error equal to the mean average intra-observer disagreement of 0.30. This suggests that
the reported methods can be used to automatically process, with acceptable error, significant fractions of spots that are
more unequivocal, while identifying the more difficult spots that cannot dispense with human assessment.
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Abstract 

During the past decades, numerous attempts have been made to develop computerized methods that 

process, analyze, and display multidimensional medical images in radiology. These computerized 

methods often automate one of the image-processing tasks and depend on user interaction for the 

remaining tasks. Computer-aided diagnosis (CAD) goes beyond these automated image-processing 

applications and steps into the area of medical image understanding or interpretation. In its most 

general form, CAD can be defined as a diagnosis made by a radiologist who uses the output of a 

computerized scheme for automated image analysis as a diagnostic aid. Conventionally, CAD acts as a 

“second reader,” pointing out abnormalities to the radiologist that might otherwise have been missed. 

This definition emphasizes the intent of CAD to support rather than substitute for the human reader in 

the detection of polyps—the final diagnosis is made by the radiologists. 

The concept of CAD is universal across different modalities and disease types. Although, historically, CAD 

has been most popular in the diagnosis of breast cancers, such as the detection of microcalcifications 

and classification of masses in mammograms, CAD have demonstrated its importance and benefit for 

those examinations that became feasible due to the advancement of such digital imaging technologies 

as the detection of lung nodules in CT scans of the lung and the detection of polyps in CT colonography 

(CTC), in which many images need to be interpreted rapidly to find a lesion with low incidence. 

CTC, also known as virtual colonoscopy, is an alternative technique for screening of colon cancers. CAD 

for CTC typically refers to a computerized scheme for automated detection of polyps and masses in CTC 

scans. It reveals the locations of suspicious polyps and masses to radiologists.  This offers a second 

opinion that has the potential of improving radiologists’ detection performance, and of reducing 

variability of the diagnostic accuracy among radiologists. CAD for CTC has been successful during the 

past years for making CTC exams “radiologist friendly.” 

Currently, the focus of CAD for CTC is to make the CTC exam “patient friendly.” Tools for this include 

pseudo-enhancement correction, virtual tagging, as well as electronic cleansing and detection of colonic 

polyps for laxative-free bowel preparation. These new tools are substantially redefining the CAD for CTC. 

This talk reviews the fundamental CAD scheme as well as the current and future challenges in CAD 

toward patient-friendly CTC exams. 
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Detecting early response to therapy in liver cancer treatment: 3D
metastases segmentation using graph-cuts with a modified prior

Tünde Sziĺagyia∗, Michael Verhoeka and J. Alison Noblea

aEngineering Science Department, University of Oxford, Oxford, UK

Abstract. Accurate 3D liver metastasis extraction is one of the most important steps in treatment planning for pa-
tients with advanced colorectal cancer. In this paper we present a semi-automatic segmentation algorithm based
on graph cuts theory with a prior which uses both intensity values and local phase information. The segmentation
method is tested on images from three patients and the new results are compared to manual segmentations and pre-
viously proposed methods. A Dice coefficient accuracy of 83-92% is achieved. Advantages of this semi-automated
method over existing RECIST estimations include non-subjective volume assessment over time for patients under-
going treatment and minimal user interaction.

1 Introduction

Monitoring the response of tumours to treatment is of vital importance for cancer patients undergoing therapy. There
is no defined protocol. Therapy assessment criteria that have been considered include physiological measurements and
imaging, and one way of using the latter is to quantify volume changes. Tumour volumes are calculated based on uni-
and bidimensional manual measurements following the guidelines established by the World Health Organization and
more recently the Response Evaluation Criteria in Solid Tumours, known as the RECIST criteria [1]. However, these
measurements are subjective, time consuming and provide inaccurate volume estimations [2]. These points and the
fact that hepatic tumour delineation has high inter- and intra observer variability (> 8 %) are the main driving force
behind automatic segmentation methodology development.

Automatic and semi-automatic segmentation algorithms are challenging to develop because a high diversity of tumour
masses arise with varying shape and homogeneity. The boundaries of the tissue of the organ and tumour are not
well separated, especially in the case of hepatic metastases, due to the mixing of the tumour rim and normal liver
parenchyma.

In this paper we explored graph-cuts for the segmentation of hepatic metastases. Prior attempts to use this technique
were limited due to the restricted structural information included in the intensity based prior. We address this limitation
by defining a prior not only by pixel intensity values but also by local phase and adaptive anisotropic diffusion of the
local phase maps. Local phase carries important structural information that is invariant to local intensity variations.
This paper first presents the methodology including graph cuts, modified prior, and the proposed algorithm. Then
we report on results applied to 3D (stacks of 2D slices) contrast-enhanced CT abdominal images from patients with
advanced colorectal cancer (CRC).

2 Methods

Segmentation of liver metastases from advanced CRC patients was performed using a semi automated graph-cuts
segmentation algorithm. Familiarity with graph theory terminology is assumed, otherwise the reader is referred to [3].

2.1 Experimental Data and Images

Patients with hepatic metastases from advanced CRC considered for this study underwent chemotherapy in regular
three months cycles, followed by an assessment of the response by imaging. Disease progression was evaluated by
looking at the changes in lesion volume using contrast enhanced CT images and physiology measurements of specific
tumour markers, such as CA-19. Prior to the imaging examination, patients received Gastrografin and Niopam 300
contrast agent intravenously (IV). CT images were collected using a LightSpeed Ultra spiral CT scanner at the Churchill
Hospital, Oxford with a slice thickness of 5 mm and an in-plane resolution of 0.97 mm× 0.97 mm, each of 512× 512
pixels.

∗Corresponding author: T̈unde Sziĺagyi: tuende.szilagyi@eng.ox.ac.uk. Tünde Sziĺagyi is supported by the Engineering and Physical Research
Council of the UK through a Life Science Interface Doctoral Training Centre Studentship (grant reference EP/E501605/1). Michael Verhoek is
sponsored by a Microsoft Research studentship.

84



2.2 The Algorithm: 3D segmentation using graph-cuts with a modified prior

Our semi-automated segmentation algorithm uses graph cuts theory and assumes that the liver was identified prior to
this. The schematic of the algorithm is shown in Figure 1.

Figure 1. The Algorithm. 1. the seed points for the background and foreground are selected using a user interface; 2.
Local phase is computed; 3. local phase is smoothed adaptively given the homogeneity of the region measured by the
variance of the object seed; 4. both the inital intensity map, the smoothed local phase map; the likelihood function and
boundary term eq. (4) are passed on to the Graph Cuts algorithm.

Within the graph-cuts framework a stack of images of dimensionM × N × K is represented by a graphG = (V ∪
{s, t}, E) with (M × N × K) + 2 vertices, whereV contains the image pixel,{s, t} are the terminal nodes (source
and sink respectively) for binary segmentation tasks, andE contains the weighted edges. For the remainder of this
paper n-links denote the connecting edges between neighbouring voxels, when a neighbourhoodN can have arbitrary
shape and extension, and t-links the edges between voxels and terminal nodes. The process of segmentation is then
achieved by finding the minimum cost cut that separatess and t and which corresponds to the data driven global
energy minimization. Consider the generalized energy function [4],E(x1, . . . , xn) =

∑
i Ei(xi)+

∑
i<j Eij(xi, xj),

whereE is a function ofn binary valued variables. The regularity or submodularity condition shows thatE is graph
representable iff each term satisfies the condition:Ei,j(0, 0)+Ei,j(1, 1) ≤ Ei,j(0, 1)+Ei,j(1, 0). Then the posterior
probability of the segmentationS given an input imageX becomes [4]p(S | X) ∝ e−E, whereE for segmentation
purposes is represented by a region coherence (R) and boundary term (B) as:

E(A) = λ ·R(A) + B(A) (1)

HereA is a binary labelling andλ controls the relative importance ofR andB. R is a negative log likelihood function,
based on interactive selection of seed points in the foreground (F) and background (B)

Rp(Ap = foreground) = −ln(P(Ip|F)), (2)

Rp(Ap = background) = −ln(P(Ip|B)). (3)

Ip denotes the intensity value or another measure associated with pixelp (i.e. local phase [5]).

Finally, B is a modified Ising prior [6]

B =
∑

p,q∈N

(
|Ap −Aq|e

−
(
||Ip−Iq||2

2σ2

)
− κ · e−

(
||LPp−LPq||2

2σ2

))
1

||p− q|| , (4)

where LP denotes the local phase andκ controls the relative importance of the intensity and local phase terms, and
σ is a factor describing the noise due to camera optics (the blur). In our experiments we usedκ = 0.34 and a 6-
neighbourhood. Local phase (LP) was derived from the monogenic signal [5] signal using the Mellor-Brady filter [7]

as:LP = tan−1

(
b√

r2
1+r2

2

)
, whereb denotes the bandpass signal, andr1 andr2 are respectively the Riesz transform

pairs (Figure 4). Unwanted local phase variability within anatomical regions, here liver, was removed using anisotropic
diffusion and parameters described next.

Anisotropic diffusion was applied to local phase maps as described in [8]. The parameters used here are as follows: an
integration constantδ = 1

7 , conduction control term (i.e. gradient modulus)κ = 30, conduction coefficient function as
for wide regions as proposed in the original work [8].

Accuracy of the segmentation was estimated byM1−M2
σ1·σ2

, whereM1 and M2 are the mean values of the intensity
based histograms derived from the seeds from the liver parenchyma and tumour respectively, andσ1 andσ2 are the
corresponding variances.

Ground truth metastases and liver mask segmentations were carried out manually (by the first author, a non specialist)
using a pen tab device (Cintiq company) and ITK-SNAP 1.6.0.1.
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(a) (b)

Figure 2. 3D visualisation of the liver metastases from Patient 2. Note the difference in the smoothness of the
metastases surfaces. This is a result of the fact that manual segmentations usually avoid capturing the fine details of
the edges. Aλ value of 450 was used. S denotes superior, I inferior, R right and L left position of the patient. (a)
Both the metastases (red, small ball like structures) and the liver (blue, encompassing geometry) are a result of manual
segmentation. (b) Metastases segmented using the proposed method. The surface of the segmented metastases were
not smoothed or adjusted with theλ parameter - this results in a hairy appearance of the rendered metastases.

Validation of the results was performed by comparing to manual segmentation using the Dice Similarity Coefficient
(DSC) [9] and to previously reported results using the volumetric overlap and relative absolute volume difference.
These measures are defined in Table 1.

Measure DSC Voverlap Drel

Definition 2 #(S1∩S2)
#S1+#S2

#(S1∩S2)
#(S1∪S2)

∣∣∣#S1
#S2

− 1
∣∣∣

Table 1. Definition of the measures used to compute segmentation accuracy.# denotes the cardinality of sets,S1 is
the segmentation achieved by the proposed algorithm andS2 is the ”ground truth” from manual segmentation. Full
overlap results in aDSC and volumetric overlap of 1 and relative absolute difference of 0.

3 Results and Discussion

Three patients’ data were segmented using the new methodology one of which had multiple (three) timepoint data
during treatment. 3D rendering of the segmentation results from the algorithm and manual segmentation is presented
in Figure 2(b) and Figure 2(a), while an example of 2D segmentation results is shown in Figure 4. Here, the
segmented metastases show a less smooth appearance compared to the manual segmentation. This results from the
underlying mixture of normal and cancerous tissue explained in the introduction and which would be too onerous to
take into account when performing manual segmentation. This smoothness can be partly controlled by theλ parameter.

The relative importance of the region and boundary terms was examined by varying the parameterλ and the results are
presented in Figure 3(a). This test confirmed that the range of optimalλ parameters was identified as450 − 500, and
which does not change for different patients, given the same imaging modality and protocol.

Accuracy was assessed for different patients and the same patient at changing timepoints using the criteria presented
in Table 1. This is summarized in Table 2 and 3. Table 2 shows that an accuracy of 83.8-91.5% DSC, 72.32-83.4%
volumetric overlap and 0.0198-0.2134% relative difference error is achieved for the analyzed data. These results are
superior to the ones presented for the MICCAI Liver Tumour Segmentation Competition 2008 (Voverlap): max. 46.64
% in [10], max. 51.40% [11], max 50.52% [12]. We note here that results from the MICCAI 2008 were obtained
for the data sets selected for the competition, whereas our images were taken from a specific CRC study. We argue
that the significantly better performance of our method is due to the fact that previous methods relied on intensity only,
whereas we included local phase in our knowledge based prior, which is a good quantifier of structural information.

The accuracy achieved by our methodology for the metastases segmentation is reasonable given that liver metastases
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Figure 3. (a) The impact of the relative terms in the energy function (i.e. boundary and region terms) controlled by the
lambda parameter. Note that the optimal value for this parameter is within the same range 450-500 for all the images
used. (b) Change of volume over a six month time period. Note the initial increase in the tumour volume and then
shrinking at the end of the sixth month. Additionally, notice the increasing difference between the manual (circles) and
metastases segmented using the proposed algorithm (asterisk). This is the result of the increased ”fuzzy” appearance
of the tumours due to therapy. A lambda value of 480 was used.

from CRC have a papillary structure which means that at the rim of the tumour both invasive tumour cells and nor-
mal tissue cells are present. Therefore manual segmentation of large tumour masses is not obvious and usually the
segmentations do not follow the exact structure of the metastases rim.

Our aim was to propose a method that could be used for volume estimations of CRC liver metastases as a possible way
to assess therapy effectiveness. This requires objective assessment of tumour masses during treatment. Figure 3(b)
shows that the difference between the proposed segmentation and the manual segmentation increases during therapy,
which is also reflected in the accuracy measure presented in Table 3, and is a result of the increased inhomogeneity
and less defined edges of the tumour. Additionally, note that initially the volume of the metastases is increasing and
therefore metastases volume might not be the best indicator of therapy effectiveness; instead, a joint model based on
volumetric changes and a tumour rim descriptor might be considered.

Patient id / Criteria Patient 1 Patient 2 Patient 3
DSC % 84.22 83.93 91.5
Voverlap % 72.74 72.32 83.4
Drel % 1.85 1.69 1.98
accuracy ×10−4 12 2.39 0.405

Table 2. Segmentation accuracy measures for Patient 1, Patient 2 and Patient 3. The details of the calculations are
given Table 1.

Patient 3 / Criteria 0th month 3rd month 6th month
DSC % 91.5 90.21 86.87
Voverlap % 83.40 82.16 76.78
Drel % 1.98 5.66 20.91
accuracy ×10−3 4.05 0.9865 0.9028

Table 3. Segmentation accuracy differences influenced by the changes in the tumour appearance during treatment.

4 Conclusion

We explored the application of graph-cuts to liver metastases segmentation with priors based on intensity and local
phase measures. This method proved to be computationally time efficient and achieved a good accuracy with respect
to manual segmentation, with DSC values of 83-92%. The presented tool could be an integral part of the decision
making when fused together with other tools such as liver segmentation and hepatic vasculature segmentation [13].
Finally, our volume estimation results should be validated on larger data sets, and additional measurements made that
capture the changes which appear at the rim of the tumour during therapy.
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Figure 4. Smoothed local phase information. (a) Original 8 bit contrast enhanced CT image. (b) Local phase map
from a single scale, empirically selected. (c) Local phase smoothed with anisotropic diffusion - for parameters refer to
the text. Note the difference in smoothness in the appearance between (b) and (c).
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A Quality–of–fit Function for Evaluating Deformable Model–based
Segmentations of Anatomical Structures in Medical Data

Karin Engel and Klaus Toennies

Otto von Guericke University Magdeburg, Germany

Abstract. Localising shapes in medical images is an important, but difficult problem due to the tremendous anatom-
ical variability and the variation in image quality. Hence, segmentation often involves variants of deformable models
that can handle part of these problems by considering certain shape constraints and image features over the actual
segmentation. Quality of the segmentations obtained by deformable shape models is rarely evaluated, but may be
specifically useful for automating the segmentation process. This paper presents a quality–of–fit function for the
evaluation of segmentations obtained by parametric deformable models. It combines a measure of non–rigid shape
deformation with a measure that estimates the external energy of the model based on application–specific external
forces. Experimental results are presented with data from different medical applications and show that the proposed
function allows determining success or failure of the model fit.

1 Introduction

Segmentation of specific objects in medical images is a difficult task because medical data often come noisy and
incomplete, while the anatomical structures of interest may vary dramatically from patient to patient and from scan
to scan. One possible solution to this problem is to introduce smoothness constraints to the extracted boundaries and
prior information about the shape and possible deformations of the desired object. This kind of a-priori knowledge
can be represented by deformable models, such as the statistical Active Shape Model (ASM) [1, 2], or variants of the
energy–minimising Active Contour Model [3–7].

Under the deformable model framework, segmentation is considered as the problem of finding the contour that repre-
sents the smooth boundary of a specific object Ω in the image I . A deformable shape model T represents additional
information about the objects shape and a set of constraints that control the preference of the template to deform into
similar shapes. Success of deformable models crucially depends on both, reliable external and internal energies (that
drive the model fit and constrain the deformation, respectively), as well as on the initial estimate (i.e. information
about the location, size and orientation of the desired object in an image). Currently human guidance, e.g. in terms of
initialisation and generation of training data, is often needed to obtain correct segmentation results [8–10]. On the other
hand, the quality of the segmentations obtained by deformable shape models is rarely evaluated, but may be employed
for controlling the segmentation process. Hill and Taylor proposed an image–based objective function that compares
the model–based segmentation I(T ) with the expected image data [11]. This measure may not always be appropri-
ate, for example for the segmentation of data obtained using non–deterministic image modalities, such as sonography
or SPECT. Moreover, the image–based objective function does not provide information about the shape deformation,
which may be useful, e.g. for the monitoring of diseases, or comparative studies. Bergner et al. recently proposed
a deformation measure for the evaluation of mass–spring–models of shape [12]. The sensitivity to the scaling of the
model instances represents, however, a drawback of their measure, because the size of an object depends on imaging
parameters (such as the selected field of view). To address these issues, we present a quality–of–fit (QOF) function,
which for the first time not only considers the support provided by image features, but includes also the amount of
non–rigid deformation necessary to match the data.

2 Method

Our method builds on the assumption that a prototypical representation of shape sufficiently captures variation of the
desired object class. We therefore exemplarily employ the finite element decomposition of shape, which supports an
efficient simulation of deformation [8]. The quality of such a model instance projected into the image domain and
deformed according to external, image–based model forces can be evaluated in a straightforward manner. For using
it in medical image interpretation, the quality–of–fit function is designed such that it indicates the probability that the
segmentation results are correct.
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2.1 Prototypical Parametric Deformable Models

A parametric deformable template T (p) represents the objects undeformed shape (rest shape) and a set of parameters
p that define how it deforms under applied forces (cf. Sect. 2.2). The rest shape of a n–dimensional object can be
understood as a continuous domain Ω ⊂ Rn, and its deformation is described by a boundary value partial differential
equation that is solved numerically for the unknown displacement field u(x), x ∈ Ω. The Finite Element Method yields
an algebraic function that relates the deformed positions x of all finite element nodes in the object to the internal elastic
forces,

fint = K(x− x0) = Ku. (1)

Here, x0 represents the rest positions of the nodes, and K(E, ν) encapsulates the material (stiffness) properties as well
as the type of mesh and discretisation used.

When the elastic template is subject to a dynamic load f(t), the displacement field varies over time, and the elastic
forces fint are replaced by the sum of body forces, inertial and damping forces and external forces. The dynamic
equilibrium equation has the form

ü(t) = M−1(−Cu̇(t)−Ku(t) + f(t)), (2)

where ü(t) ≈ ∂2u
∂t2 |t>0 and u̇(t) ≈ ∂u

∂t |t>0. To simplify analysis, C may approximate a velocity–dependent damping
force, and M may represent a constant function of material density, ρ [4, 5]. For simulating the deformation of the
template, the finite element equations (2) are integrated over time until an equilibrium is reached. (Note that the linear
elasticity model that is commonly used in real–time animations of deformable objects is not invariant to rigid–body
transformations. Artefacts can be avoided using the stiffness warping method [5, 13].)

Similar to the ASM [1], the deformed positions x(t) = x0 + u(t) can be expressed in terms of a superposition of
m = m2 −m1 displacement fields,

x(t) = x0 +
m2∑
k=m1

φkqk(t), (3)

wherem1 ≥ 1,m2 ≤ nN . The modal vectors φk are solutions to the eigenproblem (K−ω2
kM)φk = 0 and qk contains

the nodal coordinates in embedded space (modal amplitudes) [5].

2.2 External Model Forces

In our case, the external model forces f(t) in Equation 2 shall attract the nodes to characteristic object features in the
image I . Such dynamic loads are created by sensors at the finite element nodes. The sensors usually sample a scalar
potential field P , whose local minima coincide with features of interest, such that

f(t) = −∇P(x). (4)

For example, the contour nodes typically represent object boundaries and are therefore associated with sensors that
sample gradient magnitude maps, i.e. P = −κ|∇(Gσ ∗ I)|2, where Gσ denotes a Gaussian low pass filter with
standard deviation σ, and κ > 0 [6]. In order to render the influence of different object features (such as edges and
corners) independent from the specific filters used, the feature values can be normalised into the interval [0, 1], e.g. by
a linear transformation of the filtered image. The potential energy function may also be defined based on the distance
from the current nodal positions to points in the image at which, e.g., the filter response is high. Using a map D(x) of
the distance of each pixel to the closest relevant point,

fi(t) = κD(xi(t)), κ > 0, (5)

where xi(t) denotes the current position of sensor i = 1, . . . , N . In contrast to the energy minimising formulation
of deformable models, our formulation also permits the use of more general types of external forces, which may not
be written as the negative gradient of a scalar potential field. For example, such forces may be defined by employing
region statistics over the current segmentation [14].

2.3 The Quality–of–fit Function

Based on an initial estimate (obtained by a transformation of the model to the image coordinate system), the model is
deformed by minimising its associated energy function. This criterion describes the model instances energy w.r.t. the
undeformed reference shape and image data. In our case, a locally optimum image segmentation result is indicated by a
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balance of the internal and external model forces (cf. Equation 2). The associated quality–of–fit (QOF) value should be
high, if the image data explained by the model instance, I(T (pt)), corresponds with the expected image data without
significant deformation from the reference shape T (p0). A maximum QOF–value shall indicate cases, where model
and data match perfectly without non–rigid deformation. From our experience, three types of error can result in low
segmentation quality. First, the model may not be adequate (w.r.t. its shape constraints, elasticity model, or response
to the crucial feature detectors), such that it produces false positive solutions (target error). Second, the model may be
badly initialised (projection error). And third, the evaluation measure may be inappropriate (evaluation error). In order
to reflect these types of error in an adequate manner, our objective function incorporates both internal and external
energies. More specifically, the QOF–function combines a measure of deformation Qd of a model instance with its
correlation with the image data Qs for estimating overall energy,

Q = ζQd + (1− ζ)Qs, (6)

where ζ ∈ [0, 1] is a regularisation parameter. In order to ease interpretation we aim at formulating Qs and Qd such
that their values are normalised to the interval [0, 1], where values close to 1 indicate high quality.

Since parametric models perform a discrete data sampling at the node positions, the mean value of the sensor input
(e.g., the average gradient magnitude at the deformed nodal positions) may be used to estimate the external energy Qs

of a model instance [11,12]. This simple approach may, however, not always be appropriate (for example, if the sensor
inputs do not stem from a scalar Gaussian potential field, but represent texture information [2, 14, 15]). We therefore
directly employ the force formulation of deformable models, and let

Qs = F
(
µ(|fi(t)|2)

)
(7)

indicate the amount of correspondence of the deformed model with the data. In Equation 7, the function µ computes
the mean value, and F(q) = exp(−αq2), α ≤ 1, such that the resulting values are within [0, 1].

The model deformation criterion Qd shall measure the degree of discrepancy between T (p0) and T (pt). In contrast
to [12], our measure evaluates intrinsic properties in terms of the amount of non–rigid deformation of the shape model
instance in its un–rotated reference frame. More specifically, the strain energy that is associated with the finite element
nodes is adapted from [5], i.e.

Qd = F
(
µ
(
qi(t)

2ω−2
i

))
, (8)

estimates the energy needed to match model and data. Since the low–order modes represent global variations, including
the rigid body modes, while the high–frequency modes are the ones most sensitive to noise, we only consider the modal
amplitudes corresponding to the m intermediate vibration modes, which explain a proportion β, e.g. β = 0.25, of the
total shape variation (Sect. 2.1).

3 Experimental Evaluation

We tested the ability of the proposed quality–of–fit function to measure the quality of segmentation results in three
representative medical applications, segmentation of the corpus callosum in sagittal slices from cerebral MRI data
(30 data sets), segmentation of the mesencephalic brain stem in transcranial sonographies (TCS) (10 data sets), and
segmentation of the midbrain in transversal slices from cerebral MRI data (30 data sets). We therefore constructed
2d–shape models that represent the corpus callosum and the mesencephalic brain stem in the different data sets1.

For the segmentation of the MRI data sets, we computed Gaussian potential forces from gradient magnitude maps
according to Section 2.2, and let κ = 100. Due to the specific noise characteristics in the TCS data, the boundaries
of the mesencephalic brain stem may or may not be characterised by high intensity gradients. We therefore used for
the TCS segmentation texture–based external model forces, as defined in [14]. All our experiments have been done
with the same set of empirically chosen values for the material parameters (E = 0.9, ν = 0.25, ρ = 1) that yielded a
plausible behaviour of the elastic templates.

The model instances were initialised within the image domain by the 2d–affine transformation of the prototype from the
model coordinate frame to the image coordinate frame. The transformations were characterised by the set of parameters
position (x, y), orientation ψ and isotropic scaling s of the model instances in the image. (Note that the rigid–body
deformations are represented by the low–order modes, which are in our case neglected in Equation 8.)

1Each of the application–specific shape models was constructed from a manual segmentation of an example data set.
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(a) Q = 0.83 (b) Q = 0.77 (c) Q = 0.88 (d) Q = 0.82 (e) Q = 0.79

Figure 1. Typical segmentation results and corresponding QOF–values Q for the example applications studied (note
that the images were cropped for displaying the regions of interest).

A visual inspection of the segmentations by two neuroscientists suggested that the deformed model instances always
provided correct (valid) segmentation results if the shape models were initialised at an adequate scale and orientation
in the direct vicinity of the objects. The approximation of damping characteristics using (mass–proportional) Rayleigh
damping (cf. Sect. 2.1, [5]) was sufficient, i.e. the model fit converged after 392 ± 78 iterations of the numerical
simulation. No fix stopping criterion was required. Due to an adequate choice of external model forces, force lineari-
sation [5, 13] and valid shape constraints incorporated within the shape prototypes, segmentation accuracy was very
stable for variation in the values for the affine transformation parameters. The shape models adapted to the desired
object within the images in case of imprecise initial positioning (up to 20mm displacement from the ideal position),
variations at the order of 10% in scale and up to 40◦ variation in orientation. From our experience, the method is also
robust to changes in the values for the material parameters. For an evaluation of the segmentations obtained in this
experiment, we computed the quality–of–fit according to Equation 6, using α = 0.1, β = 0.25 and ζ = 0.5. In all
cases, where the model instances were initialsed very close to the objects, the QOF–value of the fitted model instances
was above 0.7 (Figure 1).

In order to test for the ability of the QOF–function to decide upon success and failure of the deformable model–based
segmentation, we further simulated target, projection and evaluation errors, as discussed in Section 2.3. In a first
experiment, we selected inadequate shape models, i.e. we applied for example the corpus callosum prototype to the
segmentation of the TCS data, or initialised a shape model instance of the correct class at different positions in the data
set that did not contain the desired object. Again, we calculated the quality–of–fit and found significantly lower values
in all three applications (p < 0.01, one–sided t–test). A threshold of τQ = 0.5 always allowed the separation of correct
segmentations from invalid results (Figure 2).

In a second experiment, we used a purely image–based objective function (simulated by letting ζ = 0 in Equation
6). As a result, correct solutions were indicated only in 54% of all cases. We also calculated the deformation quality
according to [12], and used this measure in Equation 6. Our results have shown that this measure provided lower QOF–
values for correct segmentations. The difference in the QOF–values compared to our implementation using Equation 8
was statistically significant (p < 0.05). However, in both cases no preferred value ζ ∈ [0.4, 0.6] for the influence of the
deformation energy became evident from our results, and in more than 60% of all cases valid solutions were indicated
by high QOF–values (72% using Equation 8). This underlines the importance of including the amount of deformation
necessary to fit the data in a measure for the evaluation of the segmentation quality.

We further compared the QOF–values with a user rating of example segmentations. In some cases the experts favoured
segmentations with relatively low QOF–values, and vice versa (Figures 2(i), 2(j)). In most cases, however, values of
Q > 0.7 could be interpreted as a high probability that the segmentation result corresponds to a correct solution.

4 Conclusion

We presented a quality–of–fit function for the evaluation of model–based segmentations based on the external and
internal energies associated with a parametric shape model. In contrast to existing approaches, it combines a measure
of the non–rigid shape deformation and a measure of the discrepancy between the deformed model and the expected
image data. Experimental results were presented for different medical applications and showed that the proposed
function allows determining success or failure of the model fit. In all cases where small deformations were required for
bringing the model into correspondence with the image data, the segmentations were indicated by high QOF–values
close to 1, while poorly fitted model instances yielded low values close to 0. A threshold of 0.5 allowed for deciding
upon the success of the segmentation. This effect was independent from the external model–force formulation.
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(a) Q = 0.42 (b) Q = 0.39 (c) Q = 0.34 (d) Q = 0.38 (e) Q = 0.33

(f) Q = 0.4 (g) Q = 0.41 (h) Q = 0.78 (i) Q = 0.81 (j) Q = 0.86

Figure 2. Examples of misleading segmentations due to target and projection error are shown in (a)–(g). Figures
(f)–(h) demonstrate that incorrect results were in most cases indicated by QOF–values Q < 0.5, while values above
0.7 could be interpreted as a high probability for a correct solution. The segmentation shown in Figure (i) was favoured
by the expert, but assigned a smaller QOF–value compared with the (likewise correct) solution in Fig. (j).

Since the proposed objective function builds on a decomposition–based shape description (cf. Equation 2), it can also
be used in combination with a statistical shape model, and employed in an ASM–based search [1, 2]. We believe that
the proposed QOF–function may support object detection and localisation, and render a deformable shape search for
the globally optimum parametrisation of the model (e.g., using regular sampling [16] or genetic algorithms [11]) more
efficient. Future research will therefore focus on a more detailed evaluation of the QOF–function in cooperation with
multiple experts for assessing its utility in view of its applicability for automatic medical image analysis.
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Abstract. This paper introduces shape priors that benefit 2-dimensional, interactive contouring, which is still a
common practice in lesion segmentation due to problems of boundary ambiguity and variable shape. The new
Statistical Shape Models (SSMs) capture global shape information without requiring correspondence. We use time
series representations of 2-dimensional boundaries and adaptLangevinandGaussian Processdynamical models to
capture global shape properties based on boundary fluctuations. Experiments reveal the benefits of the shape priors
in supervised segmentation frameworks.

1 Introduction

Medical region segmentation has high demands in terms of accuracy and variability, but is confounded by low image
quality. Regions such as liver tumours and multiple sclerosis (MS) lesions pose an extra challenge due to their variable
shape. In practice, automatic segmentation of these regions is limited and methods call for interactive post-editing.
We address the problems of tumour and lesion segmentation with supervised contouring tools. We seek methods that
balance the requirements of maximising user control and minimising the demand on the user without compromising
accuracy. Our broad approach is to incorporate prior knowledge of image and shape, and to make efficient use of on-line
supervision through interactions that complement this prior knowledge. In this paper, we develop new statistical shape
models (SSMs) that form the basis of supervised segmentation frameworks. The SSMs exploit various techniques from
the field of nonlinear dynamics, to addmid-levelshape priors. We use the term ’mid-level’ to mean the highestlevel of
shape information available in the absence of correspondence.

Section 2 discusses previous work on supervised segmentation and shape modelling, highlighting the limitations for the
applications above and motivating the use of nonlinear dynamics. Section 3 describes the chosen shape representation
and introduces two dynamical models in general terms, namely LangevinandGaussian Processmodels. Section 4
formally defines the SSMs, describing their deterministic component, training methods, discriminative and generative
techniques and how these are built into segmentation frameworks. Experiments in section 5 reveal the benefits of the
shape priors for the applications of liver tumour and MS lesion contouring.

2 Previous Work

A large family of SSMs represent an object boundary by a set ofposition vectors that correspond to boundary features
[1, 2]. Following the seminal work by Cootes and Taylor [1], the ’point distribution model’ (PDM) requires training
data in the form ofM region boundaries labelled withN ’landmarks’, or points{xi, yi}, that correspond among all
examples. The mean shapeQ̂ and covariance matrixΣ are used in an active shape model (ASM). An ASM represents
variations in the training set by the firstn << M eigenvectors ofΣ using principal component analysis (PCA). The
ASM approximates all model shapes by a linear combination ofeigenmodeŝQ + ε a, whereε is theN × n matrix of
the firstn eigenvectors anda is a vector ofn shape parameters.

Another family of SSMs represent a 2-dimensional region boundary as a vector of radial distancesr = {r0, . . . , rN−1},
measured from a fixed locationxc = {xc, yc} inside the region [3–5]. We refer to this parametrisation asa radial time
series. Radial time series were first used for shape modelling in [3]. The so-called Circular Auroregressive (CAR)
model expresses a boundary pointri as a weighted sum ofM previous points{ri−M , . . . , ri} plus a noise term.
Several authors have used this approach for biomedical shapes (eg [4]). A nonlinear variant of the CAR model, known
as the Quadratic Volterra Type (QVT), has been shown to handle more complex shapes [5].

The main limitation of the point distribution model is the assumption of correspondence points or ’landmarks’ in the
training data. Apart from the difficulty of labelling landmarks in large training sets, regions such as tumours and
lesions do nothavecorrespondence points. A further limitation is that linearPCA struggles to model pathological
variations. Although nonlinear variants exist [2], these still suffer from the assumption of correspondence. Radial time
series representations do not assume correspondence points. However, the CAR and its nonlinear equivalent are not
generative models and are used for shape classification rather than region segmentation.

∗{T.Shepherd,D.Alexander}@cs.ucl.ac.uk
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We seek SSMs that are nonlinear, capture high-level shape information without assuming correspondence, and can be
exploited in segmentation. Our approach is to combine the radial time series representation with nonlinear, genera-
tive models from the field of time series analysis, which we demonstrate for Langevin and Gaussian Process models
introduced in the next section.

3 Background

A radial time series stores the radius ofN successive points around a region boundaryr = {r0, . . . , rN−1}, measured
from a fixed locationxc = {xc, yc} inside the region. There are different types of radial time series, differing by what
’time’ represents. Two examples are boundary arc-lengths = {s0, . . . , sN−1} and the angle between radial vectors
θ = {θ0, . . . , θN−1}. The arc-length parametrisation{r, s} can represent any two-dimensional shape which we refer
to as thegeneralisedset. The polar parametrisation{r, θ} is limited to thestar-shapedset where all boundary points
of a shape are visible fromxc.

3.1 Langevin models

Langevin models describe the dynamics of a time dependent state vectorv(t) as a stochastic process. The models are
characterised by a deterministic partA(v(t)) known as thedrift function and a stochastic partB(v(t)) known as the
diffusionfunction. The generalised Langevin equation is given by

dv/dt = A(v(t)) + B(v(t))ω(t), (1)

whereω(t) is uncorrelated, time dependent noise with zero mean. Langevin models assume a Markov property, en-
coded in thetransition densityPr(v(t)) = Pr(v(t)|v(t−∆t)), where∆t is a constant delay parameter. The transition
density evolves according to a Fokker-Planck equation. Thefirst and second conditional moments in the Fokker-Planck
equation, denotedD(1) andD(2), relate to the Langevin drift and diffusion functions by

A(v(t), t) ∼ D(1)(v(t), t)/∆t and B(v(t), t) ∼ D(2)(v(t), t)/
√

∆t . (2)

Training a Langevin model involves finding parametric functions for the driftA(v(t),a) and diffusionB(v(t),b),
wherea andb are parameter vectors, by choosing functional forms and estimating the parameters from training data.

Generative Langevin models approximate the time evolutionof the state vector as the limit of a stochastic difference
equation (SDE). A Langevin SDE has the form

dv(t) = A(v(t))dt + B(v(t))ω(t) (3)

where dt is an integration time step, which can be solved numericallyby stochastic integration using the explicit
Euler-Maruyama scheme

v(t + dt) = v(t) + dt A(v(t)) +
√

dt B(v(t))ω(t). (4)

3.2 Gaussian Process models

A Gaussian Process treats a time series as aN -dimensional random vector of outputsv = {v0, . . . , vi, . . . , vN−1}
corresponding to inputs at discrete time pointst = {t0, . . . , ti, . . . , tN−1}. The output at timeti has an associated
probabilityPr(vi|ti), which follows a normal distribution and the vector of outputs has a multivariate normal distri-
butionv ∼ NN(µ,Σ(v,v)), whereµ is a discrete mean function andΣ(v,v) is theN × N matrix of covariances
ε(vi, vj) between pairs of outputs. Each covariance is a function of the corresponding inputsε(vi, vj) = f(ti, tj)
wheref is a kernel function. The mean functionµ and the covariance functionε(vi, vj) completely define a Gaussian
Process [6].

Training a GP involves fitting a discrete functionµ and a parametric kernel functionε(vi, vj ,a) to training data, where
a is a vector of parameters. Ideally the functions and parameters are estimated together by Bayesian model selection [6].
It is however common to choose a sensible mean function and form of the covariance kernel, and the task reduces to
estimating the parametersa.

Generating a series from a Gaussian Process is equivalent todrawing a random vector of outputsv′ from the prior
distribution. This involves solving

v′ = µ + Az, (5)

whereA is the Cholesky decomposition ofΣ(v,v) andz is aN -dimensional vector of values drawn fromN (0, 1).
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4 SSMs in Supervised Contouring Frameworks

Components common to Langevin and GP SSMs are a scale parameter and an image observation model. Starting with a
series derived from a training contour, we take the centrer̄ of the occupied state space and subtract this from the whole
series, translating it into azero-mean field, and separately storēr as the scale parameter. Next, we define an observation
model in the time series framework, given here for the star-shaped case. Given an estimate of the region centrex′c, we
sample the image gradient along the radial vector atθi. We fit a Gaussian modelg(r) to the radial profile of gradient
magnitude, giving the mean̂gi and standard deviationσg

i . More details on constructing the observation model can be
found in [7] Repeating for allθi ∈ θ gives the observation modelD = {ĝ, σg}. Sections 4.1 and 4.2 present Langevin
and GP SSMs using the general time series notationr(t), and demonstrate for the polar parametrisationr(θ).

4.1 Langevin SSMs

We train a Langevin model by adapting the method in [8] to learn fromM seriesrm, m = 1 . . .M , created as above.
We divide the range{rmin, . . . , rmax} of the whole training set into bins of equal width∆r centred on discrete valuesrn.
For thenth bin, we identify all points on all series for which|r(t) − rn| < ∆r/2. We then construct a histogram of
radii at the displaced positionsr(t + ∆t) from all these points, allowing wrapping of the closed boundary, to obtain an
approximation of the transition densityPr(r(t + ∆t)|r(t) ∈ rn ± ∆r

2 ), which we model with a normal distribution by
estimating the meanµn and standard deviationσn. Repeating for all bins gives a discrete approximation of the drift
and diffusion functions

A(rn(t)) = µn − rn and

B(rn(t)) = σn wherern ∈ {rmin, . . . , rn, . . . , rmax}.
(6)

Finally, choose simple parametric drift and diffusion functionsA(r(t),a) andB(r(t),b) and use a Levenberg-Marquardt
routine to estimate parametersa andb that best fit the discrete estimations. We find that exponential, quadratic and
polynomial functions work well in practice. We choose the function with the lowestχ2 error to model a given region
type with a given contour parametrisation. Figure 1 shows examples of trained Langevin models.
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Figure 1. Drift/diffusion functions (a)/(b) for liver tumours with generalised parametrisation and (c)/(d) for MS lesions
with star-shaped parametrisation.A2 is 5th order polynomial,B1 is constant,A3 is exponential andB3 is cubic.

We derive a ’score’ for unseen shapes from the log of the jointconditional probabilities. The score is given by

SLAN =
1

N

(

log Pr(r(t0)) +

[N−1
∑

i=1

log Pr(r(ti + ∆t)|r(ti),a)

]

+ log Pr(r̄)

)

. (7)

Next we modify the Euler-Maruyama scheme (4) for shape generation in polar coordinates

r(θi+1) = r(θi) + dθ A(r(θi)) +
√

dθi B(r(θi))ω(θi) + ∆x cos(θi) + ∆y sin(θi), (8)

where{∆x, ∆y} allow uncertainty on the estimate of the region centrex′c, which we build into a further adaptation of
the Euler-Maruyama scheme. We combine equation (8) with a boundary tracking algorithm in polar coordinates. The
algorithm repeats the SDE solution several times at a given stepθi+1, which draws several samples from the transition
densityPr(ri+1|ri,a,b). This forms the prior distribution in a particle filtering algorithm that is otherwise similar to
that in [9]. The algorithm uses factored sampling to computeposterior densities

Pr(ri+1|a,b,D) ∝ Pr(ri|a,b,D) × q(ri+1|ri,a,b)× l(D|ri+1), (9)

whereq(ri+1|ri,a,b) = N (ri − A(ri+1,a), B(ri+1,b)) is the shape prior arising from equation (8) andl(D|ri+1)
is a data likelihood term derived from the radial profile model above. For a given{∆x, ∆y} we solve equation (9),
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terminating when a series ofN radii forms a closed loop with negligible discontinuity. Werepeat for severalx′c drawn
fromN2(x

′

c, σc) where the varianceσc models the uncertainty onxc. We weight each hypothesis by equation (7) and
estimate the maximuma-posteriori(MAP) solution by factored sampling.

4.2 Gaussian Process SSMs

We present a general GP model using a periodic kernel function ε(ti − tj ,a) = exp[−a sin2((tj − ti))], with a single
free parametera related to the length scale of correlation. We use a constantmean function for rotation invariance.
To train the GP model we estimate kernel parameters using Markov Chain Monte Carlo (MCMC) methods. Starting
with M training series, we seek the parametera that maximises the joint probability density functionPr(r1:M |a). For
convenience we take the sum of the log probabilities

∑M

m=1 Sm
GP where

Sm
GP =

N

2
log(2π)− 1

2
log(|Σ(a)|) − 1

2

(

(rm − µ)T Σ−1(a)(rm − µ)
)

+ log Pr(r̄). (10)

We constrain the generative model by treating the radial profiles inD asnoisy observationsand using these to condition
the prior following the description in [6]. This yields the posterior covariance matrixΣpost replacingΣ in equation (5).
Finally the MAP solution is given by the posterior meanµpost which we calculate analytically. As in the Langevin
case we repeat for several centre point estimatesx′c, scoring each solution by (10) and selecting the final contour by
factored sampling. Gaussian Process SSMs incorporate a novel method of supervision that works directly with the
model. The user marks a point on the region boundary missed bythe contour. The polar coordinates of such a point
define a low-noise observation that further conditions the prior model.

5 Experiments

We perform user trials to test the segmentation frameworks and evaluate the SSMs for the chosen applications of
liver tumour and MS lesion contouring. We start with 241 star-shaped training contours from manual liver tumour
segmentations [10] and 1307 from MS lesions. We remove threetest contours from each set and train SSMs on the
remaining contours. We use the test contours to create synthetic images by assigning different greylevel histograms
inside and outside a contour, then smoothing the result witha3× 3 pixel averaging kernel (figure 2). In the case of MS
lesions we also use the PD weighted MR images from where the training data were extracted.

(a) (b) (c)
Figure 2. Synthetic liver tumour (a) and MS lesion (b) and MRI MS lesion(c). White lines are ground truth boundaries.

To isolate the role of the shape priors we compare each framework with a second version, where the learned shape in-
formation is replaced with anormalprior. In the Langevin case we replace drift and diffusion functions with stationary
transition densitiesN (0, 1). In the GP case we replace the covariance matrix with theN ×N identity matrix.

We asked 10 volunteers to delineate the 9 regions in a randomised sequence, using both tools with learned and normal
priors. Segmentation comprises two stages of initialisation by choosing a centre pointxc, which the user can change
until satisfied, and post-editing. In the Langevin framework, post-editing involves ’dragging’ contour points onto the
region boundary. In the GP framework, users can mark boundary points as low-noise observations (section 4.2) and the
updated model is displayed in real-time. We evaluate the SSMs in terms of user demand, accuracy and variability, and
perform paired-samples T-tests to identify significant differences between a tool used with learned and normal prior.

Table 1 reveals the benefit of the shape priors to the useability and accuracy of the interactive tools segmenting liver
tumours (LT) and multiple sclerosis lesions (MS). We measure useability by the number of interactionsNint, where one
interaction is a contour point ’dragged’ for the Langevin SSM or a boundary point selected for the GP SSM. We also
measure the difference between an initial contour and the same contour accepted after post editing, by the Hausdorff
distancedH . We take the meanNint anddH over 10 users and compare a tool using learned and normal priors. In all
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cases the learned shape prior leads to improved useability,with significant improvement for synthetic liver tumours and
all region types with the GP SSM. We also counted the number oftimes a user repeats an initialisation before accepting
or editing a contour. The learned shape priors lead to a significant reduction in this number for all region types for both
Langevin and GP SSMs. We measure accuracy by the similarity between a segmentation and the ground truth, using
the overlap measure of the Dice similarity coefficient (DSC)and the the boundary-based similarity measure of the mean
minimum distance between contours (MMD). In most cases the learned shape prior leads to improved useability. Both
tools show significant improvement when segmenting MRI MS lesions and the GP tool shows significant improvement
for synthetic liver tumours.

Measure Prior
Langevin SSM Gaussian Process SSM

synth. LT synth. MS MRI MS synth. LT synth. MS MRI MS

use.

Nint

normal 16.08±6.45 8.68±2.71 11.58±5.62 9.88±3.08 3.66±2.34 4.23±1.81

learned 10.52±5.90? 8.18±3.90 10.25±3.93 4.93±1.96? 2.43±1.55? 2.73±1.30?

dH

normal 6.20±1.27 3.01±0.43 2.81±0.48 4.26±0.91 1.62±0.50 1.98±0.35

learned 4.41±1.47? 2.76±0.73 2.77±0.70 3.69±0.74? 1.54±0.58 1.88±0.49

acc.

DSC
normal 0.96±0.01 0.87±0.02 0.80±0.02 0.93±0.01 0.85±0.01 0.76±0.04

learned 0.96±0.01 0.88±0.02 0.80±0.02 0.95±0.01? 0.86±0.02 0.78±0.04?

MMD
normal 0.77±0.13 0.63±0.15 1.23±0.04 1.37±0.13 0.73±0.08 1.47±0.05

learned 0.79±0.13 0.63±0.11 1.15±0.05? 1.09±0.14? 0.70±0.11 1.38±0.07
Table 1. Differences in useability (use.) and accuracy (acc.) between segmentation with and without learned shape
priors, where? indicates significant improvement for the learned priors.

We also measure the inter- and intra-operator variability by the similarity between the contours created for the same
region by one user on two occasions, and by two separate users. The learned shape priors do not reduce variability,
which reflects the level of user control in post editing.

6 Conclusions and Future Work

We have designed mid-level, global shape priors for applications lacking high-level shape similarity or correspondence
points, and shown them to improve the useability and accuracy of supervised contouring tools. In terms of segmentation
variability, the benefits of the shape prior are overriden bythe high level of user control in each framework means.
Future work will extend the GP model to use novel kernels specific to different applications, and generalise the models
for the case of arc-length parametrisation{r, s}. We also expect the discriminative models to benefit other tasks in
medical image analysis. Equations (7) and (10) could be usedto regularise general ACMs, image registration and
reconstruction algorithms, or could be used in shape classification and object detection.
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Abstract.
Until recently, the alveolar region could not be investigated in vivo. A novel technique, based on confocal mi-
croscopy, can now provide new images of the respiratory alveolar system, for which quantitative analysis tools must
be developed, for diagnosis and follow up of pathological situations. In particular, we wish to aid the clinician
by developing a computer-aided diagnosis system, able to discriminate between healthy and pathological subjects.
This paper describes this system, in which images are first characterized through a 120-feature vector then clas-
sified by a Support Vector Machine (SVM). Experiments conducted on smoker and non smoker images show that
the dimensionality of the feature vector can be reduced without decreasing significantly classification accuracy, and
thus gaining some insight about the usefulness of features for medical diagnosis. These promising results allow us
to consider interesting perspectives for this very challenging medical application.

1 Introduction

The lungs are divided into two anatomic and functional regions: (i) the air conduction system, that includes the trachea,
bronchi, and bronchioles, and (ii) the gas-exchange region, made of alveolar sacs. These sacs are made up of clusters
of alveoli, tightly wrapped in blood vessels, that allow for gas exchange. Whereas the conduction airways can be
explored in vivo during bronchoscopy, the alveolar region was until recently unreachable for in vivo morphological
investigation. Therefore, the pathology of the distal lung is currently assessed only in vitro, using invasive techniques
such as open lung biopsies. No real time imaging was available.

Recently, a new endoscopic technique, called Fibered Confocal Fluorescence Microscopy (FCFM), has been developed
that enables the visualisation of the more distal regions of the lungs in vivo [7]. The technique is based on the principle
of fluorescence confocal microscopy, where the microscope objective is replaced by a fiberoptic miniprobe, made of
thousands of fiber cores. The miniprobe can be introduced into the 2 mm working channel of a flexible bronchoscope
to produce in vivo endomicroscopic imaging of the human respiratory tract in real time. Real-time alveolar images
are continuously recorded during the procedure and stored for further analysis. This very promising technique could
replace lung biopsy in the future and might prove to be helpful in a large variety of diseases, including interstitial lung
diseases [8].

In this context, a clinical trial is currently being conducted that collects FCFM images in several pathological conditions
of the distal lungs and on healthy smoker and non-smoker volunteers. The images are selected from the in-vivo
alveoscopy database by two medical experts. By definition, we exclusively term normal the images obtained from the
healthy volunteer group. Images classified as pathological are selected from the image database only if (i) they were
obtained from a patient with PID and (ii) the image was obtained from a lung segment that appeared abnormal on the
chest CT Scan. FCFM images represent the alveolar structure, made of elastin fiber (Figure 1), with an approximate
resolution of 1 µm per pixel. This structure appears as a network of (almost) continuous lines. This elastic fiber
framework can be altered by distal lung pathologies and as one can see on Figure 1, images acquired on pathological
subjects differ from the ones acquired on healthy subjects.

The great complexity of these new images justifies the development of reproductible software tools for computer aided
diagnosis, that enables automatic image description for diagnosis and follow up of pathological situations. The aim of
the study is to conceive and develop methods for automatic analysis of FCFM images, so as to discriminate healthy
cases from pathological cases. Since the images recorded within the alveolar regions of the lungs have not been very
well described so far, we also wish to provide the clinician some insight about image characteristics that can help
the diagnosis. In order to perform analysis and classification, the system relies on 188 annotated images acquired
during the clinical trial, coming from both healthy (93) and pathological (95) cases. These latter cases include diverse
interstitial pathologies: fibrosis, histiocytosis, proteinosis, systemic sclerosis and sarcoidosis.

∗Caroline.Petitjean@univ-rouen.fr
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Figure 1. FCFM images of three healthy cases (left) and three pathological cases (right)

The remaining of this paper is organized as follows: our classification method is described in Section 2, and results and
discussion are provided in Section 3. Section 4 concludes and draws some perspectives for this work.

2 Image classification method

As usual in data classification methods, our system includes a feature extraction step and a classification step [3].

2.1 Feature extraction

Features must be chosen to allow the discrimination between healthy and pathological subjects. As shown in Figure 2,
some images present difficulties where pathological cases can be visually misclassified for healthy ones and vice versa.
Because of the novelty of the images and the visual misclassification possibilities, the choice of features is critical.

Figure 2. Difficult cases in FCFM images: two healthy subjects (left) and two pathological subjects (right)

Several general characteristics can be observed from the visual analysis of the images. As shown in Figure 1, the
alveolar structure in healthy subjects can be described as contrasted continuous lines and curves. On the opposite, in
the pathological subset, the disorganization of the meshing is illustrated by the numerous irregularities and the tangle
of the fibered structures. Differences are mostly visible for the structure shape, image texture and contrast implying
that numerical features must therefore be chosen among the ones that best describe the visual differences from these
three points of view.

The structure contrast can be characterized by studying first order pixel gray level distribution and computing pixel
densities. Because structures also show local differences, local parameters are computed on subwindows of the image.
Subwindows are obtained by dividing by 4 the image height and width (Figure 3). Features characterizing the image
contrast are (i) first order statistics on global and local histogram: mean, variance, skewness, kurtosis, entropy, (ii)
global and local pixel densities obtained on binarized images using Otsu thresholding, (iii) the sum of the image
gradient values, obtained using Prewitt operator. We could suppose that pathological images will have high values for
densities, since a large number of pixels having high value cover a large part of the image.

The complexity of the structure shape can be characterized by studying the image skeleton. After skeletonization [2]
obtained on the binary image, the number of junction points is computed. One can suppose that on clearly organized,
healthy images, this number will be small, contrary to pathological images where the meshing mess will induce a
higher number of points.

The image texture can be characterized by Haralick parameters computed from cooccurrence matrix [5]: energy,
contrast, homogeneity, correlation, along 4 directions (0 ˚ , 45 ˚ , 90 ˚ , 135 ˚ ).

A total of 120 features are computed, as shown in Table 1.
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Figure 3. From left to right: original FCFM image, 16 subwindows, binarized image, skeleton on binarized image

Table 1. Features used to characterize FCFM images
Features Number

Global histogram statistics 5
Local histogram statistics 80

Contrast Density 1
Local densities 16

Sum of image gradient 1
Shape Number of junction points in skeleton 1

Texture Haralick parameters 16
Total 120

2.2 Classifier

On the previously cited features several standard classifiers are implemented. First a 1-Nearest Neighbour (1-NN)
classifier, which allows to assess the discriminating power of the features. Due to the high computational cost of the
1-NN classifier, we also implemented a Support Vector Machine (SVM) classifier on our features [9]. SVM is one of
the most performing and most used classification algorithm. The support vector machine classifier is a binary classifier
algorithm that looks for an optimal hyperplane as a decision function in a high-dimensional space. A classical choice
for the kernel is the cubic polynomial kernel.

In order to improve the prediction performance of the classifier, and to provide faster and more cost-effective decision,
variable selection [4] can be used. It can also provide a better understanding of which visual features discriminate the
data. Support Vector Machine -Recursive Feature Elimination (SVM-RFE) is one way to perform variable selection [6].
The goal is to find a subset of size r among d variables (r < d) which maximizes the performance of the predictor.
The method is based on a sequential backward selection. One feature at a time is removed until r features are left. The
removed variables are the ones that minimize the variation of the margin.

2.3 Experimental protocol

Because of the large difference between non-smoker and smoker images, experiments have been conducted separately
on those two groups. Indeed, alveolar fluorescence imaging in smokers dramatically differs from imaging in non-
smokers. Whereas FCFM exclusively images the elastin framework of the alveolar ducts in non-smokers, in smokers,
tobacco-tar induced fluorescence allows to observe the alveolar walls and the presence of macrophages (cells which
digest cellular debris), as shown in Figure 4.

Two databases are used for our experiments. Database1 (see Table 2) is used (i) to assess the discriminative power of
the feature space through a 1-NN classifier and (ii) for learning for the SVM with feature selection. Because of the
relatively small number of non-smoker and smoker images, a leave-one-out cross validation process is used, which
ensures unbiased generalization error estimation. It consists in extracting one sample image from the image base
for validation, the rest of the base being used for learning. Recognition rate is computed over all the samples. This
cross-validation process is used for 1-NN, SVM and SVM-RFE classification.

To assess final performance of our automatic classification system, we use a database of unseen images, from both
smoker and non-smoker, healthy and pathological subjects, denoted Database2, as shown in Table 2.
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Macrophage

Figure 4. FCFM images of smoker, pathological (left) and healthy (right) cases. Notice the presence of macrophages.

Table 2. Number of non-smoker and smoker images in Database1 and Database2
Non-smoker Smoker

Healthy 35 58
Pathological 43 52

Total Database1 78 110

Healthy 10 28
Pathological 30 10

Total Database2 40 38

3 Results

The SVM classifier and SVM-RFE based feature selection [6] are implemented using the SVM and Kernel Methods
Matlab Toolbox [1]. The system performance is assessed with correct classification rate and error rate.

Results obtained on Database1 Results obtained with the 1-NN classifier are shown in Table 3. Let us recall that
the 1-NN classifier is used here to assess the discriminative power of the feature set. As one can see in Table 3, the
feature set seems to be better adapted to the discrimination of healthy/pathological non-smoker images. This can be
explained by the presence of macrophages and smoke trapped in the alveolar walls in smoker images. Indeed, as one
can see in Figure 5, the line network is hidden behind macrophages, making it difficult to characterize the structure.
Still, recognition rates of 87% and 80% indicate that room for improvement is left with this feature set.

Table 3. Results obtained on Database1 provided by 1-NN classifier
Non-smoker Smoker

Database1
Recog. rate 87% 80%
Error rate 13% 20%

Results obtained with the SVM and SVM-RFE are shown in Table 4. Thanks to feature selection, the number of
features, initially 120, drops down to 11 for non-smoker images, and 7 for smoker images. Not surprisingly, the
recognition performance achieved by the leave-one-out SVM-RFE are near 100% (i.e. 99% for non-smokers and 98%
for smokers), since one can consider that this wrapper-based feature selection has been performed on the training
database. The selection of relevant variables allows to gain some insight about the usefulness of features: the most
discriminating ones are features computed from co-occurrence matrices, local densities, and local histogram statistics,
which highlights the importance of local, contrast-based differences between healthy and pathological subjects.

Results obtained on Database2 To assess the final performance of our classification system, SVM in 120-feature space
and SVM in reduced feature space (11 for non-smoker subjects and 7 for smoker subjects) are compared on Database2
(see Table 4). Let us recall that this database includes images that have not been seen during training. Therefore, one
can consider that results obtained on Database2 are somehow predictive of the behaviour of our classification system.
One can also observe that classification accuracy has not been significantly decreased (even increased for non-smoker

102



Figure 5. FCFM images of a smoker with pathology, showing how the line network is hidden behind the macrophages.
Network is manually highlighted by an expert on the right image.

Table 4. Results obtained on Database1 and Database2 provided by SVM and SVM-RFE classifier
Non-smoker Smoker

SVM SVM-RFE SVM SVM-RFE
Feature number 120 11 120 7

Database1
Recog. rate 88% 99% 93% 98%
Error rate 12% 1% 7% 2%

Database2
Recog. rate 75% 78% 87% 84%
Error rate 25% 22% 13% 16%

images) while greatly reducing the size of the feature space, thus bringing some new interesting future work about the
representation of FCFM images.

4 Conclusions

The present work deals with the classification of a new category of images from the distal lung. The images were
acquired using a fibered confocal fluorescence microscopy, a technique that enables the observation of in vivo alveolar
structures for the first time. Such images are not well described so far and are difficult to discriminate by pathologists
and respiratory physicians. Our classification system, that aims at discriminating healthy cases from pathological ones,
shows satisfying performance for non-smoker and smoker images. However, the current database should be extended
to confirm these results. Because the clinical trial is ongoing, this will be feasible in the near future. Future work
will concern rendering the process real-time, so as to aid the clinician during examination in real time. Classification
methods could also give information about which part of the image is the most discriminant or which part of the
structure might be more altered by pathologies. A future goal will also be to discriminate between different pathologies:
interstitial lung diseases (abestosis, systemic sclerosis, fibrosis, sarcoidosis), carcinomatous lesions etc.
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A Comparison of Two Random-Sampling Approaches to Spectral
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Abstract. There is increasing interest in applying spectral clustering (SC) algorithms to classification problems in
medical imaging. These techniques model pair-wise voxel similarity relationships to generate feature eigenvectors
which capture complex clustering structure but naı̈ve implementations are computationally impractical for real ap-
plications. In previous work we described a more efficient approach to SC using stochastic sampling and sparse
matrix methods. An alternative stochastic sampling approach, the Nyström Extension, solves a reduced eigenvector
problem and applies a formal interpolation strategy to generate spectral features from the reduced eigenvector set.
In this paper we show that these methods are distinct and have different properties. We compare and contrast SC
using both approaches applied to classification problems in simulated and real medical images.

1 Introduction

Medical image analysis has benefitted from classification techniques for many years [1]. The most common applica-
tions are to extract different tissue types using features based on scalar or vector (multi-modal) voxel intensities. In
some common applications such as brain-tissue classification, purely data-driven schemes have mostly been replaced
by those with prior knowledge, either expressing probabilities of neighbouring tissue types or tissue probability as a
function of spatial location (e.g. FAST [2]). However, most techniques still feature a data-driven initialisation and
where good models do not yet exist, data-driven classification may be the only technique available.

Recently a new class of data-driven classification technique, Spectral Clustering (SC) [3], has attracted interest. Unlike
some of the most common techniques, (e.g. k-means), SC models the interactions between all pairs of data-points in
the ensemble. It moves away from the “point-to-cluster” analysis of simpler techniques and instead performs a “point-
to-point” analysis. A detailed connectivity map is used to generate new features for each point from an eigenvector
analysis; a powerful theoretical framework [3] motivates the use of these features for clustering. As we described in
recent work [4] this pair-wise analysis quickly becomes impractical for 3D medical images with number of voxels, n,
∼ 1E6. Our solution was to adopt a stochastic sampling (SS) approach where only m << n pair-wise interactions
are analysed for each voxel leading to a much reduced feature-generation problem. Our approach was motivated from
the theory of SC and in particular how the connectivity properties of the data define the resulting spectral features. An
alternative approach to SS is the so-called Nyström Extension (NE) [5] where eigenvectors obtained from a reduced
data-set are interpolated to approximate those obtained from the full data-set.

Spectral Clustering algorithms using SS or NE have superficial similarities as both use random sampling and solve a
reduced problem to generate features for classification. In this paper we consider the operation of both methods to show
that they are distinct, and perform an empirical evaluation of their performance in a well-defined clustering problem.

2 Methods

2.1 Spectral Clustering

We present a very brief summary of the mechanics of SC for tissue classification and refer the interested reader to [3] for
more detail. Spectral Clustering builds two matrices which together describe the similarities between all voxels. The
weights matrix, W is the n×n symmetric matrix of pair-wise voxel-similarities. The degree matrix D is the n-diagonal
degree matrix formed from the row or column sums of W and summarises the voxel-to-ensemble relationship. These
two matrices are combined to form the matrix representation of the Graph Laplacian which is symmetric, positive
semi-definite with smallest eigenvalue equal to 0; in this work we use the simplest form of the Laplacian, L = D−W.
To construct spectral features, the eigenvectors associated with the next k smallest eigenvalues of L, are written into an
n×k matrix F. Spectral features associated with the ith voxel, are taken from the ith row of F. The final classification
is obtained by clustering the spectral features using standard techniques such as k-means. The number of feature
components, k, is usually related to the number of expected clusters, nc.

∗Email: bill.crum@iop.kcl.ac.uk
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2.2 Stochastic Sampling

In [4] we described the Stochastic Sampling (SS) strategy for SC. Briefly, for each of the n voxels in the clustering
problem, m other voxels are chosen randomly and the m pairwise similarities computed. Eigenvectors are then com-
puted directly from the Laplacian using sparse-matrix techniques [6]. The justification for this approach is that useful
spectral features are defined by the global connectivity properties of the underlying clusters in the ensemble rather
than the detail of that connectivity. Provided this global connectivity is captured by the sparse-sampling procedure,
suitable spectral features will be generated. Random graph theory suggests that a sparsely sampled Laplacian matrix
will “almost-always” be connected for m ∼> log n meaning m ≥ 20 is a safe choice for n ∼> 1 million [3].

(a) Stochastic sampling (b) Original Nyström sampling. (c) Nyström sampling after rearrangement

Figure 1. Schematic showing the sampling procedure in the similarity matrix, W, for the Stochastic Sampling and
Nyström Extension methods. The sampling density has been exaggerated for illustration. See text for further details

2.3 Nystrom Extension

The Nyström Extension (NE) is a well-known method for eigenvector interpolation applied to SC problems in [5]. In
the NE method, m voxels are chosen randomly and their pairwise similarities with each other and the other n − m
voxels are recorded (Figure 1(b)); the resulting Laplacian is connected by construction since each voxel is either one of
the m selected or is connected to one of the m selected. In practice, W is reordered to place the m fully-sampled rows
and columns in a block (Figure 1(c)) to facilitate matrix sub-block manipulation. The justification for this approach is
that spectral features in the fully-sampled case are derived from the eigenvectors of the Laplacian. The NE approach
formally generates approximations to these eigenvectors by interpolating those obtained from the reduced problem.

2.4 Comparison of SS and NE Approaches

It is immediately apparent that SS and NE sampling strategies are not equivalent. In general a SS similarity matrix
cannot be reordered to form an NE matrix because the latter has m fully sampled rows and columns; the SS similarity
matrix generally has no fully-sampled rows or columns. This is a consequence of choosing a single random set of m
voxels in the NE approach but choosing n independent random sets of m voxels in the SS approach. This leads to very
different representations of connectivity. Assuming that all sampled voxel pairs have similarities > 0, then any voxel in
the NE representation is at most two steps away from any other voxel (since all voxels are compared to the m random
samples). In the SS representation voxels will generally be separated by more steps (for 1E6 voxels with m = 30 the
average separation ∼ 4 steps).

3 Experiments and Results

3.1 Experimental Data and Evaluation Methods

For the comparison of methods we return to the well-understood and well-characterised example of brain-tissue clas-
sification used in [4]. For intial parameter selection and sample-number studies, we used the MNI BrainWeb 1 digital
brain phantom T1-weighted (T1w) and T2-weighted (T2w) 1mm isotropic voxel images [7]. For a broader accuracy
test in simulated data we used 10 subjects chosen at random from the 20 available BrainWeb simulations of normal

1http://www.bic.mni.mcgill.ca/brainweb
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brains [8]. In both cases the brain and cerebral-spinal-fluid (CSF) were extracted from background to leave nc = 3 un-
derlying clusters (CSF, grey-matter (GM), white-matter (WM)) and Rician noise of 2% maximum intensity was added.
For a semi-quantitative comparison we used multi-spectral 3D MRI from 10 normal volunteers acquired as part of an
imaging protocol evaluation on a General Electric 1.5T Signa HDx scanner. The images were axial T1-weighted (T1w)
MPRAGE (256× 256× 180) and T2-weighted (T2w) (512× 512× 36) corrected for intensity inhomogeneity using
N3 [9] and preprocessed using BET to remove non-brain/CSF voxels. The T2w scans were rigidly registered with the
T1w scans and resampled resulting in all scans having voxel dimensions of 0.9375 × 0.9375 × 1.2mm. To measure
overall classification accuracy and compare classifications we computed the Total Accumulated Overlap (TAO) [10]
over GM, WM and CSF. The TAO is in the range [0, 1] which reduces to the standard Dice overlap for a single label
comparison but allows the overall agreement of multiple labels to be summarised by a single index.

3.2 Parameter Sensitivity and Stochastic Consistency in the BrainWeb Digital Phantom

There are two key parameters common to both schemes. The similarity function used to compare voxel-pairs is sij =
exp (−x2

ij/p2) where xij is the Euclidean intensity distance between voxels i and j and sij is parameterised by p, a
scalar/vector for single-/multi- images respectively. The second shared parameter is the number of random samples,
m.

(a) T1w Image (b) T1w and T2w Image

Figure 2. Classification accuracy of SS and NE as a function of intensity similarity parameter in the BrainWeb digital
phantom

From previous experience with SS, we set the number of samples high at m = 40 and compared the sensitivity of the
classification accuracy to the intensity parameters p2

1 and p2
2 associated with the T1w and T2w images respectively.

We chose suitable values for p1 from experiments using the T1w image (intensity range [0, 4500]) alone and then
evaluated the performance in multi-channel classification using T1w and T2w images with fixed optimal p1 and varying
p2. Figure 2(a) shows how the classification accuracy is a stronger function of p1 for NE than SS but that peak
accuracy is similar. Figure 2(b) shows similar behaviour for multi-channel data. We chose p = (1000, 1000) (SS) and
p = (3000, 4500) (NE) for the next experiment.

We then varied the number of random samples m = {20, 30, 40} and ran the classification repeatedly using the previ-
ously selected values for p. It can be seen in figure 3 that the NE approach consistently results in higher classification
accuracy than the SS approach but also has higher variability too. For the two-channel classification experiment, the
variability is more pronounced in NE, particularly for low numbers of samples.

3.3 Classification Accuracy in 10 Simulated Normal Brains

We applied SS and NE Spectral Clustering and the standard method, FAST [2], to the 10 T1w BrainWeb normal subjects
and assessed the classification accuracy as before (figure 4). This is a comparatively straight-forward classification
problem and the results are comparable across all techniques with the exception of case 45. We further examined the
SS result for this case and found that the k-means clustering of the spectral features had not converged to 3 distinct
clusters. We repeated the classification of this subject with all parameters the same as before (including the random-
number initialisation), but increasing the number of k-means random initialisations from 25 to 50. The TAO for this
case then increased to 0.90 showing that the original spectral features had captured the cluster-structure of the data but
the subsequent k-means clustering of spectral features had reached a local optima.
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(a) T1w Image (b) T1w and T2w Image

Figure 3. Classification consistency for repeated independent applications of Spectral Clustering with Stochastic
Sampling and the Nyström Extension in the BrainWeb digital phantom

Figure 4. Classification accuracy in 10 simulated normal subjects using FAST, SS and NE

3.4 Comparison in Real Data

We applied SS and NE to the T1w images of 10 normal subjects. The similarity parameters, p1 and p2 were expressed
as fractions, q = {1, 2, 3}, of the mean intensity of foreground voxels. We assessed consistency within-technique by
computing the TAO over all 10 subjects and all 3 q-values. We assessed consistency across-technique by computing
the TAO over all 10 subjects for each of the 6 combinations of q-values. The within-technique TAO for SS/NE in T1w
images was 0.95/0.58. The lower consistency for NE is can be partially attributed to outright classification failures
(Figure 5). The highest across-technique TAO was 0.83 for q-values for SS/NE of 3/1. The results for T1w+T2w
images were similar: within-technique TAO for SS/NE was 0.93/0.33 with highest across-technique TAO 0.79, again
for q-values for SS/NE of 3/1. These results are consistent with section 3.2

4 Discussion

We have investigated the differences between two methods of classification using Spectral Clustering with reduced
sampling and have obtained good results with very low numbers of samples compared to solving the full problem.
There is clearly an interaction between the number of samples used and the expected number and size of clusters.
Small clusters are more likely to be poorly represented when few samples are used and the relationship of sample to
cluster size will be investigated in future work. The techniques summarise the connectivity of the data in markedly
different ways. The Nyström Extension method produces higher accuracy classifications in simulated data but is less
stable with respect to parameter choice. In practice we also found that NE occasionally resulted in outlier values in
some spectral features and/or spectral features which resulted in spurious clustering. Here, we deleted outliers and
excluded clusters of size less than 1/nc% of the input volume during the k-means phase. For our implementation, SC
with NE is approximately 4 times faster than the SS equivalent. However, while promising in terms of computational
efficiency, the stability and consistency of SS with NE warrants further investigation.
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(a) T1w Classification: left/right = q = 1/3, top/bottom =
NE/SS

(b) T1w and T2w Classification: left/right = q = 1/3,
top/bottom = NE/SS

Figure 5. Classification examples in a single subject using Stochastic Sampling and the Nyström Extension. Note that
in both cases NE with q = 3 is a classification failure. See text for further details.
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Segmentation of the Left Ventricle in SPECT by an Active Surface
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Abstract. We present a method for the semi-automatic, model-driven segmentation of the Left Ventricle (LV) in
cardiac SPECT data. Accurate segmentation of the LV allows computation of quantities that describe the degree of
a perfusion defect. A 3D surface is initialised in the dataset and deforms to fit the shape of the LV. The model is
chosen from a small number of prototypes. The behaviour of the dynamic model is controlled by an Active Surface
which is simulated by using the Finite Element Method. Segmentation results were obtained for nine datasets for
which a manual segmentation by an expert existed. Results show a good agreement with the manual segmentation
with an average of the mean contour distance of 0.24 voxel.

1 Introduction

Heart diseases like myocardial infarcts are common causes of death in the western world. To find and evaluate heart
defects, nuclear medicine imaging techniques such as SPECT are used. SPECT as a three-dimensional functional
imaging technique may be used to show the amount of perfusion in the parts of the Left Ventricle (LV). The volume of
the non-perfused tissue of the LV indicates severity of the malfunction.

To perform a quantitative perfusion analysis, it is necessary to incorporate anatomical knowledge into the functional
data in terms of a segmentation of the LV. This is challenging because of the poor image quality in SPECT with its
low spatial resolution and its low signal-to-noise ratio. Furthermore, clinically relevant datasets have perfusion defects
at different positions of the LV. These defects are visible as low-intensity gaps in the images, but have to be included
in the segmentation. Hence, we use a deformable model for segmentation that represents the shape of the LV and is
registered with the SPECT data.

The deformable model contains the necessary anatomical knowledge to evaluate the relation between perfusion and
anatomy. Starting from an initial shape that is positioned near to the true solution, the model is adapted to the data. We
choose a surface model that represents the shape of the wall of the LV.

2 Related work

There exists a lot of literature about the segmentation of the LV in medical imaging data. However, most research has
been done in the field of high resolution morphological imaging techniques like CT and MRI, as in [1–3], but only few
methods exist to segment the LV in SPECT.

Data-driven segmentations of SPECT data are not sufficient, and necessary anatomical information need to be included
in the method. Anatomical information may be supplemented either from a different modality (e.g. CT, MRI [4])
or using a mathematical model that describes the shape of the LV [5]. The challenge of the latter approach is to
restrict geometric variation to valid LV shapes while letting the model adapt to the image data. Additionally, a smooth
definition is desired as the LV is anatomically smooth.

Super ellipsoids are used to segment objects in medical imaging data [6]. Pohle et al. [5] used that method to segment
the LV in 4D SPECT data. The initial position of the ellipsoid is given by a user, and to achieve a better fit to the image
data, a free-form deformation is applied to the ellipsoid. Since the ellipsoid is only a coarse representation for the
LV, the difference between model and data is often too large to be corrected by the subsequent free-form deformation.
Furthermore, the method does not account for loss of signal in the ventricular wall due to perfusion defects.

Dornheim et al. [7] solved the segmentation problem in SPECT using a spring-mass model (SMM) that defines the
anatomic shape of the LV and is registered to the functional image data. Sensors guide the spring-mass-model through
the process. The surface nodes are attracted to the wall of the LV in terms of high intensity gradients while additional
internal mesh nodes sample high intensity values. The results are promising, but the segmentation is neither very
accurate nor smooth.

∗cmh@isg.cs.uni-magdeburg.de
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(a) XY-slice (b) YZ-slice (c)

Figure 1: The shape prototype is initialised by choosing the midpoint (m1,m2,m3) from two different views 1(a) and
1(b). In 1(c) the 3D model is displayed.

3 Method

Our method is based on a shape prototype of the LV that is iteratively adapted to patient-specific data. This is compli-
cated because the patient-related variation of the shape of the LV is quite large and the prototype needs to be fitted to
the data in the presence of noise. Furthermore, due to the low spatial resolution the ventricular wall is only a few voxels
thick. The challenge is to integrate the necessary shape variation in the method while keeping the method robust with
respect to imaging artefacts.

Our strategy is first to let the user roughly position the prototype in the data and then adapt the LV boundary locally.
Hence, we define a model of the boundary of the LV represented as a triangular mesh P = {(p1, p2, p3)}, where each
triangle is defined by its node positions x(pi). The size of each triangle roughly equals the spatial resolution of the
SPECT data. For LV detection the user selects a prototype Pj out of four existing prototypes which represent the LV
with thin/thick walls and of different size (small, large). The midpoint (m1,m2,m3) of the model is then registered
to the image data by choosing a point in the data that corresponds to the midpoint (Fig. 1). Afterwards, the LV is
approximately registered with the image data. We then propose a fine-tuning step to adapt the model to the image data
and subsequently compute an exact segmentation of the LV. The fine-tuning incorporates local shape variation of the
user-positioned model.

Our method employs an Active Surface (AS) [8] to represent the shape of the LV boundary. The AS is a three-
dimensional extension of the traditional active contour approach by [9]. Shape variation is governed by internal and
external forces. The internal forces ensure smoothness of the model reflecting the assumed smoothness of the LV
boundary. External forces guide the model to image features. Given a good initialisation, the model should then
deform into local image features. In case of a well-perfused LV local boundary features (i.e. the gradient) should be
reliable enough. Even if a part of the LV is underperfused, this adaptation should still happen since the partial volume
effect will cause the signal in this part to be higher than the background signal. The internal forces of the AS should be
strong enough to counteract adverse influences from noise and other artefacts.

The AS is implemented by a dynamic FEM similar to [8] of which its elements are given by P represent the LV
boundary (Fig. 1), i.e. the model MLV consists of n finite elements e: MLV = ∪n

i=1ei, where ei = (pi,1, pi,2, pi,2),
pi ∈ P .

The model deformation is obtained by solving the Lagrangian equations of motion,

Mü(t) + Cu̇(t) + Ku(t) = f(t), (1)

where M denotes the constant mass matrix, C denotes the damping matrix, K is the stiffness matrix and f is a vector
of external forces. The vector u describes the displacement for each node. In our case, Rayleigh damping is used for
C, and K is a function of elastic parameters which are set by the user.

External forces shall attract the nodes to relevant object features in the image. As in non-pathological cases the LV is
represented in the image data as a connected, goblet-shaped entity, whose intensity is higher than the background, high
intensity gradients indicate the boundary of the LV. The image-based external forces fext(t) are defined such that they
drag the model nodes pi towards high intensity gradients: fext(t) = δ ∇I(pi), δ > 0, where ∇ denotes the gradient
and I(pi) the intensity of the voxel corresponding to pi.
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(a) (b)

Figure 2: Schematic illustration of the external forces. 2(a) shows the section of an intensity gradient image with search
vectors q1, q2 and q3. On qi, high gradients magnitudes are searched. 2(b) shows the resulting force vector f1 and f3
in the section of an intensity image. Note that the force vector corresponding to q2 is too short to be displayed.

In our case, the search for high intensity gradients is constrained, i.e. only strong gradients in close proximity to
the current position pi are considered. Furthermore, the direction of the current surface normal and the attracting
gradient must be similar. As the initial position of the model is assumed to be close to the true LV boundary, the initial
relationship between surface normal and gradient direction should be retained throughout the deformation process.

Therefore, the external forces are not directly derived from the intensity gradient at the nodal position. Instead, the
external forces are computed as spring forces which attract the current nodal position x(pi) to a nearby optimal position
x(popt). The direction q, in which popt is searched, is constrained by the unit normal n of the triangular element that
contains the node pi. The search vector q is defined through the points qs = pi − β n(pi) and qe = pi + β n(pi).
β is defined so that |q| = 2 γ s, where s denotes the pixel spacing of the image and γ determines the length of
the search vector q (Fig. 2). The norm of the vector q is then γ voxels. The optimal model point position is then
popt = pj , j = maxpj∈q |∇I(pj)|2, where |∇I|2 denotes the gradient magnitude. To compute the intensity gradient,
trilinear interpolation is employed. The external forces are

fext(p0) = λ(x(popt)− x(pi)), λ > 0. (2)

The motion of a node is further constrained by the sign of the gradient. If sgn(∇I(pi)) 6= sgn(∇I(popt)), the node
popt is neglected and no force acts on this node. This shall prevent an adaption to the wrong side of the wall.

If external forces f = fext are known, equation (1) is solved using numerical integration [10].

The iterative deformation process stops if node displacement of all nodes goes below a predefined minimum.

The LV wall may not be found automatically because the initial position of the model is too far from the true LV
boundary. This often happens if a defect is located in the upper parts of the LV, where the wall of the LV does not
coincide with high intensity gradients. In these cases, the segmentation process may be supported by user interaction.
The user can add attracting points as interactive forces fuser similar to [9], which incorporate a user-defined spring
force. A combined force vector fc on each node then replaces f in equation (1): fc = fext + α · fuser, where α > 0
denotes the strength of the user-defined forces.

4 Results

We tested our method on nine SPECT datasets containing the LV. The datasets contained both healthy and pathological
cases. Datasets 1-3 were obtained from a heart phantom [11], datasets 4-9 contained patient data. All datasets had
an in-slice resolution of 128 x 128 pixels and 60 to 128 slices. The isotropic pixel spacing was 4.4 mm and 4.8 mm,
respectively. The images were reoriented as it is the standard procedure to analyse nuclear medicine images. Reorien-
tation rotates the dataset in such a way that the main axis of the heart is always parallel to the Y-axis in the data. Manual
segmentation provided by a medical physicist, who is experienced in the field of heart quantification, was used as gold
standard. For segmentation, the user was asked to select the most appropriate prototype from the list of 4 available
models and to place the model into the data.
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Figure 3: Segmentation results. First row: segmentation of a small LV with an appropriate model. Different slices are
shown. Second row: visualisation of the segmentation process of a long LV with thin wall.

We experimentally found the following parameter values for computing the segmentation: γ ∈ [1, 3], λ ∈ [50, 200]
(equation (2)). A value of α = 2 has been chosen to emphasise the interactive forces.

The quality of our segmentations was examined in comparison with the gold standard segmentations (G). We com-
puted:

• the Jaccard coefficient that measures the voxel-wise overlap between segment S and G: δJ = |S∩G|
|S∪G| .

• the mean contour distance between the boundaries bS and bG of S and G, measured in voxels:

δMC =
∑

s∈bS
ming∈bG

(d(s, g))+
∑

g∈bG
mins∈bS

(d(g, s))

|bS |+|bG| , where d(a, b) = |a− b|2.

• the statistical relevance that evaluates the ratio between the amount of total voxels Ntp ∈ G and the amount of
falsely classified voxels Nfp ∈ S: δR = Ntp

Ntp+Nfp
.

Our approach leads to similar results as the gold standard segmentation (Table 1). Given the appropriate prototype P ,
the segmentation was successful in all cases independent from the shape of the LV and possible perfusion defects (see
Fig. 3 for example).

Results were also compared with results from the automatic segmentation method [7] (Table 1). In all cases, the
difference was significant (p < 0.05). As expected, our method leads not only to a visual smooth segmentation result
but also to a better fit to the image data compared with the SMM.

Results of our method depend on the initial position of the AS, because it provides a local optimisation. If the shape of
the prototypes are too different from the LV in the patient data, our software allows for a scaling of the model in x/y/z
direction. All user interaction is very simple, and in most cases only placements by choosing a point (m1,m2) in a
slice (m3) of the dataset is required.

Our method is designed such that the original shape is retained while it adapts to the LV boundary, the user is respon-
sible to choose a model that represents the shape characteristics of the LV in the current image data. Strong shape
constraints are required to ensure that the model does not adapt to irrelevant nearby objects in the SPECT images.

We tested the segmentation method on a standard PC (1.86 GHz dual core CPU with NVidia GeForce graphics card).
The total computation time differs between 1 and 5 minutes which is considerably faster than a manual segmentation
(between 15 and 21 minutes, as reported in [7]), and allows for user interaction to be incorporated into the segmentation
process.
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method measure 1 2 3 4 5 6 7 8 9
δJ 0.78 0.84 0.79 0.75 0.79 0.72 0.70 0.79 0.67

AS δMC 0.19 0.20 0.22 0.21 0.30 0.20 0.21 0.23 0.42

δR 0.90 0.89 0.86 0.89 0.84 0.86 0.89 0.89 0.77

δJ 0.69 0.75 0.74 0.72 0.65 0.62 0.62 0.74 0.63

SMM δMC 0.34 0.27 0.25 0.18 0.51 0.34 0.38 0.26 0.43

δR 0.84 0.84 0.84 0.88 0.75 0.76 0.80 0.87 0.74

Table 1: Evaluation of segmentations of 9 test datasets using our method (AS) with respect to the gold standard.
Analysis of results from [7] (SMM) are shown for direct comparison.

The robustness of the method with respect to changes of parameters has also been tested. We found that changes up to
20 % of each of the parameters did not lead to deterioration of the results.

5 Conclusion

We introduced a novel approach that aims at correct and reproducible segmentations of the LV in SPECT images.
While its global shape is modelled by a prototypical initial surface, our algorithm computes a fine-tuning segmentation
to adapt the model locally to the boundary of the LV in the image. The model represents the anatomy of the LV which is
important since we are dealing with functional image data that has low spatial resolution and is corrupted by noise and
artefacts. By choosing this approach, we ensured a certain global shape and also found a locally optimal deformation
of the shape model. Perfusion defects are included in the segmentation while smoothness constraints are incorporated
into the FEM. Our algorithm uses external forces which drive the deformation of the surface model to adapt to the
boundary of the LV in terms of reliable intensity gradient magnitudes. Experimental results proved the efficiency and
adequacy of the method. However, the fine-tuning segmentation process is dependent on the initial model position.
Thus, we implemented easy to use tools for interactive positioning and scaling of the model according to the image
data.
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Abstract. Clinical studies on atherosclerosis agree that multi-contrast MRI is the most promising technique for in-

vivo characterization of carotid plaques. Multi-contrast image registration is essential for this application, because 

it corrects misalignments caused by patient motion during MRI acquisition. To date, it has not been determined 

which automatic method provides the best registration accuracy in carotid MRI. This study tries to answer this 

question by presenting an automatic coarse-to-fine algorithm that co-registers multi-contrast images of carotid 

arteries with sub-pixel accuracy, using three similarity metrics: Correlation Ratio (CR), Mutual Information (MI) 

and Gradient MI (GMI). Automatic and manual registration were validated using a novel MRI procedure, in which 

the gold standard is represented by in-plane rigid transformations applied by the MRI system to mimic neck 

movements. Automatic registration produced lower errors than manual operators. GMI performed slightly better 

than CR and MI, suggesting that anatomical information improves registration accuracy. 

 

1. Introduction 

Atherosclerotic plaque ruptures in the carotid arteries are the main cause of ischemic strokes. Vulnerable plaques can 

be identified by their morphology and composition. Clinical studies agree that characterization and monitoring of 

carotid plaques can be successfully performed using multi-contrast MRI (T1, T2 and Proton Density weighted 

images) [1]. Image registration is essential for this application, because it corrects for patient motion, which causes 

misalignments between contrast images acquired at different times. Since carotid arteries are small (diameter < 10 

mm) with respect to the Field of View (FOV = 150×150 mm) of the images, registration should be focused on the 

carotid Region of Interest (ROI). Recent in-vivo MRI studies on carotid arteries used Mutual Information [2, 3] or 

Active Edge Maps [4, 5] for automatic rigid registration of multi-contrast images. However, these registration 

methods were not thoroughly validated or compared with other suitable candidates for this application.  

This article presents an automatic coarse-to-fine technique that performs multi-contrast ROI registration of carotid 

arteries with sub-pixel accuracy. The proposed method has already been used extensively on patients with different 

types of atherosclerotic plaques. However, in this clinical application, where the gold standard is not available, it is 

not possible to measure registration accuracy on patient images. In similar clinical scenarios, manual registration is 

often used as a reference to validate automatic methods, despite its inter- and intra-operator variability and low 

sensitivity to misalignments [6]. Other possible validation strategies are controlled phantom studies or software 

simulations, but synthetic data are simplistic and cannot consider all the challenges faced in real clinical applications. 

A way to provide a gold standard for rigid registration of real images is to use fiducial markers attached to the 

subject and visible in all contrast images [7]. Unfortunately, this technique is not suitable for carotid imaging, 

because surface coils are closely attached to the neck. Thus, in order to measure registration accuracy, we devised a 

novel MRI validation procedure, which can only be used with healthy subjects who can remain very still for long 

periods. The method mimics rigid neck movements by applying in-plane transformations (computed by the MRI 

system during acquisition) to the FOV of contrast images, providing the gold standard registration of carotid MR 

images. Using this validation method, the registration errors of three similarity metrics (CR, MI, GMI) and three 

experts (clinically qualified vascular specialists) were measured. 

 

2. Registration Overview 

The purpose of multi-contrast MRI registration is to correct for intra-subject motion, which causes misalignments 

between carotid images acquired at different times. The number of contrast images acquired at the same carotid 

location in a subject depends on the clinical MRI protocol and can vary between two (typically T1 and T2 or PD and 

T2 weightings) and more than four (T1, T2, PD and intermediate weightings). Multi-contrast images are sampled 

within the same FOV and resolution (Figure 1). This study presents an iterative algorithm that co-registers template 

and reference images (with different contrast weightings) by applying rigid transformations to the template. In the 

registration process, the initial estimate of the transformation is gradually refined and, at each iteration, the current 

estimate is used to measure the similarity between template and reference image. Powell’s multidimensional 

direction set algorithm with bisection for one-dimensional optimization [8] is used to find the transformation that 

maximizes the similarity. A coarse-to-fine strategy improves registration accuracy in the region of interest (ROI) of 

carotid arteries. The registration algorithm is implemented in MATLAB (The MathWorks, Natick, MA). 
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3. Validation Methodology 
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Distance Transform (DT) is applied to the binary mask. The Euclidean distance between each nonzero pixel of 

the foreground and the nearest zero pixel of the background is calculated. The resulting DT mask represents the 

shape of the main anatomical structure and the distance of each pixel from the boundaries.

The accumulation matrix is weighted by the DT mask. The peaks corresponding to the carotid arteries are 

enhanced and those closer to the boundaries are reduced. 

The automatic carotid detection algorithm proved to be reliable in the presence of different t
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Only the largest connected component of the binary image is selected. Morphological operators with circular 

The Euclidean distance between each nonzero pixel of 
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The accumulation matrix is weighted by the DT mask. The peaks corresponding to the carotid arteries are 
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115



 

Figure 2. Coarse-to-fine registration example: T2 and T1 weighted images of a healthy volunteer. 

 

Five volunteers and one phantom were imaged following a clinical vascular protocol based on dark-blood Fast Spin 

Echo (FSE) pulse sequences: Repetition Time (TR) is triggered by an electrocardiogram; SNR is improved by 

acquiring the MR signal with purpose-built carotid surface coils; signal from flowing blood is suppressed, so that 

contrast between carotid lumen and wall is enhanced. The scanner operator manually set the MRI slices to be 

perpendicular to both carotid arteries and 1 cm below the lowest carotid bifurcation. The T1 (TR = 800~1500 ms, 

Echo Time TE = 12 ms), T2 (TR = 1700~3200 ms, TE = 81 ms) and PD (TR = 1700~3200 ms, TE = 12 ms) 

weighted images were acquired sequentially at the same slice location, for a total acquisition time shorter than five 

minutes. MRI slice thickness was 3 mm and in-plane pixel size 468 μm for all the contrast images. The 320×320 k-

space, acquired from a FOV of 150 mm, was zero-padded, so that its Fourier Transform produced an interpolated 

640×640 image with pixel size of 234 μm. 

3.1. Gold Standard 

The gold standard transformation exactly aligned multi-contrast MR images of the phantom. In the case of 

volunteers, head movements were assumed to be much smaller than the scanner transformation and were 

disregarded. Indeed, subjects were young, healthy and experienced MRI volunteers able to avoid swallowing or other 

movements during image acquisition (tissue deformation is only caused by breathing). The assumption of subject 

immobility was later verified by visual inspection. The MRI validation procedure consisted of the acquisition of 

multi-contrast images in their initial orientation (reference) and after random in-plane transformations (same 

magnitude of observed patient motion) were applied on the MRI scanner (template). The gold standard 

transformation was defined by rotation and x-y translations of the MRI scanner between reference and template 

images in the patient-based Reference Coordinate System (RCS). The mapping of template and reference images to 

the patient-based RCS were calculated from the attributes of their DICOM files [13], using the following 

transformation: 
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y y y y
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∆ ∆     =
     ∆ ∆
     
        

 

where Pxyz are the coordinates of the pixel (i,j) in the patient-based RCS [mm]; Sxyz represent the Image Position 

(Patient) from the origin of RCS [mm]; Xxyz are values from the row direction cosine of Image Orientation (Patient); 

Yxyz are values from the column direction cosine of Image Orientation (Patient); i is the column index in the image 

frame; ∆i is the column pixel size from Pixel Spacing [mm]; j is the row index in the image frame; ∆j is the row pixel 

size from Pixel Spacing [mm]. 

3.2. Validation Dataset 

Template images were registered to reference images applying the gold standard transformation. All the possible 

combinations of template-reference image pairs with different contrasts were visually inspected to verify the 
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assumption that subjects were practically immobile

(Red channel shows the reference image, whereas

visually checked at different magnification

representative group of composite RGB images was

the MR images acquired from volunteers (3 T2

the phantom data (1 T2-T1, 1 T2-PD and 1 T1

arteries was successfully detected by the

chosen as small as possible because manual registration was very time

 

4. Results 

The accuracy of automatic and manual registration 

centres from their gold standard position

images. The validation dataset was manually registered by three experts 

blinded to automatic results and gold standard. The

template and reference images by applying

the ROI registration). To assess intra

registration three times each, once per week. Mean, Standard Deviation and Coefficient of Variation (CoV = 

SD/Mean × 100%) of intra- and inter-operator registration errors were calculate

Table 1. Intra

Variability 

Mean [µm] 

SD [µm] 

CoV [%] 

 

In all the automatic registration experiments the rigid transformation was initialized

were used as a control dataset (Figure

arteries) were correctly registered by all the similarity 

(Table 2). This was consistent with the registration accuracies obtained on the volunteer dataset 

three similarity metrics showed analogous behavio

GMI performed slightly better than CR and MI on the volunteer dataset 

 Table 2. Mean 

Errors [µm] 

Volunteers 

Phantom 

 

The difference between automatic and manual methods was significant (GMI

Figure 4 compare automatic and manual registration accuracy for every image pair of the validation dataset. All the 

similarity metrics obtained lower registration errors
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s were practically immobile. RGB images composed of contrast image pairs were created 

shows the reference image, whereas both Green and Blue channels show the template image) and 

checked at different magnifications, with particular attention to the alignment of 

representative group of composite RGB images was selected to form the validation dataset: 

images acquired from volunteers (3 T2-T1, 3 T2-PD and 3 T1-PD weighted images) and o

PD and 1 T1-PD weighted images). For each image pair, the ROI

by the automatic method presented in section 2.3. The validation dataset was 

chosen as small as possible because manual registration was very time-consuming (about 3-4 minutes per pair).

of automatic and manual registration was defined as the mean of the Euclidean distance

s from their gold standard positions, obtained by applying the inverse scanner transformation to the template 

images. The validation dataset was manually registered by three experts (clinically qualified vascular specialists)

tic results and gold standard. They used purpose-built registration software 

by applying in-plane rigid transformations incrementally (with sub

. To assess intra-operator and inter-operator variability, the clinicians 

registration three times each, once per week. Mean, Standard Deviation and Coefficient of Variation (CoV = 

operator registration errors were calculated (Table 1). 

ntra-operator and inter-operator registration error variability. 

 1st Op 2nd Op 3rd Op Inter-Op 

 402 259 256 305 

159 90 82 112 

40 35 32 37 

stration experiments the rigid transformation was initialized as the identity. 

ure 3) for the validation of automatic methods. Phantom tubes (representing the 

arteries) were correctly registered by all the similarity metrics, with results extremely close to the gold standard

This was consistent with the registration accuracies obtained on the volunteer dataset 

similarity metrics showed analogous behaviour. Mean registration errors were smaller than the pixel size

htly better than CR and MI on the volunteer dataset (Table 2). 

Mean ± SD of registration errors for volunteer and phantom dataset.

CR MI GMI Manual

198 ± 92 199 ± 90 181 ± 104 365 ± 102

31 ± 14 42 ± 17 23 ± 0 126 ± 35

The difference between automatic and manual methods was significant (GMI-Manual p = 0.0012). 

c and manual registration accuracy for every image pair of the validation dataset. All the 

similarity metrics obtained lower registration errors than manual operators on both phantom and volunteer 

Automatic and manual registration accuracy on phantom dataset

1 2 3

PhantomCR
MI
GMI
Manual

image pairs were created 

both Green and Blue channels show the template image) and 

icular attention to the alignment of the carotid arteries. A 

 9 contrast pairs out of all 

images) and other 3 pairs from 

. For each image pair, the ROI of the carotid 

The validation dataset was 

4 minutes per pair). 

Euclidean distances of carotid 

, obtained by applying the inverse scanner transformation to the template 

(clinically qualified vascular specialists), 

software to visually align 

incrementally (with sub-pixel accuracy in 

clinicians performed the manual 

registration three times each, once per week. Mean, Standard Deviation and Coefficient of Variation (CoV = 

).  

as the identity. Phantom images 

methods. Phantom tubes (representing the 

th results extremely close to the gold standard 

This was consistent with the registration accuracies obtained on the volunteer dataset (Figure 4), where the 

smaller than the pixel size and 

dataset. 

Manual 

365 ± 102 

126 ± 35 

Manual p = 0.0012). Figure 3 and 

c and manual registration accuracy for every image pair of the validation dataset. All the 

phantom and volunteer dataset.  

 

ual registration accuracy on phantom dataset.  
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5. Conclusions 

The proposed coarse-to-fine method for multi

ROI of carotid arteries. A novel MRI validation method for rigid registration

three similarity metrics and three manual operators. Correlation Ratio

registration errors smaller than the pixel size. GMI performed slightly better

about anatomical features improves registration accuracy

arteries more accurately than manual operators on the volunteer dataset. The application of the presented registration 

strategy is only limited by the assumptions explained in 

neck or large tissue deformation in the carotid ROI are not included in the in

they cannot be corrected. Although the validation study 

registration method was successfully applied on carotid MR images of atherosclerotic patients. The only 

exception to the automatic detection of common carotid arteri

 

Figure 4. Automatic a

 

References 

1. Gillard, J., et al., Carotid Disease: The Role of Imaging in Diagnosis and Management 

University Press. 

2. Fei, B., et al., Three-dimensional automatic volume registration of carotid MR images

Conference of IEEE Engineering in Medicine and Biology Society

3. J.M.A. Hofman, et al., Quantification of atherosclerotic plaque components usin

Magnetic Resonance in Medicine, 2006. 

4. Kerwin, W. and C. Yuan, Active edge maps for medical image registration

SPIE Vol. 4322. 2001. p. 516-526. 

5. Liu, F., et al., Automated in vivo segmentation of carotid plaque MRI with Morphology

Resonance in Medicine, 2006. 55(3): p. 659

6. Hutton, B.F., et al., Image registration: an essential tool for nuclear medicine.

Molecular Imaging, 2002. 29(4): p. 559

7. West, J., et al., Comparison and Evaluation of Retrospective Intermodality Brain Image Registration Techniques.

Computer Assisted Tomography, 1997. 

8. Press, W.H., et al., Numerical Recipes in C: The Art of Scientific Computing

University Press. 

9. Roche, A., et al., The Correlation Ratio as a New Similarity Measure for Multimodal Image Registration

Lecture Notes in Computer Science Vol. 1496

10. Viola, P. and W.M. Wells III, Alignment by Maximization of Mutual Information.

1997. 24(2): p. 137-154. 

11. Pluim, J.P.W., J. Maintz, and M. Viergever, 

information. IEEE Trans. on Medical Imaging, 2000. 

12. Kimme, C., D. Ballard, and J. Sklansky, 

122. 

13. National Electrical Manufacturers Association, 

Medicine (DICOM). 2007, NEMA: Rosslyn, Virginia.

 

 

0

100

200

300

400

500

600

700

800

900

1 2

R
e
g
is

tr
a
ti
o
n
 E

rr
o
r 

[µ
m

]

Dataset

CR

MI

GMI

Manual

fine method for multi-contrast image registration is completely automatic

A novel MRI validation method for rigid registration was used to measure the accuracies of 

three similarity metrics and three manual operators. Correlation Ratio and Mutual Information produ

registration errors smaller than the pixel size. GMI performed slightly better, suggesting that spatial information 

registration accuracy. Overall, the automatic method co

ccurately than manual operators on the volunteer dataset. The application of the presented registration 

strategy is only limited by the assumptions explained in section 2.1. Extreme through-plane movements of patient’s 

in the carotid ROI are not included in the in-plane rigid transformation model, thus 

they cannot be corrected. Although the validation study was performed on healthy subjects only, the coarse

successfully applied on carotid MR images of atherosclerotic patients. The only 

exception to the automatic detection of common carotid arteries is the presence of extremely

. Automatic and manual registration accuracy on volunteer dataset.

Carotid Disease: The Role of Imaging in Diagnosis and Management 2007, Cambridge, UK: Cambridge 

nal automatic volume registration of carotid MR images, in Proceedings of the International 

Conference of IEEE Engineering in Medicine and Biology Society. 2003. p. 646-648. 

Quantification of atherosclerotic plaque components using in vivo MRI and supervised classifiers.

Magnetic Resonance in Medicine, 2006. 55(4): p. 790-799. 

Active edge maps for medical image registration, in Medical Imaging 2001: Image Processing, 

Automated in vivo segmentation of carotid plaque MRI with Morphology-Enhanced probability maps.

(3): p. 659-68. 

Image registration: an essential tool for nuclear medicine. European Journal of Nuclear Medicine and 

(4): p. 559-577. 

Comparison and Evaluation of Retrospective Intermodality Brain Image Registration Techniques.

Computer Assisted Tomography, 1997. 21(4): p. 554. 

Numerical Recipes in C: The Art of Scientific Computing. 2nd ed. 1992, Cambridge, UK: Cambridge 

The Correlation Ratio as a New Similarity Measure for Multimodal Image Registration

Lecture Notes in Computer Science Vol. 1496. 1998. p. 1115-1124. 

Alignment by Maximization of Mutual Information. International Journal of Computer Vision, 

M. Viergever, Image registration by maximization of combined mutual information and gradient 

IEEE Trans. on Medical Imaging, 2000. 19(8): p. 809. 

Kimme, C., D. Ballard, and J. Sklansky, Finding circles by an array of accumulators. Commun.

National Electrical Manufacturers Association, Information Object Definitions, in Digital Imaging and Communications in 

. 2007, NEMA: Rosslyn, Virginia. 

2 3 4 5 6 7 8 9

Volunteers

Manual

completely automatic and focused on the 

was used to measure the accuracies of 

nformation produced comparable 

, suggesting that spatial information 

Overall, the automatic method co-registered the carotid 

ccurately than manual operators on the volunteer dataset. The application of the presented registration 

plane movements of patient’s 

plane rigid transformation model, thus 

performed on healthy subjects only, the coarse-to-fine 

successfully applied on carotid MR images of atherosclerotic patients. The only known 

es is the presence of extremely occlusive plaques.  

 
volunteer dataset. 

2007, Cambridge, UK: Cambridge 

Proceedings of the International 

g in vivo MRI and supervised classifiers. 

Medical Imaging 2001: Image Processing, 

Enhanced probability maps. Magnetic 

opean Journal of Nuclear Medicine and 

Comparison and Evaluation of Retrospective Intermodality Brain Image Registration Techniques. Journal of 

. 2nd ed. 1992, Cambridge, UK: Cambridge 

The Correlation Ratio as a New Similarity Measure for Multimodal Image Registration, in MICCAI’98, 

International Journal of Computer Vision, 

Image registration by maximization of combined mutual information and gradient 

Commun. ACM, 1975. 18(2): p. 120-

Digital Imaging and Communications in 

118



Combining Active Surfaces and Fuzzy Labels for
Cortical Functional Activation Mapping

Karin Engel1, Klaus Toennies1 and Andŕe Brechmann2
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Abstract. Surface–based representations of the cortex become more and more popular for brain mapping, because
they can overcome the topological deficiency of commonly used volume–based methods. The projection of func-
tional volumes onto cortical surface meshes is an essential problem that is, however, rarely studied. This paper
presents a method that uses separable, anatomy–based convolution kernels and maps the 3d–functional activations
of the regional grey matter volume more precisely onto the cortical surface. To overcome limitations in segmentation
accuracy, we use an Active Surface for estimating the center of grey matter based on a fuzzy tissue classification with
automatic segmentation as initialisation. Experimental results are presented with data from an auditory fMRI ex-
periment, and indicate that the proposed center–of–grey matter method provides a more accurate cortical functional
mapping compared with current techniques.

1 Introduction

For identifying brain regions of specific functionality, e.g. using functional magnetic resonance imaging (fMRI),
surface–based representations of the cortex become more and more popular. The cortex–based analysis of fMRI data
offers several advantages over volume–based analysis methods. For example, statistical analysis methods can benefit
from the exclusion of non–cortical signals [1, 2], e.g. signals from the white matter and cerebrospinal fluid (CSF).
A cortical surface model that represents the inner, grey–white matter boundary in terms of a polygonal mesh with
spherical topology, also allows for a better visualisation and analysis of the spatial extent of activation foci and their
locations in group data [3, 4]. There are two frequently used approaches to map the functional activation within the
cortical grey matter onto the inner cortical surface. The first method either maps the activation peak between the
surfaces to the mesh vertices [5–7], or averages the responses between the inner and outer cortical surfaces [1, 8]1.
The second method employs the center of normal (CN) and assigns to each vertex the value of its containing voxel,
and averages signals inside a sphere centered at each vertex of an estimated medial surface within the grey matter,
respectively [3, 7, 9, 10]2. A few methods try to embed explicit anatomical information into the mapping process.
The region of influence of each each vertex is defined by the voxels distances to and along this surface, using nearest
neighbour averaging [5], 3-dimensional Gaussian kernels with different kernel sizes [2] and 2-dimensional diffusion or
heat kernel smoothing [8,11,12].

All these methods require accurate segmentation that still require manual corrections to prevent an erroneous mapping
of non–cortical signals. Partial volume effects and artefacts due to magnetic field inhomogeneities and noise, however,
complicate the segmentation of the cortex from MR images. Automatic methods that separate the grey and white
matter brain regions based on intensity histograms require several pre–processing (e.g. an inhomogeneity correction)
and post–processing steps (e.g. a correction for topological errors) to produce acceptable results [13]. Methods that
employ active contours impose smoothness constraints to the extracted cortical surfaces [14], and thus may fail in
highly curved regions, e.g. at the fundus of sulci. Hence, the manual correction of segmentation errors is still the most
important, but operator–dependent and time–consuming preprocessing step in view of cortical mapping [2, 10]. This
motivates our approach to computing medial surfaces that optimally represent the center of the cortical grey matter.

2 Mapping Functional Volumes Onto the Cortical Surface

Similar to the classical CN method, our method uses estimates of the inner, grey–white matter interface and outer
cortical surface (where grey matter borders CSF). Instead of improving the surfaces to fit the true boundaries of the
cortex, the medial surface initially centered between the two estimates is subsequently deformed to directly find the
center of grey matter. It is therefore implemented as an Active Surface that adapts to local maxima in grey matter
probability maps, which are obtained by a fuzzy region growing [15]. The fitted surface finally represents the center of
grey matter containing the fMRI signals of interest. Our algorithm directly computes the final response at each vertex
of the deformed surface by an anatomically–based convolution in the columnar direction and along the surface, i.e. in
the laminar direction [1,11].

1The two–surfaces mapping is used in the SUMA software package (http://afni.nimh.nih.gov/afni/suma ).
2The center–of–normal method is used in the Freesurfer software package (http://surfer.nmr.mgh.harvard.edu/ ).
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2.1 The Center–of–Grey–Matter Surface Model

Input to our method are the inner and outer cortical surfaces obtained from T1–weighted anatomical MR data sets using
the popular commercial software package Brainvoyager QX (http://www.brainvoyager.com ). The grey–
white–matter boundariesVW = {ϕW

i } and their inflated versions, representing the outer cortical surfacesVO = {ϕO
i },

are smoothed and corrected for topological errors [13], but usually underestimate the included grey and white matter
regions [14]. There are several approaches to locate the true cortical boundaries based on initial estimates, e.g. by
shifting the surfaces in the CSF direction [10], or deforming the surfaces in the direction of high image gradients [16].
In [15] we proposed method that determines for each voxel the probability of being included into the grey matter region
of the individual brain. It uses a multi–scale analysis to make the segmentation of the grey matter less sensitive to noise
and weak borders between the adjacent white matter and CSF. The resulting volumetric mapsPρ of fuzzy labels are
used here to directly estimate the center–of–grey–matter surfaceVρ in each data set.

The initial vertex positions of the medial surfaceV0
ρ = {ϕ0

i } are defined as follows. Profile lines of lengthmax(ϑ, ϕO
i −

ϕW
i ) are drawn through the corresponding verticesi in the inner and outer surfaces, andϕ0

i is located at the bisection
point. Here,ϑ = 3mm estimates the average cortical thickness [17]. The resulting surface is represented as an Active
Surface [18]. Its undeformed shape can be understood as a continuous domainΩ ⊂ R3, and its smooth deformation
is described by a boundary value partial differential equation that is solved numerically for the unknown displacement
field u(x), x ∈ Ω. We employ the Finite Element Method yielding an algebraic function that relates the deformed
positionsϕt

i = ϕ0
i + ui(t) of all i = 1, . . . , N finite element nodes (the mesh vertices) to elastic, inertial and damping

forces and external forcesf(t). The dynamic equilibrium equation has the form

ü(t) = M−1(−Cu̇(t)− Ku(t) + f(t)), (1)

whereü(t) ≈ ∂2u
∂t2 |t>0 andu̇(t) ≈ ∂u

∂t |t>0, andK(E, ν) represents the stiffness properties.C approximates a velocity–
dependent damping, andM is a constant function of material density% [18,19]. For simulating the deformation of the
template, we use a step size4t, and integrate the finite element equations (Eq. 1) over time until an equilibrium is
reached. The deformed positions constitute the final center–of–grey matter surfaceVρ.

2.2 Fit of the Active Surface

The external forces in Equation 1 shall attract the nodes in normal surface direction to the voxels with maximum grey
matter probability. In order to avoid drifting of the surface into regions of non–brain tissue, e.g. CSF, we use ratched
spring forces according to [19], and let

fi(t) = fi(t− 1) + κs(ϕ
opt
i − ϕt

i), κs > 0. (2)

These forces simulate springs, which are tightened until the surface matches the points at which the grey matter prob-
ability is high. The locally optimum position for each vertex is computed from the grey matter probability mapPρ

as
ϕopt

i = vj : j = max
vj∈Xi

Pρ(vj).

The set of voxelsXi is defined in the vicinity of the initial surfaceV0
ρ by sampling along the surface normal profile

(ϕ0
i + ϑni)− (ϕ0

i − oni). Here,ϑ = 3mm and the offseto = 2mm account for possible segmentation errors, andni

denotes the average outward surface normal in the initial vertex position.

Similar to the self–proximity term used in [16], an additional force is used to prevent arbitrary self–intersections of the
surface and thereby preserve its topology. We compute in each iteration for each vertexϕt

i the nearest (non–adjacent)
surface pointx ∈ Ω in direction of the velocity of the vertices, and test for a potential collision. If the Euclidean
distance betweenϕt

i and estimated collision point is below a thresholdθ, the vertex and collision point are added to
a list of “active pairs”. For these active vertices we compute the impulse–based collision response in inverse velocity
direction as described in [20], and use this force in Equation 1. With this scheme it is possible to parametrise the
Active Surface less stiff in order to fit highly curved regions, while avoiding changes in the surface topology due to
self–intersections. We letθ = ϑ in gyral regions (with positive mean curvature). Since the grey matter is thinner in the
fundi of sulci [16,17],θ = 2mm in sulcal regions.

2.3 Cortical Functional Activation Mapping

According to the columnar architecture of the cortex, we expect homogeneous activity normal to the surface within
the cortical ribbon. However, with increasing distance from the medial surface the probability increases that the voxels
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partially include signals from non–grey matter or grey matter volume from opposite sides of a fold. Further, the
correlation between responses at two surface points depends on their geodesic distance. In accordance with these
assumptions, the distribution of activity on the cortical surface is represented as an anatomically–based function of
normal and parallel (geodesic) distance to and on the medial surface.

For the columnar smoothing an approximative 1–dimensional Gauss kernel(g1 . . . gn) is centered directly at each
vertex of the medial surfaceVρ. For each vertex we collectn samples(s1 . . . sn) from the fMRI volume along a
columnar profile of lengthl = ϑ + 2oC , oC = 1mm, drawn fromϕt

i in normal direction to the inner and outer cortical
surfaces. The standard deviationσC of the columnar kernel is a function of local mean curvature. According to the
assumption that the cortex has an average thickness of3mm, and is less thick in the fundus of sulci [16, 17], we let
σC = 0.6mm in gyral regions with positive mean curvature, andσC = 0.3mm in sulcal regions. Thereby, the signal is
averaged over samples with a maximum distance from the medial surface of about2mm and1mm, respectively. The
signal assigned toϕt

i ∈ Vρ is thenS(ϕt
i) =

∑n
j=1 sjgj . The following smoothing of the fieldS along the surface uses

a heat diffusion kernel [1, 11], whose weights are calculated based on inter–vertex distancesdij = |ϕt
i − ϕt

j |2. In our
case, the geodesic distances on the folded surfaceVρ are approximated by the length of the shortest path between the
vertices, computed using Dijkstra’s algorithm. Assuming a sufficiently small laminar kernel bandwidthσL and small
inter–vertex distances,

g(ϕt
i, ϕ

t
j) =

exp(−dij(2σL)−2)∑m
j=1 exp(−dij(2σL)−2)

. (3)

Here, the set{ϕt
1, . . . , ϕ

t
m} containsϕt

i and the neighboring vertices, whose distance toϕt
i is below a thresholddL =

3σL. The discrete convolutiong ∗ S(ϕt
i) =

∑m
j=1 g(ϕt

i, ϕ
t
j)S(ϕt

j) is then repeatedtL times to obtain the final mesh
time coursesS.

3 Experimental Evaluation

We evaluated the above algorithm using 10 anatomical MR data sets with (2563) 1mm iso–voxels acquired on a 3
Tesla scanner. The quality of the data varied w.r.t. signal–to–noise ratio and intensity inhomogeneities. The cortices
were reconstructed using Brainvoyager QX, and the grey matter probability maps were computed as described in [15].
We first analysed the estimated center–of–grey matter surfaces using our technique in comparison with other methods,
and finally evaluated the resulting cortical functional maps from data acquired in an auditory fMRI experiment.

The same set of parameters introduced in Section 2 were used for all data sets. We letE = 2, ν = 0.4, ρ = 1, κs = 100,
4t = 0.05, ϑ = 3mm, o = 2mm, θ ∈ {2mm, 3mm}, σC ∈ {0.3mm, 0.6mm}, oC = 1mm,n = 20, tL = 1 and
σL = 0.9mm (The value forσL equals the average inter–vertex distance on the surface meshes.).

3.1 Center–of–Grey–Matter Estimation

We computed estimates of the medial surface in the center of the cortical grey matter using variants of the CN method,
namely using the center between the cortical surfaces (1), shifting the cortical surface meshVW for τ = 1

2ϑ (2), and
τ = 2mm (3), respectively (similar to, e.g. [10]). We will refer to our Active Surface–based algorithm as method 4.

A visual inspection by neurobiologists suggested that the medial surface found by our algorithm was usually more
exact, especially in regions of low contrast, such as the lower temporal lobe. In all cases, the grey matter probability
along the deformed surfacesVρ computed using our method was higher compared with the initial estimatesV0

ρ (Sect.
2.1). The valuesPρ(Vρ) were also significantly higher compared to methods 1-3 (p < 0.01, one–sidedt–test). For
a quantitative comparison of the surfacesVρ, we restricted our analysis to a portion of the surfaces where a set of
manually labelled landmarks was available as ground truth. 20 landmarks were set in each data set by a neuroscientist
in the grey matter of the first transverse temporal gyrus (Heschl’s gyrus), adjacent Heschl’s sulcus, sulcus temporalis
superior and planum temporale. The landmarks were placed in regions where the distinction between neighbouring
gyri or opposing banks of the sulci has been obscured by partial volume. Our segmentations identified an average
absolute distance ofδ = 0.2 ± 0.04mm and a maximum distance ofd = 1.1mm to the ground truth. Since the
Brainvoyager segmentations underestimate the white matter, methods 1-3 yielded poor results. Among them, method
3 performed best (δ = 1.1 ± 0.72mm, d = 5.48mm). We further analysed the overlap of the medial surfaces with
segmentations of the grey matter of two regions including the primary auditory cortex and secondary auditory cortex.
The grey matter masks were defined as described in [21], and segmented in each MRI data set by an expert. Again,
method 4 computed the highest overlap of96± 1% (method 3:90± 2%, method 2:87± 2%, method 1:86± 3%).
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(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 1. Cortical activation maps computed using method 3 (top row) and the proposed Active Surface (bottom row).
Using our method, the number of missed activations was smaller (compare Figs. (e) and (j)). The resulting maps were
also topologically more accurate. In contrast to Fig. (f) the map in (a) shows activations on the superior temporal
sulcus (indicated by the box) due to an erroneous mapping of fMRI signals from the superior temporal gyrus. In this
example, a fix shift of the inner cortical surface produced a medial surface that intersects the white matter (Fig. (d)).
The Active Surface deformed more precisely into the grey matter of the sulcus (Fig. (i)). As a result, the distance of
the medial surface to the activation in the superior temporal gyrus increased.

Our algorithm explicitly accounts for self–intersections by employing a collision handling (Sect. 2.2). As a result, less
than0.01% vertices of each deformed surface had a normal distance belowϑ to the surface. These vertices were located
in both gyral and sulcal regions, where the contrast between CSF and grey matter was low. No self intersections were
identified (Fig. 1(h)). Such topological changes occurred in a second experiment, where we calculated the deformation
of the Active Surface without the collision handling. In one data set, where the white matter was overestimated by
the commercial software package,0.02% vertices intersected the deformed surface. For this data set we found similar
results using method 3.

3.2 Cortical Mapping using the Center–of–grey matter

Detection of activations were made vertex–wise based on the mesh time coursesS (Sect. 2.3), implemented by the same
deconvolution–based techniques commonly used in volume–based analysis. Because no ground truth was available, we
compared the resulting cortical activation maps with the maps obtained using the medial surfaces computed estimation
method 3, which produced the best CN method–based estimates for the medial surface (Sect. 3.1). In order to examine
the topological accuracy of the maps we compared the 3d–activation foci w.r.t. their counterparts on the surfaces. For
the volume–based analysis, the fMRI volumes were smoothed using a 3-dimensional isotropic Gaussian kernel with
2mm full width at half maximum (FWHM)3.

From Section 3.1 we can conclude that the probability of mapping non–grey matter signals to the surfaces was reduced
using our algorithm. A visual inspection of the cortical maps also showed differences between our method and method
3 w.r.t. the probability of mixing signals from different grey matter regions to the vertices. Method 3 computes the
location of the medial cortical surface based on a fix shift of the inner cortical surface in normal direction. Some 3d–
activations were missed, because the inner cortical surface had not always a fix distance of2mm to the true grey–white
matter boundary (Figs. 1(b), 1(e)). Further, in some cases, method 3 assigned clusters of activation to cortical locations
that did not correspond with the specific anatomical location assigned by evaluating its location using the 3d–statistical
volume. For example, clusters were “multiplied” and assigned to different sides of folds, which were close in an
Euclidean sense, but geodesically distant (Figs. 1(a), 1(d)). We found no evidence for such erroneous mappings using
the proposed Active Surface–based method (Figs. 1(f), 1(i)).

3For the chosen valuesσL = 0.9mm andtL = 1 (used to map the fMRI volumes to the surfaces), the predicted FWHM Gaussian filter width
is slightly higher (2.2mm) [11]. Larger values may be chosen for multi–subject statistical analyses, but increase partial volume effects. As a result,
separate clusters of cortical activation may fuse into one cluster.
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4 Conclusion and Outlook

We presented an automatic procedure for estimating the center–of–grey–matter surface based on the reconstructed
inner and outer cortical surfaces provided by a commercial software package. The pre–defined surfaces usually un-
derestimate the true boundaries of the cortex. To overcome the segmentation errors as much as possible, our method
employs smoothness constraints on a medial surface, which is deformed from its initial location to match the maxima in
grey matter probability maps. An additional constraint helps to avoid self–intersections when fitting the surface to thin
folds. The resulting medial surfaces provide more accurate estimates of the true center of grey matter and of the cortical
functional activation maps computed using the popular center–of–normal method. Our results also compare well with
the interpretation of 3d–activation patterns by neuroscientists. By these considerations, the proposed technique can
support the cortical analysis of fMRI data. Currently, our method for practical applications needs more detailed evalua-
tion, e.g. using synthetic and real MRI data of different spatial resolution. Future work will focus on the analysis of the
influence of the parameters on the resulting medial surfaces, e.g. the influence of the curvature–dependent smoothing
kernel width on partial volume effects. We will also evaluate the potential of the Active Surface to compensate larger
differences between the given surfaces and true boundaries of the cortex.
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limited view transmission tomography using a single bivariate

Gaussian approximation to the joint histogram
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Abstract. We develop a novel simultaneous reconstruction and registration algorithm for limited view
transmission tomography. The method is formulated as an optimization problem using Bayesian prob-
ability theory. Results show a promising mitigation of the data insufficiency problem in limited view
tomography. To our knowledge, this is the first study to incorporate non-registered, multimodal anatom-
ical priors into limited view transmission tomography.

1 Introduction

Limited view transmission tomography is widely used in industrial as well as clinical applications, where
it is commonly motivated by geometric design constraints on the imaging machinery, limitations on time
for image acquisition, and/or efforts to reduce patient radiation dose. Common clinical applications include
intra-operative imaging for reference with a pre-operative planning CT, angiography, chest tomosynthesis,
dental tomosynthesis, cardiac CT, and orthopaedic imaging [1]. However, limited view transmission
tomography suffers from the limitation that its reconstructions are fundamentally underdefined. The
data insufficiency problem can be understood in terms of the Fourier Slice Theorem [2]. This theorem
states that the Fourier transform of a parallel projection of an image f gives a slice through its Fourier
domain F perpendicular to the direction of the projection. Hence the incomplete angular sampling of
limited view tomography leaves large swathes of the Fourier space unmeasured. In this work, we estimate
the unsampled information by incorporating an anatomical prior into the reconstruction process. Our
intention is to eventually use this approach to regularize limited view x-ray tomography using MRI priors
(eg. regularizing digital breast tomosynthesis using an MR scan of the same patient).

The use of anatomical priors has been considered previously in emission as well as transmission tomography,
where the majority of studies have focused on intensity difference based similarity metrics for monomodal
regularization. Examples include the incorporation of planning CTs to regularize intraoperative tomosyn-
thesis reconstructions [3] in transmission tomography, and the simulation of template PET volumes from
CT or MRI priors [4] in emission tomography. In these studies it was assumed that the anatomical prior
and the object to be reconstructed were aligned a priori. Furthermore, only a few studies have investigated
the use of information theoretic similarity measures such as mutual information [5] and joint entropy [6, 7]
for multimodal regularization, and this only in the field of emission tomography. Mutual information was
considered first due to its success in image registration, but it was later demonstrated by Nuyts [6] that joint
entropy introduces less bias into the reconstruction and may therefore be more appropriate. In our previous
work [8], we built on Nuyts’ results and applied joint entropy (JE) regularization to limited view transmisson
tomography with a priori registered anatomical priors. To our knowledge, this was the first study to do so.
We also identified JE’s vulnerability to local optima when used in limited view tomography and proposed
a novel approximation to increase robustness. This consisted of approximating the joint histogram by its
first and second moments. As was shown, this approximation gives good results when the joint histogram
is bimodal or contains multiple clusters that are roughly aligned. In this work, we extend our method to
a simultaneous reconstruction and registration algorithm, which can accommodate anatomical priors that
are not registered a priori. To our knowledge, the incorporation of non-registered, multimodal anatomical
priors has not been attempted previously in limited view transmission tomography.

∗Corresponding author: Dominique Van de Sompel. Email: dominique.vandesompel@stx.ox.ac.uk.
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2 Methods

2.1 Objective function

The SRR algorithm is formulated as an optimization problem. Our objective is to maximize the joint
posterior probability P(x, δ|r,B), where x is the attenuation map of the imaged object, δ is the deformation
field, r is the observed projection data (photon counts), and B is the anatomical prior image. Using Bayes’
rule and the definition of conditional probability, the posterior probability can be decomposed as

P(x, δ|r,B) =
1
Z

P(r|x)P(B|x, δ)P(x)P(δ) (1)

where we have assumed a uniform prior distribution for the projection data r, and that the marginal
probabilities of x and δ are independent. Note also that P(r|B, x, δ) = P(r|x) since the projection data depends
only on the object’s attenuation map. After log transformation, dropping constant terms, and adding
hyperparameters to control the strength of each term, we obtain the general objective function

ψ(x, δ) = log P(r|x) + β log P(B|x, δ) + γ log P(x) + ω log P(δ) (2)

The probability P(r|x) is the standard Poisson data likelihood, the probability P(B|x, δ) relates the registration
to the ongoing reconstruction, and the probabilities P(x) and P(δ) give the marginal probability distributions
of the attenuation map and deformation field, respectively. In this work, we model the deformation field δ
using a coarse sub-grid of B-splines. The data likelihood term, then, can be expressed as a sum of concave
functions hi(li):

log P(r|x) =

M∑

i=1

hi(li) + constant (3)

where hi(li) = −
(
r0,ie−li + bi

)
+ ri log

(
r0,ie−li + bi

)
, and where li =

∑N
j=1 ai jx j. The N-dimensional vector x

is the attenuation map of the object, ai j is the length of traversal of the ith ray through the jth pixel, ri is
the photon count observed by the ith detector, r0,i is the number of photons leaving the source for the ith

ray, and bi accounts for scatter events. Next, the term log P(B|x, δ) quantifies the similarity between the
reconstruction and the anatomical prior. Many similarity metrics have been proposed in the registration
literature, providing us with a wide range of choices. Initially, we explored the suitability of joint entropy
and mutual information for use in the SRR algorithm. However, it was found that, despite their success in
image registration, their behavior as image regularizers in limited view transmission tomography is poor
or even undesirable [6, 8]. In this work, we continue to use standard similarity metrics in the registration
component of our algorithm (i.e. when updating δ), but switch to a similarity metric that has a more
desirable performance and is easier to optimize in x. For the registration component, we use normalized
mutual information (NMI), which allows for anatomical priors from different imaging modalities. For
the updates of x, we use an approximate similarity metric that mimicks the cluster-narrowing effect of
information theoretic measures in the joint histogram, yet is easier to handle and yields more desirable
results. The specific approximation is to minimize the joint entropy of a single Gaussian approximation to
the joint histogram. In other words, we let

P(B|x, δ) =
1

ZB
exp (−HSG) (4)

where ZB is a normalization constant, and HSG denotes the joint entropy of the single Gaussian approximation
to the joint histogram of x and B. The advantage of this similarity metric is that it yields a quadratic function in
x, and hence enables relatively cheap update steps and fast convergence rates in x when used in combination
with the globally concave data likelihood term. We have previously reported that the proposed similarity
metric performs best for cases where the ground truth joint histogram shows two dominant clusters, or
multiple ones that are more or less aligned [8]. This was verified using pre-registered priors. Let us now
derive the form of HSG. The single Gaussian approximation can be derived by viewing the joint histogram
as the sum of N bivariate Gaussians, where N is again the number of pixels in the attenuation map. To
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approximate this Gaussian mixture model by a single bivariate Gaussian of the same first and second

moments, we use the expressions µ∗ = 1
N

∑N
j=1 µ j and Σ∗ = 1

N
∑N

j=1

(
Σ j + µ jµT

j

)
−µ∗µ∗T, where µ j =

[
x j
B∗j

]
, and

Σ j =

[
σ2 0
0 σ2

]
. The notation B∗j is shorthand for B(ρ j + δ j), where ρ j is the coordinate of the source pixel x j,

and δ j is the displacement vector at that source pixel (see also Section 2.2.2). In other words, B∗j is the intensity
of the prior B at the point corresponding to x j, as given by the current estimate of δ. The interpolation of
the prior B can be achieved using many different methods, such as linear, quadratic, cubic or B-spline
interpolation. In this study we have used quadratic interpolation as a compromise between accuracy and
ease of implementation. The entropy of the fitted single Gaussian, then, is given by HSG = 1

2 ln
(
(2πe)2|Σ∗|

)
.

From this expression, we can see that the joint entropy of the single Gaussian can be minimized simply by
minimizing the variance |Σ∗|. After substituting in the relevant expressions and dropping constant terms,

|Σ∗| reduces to the penalty function R(x, δ) = −
[
CBCx −

(
1
N

∑N
j=1 x jB∗j − cBcx

)2
]
, where the variables cB,CB, cx

and Cx are defined as cB = 1
N

∑N
j=1 B∗j, cx = 1

N
∑N

j=1 x j, CB = σ2 + 1
N

∑N
j=1 B∗2j − c2

B and Cx = σ2 + 1
N

∑N
j=1 x2

j − c2
x.

Next, we assume a uniform distribution for the marginal probability P(x), allowing us to focus instead
on the adequacy of the similarity term to regularize the reconstruction. If needed, however, it would
be straightforward to impose spatial coherence constraints in the form of Markov Random Field (MRF)
distributions by defining concave penalty functions (such as quadratic of edge-preserving Huber functions)
over nearest-neighbor cliques. This would also preserve the global concavity of the objective function in x.
Finally, to achieve spatial smoothness for the deformation field δ, we use a MRF prior defined as

P(δ) =
1

Zδ
exp

−
∑

p

∑

n∈Np

wpn

[
φ(δp,x − δn,x) + φ(δp,y − δn,y)

]
 (5)

where Zδ is a normalization constant, the integer p indexes the control points, and Np represents the
neighborhood centered on the pth control point. The concave function φ(t) penalizes the difference between
adjacent δp,x and δp,y entries, and the weights wpn represent the clique weights. Here we use a quadratic
function for φ(t), though the extension to edge-preserving penalty functions is trivial.

2.2 Optimization

To optimize the objective function, we alternate between updates of x and δ, each time keeping the other
constant. In other words, we alternate between reconstructing the attenuation map and registering it with
the anatomical prior. The optimization steps used are explained next.

2.2.1 x-update (reconstruction)

Keeping δ constant, and assuming a uniform distribution for P(x), the objective function reduces to ψ(x) =

log P(r|x)+β log P(B|x, δ) =
∑M

i=1 hi(li)+βR(x, δ). The data likelihood term P(r|x) can be minorized by parabolas
of an optimal curvature [9]. This gives

Q(x; xn) =

M∑

i=1

qi(li; lni ) + βR(x, δ) ≤
M∑

i=1

hi(li) + βR(x, δ) (6)

where qi(li; lni ) = hi(lni ) + ḣi(lni )(li − lni ) + 1
2 ci(lni )(li − lni )2, and xn denotes the image estimate at the beginning of

the nth iteration. The optimal curvatures were given by Erdogan and Fessler [9] as

ci(lni ) =



[
2

hi(0)−hi(lni )+ḣi(lni )lni
(lni )2

]
−
, lni > 0[

ḧi(0)
]
− , lni = 0,

(7)
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which yields a parabola tangent at lni that intersects the original hi function at li = 0. Since the surrogate
Q(x; xn) in Eqn. 6 is globally concave and quadratic, we can optimize it efficiently using a Newton-Raphson
steepest ascent scheme. The direction of steepest ascent at the nth iterate x = xn is given by

x′j =

M∑

i=1

ḣi(li)ai j − β


2Cn
B

N

[
xn

j − cn
x

]
− 2

N


1
N

N∑

j=1

xn
j B∗nj − cn

Bcn
x


(
B∗nj − cn

B

)


(8)

By parameterizing the image x as x = xn + λx′, where x′ represents the search direction, we can solve for
the optimum of the surrogate along that direction analytically. The solution can be found to be λopt = −V

W ,
where

V =

M∑

i=1

ḣi(lni )


N∑

j=1

ai jx′j

 − β
2M′

N


N∑

j=1

xn
j x′j −

1
N

N∑

j=1

xn
j

N∑

j=1

x′j

 + β
2

N2


N∑

j=1

xn
j B j −m

N∑

j=1

xn
j




N∑

j=1

x′jB j −m
N∑

j=1

x′j


(9)

and

W =

M∑

i=1

ci


N∑

j=1

ai jx′j



2

− β2M′

N


N∑

j=1

x′2j −
1
N


N∑

j=1

x′j



2 + β
2

N2


N∑

j=1

x′jB j −m
N∑

j=1

x′j



2

(10)

2.2.2 δ-update (registration)

Keeping x constant, the objective function reduces to ψ(x) = β log P(B|x, δ) + ω log P(δ). In this work, we
define x to be the source image, and B to be the target image. In other words, we define the control point grid
on the image x rather than the prior B. This makes the reconstruction step easier since the data likelihood
term is defined in terms of the pixel centers x j, and not values in between. If the correspondence map were
to link values of B to values of x j that lie in between the regular pixel grid, we would need to consider
details of the image interpolation model when computing the updates for x j. Initially we used a dense
deformation field model for δ (i.e. every source pixel x j acts as a control point). Using a quadratic image
interpolation model, we found that the cost function ψ(δ) was locally a fourth order polynomial along the
direction of steepest ascent (derivation not reproduced here). However, as with any dense formulation,
the optimization showed a slow convergence rate, and sensitivity to local optima. Hence we switched to
an off-the-shelf implementation provided by Glocker [10]1, which uses the fastPD algorithm to optimize
MRF-formulated registration metrics using a B-spline deformation model. This implementation provides
a range of similarity metrics, of which we focused on the NMI metric. We note here that preliminary
experiments using the normalized cross-correlation (NCC) similarity metric seemed promising as well.

3 Results and Discussion

Here we compare the performance of the SRR algorithm to that of the unregularized maximum likelihood
(ML) algorithm. Fig. 1 illustrates the results for two different phantoms, where we have reconstructed
unknown attenuation maps from 16 simulated projections distributed evenly over±30◦ and an unregistered
multimodal anatomical prior. The ground truth attenuation maps shown in Fig. 1 were of course not
supplied to the reconstruction algorithm. The image size was 200x200 for all examples. The results show a
greatly increased accuracy of reconstruction, particularly so for smaller features of the image (such as the
blobs in the blob phantom). The number of steepest ascent updates used for every reconstruction step was
50, giving a run time of approximately 2 seconds per x-update. The registration step consisted of 5 iterations
of Ben Glocker’s fastPD algorithm, which completed in approximately 1 second. Hence the run time per
total iteration of the SRR algorithm was approximately 3 seconds. The total number of iterations required
to reach convergence ranged between 2 for the blob phantom, and 5 for the ideal breast phantom.

1A GUI version of this software is available at http://www.mrf-registration.net/.
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Figure 1. Reconstruction of attenuation maps from 16 simulated projections distributed evenly over ±30◦

and an unregistered anatomical prior. Top row: ellipse phantom. Bottom row: random blob phantom.
Left to right: original, unregularized ML, prior, SRR, joint pdf by ML, joint pdf by SRR. The maximum
misalignment is 8.5 pixels, compared to a total image size of 200x200.

3.1 Conclusions

We proposed a simultaneous reconstruction and registration algorithm that is capable of mitigating the data
insufficiency problem of limited view tomography. We derived a cost function using Bayesian probability
theory, and proposed an efficient approximation to the similarity metric for use in the reconstruction step,
as standard information theoretic metrics were previously found to be ill-suited for regularizing limited
view tomographic reconstructions. The particular approximation used was to consider the joint entropy of
a single Gaussian appoximation to the joint histogram and to minimize it. This yielded an objective function
in x that was entirely quadratic in x, and hence allowed us to use standard optimization methods with fast
iteration times and high convergence rates. We also noted that there is a tremendous amount of flexibility in
the choice of similarity metrics, image interpolation models, and deformation field models. Hence there is a
considerable scope for further optimization of these design choices in our future work. Finally, we note that
the the proposed framework could also be applied to anatomical regularization in emission tomography.
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Spatio-temporal image registration for respiratory motion correction

in PET
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Abstract. Positron emission tomography (PET) is a molecular imaging technique which is now widely established

as a powerful tool for diagnosing a variety of cancers. However, PET images are substantially degraded by res-

piratory motion, to the extent that this may adversely impact upon subsequent diagnosis and patient management.

A spatio-temporal image registration algorithm is proposed to align the moving images and correct for motion.

Compared to conventional spatial registration, the proposed algorithm could yield better motion estimates. Exper-

imental results show that motion correction using the spatio-temporal registration algorithm significantly improves

PET image quality.

1 INTRODUCTION

Positron emission tomography (PET) is a molecular imaging technique which provides important functional informa-

tion about the human body, especially about the metabolism of radioligands, and it is now widely established as a

powerful tool for diagnosing a variety of cancers [1]. Combined with the anatomical information provided by CT,

PET/CT has been shown to significantly increase diagnostic accuracy compared to using CT alone [2, 3].

However, PET images are substantially degraded by respiratory motion to the extent that this may, particularly for

thoracic imaging, adversely impact upon subsequent diagnosis and patient management. In terms of the magnitude of

motion, the diaphragm typically moves about 15-20 mm due to respiration; since current PET scanners have a spatial

resolution of approximately 3-5 mm full width half maximum (FWHM), respiration substantially reduces the effective

spatial resolution. In addition, it reduces the utility and reliability of subsequent image analysis and diagnosis. Studies

have shown that the motion of the lungs can introduce artefacts and lead to incorrect judgements about lesions [4].

Gated acquisition of PET data has been proposed to overcome respiratory motion effects. Typically, a respiratory cycle

is divided into a number of gates, during each of which the imaged object is assumed to be static. PET data for each

gate are then collected and reconstructed separately. In order to maintain the count of coincidence events, all of the

reconstructed gated images need to be aligned to the same position and then summed.

Several different approaches have been proposed to register the PET images. Lamare et al. proposed a B-spline

deformable algorithm for image registration [5]. Dawood et al. compared a range of different optic flow algorithms for

motion estimation [6]. However, these studies only utilise the spatial information in PET images for registration. The

PET image for each gate is handled separately. As the respiratory motion is a continuous process, the PET images,

considered across all the gates, also form a continuous change over time. Based on this assumption, we incorporate

the temporal information into B-spline deformable registration in order to improve the registration accuracy. The work

presented here extends the method developed in [7] for 2-D ultrasound image registration to a new application, namely

3-D PET image registration.

To validate our spatio-temporal B-spline registration algorithm, we used highly realistic, though simulated PET data

(produced by PET-SORTEO), for which ground truth is available. Experimental results show that spatio-temporal

registration could yield better motion estimates than spatial registration alone. In addition, motion correction using our

registration algorithm significantly improves the resulting image quality. In this way, the PET images generated by our

method can provide improved information for clinicians in cancer diagnosis and patient management.

2 METHODS

2.1 PET gating and motion correction scheme

Figure 1 illustrates the PET gating and motion correction scheme. The PET data is reconstructed for each gate. One

of the reconstructed gated images is chosen to be the “reference” image, the other images being regarded as “test”

∗Email: wenjia, jmb@robots.ox.ac.uk
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Figure 1. PET gating and motion correction scheme. A respiratory cycle is equally divided into 8 gates, in which

the first gate corresponds to mid-expiration, the third and sixth gates correspond to full expiration and full inspiration

respectively. The reconstructed images for each gate are registered to the same position and summed for motion

correction.

images. We select the first gate f1 to be the reference image, since it is in the middle of expiration and the average

motion between the first gate and all the other gates is minimal. The other gates fi (2 ≤ i ≤ N) are regarded as test

images.

Our algorithm registers each of the test images to the reference image so that the motion between different gates is

estimated. In order to correct for the motion, we sum the registered images. In the following sections, we first introduce

B-spline deformable registration using spatial information only [8], which separately registers each test image to the

reference image. Then, we describe our spatio-temporal B-spline registration, which simultaneously registers all the

test images to the reference image.

2.2 Spatial registration

The goal of registration is to find a transformation g : x → g(x|µ) which maps the reference image f1(x) to a test

image fi(x) so that f1(x) corresponds to fi(g(x|µ)) at each location, where x ∈ Ω denotes a pixel in a 3-D PET

image, and µ denotes a 3-D vector-valued grid. Registration is formulated as an optimisation problem, where a cost

function which measures the discrepancy between the reference image f1(x) and the transformed test image fi(g(x|µ))
is minimised with respect to µ, which has to be estimated.

Currently, we use the correlation coefficient (CC) as the cost function, since it has the merits of both mathematical

simplicity and computational efficiency. The cost function of spatial registration is formulated as,

Ei(µ) =
n

∑

f1(x)fi(g(x|µ)) −
∑

f1(x)
∑

fi(g(x|µ))
√

n
∑

f2
1 (x)− (

∑

f1(x))2
√

n
∑

f2
i (g(x|µ)) − (

∑

fi(g(x|µ)))2
(1)

where the summations are performed over all the pixels in the 3-D image, and n denotes the number of pixels. The

local deformation g(x|µ) is determined by the weighted sum of the vectors on the grid µ,

g(x|µ) = x + d(x|µ) = x +
∑

u∈S(x)

w(x, u)µ(u) (2)

where d(x|µ) denotes the displacement, S(x) denotes the spatial support region of pixel x, w(x, u) denotes the weight,
and µ(u) denotes the vector at a control point u. By “support region”, we mean the region within which the weight

function is non-zero. The weight is defined as follows,

w(x, u) =

3
∏

m=1

b(3)(
xm

hs,m

− um) (3)
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where b(3)(·) denotes the cubic B-spline function, hs denotes the spacing of the 3-D grid µ, and m denotes the com-

ponent of the 3-D coordinate. Since g(x|µ) does not necessarily coincide with a pixel lattice, image interpolation is

required to evaluate the cost function. Image interpolation is also performed using cubic B-splines.

2.3 Spatio-temporal registration

Our algorithm for spatio-temporal B-spline registration takes account of the reference image f1(x) and all the test

images fi(x) (2 ≤ i ≤ N) in a single cost function,

E(µ) =
1

N − 1

N
∑

i=2

n
∑

f1(x)fi(g(x|µ))−
∑

f1(x)
∑

fi(g(x|µ))
√

n
∑

f2
1 (x) − (

∑

f1(x))2
√

n
∑

f2
i (g(x|µ)) − (

∑

fi(g(x|µ)))2
(4)

where g(x, i|µ) denotes the deformation vector at pixel x and gate i, and µ denotes the 4-D spatio-temporal vector-

valued grid. The deformation g(x, i|µ) is determined by the weighted sum of the vectors on the grid µ,

g(x, i|µ) = x + d(x, i|µ) = x +
∑

j∈T (i)

∑

u∈S(x)

w(i, j)w(x, u)µ(u, j) (5)

where d(x, i|µ) denotes the displacement, T (i) denotes the temporal support region of i, S(x) denotes the spatial

support region of pixel x, w(i, j) and w(x, u) denote the corresponding weights, and µ(u, j) denotes the vector at a
control point. The weights are also defined by cubic B-splines,

w(i, j) = b(3)(
i

ht

− j) (6)

w(x, u) =

3
∏

m=1

b(3)(
xm

hs,m

− um) (7)

where ht and hs denote the temporal and spatial spacing of the grid µ. Due to the periodicity of respiratory motion,

the temporal weight function is also periodic,

w(i, j) = w(i, j + N) (8)

In addition, since the first gate is regarded the reference gate, we have the constraint that the deformation vector

g(x, i|µ) is zero for i = 1,
g(x, i|µ) = 0, if i = 1 (9)

2.4 Optimisation

Mathematically, image registration amounts to an optimisation problem. The cost function is minimised using gradi-

ent descent so that the deformation parameter µ is updated simultaneously at all the control points. The gradient is

straightforward to derive from the cost function using the chain rule. The step size is estimated adaptively during each

iteration [8]. The initial grid µ is set to a zero-valued array and the optimisation is terminated either after a minimal

incremental improvement to the cost function or after a pre-set maximum number of iterations. Since the neighbouring

gates can lend information to each other during spatio-temporal registration, it might be less vulnerable to local optima

than spatial registration.

3 RESULTS

3.1 Data Simulation

The NCAT phantom was used to model the human anatomy during respiration [9]. A set of emission images and

attenuation maps were produced throughout a normal respiratory cycle of 5 seconds. A spherical lesion of 10 mm in

diameter was placed in one of six different locations, respectively the upper, middle and lower parts of the left and

right lungs. A Monte-Carlo based PET simulator PET-SORTEO [10] was used to generate gated PET data from the

NCAT phantom. PET-SORTEO accounts for all the major sources of noise and bias. It has been validated to be in good

agreement against real acquisition [10]. The number of gate was 8 so that each gate could be regarded as static. This

gate number is also being used by other researchers [11]. More gates could be used, however, it reduces the coincidence

count for each gate and thus increases noise in reconstruction. Normal organ FDG activity concentration was assumed

during our simulation. The PET data was output in sinogram format. Each individual gate was attenuation corrected

by the corresponding attenuation map and then reconstructed by 3-D OS-EM with 4-mm Gaussian post-filtering. The

reconstructed images were volumes of size 128×128×61, spacing 2×2×2.425 mm3.
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(a) Spatial registration (b) Spatio-temporal registration (c) Ground truth

Figure 2. Comparison of the displacement trajectories for spatial registration and spatio-temporal registration with

ground truth. Here show the three components of the displacement along the X (left-right), Y (anterior-posterior), and

Z (superior-inferior) axes respectively.

3.2 Parameter settings

We tested different spatio-temporal grid settings, including 32×32×32×8, 16×16×16×8, 8×8×8×8, and 16×16×16
×16, where the first three numbers in the expression denote the spatial grid, and the last number denotes the temporal

grid. It was found that the 16×16×16×8 grid performed best in terms of displacement trajectory estimation. Therefore,

it was used for all the experiments. In addition, the grid for spatial registration was set to 16×16×16. No grid

regularisation was used. The maximum iteration number was set to 50. It took approximately 20 hours to perform

spatio-temporal registration on a PC with 3.20 GHz CPU and 2 GB RAM. For spatial registration, it took approximately

2 hours to register each gate, thus 14 hours for all the 7 gates.

3.3 Displacement trajectory

In this experiment, the images for all the gates were registered using both spatial registration and spatio-temporal

registration. The displacements d(i) at the lesion position across all the gates were computed from the resulting grid

µ. The displacement trajectories were compared to the ground truth available from the NCAT phantom. Figure 2

compares the displacement trajectories for a lesion at the lower part of the left lung; as can be seen, the displacement

trajectory given by spatio-temporal registration is smoother across the gates than for spatial registration. It is closer

to ground truth. Table 1 lists the average errors of the estimated displacements along each axis for both registration

algorithms. Spatio-temporal registration reduces the estimation errors by 0.11, 0.03, and 0.15 mm along X, Y, and Z

axes respectively.

Table 1. Comparison of the average estimation errors of the displacements along the X, Y, and Z axes (unit: mm).

Spatial Spatio-temporal

Lesion position X Y Z X Y Z

Right upper 0.35 0.39 0.66 0.20 0.28 0.54

Right middle 0.29 0.7 0.51 0.21 0.81 0.42

Right lower 0.32 0.61 0.73 0.29 0.61 0.73

Left upper 0.52 1.01 0.71 0.23 1.01 0.59

Left middle 0.33 0.51 0.69 0.31 0.54 0.41

Left lower 0.64 0.67 0.84 0.58 0.47 0.53

Mean 0.41 0.65 0.69 0.30 0.62 0.54

3.4 Motion correction

In this experiment, we registered the PET images using our spatio-temporal registration algorithm and then summed

the images to give a motion corrected image. The result is compared to the uncorrected image (summation of all the

images without registration) in Figure 3. It clearly shows that the corrected image displays a higher spatial resolution

than the uncorrected one. The lesion in the uncorrected image is heavily blurred due to respiratory motion and hard

to distinguish. In the corrected image, the lesion is clearly distinguishable. Also, we observe that in the uncorrected

image, the boundary between the right lung and the liver is blurred, which may sometimes cause the problem of judging

whether a lesion belongs to the lung or to the liver. However, in the corrected image, the lung and the liver are clearly

separated.
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(a) Uncorrected (b) Motion corrected

Figure 3. Comparison of the uncorrected image and the motion corrected one. Here shows the axial, sagittal, and

coronal views. The lesion is annotated by a red arrow.

4 CONCLUSIONS

The experimental results show that spatio-temporal registration could yield better motion estimates than spatial reg-

istration. The PET image quality is substantially improved after motion correction using our registration algorithm,

compared to the uncorrected image. In the future, the performance on clinical data needs to be explored.
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Abstract. Fibre tractography using diffusion tensor imaging is a promising method for estimating the pathways of 

white matter tracts in the human brain. The success of fibre tracking methods ultimately depends upon the 

accuracy of the fibre tracking algorithms and the quality of the data. Uncertainty and its representation have an 

important role to play in fibre tractography methods to infer useful information from real world noisy diffusion 

weighted data. Probabilistic fibre tracking approaches have received considerable interest recently for resolving 

orientational uncertainties. In this study, an average curves approach was used to investigate the impact of SNR 

and tensor field geometry on the accuracy of three different types of probabilistic tracking algorithms. The 

accuracy was assessed using simulated data and a range of tract geometries. The average curves representations 

were employed to represent the optimal fibre path of probabilistic tracking curves. The results are compared with 

streamline tracking on both simulated and in vivo data. 

1 Introduction 

Fibre tracking is a non-invasive method for estimating and visualizing the white matter connectivity patterns in the 

human brain using diffusion tensor imaging. Algorithms for fibre tracking can be broadly classified into 

deterministic and probabilistic types. A criticism of deterministic streamline tractography is the lack of a measure 

describing confidence or uncertainty of the reconstructed trajectories. Recently, probabilistic tractography algorithms 

[1-6] have been developed to determine the connectivity between brain regions and these algorithms differ from 

other tracking algorithms that take into account the uncertainty in fibre orientation when calculating estimates of 

fibre tracts. Generally, the probabilistic tracking methods have three stages. In the first stage, they model the 

uncertainty at each voxel using a probability density function (PDF) of fibre orientations. In the second stage, the 

tracking algorithm repeats a streamline propagation process many times from a seed point with the propagation 

direction randomly sampled from the PDF of fibre orientations. The connection probability from a seed point to a 

voxel is defined as the frequency with which streamlines pass through the voxel, normalised for the total number of 

repeats. Finally a global connectivity map is estimated, using the connection probabilities between all voxels in the 

image and the seed point. This estimation is both a time consuming process and is memory intensive. Connection 

probability maps derived using such frequency of connection methods demonstrate high frequency connections close 

to the seed point and low frequency connections at distance. This can lead to difficulty in interpreting tracking 

results, because the derived connection probabilities are not comparable at different distances. The final output is not 

a single well defined trajectory, but rather a spatial distribution; therefore, it is difficult to analyse errors in 

probabilistic tracking methods. We propose an alternative method for estimating optimal fibre paths, which results in 

single well defined trajectories using an average curves approach. We consider the sampled paths as a set of likely 

curves, and the major connections estimated directly from the likely curves using average curves optimization. 

The accuracy of fibre tractography is influenced by the diffusion tensor measurements sensitivity to image noise. 

Thus noisy diffusion tensor fields may result in deviation from the true fibre tract path and therefore may lead to 

erroneous estimates of connectivity. Several studies [7-9] have investigated the effects of image noise, tensor 

anisotropy, step size, and tract geometry on the accuracy of various streamline tractography algorithms. A Monte 

Carlo simulation was used by Lazar et al. [10] to investigate the error analysis of six streamline tracking algorithms. 

In this paper, we examine the effects of experimental noise and tensor field geometry on three types of probabilistic 

tracking curves (nonparametric, parametric, random walk) using simulated data and a range of tract geometries. First 

we use a linear diffusion tensor for error analysis and verify the performance of average curves representation. The 

average curves are then used to quantitatively analyse the errors and compare the performance with streamline 

tracking on different tract geometries from simulated data. Finally, the optimal fibre path curves generated by the 

average curves algorithm are tested on low level SNR in vivo data and compared to streamline tracking methods.  

2 Methods 

2.1 Probabilistic Tractography Algorithms 

The first algorithm investigated in this work uses the wild bootstrap model described in Whitcher et al. [6]. This 

approach obtains probability distributions for model parameters by re-sampling the residuals to the fitted model. 
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1000 tensor volumes were generated by fitting the diffusion tensor using linear least squares and computing the 

residuals to the fitted model. Having generated 1000 tensor volumes, continuous tensor fields were fitted to the 

estimates using the B-spline basis field. A simple 4
th

 order Runge-Kutta streamline evolution algorithm was used to 

propagate streamlines bi-directionally from a series of seed points. This was repeated for each of the 1000 volumes 

to generate 1000 tracts for each seed point. The second algorithm is the Bayesian probabilistic tractography 

algorithm described in Friman et al. [3]. 1000 streamlines were generated from each seed point using the diffusion 

model, parameter values and likelihood calculations from [3]. The final algorithm was that of Hagmann et al. [2] 

who proposed a random walk model of a particle diffusing in a DT field 𝐷𝛼  to assess uncertainty in tractography 

described by  
𝑥𝑛+1 = 𝑥𝑛 + 𝜇 Ω𝑛                                                                                   (1) 

Ω𝑛 = {𝜆𝑑𝑛 + Ωn−1},    (Ω𝑛 . Ω𝑛−1) ≥ 0                                                          (2) 

𝑑𝑛 = 𝐷𝑛
𝛼𝑟𝑛                                                                                          (3) 

Here {xn} are a sequence of points of the fibre path, 𝑟𝑛  are random vectors uniformly distributed over a unit sphere, 

Ω𝑛  is a weighted sum of the random vector 𝑑𝑖  ,step size is 𝜇 and 𝛼, 𝜆 are parameters of the algorithm. The algorithm 

was repeated 1000 times from each seed point with  𝛼 = 2 and  𝜆 = 1. A constant step size (0.1mm for synthetic 

data 0.25mm for in vivo data) and the same stopping criteria (anisotropy < 0.15, curvature >80
0
) were used for all 

three methods. 

2.2 Average Curves 

A curve is represented numerically as a sequence of points in ℝ3. We consider a representative curve from a given 

collection of curves in space as the average curve of the collection. This note explores a few of the many possible 

definitions of average curves, and the situations in which they might be relevant. Clearly the representative curve 

needs to be as close as possible to all the curves in the collection. This can be achieved by ensuring that the average 

curve is that which minimises the difference from all of the other curves. 

Distance between Curves. The classical distance between point-sets is the Hausdorff measure. The asymmetric 

Hausdorff distance 𝐻′ 𝐴, 𝐵  from set 𝐴 to set 𝐵 is the maximum over all points of set 𝐴 of the distance to the nearest 

point of set 𝐵 . 

𝐻′ 𝐴, 𝐵 = max𝑎∈𝐴( 𝑏 𝑎 − 𝑎 )                                                            (4) 

 𝑏 𝑎 = 𝑎𝑟𝑔min
𝑏∈𝐵

  𝑏 − 𝑎                                                                   (5) 

The symmetric Hausdorff 𝐻(𝐴, 𝐵) distance between two point-sets is defined as being the maximum of the two 

asymmetric measures 𝐻′ 𝐴, 𝐵  and 𝐻′ 𝐵, 𝐴 . 

The minimum distance from a point 𝑎 in a set A to set B is defined as 

M 𝑎, B = minb∈B  b − 𝑎                                                                   (6) 

The average minimum distance from 𝐴 to 𝐵 is  

𝐺 ′ 𝐴, 𝐵 = mean
𝑎∈𝐴

  𝑏 𝑎 − 𝑎                                                                (7) 

which can be symmetrised by taking the mean of 𝐺 ′ 𝐴, 𝐵  and  𝐺 ′(𝐵, 𝐴). These measures are applicable to the 

probabilistic tracking curves, and can be implemented accurately by making comparisons of distances between the 

points in the sequences that represent the curves. 

Average Curves Methods. Probabilistic fibre tracking methods generate two sets of curves (forward and backward 

field directions) from a seed point. We apply the average curve methods to each set of curves and the resultant curves 

are concatenated to obtain the full fibre path. Two types of average curve methods are implemented for this 

experiment.  

The mean curve is calculated using an arc-length re-parameterisation method, which re-parameterises the curves by 

placing a high number of points on each curve at equal arc length steps. Each of the points is then averaged over a 

number of curve-instances to produce the vertices of the average curve. The median curve is selected from the 

collection as the curve which differs least from all the other curves. We used different distance criteria, described 

above, to get the best curve from the set of likely curves for each criterion. The procedure repeats with the selected 

curves until it no longer reduces the number of curves and the result(s) are chosen as the median curve(s).  

Many fibre tracts in the human brain have smooth paths of low curvature, for which the one resultant curve is a good 

representation. However, curves generated from a single seed point can branch into two or more main paths at some 

point. We therefore used a simple clustering method to separate the sets of branched curves. The average curves 

methods were then applied for each set of branched curves. 
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2.3 Simulated and In Vivo Data 

Simulated phantom data was used (Fractional Anisotropy (FA)-fibre =0.85, FA-nonfibre=0.13 and fibre-dimension 1 

unit) with typical diffusion values. The diffusion weighted signals were computed with 30 diffusion encoding 

directions and b-value = 1000 s/mm
2
. Four tensor field geometries were considered: linear (all tensors oriented in 

parallel), branching (comprised of an initial linear tract branching into two tracts), crossing (two linear tracts cross) 

and kissing (comprised of two elliptical tracts overlaid). In order to investigate the effect of SNR on tract accuracy, 

noise was added to the ideal signal for every voxel in the image giving a range of SNRs (5-30) for each geometry. 

For each experiment (geometry, SNR, tracking method, seed point), tract estimates were generated for 1000 

instances of the noisy diffusion tensor field. 

In vivo data consisted of 1.5T cardiac gated diffusion-weighted data from a volunteer with image matrix of 128x128, 

60 slice locations covering the whole brain, TE/TR=101.3/18000 ms and 2.5x2.5x2.5 mm
3
 spatial resolution. 

Diffusion weighting was distributed along 64 directions using a b-value of 1300 s/mm
2 

and there were 7 volumes 

with no diffusion weighting. Random trajectories were initiated from a seed point in the corpus callosum and two 

points in the right/ left internal capsule with step size 0.25 mm using the three probabilistic tracking methods. A 

stream line tracking method (4
th

 order Runge-Kutta method) was also applied using the same seed points.  

Error Analysis of Linear Tensor Fields. The error in tract estimation was analyzed at specific distances from the 

seed point in planes situated perpendicular to the ideal tract trajectory. For each intersection plane, a two-dimensional 

distribution of points was obtained from the intersection of the noise-influenced tracts with the plane (e.g., Figure 1). 

The mean error, m, was defined as the distance between the mean of the generated tracts and the ideal tract 

intersection on the plane. The tract dispersion (STD) is the standard deviation of the distances between the 

intersection of each tract and the ideal tract on the plane. The success rate was defined as the percentage of total 

fibres that reached the intersection plane.  

Error Analysis Using Average Curves. We performed fibre tracking from various seed points in different tensor 

field geometries with a range of SNR levels. The true curve(s) T is the ideal trajectory and C is the resultant curve(s) 

using the average curves method. Performance measures (ξ) were calculated using the average minimum distance 

from C to T, and the Hausdorff distance from C to T. Stream line tracking was also applied using the 4
th

 order 

Runge-Kutta algorithm from the same seed points and the performance measures (ξ) calculated. 

 

 

 

 

 

 
 

 

Figure 1. Two- dimensional distribution of points for the linear tensor field (SNR=15) at 30 mm from the seed point. 

The ideal trajectory crosses the plane at (0,0). Left: wild bootstrap; Right: Bayesian.  

3 Results and Discussion 

3.1 Linear Diffusion Tensor Fields.  

Probabilistic methods were applied from a seed point on linear synthetic data. The mean displacement m, the tract 

dispersion STD and the success rate as a function of the distance from the seed point and as a function of SNR were 

calculated. The distances were measured from the seed point from 10 mm to 70 mm in increments of 10 mm. Graphs 

of these measures versus distance and 1/SNR are illustrated by Figure 2. Mean displacement m was estimated to be 

negligibly small (< 0.2mm) in comparison with the voxel size (1mm) in almost all cases except the furthest distance 

from the seed point. The mean curve passes through these mean points; hence the mean curve can be considered as 

an error free path in the noisy fields. 

The results show that the STD increases with distance from the seed point and decreases with SNR. For the wild 

bootstrap and Bayesian methods, the measured STD appears to increase linearly with distance. The STD was similar 

in both methods. For tractography methods that use a random walk the relationship is generally sub-linear. For all 
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probabilistic tract cases, the wild bootstrap and Bayesian methods yielded less tract dispersion than the random walk 

except at long distances or low SNR. The success rate generally decreased with the distance from the seed point and 

increased with SNR. Compared with the wild bootstrap and Bayesian methods, the random walk method had a lower 

success rate. However, for low SNR data the random walk method performed better than the other two methods. 

 

Figure 2. Top row: Error measures for tractography algorithms are shown as a function of distance (SNR=15) from 

the seed point for m, STD and Success Rate. Bottom row: Tractography algorithm error measures as a function of 

1/SNR from the seed point for the three algorithms (at a distance of 30 mm). 

3.2 Error Analysis using Average Curves 

Table 1 presents mean and standard deviation values for the performance measures (ξ) for 10 different seed points of 

simulated data. The results show that the average curve representations of probabilistic methods are more accurate 

than for the streamline tracking method, with significantly lower errors at corresponding SNR levels. The lengths of 

the resulting streamline tracking curves were also smaller than the average curve lengths (not shown in the table). 

The Bayesian and wild bootstrap method results are surprisingly similar and the results of the random walk method 

are significantly higher than both methods. The performance measures decrease with SNR in all cases. 

The average curve methods are fast and relatively easy to implement with good tracking capabilities especially in the 

low SNR data. Compared with the mean curve method, the median curve method had a higher computational cost. 

SNR D STM 
Mean curve Median Curve 

Wild B Bayesian Random W Wild B Bayesian Random W 

5 
A 0.91±0.6 0.69±0.4 0.67±0.4 0.76±0.4 0.71±0.4 0.69±0.4 0.78±0.5 

H 3.79±3.4 2.4±2.3 2.4±2.3 2.58±2.6 2.6±2.4 2.5±2.3 3.02±2.5 

15 
A 0.71±0.6 0.51±0.3 0.53±0.3 0.59±0.3 0.56±0.4 0.56±0.4 0.66±0.5 

H 2.78±2.6 2.28±2.1 2.19±1.9 2.58±2.3 2.33±2.2 2.31±2.2 2.78±2.7 

30 
A 0.51±0.4 0.49±0.3 0.49±0.3 0.52±0.3 0.51±0.3 0.50±0.3 0.50±0.4 

H 2.73±2.6 1.97±1.4 1.93±1.4 2.12±1.7 2.11±1.6 2.13±1.5 2.70±2.6 

Table 1. The performance measures (ξ) in mm (STM – Streamline method, D- Distance measure, A-Average 

minimum distance, H- Hausdorff distance). 

3.3 In vivo results 

Figure 3 shows typical results obtained using the Bayesian methods for a seed point in the corpus callosum and 

results using the wild bootstrap method for seed points placed in the internal capsule. The resulting tracts from the 
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average curve methods and the streamline tracking curve are also shown. Few tracts cross the corpus callosum for 

the wild bootstrap method. The streamline tracking method terminated early in both cases. 

 

 

 

 

 

 

 

Figure 3. Bayesian tracking results from the seed point placed in the corpus callosum (left) and wild bootstrap 

results from two seed points (white arrows) in the corticospinal tract (right). Illustrated are tracts overlaid on coronal 

FA images, tracts alone and the resultant curves (mean curve - red, median curve - green and streamline – yellow). 

4 Conclusions  

We have presented an alternative method for estimating optimal fibre paths of probabilistic fibre tracking, which 

results in a single well defined trajectory for every major connection using an average curves approach. The average 

curves have been shown to be good representations for optimal fibre paths using simulated and in vivo data. Average 

curves are also fast and relatively easy to implement and have been used to investigate the impact of SNR and tensor 

field geometry on different types of probabilistic tracking algorithms. This is one of the first applications of error 

analysis for probabilistic tracking methods.  

Acknowledgements 

We would like to thank Prof. Malcolm Sabin from University of Cambridge for stimulating discussions about 

average curves.  

References 

1. T.E Behrens, M.W. Woolrich, M.Jenkinson, H.Johansen-Berg, S.Clare, J.M.Brady & S.M. Smith “Characterization and 

propagation of uncertainty in diffusion-weighted MR imaging”, Magn Reson Med, 50(5), pp 1077-1088, 2003. 

2. P.Hagmann, J.P.Thiran, L.Jonasson, P.Vandergheynst, S.Clarke, P.Maeder & R.Meuli “DTI mapping of human brain 

connectivity: statistical fibre tracking and virtual dissection”, NeuroImage, 19(3), pp 545-554, 2003. 

3. O.Friman, G.Farnback & C.F.Westin “A Bayesian approach for stochastic white matter tractography”, IEEE Trans Med 

Imaging, 25(8), pp 965-978, 2006. 

4. M. Lazar & A. Alexander “Bootstrap white matter tractography (BOOT-TRAC)”, NeuroImage, 24(2), pp 524–532, 2005. 

5. D. Jones & C. Pierpaoli, “Confidence mapping in diffusion tensor magnetic resonance imaging tractography using a bootstrap 

approach”, Magn. Reson. Med., 53(5), pp 1143–1149, 2005. 

6. B. Whitcher, D.S. Tuch, J.J. Wisco, A.G. Sorensen & L. Wang “Using the wild bootstrap to quantify uncertainty in diffusion 

tensor imaging”, Hum Brain Mapp., 29(3), pp 346-62, 2008. 

7. A.W.Anderson “Theoretical analysis of the effects of noise on diffusion tensor imaging”, Magn.Reson.Med, 46(6), pp 1174-

1188, 2001. 

8. N.F.Lori, E.Akbudak, J.S.Shimony, T.S.Cull, R.K.Guillory & T.E.Conturo “Diffusion tensor fiber tracking of human brain 

connectivity: acquisition methods, reliability analysis and biological results”, NMR Biomed, 15, pp 493-515, 2002. 

9. J.D.Tournier, F.Calamante, M.D.King, D.G.Gadian & A. Connelly “Limitations and requirements of diffusion tensor fiber 

tracking: an assessment using simulations”, Magn. Reson. Med., 47, pp 701-708, 2002. 

10. M.Lazar & A.L.Alexander “An error analysis of white matter tractography methods: synthetic diffusion tensor field 

simulations”, NeuroImage, 20(2), pp 1140-53, 2003. 

138



A Robust Method for the Estimation of 4D Pharmacokinetic 

Parameters in dceMRI Data in Colorectal Cancer Patients 

*Darren Morofke
a
, E. Mark Anderson

 b
, Fergus V. Gleeson

b
, Sir Michael Brady

a 
 

a 
Wolfson Medical Vision Laboratory, Department of Engineering Science, University of Oxford, UK, 

b 
Department 

of Radiology, Oxford Radcliffe Hospitals, UK 

Abstract. To date, most clinical studies of colorectal cancer patients have used only one or, more recently, two 

image slices through a tumour.  This has largely been due to technological limitations in MRI scanners and to 

practical computational limits.  Using high-speed multi-coil MRI machines, we have been able to capture and 

analyze full 4D datasets acquired from dceMRI on 20 human colorectal cancer patients with over 50 slices per 

patient of visualization. To analyze this data, we have created software for data capture and automated analysis.  

We compare our techniques and results to existing methods. 

1  Introduction and clinical procedure  

Colorectal cancer survival has doubled in the past 30 years, largely due to advances in screening and early detection 

methods, nevertheless in the UK alone 16,000 people die of the disease each year. We have completed a clinical 

trial with 20 patients, obtaining 4-dimensional (4D) dynamic contrast enhanced (dce) MRI scans using a GE Signa 

HD 1.5T multi-coil scanner. Our patients underwent a typical clinical scans followed by two research protocols and 

was ethically approved by CORREC.  Presented here is the methodology used to analyse our data.   

It has been shown [1] that contrast agent uptake has a non-linear effect on signal enhancement, the nonlinearity 

being related to native T1 values.  Thus the first protocol was a 3D native T1 mapping sequence. A 4D multi-coil 

volumetric sequence, LAVA, followed with a temporal resolution of 12-15s per volume and a spatial resolution of 

0.78x0.78x2mm.  After 5 temporal volumes were captured with the LAVA sequence, the auto-injector was used to 

inject Gd(HP-DO3A), or ProHance, intravenously.  The initial uptake and wash out of the contrast agent was 

recorded over a period of 5-7 minutes using the 5 pre-contrast agent scans as a baseline image. Data was fitted on a 

voxel-by-voxel basis, for all voxels with a T1 value greater than 350mS. Furthermore, T1 estimation was capped at 

2000mS to counter sub-voxel motion causing errors in estimation. 

2  Methodology 

2.1 Optimal filtering for noise removal 

Rapid acquisition times for MRI volumes comes at the price of noise artefacts.  Such artefacts can have a significant 

impact on subsequent estimation, so it is important to automatically and accurately remove or smooth out noise.  In 

cancer imaging, the edges of the tumour are a major determining factor for classification of the cancer stage.  

Anisotropic filtering is one technique that smooths an image while preserving edges, and fast implementations are 

available in ITK and MATITK [2]. A modified curvature diffusion equation (MCDE) anisotropic filter can avoid 

the edge enhancing properties that are inherent in classic anisotropic diffusion. This is calculated as, 

 ft = ∇f ∇ ⋅ c ∇f( )
∇f

∇f
,   (1) 

2.2 Estimate T1 values 

Using a fast-spoiled gradient echo sequence (FSPGR), the native T1 values can be estimated accurately and quickly 

(~5 minutes of MRI scanner time) for a large volume. The intensity of a FSPGR signal intensity at each voxel is 

represented as: 
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where S is the observed signal intensity, g is the scanner gain, ρ is the proton density, TE is the echo time, T1 / T2* 

is the longitudinal / transverse relaxation time, TR is the repetition time, and α is the flip angle.  By holding TR 

constant, the flip angle and signal intensity together become dependent values.  This linear relationship can be 

estimated as, 
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where M0 is a constant encompassing proton density, gain and the transverse relaxation time, and m and b are the 

slope and intercept of equation 3. 

2.3 T1 estimation without holding TR constant 

If TR cannot be held constant between scans, equations 3-5 are no longer valid. However, it follows from equation 2 

that the change in TR will manifest itself in a predictable change in intensity. The change in signal intensity 

between two images can be predicted by, 

 ,

1cos1

cos11

2

1

1

1

2

1

1

1

2

1

1

S

ee

ee

S

T

T

T

T

T

T

T

T

RR

RR














−














−














−














−

=
−−

−−

α

α

 (6) 

where S1/S2 is the adjusted/original signal intensity, TR1/TR2 is the new/old repetition time. This requires prior 

knowledge of the native T1 value of each voxel.  This problem can be approached iteratively, by creating an initial 

guess at the T1 by making the assumption that TR is equal and using equation 3. By using this value to change the 

intensity of the image, an iterative loop occurs which converges on a fixed point. 

2.4 Estimation of contrast agent concentration 

Following injection of a contrast agent such as Gd(HP-DO3A), the transverse and relaxation times change:  
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where T10 and T20 are the pre-contrast agent relaxation times, C(t) is the contrast agent at the given time, and  

R1=4.5s
-1

mM
-1

 and R2=5.5s
-1

mM
-1 

[4]. By substituting these into equation 2 one can relate signal to contrast uptake 

as, and an enhancement ratio for the concentration of contrast agent can then be calculated as,  
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where P = TR/T1 and Q = R1C(t)TR.  This equation can be solved using a modified Newton-Raphson method with 

bisection technique or, as shown by Lo [5], approximated using a second order polynomial.  By performing a 1st 

order Taylor these values can then be substituted into equation 8, which can then be formulated as a quadratic 

function, 

 

e
−P

MN e
−P cosα −1( )S(0)C(t)2 +

e
−P

M − N 1− e
−P cosα( )( )S(0) − e

−P
M cosα(1− e

−P )S(t)[ ]C(t)) +

(1− e
−P )(1− e

−P cosα)(S(0) − S(t)) = 0

 

 

 
 
 
 

 

 

 
 
 
 

, (9) 

where M=R1TR and N = R2TE, which is solved for each time point, C(t), by completing the square. 
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2.5 PK Modelling 

As noted above, rapid MRI acquisition comes at the price of increased noise. Using a gating method, common in 

Doppler Ultrasound, a floating average can be taken. While this reduces the spatial resolution, it increases its 

immunity to intermittent noise. This is calculated after the estimation of contrast agent by, 

 ˆ C t (t) =
1

MN
Ct (m,n)

n= 0

N

∑
m= 0

M

∑ , (10) 

where M,N are the gate size and m,n are the location in the gate. PK models are also very sensitive to variations in 

time of initial uptake. In our data, it was found that this did not always occur at the time point immediately 

following injection.  This can be due to factors such as injector delay, human error, or physiological factors such as 

low blood pressure or cholesterol.  Thus, it becomes important to determine locus of uptake prior to fitting a 

pharmacokinetic model to the TAC. A Levenberg–Marquardt algorithm can then be applied to fit a model to this 

data. For example, the basic model that we used to fit our data was represented either in generic form [1], and/or by 

Tofts [6] by,  
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respectively where, A, a and b are the generic model values, and K
trans

, ve, Vp, kout are transfer coefficients between 

the endothelial extravascular space into and out of the plasma compartment. A Delaunay triangulation was 

performed on the fit versus measured data sets to detect outliers, which are deleted prior to model refitting. This 

process continues until the fit parameters of the curve do not change significantly.  Because the initial uptake of the 

contrast agent is the determining factor in K
trans

, the first 4 points of the TAC are not involved in the outlier search. 

3  Results 

3.1 T1 estimation with out matched TR 

Our clinical T1 mapping sequence were performed using four different flip angles (15°, 12°, 9°, 3°). When using a 

non-specific  T1 mapping FSGPR sequence, we were unable to hold TE/TR constant across all the four flip angles. 

What occurred commonly was that the 15° and 12° flip angles were constant and while the 9° and 3° flip angles 

had a TR which while constant with each other varied up to as much as 2mS from the large flip angles. To test our 

recovery methodology we created simulated data using equation 2 where the large base pair (15°/12°) images were 

generated with a TR of 4.5ms while the low base pair (9°/3°) were generated using a TR ranging from 2.5ms to 

6.5ms. Our recover method converged within 3 iterations to 1% of the original T1 used for the generation of these 

data points. Using MATLAB, 3 iterations took 0.2ms per voxel, demonstrating that this is a computationally 

inexpensive method for T1 estimation when the TR is unable to be held constant.  

 

Figure 1. Error in T1 (red) and M0 (green) estimate in percent (y-axis) when base pairs have different TR value (x-

axis).  First base pair has TR held at 4.5ms and the second pair has the TR varied from 2.5ms to 6.5ms in 0.1ms 

increments (x-axis).  Left: calculated directly without applying equation 6 assuming 'similar TR value'. Middle: 1-

iteration of equation 6. Right 3-iterations of equation 3. 

When this method was applied to flow phantoms, we found similar results.  However, when comparing values to 

DESPOT and IRSPGR estimated ground truth, it was found that our scanner had a gain of 1.6 relative to these 
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sequences.  This highlights the need to run a calibration scan on a known flow phantom to determine gain prior to 

using estimated T1 in for contrast agent estimation. 

3.2 CA estimation 

By calculating the uptake of contrast agent using Lo’s method, we are able to quickly come up with an estimate 

within 1% of the Newton Raphson method for realistic values at a speed increase of over 100x. Equations 8 and 9 

were used to generate intensity versus contrast agent concentration and plotted against each other in Figure 2. 

 
Figure 2. Left: CA concentration versus enhancement for various T10 values.  Blue line estimate from Lo, red line 

estimate using Newton Raphson estimate, note that the near parity. Right: Newton estimate versus Lo estimate 

(blue x’s), with the red line representing unity, note that for values less than 1500ms there is little variation. 

3.3 PK Model correction methods 

In our data various factors such as noise, start of uptake, and outliers played a large role in disrupting an accurate 

fit.  Simulated data points were created and plotted in Figure 3 using equation 14 with the parameters [A,a,b] = 

[25,5.5,0.1], white noise was added, as was an outlier. As can be seen in when these factors are not considered, the 

estimated pharmacokinetic values can be impacted adversely with the original estimate (red) being [10,2.3,0.79], an 

error of 250%, while if the locus is detected and outlier eliminated the estimate is [28,6.1,0.091] or within 12%. 

 

Figure 3 Blue ‘x’ generated from equation with added noise. Red line: direct. Black lines: nearest point. Green: 

curve fit with outlier deleted (black diamond) and origin shift (arrows).  Green PK parameters within 15%, red > 

200% off. 

3.4 K
trans

 versus K
trans

 without optimizers 

   

Figure 4. a) T2W image b) K
trans

 using our method c) K
trans

 no correction, (d) T2W image [7] (e) K
trans

 [7] 

Figure 4 highlights the differences between our methodology and that commonly used for colorectal cancer trials.  

In this figure, 4A is a small field of view T2 weighted image, and 4B is the K
trans

 calculated by our method.  Figure 

A B 

C 

D E 
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4C shows the K
trans

 calculated without using outliers, anisotropic filtering gating, or T1 thresholding.  When these 

two images are compared to the standard single-slice method used by Padhani [7] et al, the difference in contrast 

between regions is immediately noticed.  In Padhani’s image, 4E, the tumour shows only slightly more uptake than 

surrounding tissues, while we show that high transfer coefficients are isolated largely inside the cancerous region as 

would be expected.  This is a similar result to that which occurs in our uncorrected estimation in Figure 4C. 

3.5 Visualization of 3D PK parameters inside a medically segmented region of interest 

When applying this methodology to a extract PK values from a 4D data set, the tumour can be visualized in 3D.  To 

investigate the feasibility of using this methodology to delineate the boundaries of a tumour, and as a method to 

determine cancer spread we had a trained radiologist circle a region of interest marking radiologically cancerous 

regions on every slice through a 3D small field of view T2 weighted image (red).  This region of interest was then 

compared to regions of high uptake on both A and K
trans

 (blue).  These 3D regions were cropped and overlaid as 

shown in Figure 5. It is interesting to note the large amount of agreement between radiological cancerous regions 

and regions which are highlighted due to a large K
trans

 value.  In these images, it shows that the region of interest 

marked by the radiologist is often larger than the region with a high uptake of contrast agent.  Preliminary results 

show that this could be a tool to determine if the extent of spread has surpassed various surgical margins such as the 

circumferential resection margin. 

 

 
Figure 5. a) K

trans
 vs ROI b) A vs ROI, c) K

trans
 vs ROI d) A vs ROI. Note a,b & c,d are 2 different patients. Blue 

regions are where K
trans

 and A are above a threshold value. 

4  Conclusion 

In this paper we have outlined a very specific methodology that can be used for accurately and automatically 

estimating the pharmacokinetic values of 4D data sets.  This type of analysis is quite useful in many types of cancer 

studies to determine transfer coefficients that could highlight information about a tumour that could then be used to 

select the proper treatment regime. Future work will continue to investigate these patients as they undergo 

chemoradiotherapy to see if there is a correlation between PK model variables and successful treatment outcome. 
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Abstract. In this paper we consider the problem of non-rigid retinal image registration between colour fundus
photographs and Scanning Laser Ophthalmoscope (SLO) images. Registration would allow for cross-comparison
between modalities, giving both appearence and reflectivity information which would provide clearer visualisation
for demarcation of the optic nerve head as part of early glaucoma detection. Due to the differences in acquisition
technique, along with alterations in the eye between acquisitions, there can be subtle non-rigid deformations present
in the images that become apparent when performing rigid registration. Whilst this is negligible towards the centre
of the SLO, the effect becomes much more noticable towards the periphery of the image, where it can be seen
that not all blood vessels are aligned correctly. We propose a two-stage registration consisting of finding an initial
rigid registration using Feature Neighbourhood Mutual Information [1], and then to use Local Window Mutual
Information to quickly determine deformation parameters for a non-rigid solution. We test our method on 135
image pairs, with results showing improved registration accuracy compared to rigid registration.

1 Introduction

Image registration has become extensively popular within the medical community as a powerful diagnosis tool. Regis-
tration of two (or more) images into the same spatial alignment can be used to gain substantial information regarding a
patient that simply cannot be provided by a single image. Registration tasks may involve inter-modal registration (e.g.
generating retinal fundus maps [2]), or registering images taken over a period of time as a monitoring procedure. Re-
cently, multi-modal registration has been widely adopted since the fusion of different modalities can offer much greater
diagnostic information when analysing structural components, due to their different representations in the images, for
example, registering Magnetic Resonance (MR) images with Computed Tomography (CT) images.

Mutual Information (MI) is a widely recognised approach suitable for registering images captured from different
modalities. Simultaneously proposed by Viola [3] and Collignon [4], MI makes a statistical comparison between
the images rather than an individual intensity comparison, making it a suitable similarity measure for multi-modal
images. Given two images A and B, Mutual Information can be defined as I(A; B) = H(A) + H(B) − H(A,B),
where H(A) is the entropy of image A, H(B) is the entropy of image B and H(A,B) is the joint entropy of both
A and B. To register two images, we wish to find the spatial transformation that maximises I(A;B). If we consider
entropy as the dispersion of intensity values, then we wish to find where both A and B have many different intensities
(e.g. anotomical structure) yet also where there is little dispersion (or rather, closer grouping) in the joint distribu-
tion (A,B). Studholme extended the standard algorithm to Normalized Mutual Information (NMI) [5], to account for
varying number of samples in the distribution, given as I(A;B) = H(A)+H(B)

H(A,B) .

The image modalities to be registered are colour fundus photographs and Scanning Laser Ophthalmoscope (SLO)
images. The fundus image gives very high quality appearance information whilst the SLO gives reflectivity and surface
topography for the optic nerve head and retina. The fundus image clearly shows the boundary of the optic nerve head,
whereas this is much more difficult to accurately mark on the SLO image. Registration of these images would allow
for improved demarcation of the optic nerve head in both modalities as part of the monitoring stage for early detection
of glaucoma disease. Comparing registered images over time would provide much clearer indication to the clinician of
any changes that are occuring in the eye, and so suitable action could be taken.

Rueckert uses b-splines for performing non-rigid registration of mammographic images [6], whilst Rohr et al. uses
Thin-Plate Splines [7] to register MR images using landmark data points. Unlike with MR/CT imaging, there is no
clearly defined boundary (e.g. a human skull) that could aid as a landmark for registration between our two modalities.
While a rigid transformation can successfully register some of our image pairs, Kubecka and Jan [8] recommend that
the registration of fundus and SLO images should be generalized to elastic registration as there can be some degree
∗E-mail: P.A.Legg@cs.cardiff.ac.uk
†E-mail: Paul.Rosin@cs.cardiff.ac.uk
‡E-mail: Dave.Marshall@cs.cardiff.ac.uk
§E-mail: morganje3@cardiff.ac.uk
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of deformation between the two images, although they do not demonstrate doing this. Since the two images are not
captured at the same time, any subtle changes in the eye such as movement or shape can affect whether a rigid or
non-rigid transformation is required.

In this paper, we propose fully automated non-rigid registration of retinal images. Firstly, we perform Feature Neigh-
bourhood Mutual Information (FNMI) [1] to find an initial rigid registration between the fundus image and the SLO
image. We then use Local Window Mutual Information (LWMI) to refine the registration for each individual segment
of the image. The refined registration is used to guide elastic deformation using a Thin-Plate Spline warp. The paper
is organised as follows: Section 2 describes using FNMI to find the initial rigid registration. Section 3 gives details
of extending this to a non-rigid registration. Section 4 shows our testing strategy and presents the results obtained
compared to our original rigid registration. Finally, Section 5 gives some discussion of our proposed method.

2 Feature Neighbourhood MI

The first stage of our registration is to find an initial rigid registration that gives an initial alignment between the SLO
image and the fundus image. We use FNMI to find the rigid transformation since it provides a high degree of accuracy
for the modalities in question. FNMI incorporates multi-scale structural information from the images, along with
spatial neighbourhood information. We found that this method gives a smooth surface function that tends to lead to a
global maximum at the correct registration.

To perform FNMI registration, we use the original images along with the first derivative taken at scale σ = 2 pixels
and σ = 4 pixels. Through investigation we found that using these two feature images gave high accuracy for our
registration problem. We move our floating (SLO) image over our reference (fundus) image to find the position that
returns the maximum value for FNMI. At each position, we create a feature vector for each pixel being registered
consisting of 54 values; the pixel and its 8 surrounding neighbours from the floating image and its two feature images,
and likewise for the overlapped region in the reference image. If our floating image consists of m× n pixels, then the
complete feature matrix would be P = 54× (m× n).

Given matrix P , we normalize this by the mean and find the co-variance matrix given by C = 1
N PPT . FNMI is

calculated by H(CA) + H(CB) − H(C) where H(CA) is the entropy of the top-left quarter of C, H(CB) is the
entropy of the bottom-right quarter of C and H(C) is the entropy of C.

Figure 1. Top: SLO image with multi-scale gradient images (σ = 2 and 4). Bottom: Extract from fundus photograph
with multi-scale gradient images (σ = 2 and 4).

To find our initial registration, we only consider rigid transformation (rotation and translation). We use the Nelder-
Mead simplex search algorithm [9] to optimise our translation search; this is initially optimised over a set of rotations
between the range ±3◦ with a step size of 0.5◦. We also incorporate a 3-level image pyramid (full size, 1

2 size and 1
4

size) to search on a coarse-to-fine basis. At the coarse level we can search all rotations very quickly and find an initial
estimate for the next level down. As we traverse down the pyramid, the rotation search range is restricted to ±1◦ to
narrow the search range, which is fixed at the lowest level of the pyramid (full resolution).
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3 Local Window Mutual Information

Using FNMI, we obtain a rigid registration between our two images that gives a good initial registration. Figure 2
shows the registration result which appears accurate; however while most of the blood vessels appear matched at the
borders of the SLO image, there are some misalignments that can be noticed (highlighted in this example). This shows a
typical example where the majority of the image appears fine, yet there is some subtle misalignment present, indicating
that a non-rigid registration is required. We wish to correct this by performing Local Window Mutual Information
(LWMI). This method aims to improve registration locally by considering individual windows within the image and
shifting these within a constrained region based on the original image.

Figure 2. Left-to-right: Rigid Registration using FNMI, Close-up of misalignment, Close-up of misalignment showing
correct edges from fundus.

Given the SLO image and its corresponding region from the fundus image (as found in Section 2), we subdivide the
SLO image up into a set of 4× 4 windows, with corresponding windows in the fundus image. The centre-points from
these 16 windows define our initial control points for performing non-rigid deformation. For each of these windows,
we further subdivide the image into another set of 4×4 windows, and compute NMI on each of these smaller windows.
The LWMI is given by the sum of each of these smaller windows. We found that computing NMI on smaller regions in
this fashion gave better accuracy than using larger regions such as the original 16 windows or the entire image. NMI is
maximised where a 1-to-1 correspondence between intensities occurs. Therefore by adopting this local approach there
is less influence from global lighting artefacts that can hinder the Mutual Information algorithm. Since LWMI makes
many local comparisons it incorporates spatial consideration for each region within the image whilst having a runtime
similar to traditional Mutual Information.

The range of translation shift that we search for is based on the observed deformations that occurs in our image data.
It is recognised that the central area consisting of the optic nerve head will be fairly accurate, yet towards the edges
of the SLO, the deformation is more noticable. This is influenced by the curvature of the back of the eye. Whilst the
fundus image is simply a photograph, the SLO is an averaged image from slices taken in the Z-axis, and so there can
be some differences. For the 16 windows used to break up our image, we limit the 4 central windows to a translation
radius of 3 pixels and we limit the 12 outer windows to a translation radius of 5 pixels. This allows enough freedom
to correct subtle misalignments without the windows shifting too far from the initial position, which prevents windows
from becoming misplaced (e.g. if two windows shifted past each other and swapped position). As the final stage to our
non-rigid registration we apply a thin-plate spline warp as proposed by Bookstein [10]. Thin-plate splines allow for an
image to be deformed by ‘bending’ an image, much as if one was to bend a thin sheet of metal. The algorithm requires
initialization using landmark control points, for which we use the initial centre-points of each window used in LWMI.
The deformation for each point is the centre-point of each window after performing LWMI. The displacement between
these points is then modelled by the thin-plate splines to determine how the image should be bent. This gives the final
deformed image that is then positioned onto the reference image.

Figure 3. Left-to-right: Original template. Individually registered windows using LWMI. Result template.
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4 Testing and Results

For our testing, we have 135 image pairs that are to be registered correctly, consisting of colour fundus photographs and
scanning laser ophthalmoscope (SLO) images. For each image pair, we shall perform FNMI to find a rigid registration,
and then perform LWMI to extend this to a non-rigid registration. Our implementation is written in MATLAB using a
standard desktop PC with a 3.4 GHz CPU and 3GB RAM. To evaluate our results, we compare the Normalized Mutual
Information scores obtained from rigid and non-rigid registration.

Figure 4. Left-to-right: Non-Rigid Registration using FNMI with LWMI. Corrected close-up from Fig. 2.

Figure 4 shows the correction to registration that non-rigid registration can offer. In this example we manage to improve
the correspondence between the blood vessels in the bottom-left of the image whilst preserving good registration
throughout the rest of our image. To assess the improvement of this approach compared to rigid registration, we
compare the Normalized Mutual Information score for the rigid registrations (as given by FNMI) and for the non-
rigid registrations (as given by FNMI with LWMI). We found that 99 of the 135 non-rigid registrations (73.3%) gave
a greater Normalized Mutual Information score compared to the rigid registration, showing that there is a stronger
correspondence between the matching images.

In the cases where a lower NMI score is given using non-rigid registration, we observe that while incorrect regions are
corrected for, other parts of the image that were previously aligned can be affected by the deformation warp and become
misaligned. Also, individual windows that contain less significant detail may give a poor registration result in LWMI
that can affect the overall quality of the non-rigid deformation. Figure 5 shows a case where non-rigid registration
achieves a lower NMI score. It can be observed that in the rigid registration that the top-left and bottom-centre of
the registered region appear in good alignment. However, the top-centre, bottom-left and the right-hand side of the
registered region all show signs of misalignment. The non-rigid registration improves the poor regions from the rigid
registration however it fails to preserve the already-aligned regions. The NMI score for the rigid registration is 1.0498,
compared to 1.0478 given by the non-rigid registration. This highlights the difficultly of quantifying the result by NMI
score, since both images are fairly accurate but both suffer from different alignment errors. This would suggest that
visual inspection may offer a better assessment of success.

Figure 5. Rigid vs. Non-rigid registration where non-rigid gives a lower NMI score

In terms of computation time, to find the intial rigid registration using FNMI method takes on average 223.2 seconds.
From here, the non-rigid registration can be found using LWMI in 16.4 seconds on average. Whilst the FNMI method
can be quite time-consuming, it is important that our initial registration is accurate else the non-rigid registration
will fail also. Using FNMI with a 3-stage pyramid, the coarse level of the pyramid takes on average approximately
40 seconds, which we considered using for our initial point for non-rigid registration. However, we found that the
windows in the LWMI required a much larger translation shift which affected the performance of the thin-plate spline.

Figure 6 shows example cases between rigid and non-rigid registration. From visual inspection, we found that non-rigid
registration gave good results in refining the initial registration. In each of these cases there are misalignments present
in the rigid registrations that are corrected by non-rigid registration, tending to be most noticable towards the lower area
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Figure 6. Top: Rigid registration results. Bottom: Non-rigid registration results.

of the registered region. Since the difference between rigid and non-rigid registration are still quite minimal, grading
the images based on registration quality like in [1] would prove difficult as there is little noticable difference on first
inspection. We found that for the 99 images that improve NMI, the actual registration accuracy is improved, which can
be recognised by improved vessel alignment. In most other cases, we found that whilst parts of the registration were
improved, other areas were weaker, and so it is difficult to quantify whether this is an improved registration (as shown
in Figure 5). However, there are no cases where the non-rigid registration is significantly worse than the original rigid
registration.

5 Discussion

We have proposed automated non-rigid registration of retinal images using Local Window Mutual Information. This
method aims to improve local registration and then uses this to deform the floating image by using thin-plate spline
warping. Our approach offers a fast solution for non-rigid registration in retinal images to correct any subtle misalign-
ments that exist in the rigid registration. Currently we use Normalized Mutual Information to register our windows
locally. Though NMI may fail for larger registration problems (such as finding the initial rigid registration), in cases
such as this where the subimage is small and there is a limited translation space, the measure can provide a satisfactory
result. Certainly in the interest of runtime, NMI can provide a fast solution which makes this an ideal similarity mea-
sure. Further work will investigate the possibility of improved MI-based measures, along with alternative deformation
marker schemes, that aim to preserve accurate alignments obtained from rigid registration.
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Abstract. The aim of this work is to segment, and quantify, the vasculature of tumours, based on fluorescent
microscope 3D images. Such images have poor contrast and the vascular features vary substantially within a 3D
volume. In this paper, we introduce a method to estimate local phase in 3D images based on the monogenic signal
theory, and illustrate its performance on our vasculature images.

1 Introduction

Tumor regions can often be characterized by malformations of their vasculature. A number of pioneering papers
compare qualitatively the vasculature in tumor regions and in normal tissue [1, 2]. We have begun the development
of a mathematical model both of normal vasculature and of the chaotic vasculature which is characteristic of tumors
[3, 4]. With such a model in hand, we seek to fit it to the vasculature observed in images, in particular optical images.
Specifically, we analyse (3D) confocal microscope images of blood vessels surrounding human head and neck tumors.
Though confocal microscopy, in association with fluorescent markers, has given substantial and fresh insight into a
range of biological questions, they, like all light imaging modalities, have a number of limitations and image quality
remains suboptimal. Specifically in the case of our data, the images are formed in two channels, with the blood vessels
and tumour cells marked separately. Because of bleed-through effect, some tumor cells also appear in the blood vessel
images, obscuring the image. Inconsistencies in staining lead to heterogeneity in the signal from the vessels. Of course,
mathematical model fitting, hence the accuracy of tumor vasculature quantification, depends critically on the complete
and accurate detection of the blood vessels visible in the generally low contrast 3D images. It follows that image
post-processing is necessary, both to restore the quality of microscopic images and to detect the vessels.

A fundamental challenge in detecting the vessels is that they are of variable thickness and do not conform to a simple
intensity model such as a step or bar. Fig.1(a) shows a typical slice of the image volume. However, vessels do have
a consistent appearance across a range of spatial scales, suggesting that they may be both defined and detected using
the concept of phase congruency, introduced by Owens and Morrone [5]. Recognising the limitation, when applied to
images, of a 1-D implementation of the phase congruency concept, Felsberg introduced the monogenic signal, based
on the Riesz Transform [6] which enables rapid computation of the local energy (amplitude), local phase, and local
orientation of an image at each location. Combined with a suitable family of bandpass filters, defining scale space,
this enables phase congruency to be computed accurately and rapidly for images. Phase congruency based on the
monogenic signal has found practical application in medical image processing, for example to enhance the contrast of
blurred images [7]. Importantly, it was shown that a number of regions that did not appear clearly in the original image
can have high contrast in the local phase image (Fig. 1(b)).

(a) original image (b) local phase image

Figure 1. 2D image slice (a) and its local phase image (b).

To both test and refine our 3D model of vasculature, we need to extend previous applications of phase congru-
ency/monogenic signal to 3D image volumes. However, there is little discussion of the application of local phase
in 3D in the literature. Hacihaliloglu et al [8] defined 3D local phase as the difference between the products of odd
∗Email: wangpo@robots.ox.ac.uk
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symmetrical and even symmetrical filters at different scales and orientations. This approach may be regarded as an
extension to 3D of the 1D implementation of phase congruency [9], necessitating computationally costly (and inaccu-
rate) steering in two dimensions. In contrast, we follow Felsberg’s monogenic signal concept and define local phase as
the angle between the real image and the imaginary components which are formed by projecting the real image onto
orthogonal axes. Calculating 3D local phase using the Riesz Transform is both faster and more accurate than sequential
2D local phase calculations before 3D image construction. Though applied primarily to confocal image volumes in
this paper, we contend that the method presented here has general applicability in 3D image analysis.

2 Theory

Local phase (instantaneous phase) is defined in 1D analytic signal representation as the phase between real signal and
its hilbert transform. In 2D, local phase can be measured by filtering the image with 2 orthogonal odd filters and
calculating the phase between the real image and the filter responses [6].

We can extend the above 2D analysis straightforwardly to 3D by filtering the 3D image volume with three orthogonal
odd filters and project them into three orthogonal imaginary volumes. Local phase is then defined as the angle between
the real intensity and the compound imaginary intensity:

ϕ(x, y, z) = atan

√
(h1 ⊗ f)2 + (h2 ⊗ f)2 + (h3 ⊗ f)2

f
(1)

Figure 2. 3D monogenic signal: at every voxel, the intensity of the 3D monogenic signal is a vector with four components: the real
intensity and three imaginary intensities. Local phase is defined as the angle between the real intensity and the compound imaginary
intensity

h1, h2 and h3 are the transfer functions of −i u1
|u| , −j

u2
|u| and −k u3

|u| , where i, j, k are imaginary units and u1,u2,u3 are
basis vectors in the fourier domain. (Together with the real axis, this builds up a 4D space) Fig. 3 shows an image of
sphere in 3D and the images filtered by h1, h2 and h3.

(a) Sphere (b) f ⊗ h1 (c) f ⊗ h2 (d) f ⊗ h3

Figure 3. Products of three orthogonal odd filters

In practice, in order to compute local phase, and specifically in order to compute phase congruency over a range of
scales, images are typically pre-processed using a suitable bandpass filter g, in which case Eq.1 is actually calculated
as:

ϕ(x, y, z) = atan

√
(h1 ⊗ fb)2 + (h2 ⊗ fb)2 + (h3 ⊗ fb)2

fb
(2)

where fb = f ⊗ g is the bandpass filtered image. There is a range of bandpass filters that one may use, including
difference-of-Gaussians and log Gabor filters. Since our primary interest in this paper is to detect blood vessels, which
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are typically quite narrow and give a single response rather than two step transitions of opposite sign, we have used
a 3D version of the scale-invariant, localising Mellor-Brady (MB) filter [10]. The Mellor-Brady filter is defined as
function of distance to the origin in spatial domain; its extension to 3D is straightforward:

g =
A

rα+β
− B

rα−β
(3)

where r =
√
x2 + y2 + z2, α, β are scaling parameters, A,B are normalizing constants.

Local phase captures the local information of phase congruency, which is a texture identification [5]. The local phase
based segmentation is thus a type of texture based segmentation, which is an accepted category of segmentation meth-
ods. Further more, as phase is intensity-invariant, it is believed to unveil the real vascular structure unaffected by the
imperfectness in histochemical labelling during image acquisition process.

3 Results

As noted in the Introduction, we have applied the method developed in this paper to 3D confocal microscope images
of the blood vessels surrounding human head and neck tumor tissues. These images are provided by Naseer of Gray
Institute for Radiation Oncology and Biology, University of Oxford. The blood vessels are labeled with Alexa 568
(red) and images are recorded with Leica microsystems (λex = 576nm, λem = 654nm).

The 3D volume of images are constructed and processed thereafter using ITK (Insight Toolkit) and visualized using
VTK (Visualization Toolkit). Fig.4 shows the original 3D image of one sample. The red linear structure in this image
represents the blood vessels. There are also several small, spherical structures which are surrounding cells. The
surrounding cells are marked with GFP (Green Fluorescence Protein) and are recorded in the green channel. Because
of the bleed through effect, some cells also appear in the red spectrum. For our current research, this is unwanted
information. Notice that the intensity of the blood vessel is not homogeneous through its region. Also, at some blood
vessel locations, the intensity is so low that purely intensity based segmentation methods are unlikely to detect the
vessel.

(a) view at 0◦ (b) view at 45◦

Figure 4. Original Images of sample B

Fig. 5 shows the band-pass filtered local phase image. By band-pass filtering, the phase calculation was ’localized’.
The contrast between the vessel boundary and the background is enhanced. The and the vaguely connected parts in the
original image is readily recognized. We contend that this is one of the most beneficial result of phase based methods.

The band-pass filtered local phase image has greatly enhanced the contrast between objects and backgrounds. This
has enabled us to utilize thresholding methods to obtain the binary representation of blood vessels. After thresholding,
we used size-exclusion method to remove the unwanted smaller cell bodies by rejecting connected regions with size
smaller than 2500 voxels.

Notice that in the local phase, some locations of the blood vessel still have low intensity that will be removed by
rigid intensity thresholding, which causes the disjoints of the vascular structure. Disjoints produce more shorter vessel
segments which may lead errors in vessel quantification. Instead, we can use the geometric information to choose
which regions should be accepted as part of the blood vessel. Hysteresis thresholding utilizes two levels of threshold-
ing. Higher level thresholding ensures the regions with high intensity be accepted as blood vessel while lower level
thresholding ensures the regions with low intensity be rejected. The regions whose intensities are between the higher
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(a) view at 0◦ (b) view at 45◦

Figure 5. 3D local phase image with band-pass filtering

level and lower level threshold will be judged based on their connectivity with the accepted vessels. Only those regions
which are above the lower threshold AND are directly connected to regions above the higher threshold are accepted.
This produces vascular structure with better preserved connectivity (Fig 6):

(a) view at 0◦ (b) view at 45◦

Figure 6. 3D blood vessel image segmented using hysteresis thresholding

Skeleton is the median line of the blood vessel. The segmented image (Fig 6) could be skeletonized by 3D binary
thinning algorithm, which produces the skeleton of the blood vessel (Fig 7):

(a) view at 0◦ (b) view at 45◦

Figure 7. 3D blood vessel image skeletonized with binary thinning

By extracting skeleton of the blood vessel we can begin to calculate various geometrical parameters of the vessel
structure (e.g. branching angles, inter-branch lengths, etc.) We hope we could find a pair of suitable parameters to
characterize the tumor vascular structure and quantify the vacular restoration by anti-cancer drugs.

4 Conclusions

We have shown how 3D local phase image computed from a 3D fluorescent confocal image of vasculature can greatly
enhance contrast and reduce noise. Instead of calculating 2D slices individually, we perform the local phase calculation
directly in 3D space. In this way, the calculation is more accurate and faster. It also accentuates the connectivity, which
can only be perceived vaguely in the original image.
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We will apply our model [4] on the 3D digitised blood vessel network and compare the simulation results with experi-
mental data. We will also use the method to quantitatively analyze the tumour vascular structure in different phases of
anti-cancer treatment.
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Abstract. The identification of retinal drusen is important in the diagnosis of Age-Related Macular Degeneration 

(AMD). This is normally undertaken through visual inspection of retinal colour images; a time consuming, 

resource intensive, process. In this paper an automated approach is proposed to support AMD screening. The 

fundamental idea is that instead of detecting the physical existence of drusen in the retina, representative patterns 

of retinal images (with or without drusen) are extracted in the form of histograms. Labelled exemplar histograms 

are then stored in a “case based”. New, “unseen” examples are then classified by comparison with this case base 

and analysed for drusen using a Dynamic Time Warping (DTW) comparison process. Evaluation using the 

proposed approach has produced results that are both interesting and promising.  

1 Introduction 

Age-Related Macular Degeneration (AMD) is the main cause of the elderly blindness in developed countries. A 

study [1], undertaken in the UK, demonstrated that, between June 1987 and April 2002, approximately 17% of the 

participants were diagnosed with AMD; further, more than 95% of these were aged 60 years and above. AMD is 

expected to increase over the coming years. Drusen, yellowish-white sub-retinal deposits located between the retinal 

pigment epithelium (RPE) of the eye and Bruch’s membrane, has been regarded as hallmark of AMD. Identifying 

and quantifying drusen, through examining of patients’ retinal images is essential in diagnosing and staging AMD. 

For instance, the detection of drusen at the very early stage of AMD is critical for effective treatment options but is a 

challenging task due to the variety of drusen in size and shape. A substantial amount of research has been undertaken 

to identify the emergence of drusen through image processing and analysis [2, 3, 4], as well as analysis of 

alphanumeric medical data [1, 5], which has produced good results. An image registration method for aligning pairs 

of retinal images was reported in [6], however, expert intervention is still required. 

 

Histograms have been widely used to represent colour distributions in images. They are considered to be a simple 

way of representing the characteristics of an image in terms of colour distribution within images, and an effective 

representation for identifying objects in images [9]. Much research has been conducted on the use of histogram as a 

medium for image retrieval [7, 8]. Generally, there are two methods of generating histograms: (i) fixed binning and 

(ii) adaptive binning. Fixed binning applies the same numbers and characters of bins
1
 to all images [8], while 

adaptive binning adapts to the actual distribution of colours in images [9, 10]. Adaptive binning histograms are 

considered to represent images more efficiently [11], but are constrained by the number of dissimilarity measures 

available to measure the similarity between histograms. Fixed binning on the other hand can adopt a wider range of 

similarity metrics (such as Euclidean distance). Each bin in fixed binning histograms can be regarded as a vector and 

this makes it possible to apply various machine learning and data mining algorithms to the representation for (say) 

clustering and classification.  

 

In this paper a fixed binning histogram based approach for the automated screening and diagnosis of AMD is 

proposed. The idea is that instead of detecting the physical existence of drusen on the retina, an approach to identify 

and extract representative patterns of retinal images (with or without drusen) using histograms is proposed. The main 

contribution of the approach is that it may serve as a good automated first pass in the screening of retinal images. 

Dynamic Time Warping (DTW), a technique for mapping pairs of time series curves, is used to measure the 

similarities between histograms (and consequently retinal images). 

 

2 Backgrounds 

The diagnosis of AMD is typically undertaken through the inspection of the macula (see Figure 1). AMD is 

classified as being either neovascular (wet) or non-neovascular (dry). Neovascular AMD is less common but is more 

severe than the non-neovascular. The majority of AMD patients who suffer vision loss have the neovascular form of 

the disease. The presence of drusen is expected with advancing age, people of 40 years of age and above can expect 

to have some small drusen. However, the presence of larger and more numerous drusen are recognised as an early 

                                                           
1
 colour space cell 
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sign of AMD. Drusen are often categorised into two types: (i) hard and (ii) soft drusen. Hard drusen have a well 

defined border, while soft drusen have boundaries that often blend into the background. Soft drusen are typically 

associated with AMD. The advance of retinal image acquiring technology, and the establishment of digital fundus 

photography, has triggered research into more accurate techniques in measuring and identifying macular drusen [2].  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. (a) Colour retinal image with drusen circled. (b) red channel image, (c) green channel image, and (d) blue 

channel image 

Image processing techniques have been widely applied to AMD since the 1990’s. Much of this work was directed at 

retina image analysis to improve the effectiveness of drusen detection. Drusen detection represents a significant 

information technology challenge, and is hampered by a number of  difficulties: (i) illumination that causes non-

uniformity in the captured images, (ii) object recognition within the images, and (iii) the alignment of images during 

“capture” (images do not cover identical parts of the retina). 

 

Notable work on automated detection includes the following. In [2] a background levelling technique was applied to 

fundus retinal images and Focally Increased Auto-Fluorescence (FIAF) to reconstruct the macular background and 

then remove the background variability from the entire image before the segmentation of the images to identify 

drusen. In [12] a semi-automated algorithm for drusen detection and segmentation in retinal optical coherence 

tomography images is described. However, the algorithm in [12] required users to specify the Region of Interest 

(ROI) of the retina image that is to be segmented. The algorithm has successfully been used to detect drusen within a 

short time period, but in certain cases failed to detect small drusen that did not change the curve of the RPE (in some 

cases “false alarms” were generated by mistakenly identifying drusen). 

 

Work on detecting drusen using a histogram-based algorithm has been reported in [3]. The algorithm first enhances a 

given image by using multilevel histogram equalization (MLE), a modified version of the adaptive histogram 

equalization algorithm. Once the image is enhanced, the drusen segmentation takes place. Two thresholds are 

applied, a global and a local threshold. More specifically Otsu’s [13] global thresholding technique was used to carry 

out the thresholding, while a Histogram-based Adaptive Local Threshold (HALT) was used for the local threshold. 

Experiments on a very small dataset of 23 images produced good results. Note also that only the green channel was 

used to represent the images because it is the least effected by illumination. Other work on using histograms for 

drusen detection is reported in [4], where colour histograms are used to enhance the contrast of drusen against 

normal retinal pigment epithelium. Their work [4] would be very helpful during the pre-processing stage of the 

images.  

 

The effectiveness of general histogram based image categorization and retrieval has been empirically measured [7, 

8]. One example of the use of histogram for classifying general images can be found in [8] where fixed binning 

histograms, called a quasi-histogram, are used. In [8] quasi-histograms are generated for different image regions and 

as a state-sequence, rather than a vector. The quasi-histograms are then used in a Markov Chain (MC) process for 

image classification. Good results are produced in comparison to region based histogram technique used with Hidden 

Markov Models (HMM) and Support Vector Machines (SVM). 

2.1 Dynamic Time Warping 

Dynamic time warping (DTW) is a technique for measuring the similarity between two time series sequences. It has 

been most commonly used in time series analysis [14, 15], but can also be applied in other domains. Thus a 

histogram, of the form described above, can be interpreted as a time series. DTW uses a dynamic programming 

 

 

Soft drusen 

Hard drusen 

(a) 

(b) (c) (d) 
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approach to align two time series and then generates a warping path that maps (aligns) the two sequences onto each 

other. To map two time series T and S, of length n and m respectively, where � � ��, ��, … , �� and 	 � 
�, 
�, … , 
� a 

n-by-m matrix will be formed, where the (i
th

, j
th

) grid point corresponds to the alignment or distance between two 

points ti and sj. The warping path, W, is then the set of matrix elements that defines a mapping between T and S, 

defined as � � �, �, … , � , where max��, �� � � � � � � � 1. The distance d(ti, sj) between two points ti and  

sj is used to identify potential warping paths. There are many distance measures that may be used, the most common 

one is the Euclidean distance, and this is the measure used in this paper. Thus, ����, 
� � ! � ��� � 
���. The 

minimal warping path is selected by calculating the minimum cumulated distance between T and S as #����, 	� �
�$�%&∑ !

�
!(� ). 

3 Methodology 

The approach to automatically screen retinal images advocated in this paper comprises three phases: (i) image pre-

processing, (ii) histogram generation, and (iii) classification. The image pre-processing is required to filter out 

unnecessary information presented in the retinal images. Thus, the black area that surrounds the retinal images (see 

Figure 1) is removed. Give I images, with rows R and columns C, R and C are fixed for each $ * +. The pixels 

information of each image is stored in a matrix X. Each element of X is referred as ,-,.�$� � /, where 0 � 1 � 2 and 

0 � 3 � 4. γ is the colour value in hexadecimal format for pixel ,-,. (, * 5) of image $ * +.  

During histogram generation stage the given retinal images are translated into a histogram representation, H. 

Experiments with two “suites” of histograms are reported in this paper. The first histogram suite comprises 

histograms (per image) for each of the three colour channels: Red, Green and Blue (RGB). The second suite 

comprises histograms describing the Hue, Saturation and Intensity (HSI) components for each given retina image. In 

this work (unlike for example the work described in [3]) all histograms are assumed to carry relevant retinal image 

information. However it is note that the green and red channels give a better visual contrast of drusen as compared to 

the blue channel, as shown in Figure 1. The experiment described below, however, demonstrates that some 

interesting results are also produced by the blue channel histogram. The length of each histogram is fixed to M bins, 

and represented as 6�,7��� � 8, where 6 * 9, $ * +, b represents the RGB channel or HSI component, 0 � � � ;, 

and 8 is the histogram value of m, normalized to the maximum value recorded by a m for a particular 6�,7 . M is set to 

256 (number of colour space cells) for each red, green and blue histogram, 360 (0
o
 to 359

o
) for hue histogram and 

101 (0 to 100) for both saturation and intensity histograms. 

Using this histogram based approach a case base of pre-labelled (AMD positive or negative) histograms, < = 9, 

where < � >�, >�, . . , >? and a is a set of retinal images that have been hand classified by domain experts. The 

histograms for a new retinal image to be classified, N, where @ * 9and @ A < are then plotted onto graphs to attain 

the curves of the histograms, as depicted in Figure 2, before DTW find >? * <, a histogram that has the best warping 

path with N, of each colour channel or HSI component. Once identified, N will be classified into the same class as  

>? is. 

 

 

 

 

 

Figure 2. Histogram curves of image in Figure 1, (a) Red channel, (b) Green channel, and (c) Blue channel 

4 Experimental Setup 

To date the research team have gathered a total of 144, hand labelled images; of which 86 are AMD images and the 

rest are normal control images collected by the ARIA project
2
. The images are separated into ten equally distributed 

datasets, with approximately 9 AMD images and 6 control images for each set. Ten-fold Cross Validation was used 

to evaluate the performance of the proposed approach whereby the image set was divided into 10 subsets and ten 

evaluations runs conducted. For each run the case base was generated on a different nine tenths and the classification 

                                                           
2
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(a) (b) (c) 
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accuracy tested on the remaining tenth. The aims of the experimental set up were two-folds: (1) to analyse the 

effectiveness of using the colour channel histogram, and (2) to investigate the effectiveness of the HSI histograms. 

Three evaluation metrics were utilized to measure the classification performance: sensitivity, specificity and 

accuracy. Sensitivity, tends to measure the effectiveness of the classifier in identifying true positives (AMD images), 

and is formulated as 
B�
$�$C$�D �  EF
G , where TP (True-Positive) is the number of AMD images classified as AMD 

by the classifier, and α is the total number of AMD images in the test set. Specificity tries to measure the 

effectiveness of the classifier in distinguishing the normal control images by not falsely classifying the control image 

as AMD images. Specificity is defined as 
>B3$H$3$�D �  EI
J , where TN is number of control images not 

misclassified as AMD images (True-Negative) and δ is the total number of control images in the test set. Accuracy 

will be used to measure the overall performance of the classifier in term of classifying retinal images correctly 

according to their class. Accuracy is defined as K33L1K3D � EFMEI
N , where ε � P � Q. 

5 Results and Discussions 

5.1 Performances of Red, Green and Blue Channels and Hue, Saturation and Intensity Components 

The results of the experiments using the RGB histogram representation are given in Table 1. The overall 

performance is promising with a best specificity of 62% (on the green channel) and sensitivity 83% (on the blue 

channel). Unexpectedly, the highest accuracy of 69% is recorded for the blue channel. Some of the dataset did 

produce a high effectiveness in both metrics, in particular dataset 1 (red channel).  

The results of the experiments using the HSI histogram representation are also given in Table 1. Inspection of HSI 

columns demonstrates that the results given by the RGB channels are replicated, however with more deficiency in 

both overall specificity and sensitivity. The best overall performance for specificity, sensitivity and accuracy is 

achieved via the saturation component, with 60%, 82% and 74% each. Dataset 9 scores the best performance in the 

hue component. 

 

Table 1. Results of using red (R), green (G), blue (B), hue (H), saturation (S) and intensity (I) for classification of 

retinal images 

 

5.2 Discussions 

With respect to the reported results in Table 1, the most surprising outcome was the performance of the blue channel 

histograms as compared to the other channels as indicated by the sensitivity measurement. Recall that high 

sensitivity demonstrates the effectiveness of the classifier in identifying AMD images. This result indicates the 

important role of the blue channel in classifying retinal images, even when it appears to feature the worst contrast 

when inspected visually. The classifier has difficulty in the identification of the control images, as shown by the 

specificity measures. This is due to the fact that there are no consistent patterns of the curves that can be used to 

identify each class. Further image pre-processing techniques might be required to better prepare the data before any 

classification process takes place. 

 

The HSI representation results described in Table 2 give similar results to those in Table 1. It is conjectured that the 

distribution of the histograms will adversely affect performance. Further observation shows that most of the RGB 

histograms feature an even distribution compared to the HSI histograms. It is conjectured that the uneven distribution 

Data 
Specificity (%) Sensitivity (%) Accuracy (%) 

R G B H S I R G B H S I R G B H S I 

1 100 80 40 60 60 100 100 56 100 67 100 89 100 64 79 64 86 93 

2 33 100 50 83 83 50 88 56 100 75 88 88 64 79 79 79 86 71 

3 50 67 67 33 50 50 67 56 100 100 89 67 60 60 87 73 73 60 

4 33 50 33 50 67 17 67 44 67 78 56 67 53 47 53 67 60 47 

5 50 50 50 50 50 83 78 78 67 56 67 56 67 67 60 53 60 67 

6 33 83 50 50 83 33 78 78 100 100 100 78 60 80 80 80 93 60 

7 67 83 33 100 67 67 88 63 75 63 88 88 79 71 57 79 79 79 

8 20 40 40 20 60 20 78 80 78 89 78 78 57 71 64 64 71 57 

9 33 50 67 100 50 33 75 63 75 100 75 75 57 57 71 100 64 57 

10 33 50 33 67 17 17 63 50 88 63 100 50 50 50 64 64 64 36 

Mean 47 62* 46 57 60 49 76 65 83* 81 82 76 65 65 69 72 74* 63 
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causes the DTW process to calculate an almost similar distance between points in unseen and knowledge base 

histograms, and consequently inaccurately classified the histogram. However, HSI did better in terms of 

classification accuracy, with a 74% best accuracy recorded by the saturation component. This shows the ability of 

HSI in identifying patterns through the colours of the images.  

As a comparison, specificity/ sensitivity of 0.81/ 0.70 [2] and 0.99/ 0.98 [3] has been reported in other works on 

different set of images. It is worth noted however that with refinements on the images visualisation and presentation, 

a better classifier will be produced, as proved in the previous works [2, 3]. The results reported in this paper are 

deemed necessary to build up the understanding on the effect of low level image representation that may contribute 

to the development of a more reliable classifier. 

6 Conclusions 

In this paper an AMD classifier, founded on a histogram based representation combined with a DTW technique to 

screen AMD, is proposed. Two types of histograms, RGB and HSI, to represent retinal images were employed to 

analyse unseen retinal images and to classify these images. The initial results show the superiority of the RGB 

channels based histograms compared to HSI based histograms. 

 

For future works, the research team intend to identify and learn, using machine learning techniques, more distinct 

features from the histograms. More advanced image pre-processing techniques, such as image enhancement, 

segmentation and registration are also to be investigated. With such actions to be taken, it is expected that only the 

relevant part of an image be represented by histogram and thus the pattern of each class be more consistent. The 

applicability of other data mining techniques, for instance the association rule mining to mine the statistical 

information of each image such as its histograms’ peak and mean to assist with the classifier learning stage, may also 

provide a fruitful direction for future work. 
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Abstract. When observing a small object, the observer is usually able to interactively manipulate the object, 

dynamically changing its orientation, continually altering and improving the way light is reflected in order to best 

view details of 3D shape, colour and texture. Conventional photographs offer only a limited fixed viewpoint, 

dependent on the object pose and the lighting conditions prevailing at the time of image capture. Consequently, a 

photograph is often inadequate to satisfactorily convey a sense of shape colouring and subtle surface topography, 

especially when used to diagnose or document skin conditions for clinical purposes. This paper presents a novel, 

low cost imaging methodology to allow an enhanced interactive 3D visualisation of pigmented lesions through the 

transfer of efficiently encoded data via the internet, to provide a more realistic and intuitive visualisation of skin 

characteristics with particular application to tele-dermatology or enhanced medical records. 

 

1 Introduction 

Recent advances in low-cost optical sensor technology now afford the acquisition of high resolution (e.g. 12 

megapixels or more) digital imaging for everyday photography. The internet has further facilitated the ability to 

readily disseminate photographic information around the world in a matter of seconds, allowing it to be viewed at 

leisure by its recipients. Digital data capture is also becoming increasingly popular in documenting the visual 

appearance of human skin, particularly for dermatology, pharmacology and cosmetic applications. Combining 

enhanced 3D visualisation, easy transmission over the internet and a set of tools for aiding the recognition of certain 

skin disorders [1-6], may make a novel and meaningful tele-dermatology system for the provision of improved remote 

health care an increasingly attractive possibility.  

Here we concentrate on the first important steps in this process, data capture and enhanced visualisation. Standard 2D 

images often lack the detail necessary to reliably diagnose skin disorders, such as pigmented lesions (we use 

pigmented lesions as our case study). This is because photographs are illumination direction dependent and are 

therefore subject to fixed shadowing, specularity and occlusion from a single lighting configuration and viewpoint 

[7]. In order to overcome these limitations we present a method to recover both 2D (surface colour) and 3D (surface 

topography) skin characteristics for illumination invariant visualisation in an immersive virtual environment.. 

 

2 The problem with conventional clinical photography 

Skin images acquired in a clinical setting often contain highlights associated with specular reflections, especially for 

oily and smooth skin. For raised skin lesions, strong shadows can also be present, that are dependent on the lighting 

direction. Even relatively minor topographic details can modulate the brightness and apparent colour of the skin 

surface. When a dermatologist examines the skin in a clinical environment, either with the naked eye or with a simple 

magnifying lens, these aberrations can be mitigated by both dynamically and interactively varying the lighting and 

viewing directions.  

When examining photographs, however, the option to make such adjustments is no longer available, and the presence 

of such artefacts tends to severely limit the diagnostic usefulness of stored images. Strong pigmentation may exist 

within the lesion at various places around its margin, but it is not always easy to distinguish how much of the apparent 

variation in pigmentation is due to the shading caused by local curvature of the lesion surface or the colour produced 

by the pigmentation under the skin. A photograph taken with diffuse illumination, see Figure 1b, resolves these 

problems to some extent, and shows that a great many of the apparent brightness and colour variations apparent in 

Figure 1a were indeed due to surface topography rather than due to pigmentation per se, although illumination by 
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diffuse light gives a characteristic „unreal‟ appearance, with loss of perceived depth and fine detail. The fine scaling 

of valleys and bumps can hardly be discerned in Figure 1b due to the effects of the diffuse illumination, and specular 

reflection highlights remain a considerable problem. Clearly, neither the image with side lighting nor that with diffuse 

lighting is suitable alone, and one can begin to see why the storage of data enabling viewing in a virtual interactive 

environment is a desirable goal. 

 

 
 

Figure 1. Two images of a pigmented skin lesion (see text for details): (a) conventionally photographed with side 

lighting by a single illuminate, (b) diffuse illumination by three evenly distributed light sources. 

We have presented a new colour photometric stereo imager that relies on rapidly acquiring several images of a scene, 

with varying controlled lighting conditions, for documenting the appearance of skin and skin lesions in a more 

realistic fashion [7,8]. Experimental data indicates that the total information generated by the system, for use in visual 

or automated analysis, is potentially greater than that for either conventional photography or dermatoscopy alone [7]. 

Here its further development is considered to determine its usefulness and role in a wide range of dermatological 

tasks, including improved 3D visualisation for tele-dermatology applications. 

 

3 Image acquisition – with an innovative skin imaging device 

Image acquisition is achieved using a bespoke 3D image capture device, shown in Figure 2a and 2b. Briefly, this 

hand-held colour photometric stereo device, designed and prototyped at UWE and known as the „Skin Analyser‟ 

consists of a small USB digital camera (UEYE) and a high-resolution compact lens (Schneider Xenoplan, 2.0/28mm, 

1.5mm extension ring), surrounded by six high power LEDs (Luxeon, white). These components are encased in a 

rugged rapid prototyped ABS shell and connected to a laptop computer. A 3.7V rechargeable battery pack is used to 

power the LEDs. The working system is shown in Figure 2b. 

 

 
 

Figure 2. Model of the Skin Analyser and a picture of the actual device. 

The six LEDs are individually illuminated and distinguished in succession and synchronised with image capture to 

provide six images of the scene under differing illumination conditions. A photometric stereo algorithm is then 

implemented to process these images for which a description now follows. 

 

4 Photometric Stereo for surface recovery 

We use a standard implementation of photometric stereo. We assume distant light sources (collimated light) and 

orthographic camera view. The image intensity, I, can be obtained from: 

a b 
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 coscos),( EI yx          (1) 

Where I(x,y) is the imaged intensity of the location (x, y), E is the strength of the light source,  is the reflectivity of the 

surface, i.e. albedo, (0    1) and  is the angle between the light source and surface normal vector. We combine E 

and  to give the composite albedo, α, related to the surface reflectance by assuming all imaging parameters are 

constant. 

By definition: 

 

NL cos            (2) 

 

Where L and N are column unit vectors of the light source direction and surface normal orientation respectively. 

We use six input images to recover the topography and reflectance of the surface and separate the RGB colour 

channels, to give: 

 

 

 

 

            (3) 

 

 

 

 

 

 

 

 

Where L
iT

 is the transposed unit vector pointing to the i
th

 light source, αR, αG and αB are the red, green and blue 

channel albedo respectively, and the suffices r, g and b describe the red, green and blue channels for the set of 

intensities respectively. 

We can therefore recover the surface topography as a set of surface normal vector components, nx, ny and nz and the 

composite colour albedo by combining αR, αG and αB. Furthermore, pixels subject to shadowing or specularity are 

removed using a redundancy method proposed in earlier work [8]. 

 

5 Transmission and visualisation 

With our method we obtain two data sets, one containing the composite albedo free from shadow and specularity and 

the other containing the surface normal information, described as a dense array of vectors or bump map. The 

composite albedo can take the form of a standard image, e.g. a Windows bitmap. The bump map file contains ASCII 

data describing the topography of the captured surface which can be, along with the albedo, readily transmitted over 

the internet in a compact form. To obtain full 3D geometry of the surface the bump map can be remotely integrated. 

Many robust algorithms exist [9-12] to integrate surface gradient data for 3D reconstruction. Our method is based on 

enforcing the integrability of the surface to be reconstructed and by globally determining a least square mean surface. 

Though some very fine detail may be lost with this method, in our experience, it preserves a level detail that is 

sufficient for our scale of dermatological feature extraction and viewing. Once transmitted the two data sets can be 

stored, or held in memory, on the remote terminal for viewing, Figure 3 illustrates this concept. The remote user can 

then choose to display the information in several ways, depending on his/her personal requirements. 
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Figure 3. A flow chart describing the concept of the tele-dermatology system. 

The richness of the data sets offers a unique utility to view in isolation the albedo, and/or a monochromatic bump 

map rendering, and/or a monochromatic 3D rendering of the topography and/or a realistic combined colour and 

topography rendering of the object. Examples of some of early renderings are given by Figures 4a – 4d. 

 
 

 
 

Figure 4. Five images depicted the different ways in which the photometrically recovered data of pigmented lesions 

(real data) can be visualised: (a) Composite albedo, (b) Bump map data rendered with light source emanating from an 

east-west direction, (c) 3D reconstructed surface in a virtual environment, (d) coincident albedo and reconstructed 

topography in a virtual environment, (e) Segmented 3D representation of an arbitrary lesion. 

It can be seen that Figure 4a provides clear chromatic information about the surface of the lesion and importantly this 

is void of shadowing and specularity. Whereas Figures 4b and 4c represent snapshots of two different types of shape 

visualisation, the former is an image of a synthetically rendered bump map, as imaged by the sensor and the latter 

shows an arbitrary view of a reconstruction of the surface of the lesion. Both of these environments can be 

interactively controlled by the user, for example the lighting direction can be changed and/or the viewpoint can be 

manipulated in real time. This, therefore, mimics the possible actions of the clinician in order to obtain an optimum 

view when working with the patient. Furthermore, these particular illustrations aid the observations of subtle 

topographic variations by reproducing fine detail at a level that surpasses other techniques. Figure 4d provides the full 

interactive rendering of the lesion and Figure 4e shows a view of an automatically segmented lesion. By adding 

existing and new heuristic tools to the process we have a potential utility for a comprehensive computer assisted 

diagnosis system.  

a c 

e 

b 

d 
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6 Potential utility for diagnosis of melanoma 

Previous work [1-6] has shown a significant interest in classifying melanoma. With tele-dermatology in mind, and a 

view to developing computer aided diagnosis of malignant melanoma (MM) the skin analyser has been used to image 

patients with pigmented lesions. In order to characterise the 3D skin texture, two separate numerical methods have 

been proposed by Ding et al. [13] which quantify surface direction and magnitude disruption, which we believe may 

be a possible indicator for MM. Preliminary studies have resulted in 80% specificity. This demonstrates that 3D 

texture analysis can provide potentially very useful MM indicators in addition to existing 2D feature analysis. 

 

7 Discussion and conclusions 

We have shown how a software based interactive virtual 3D visualisation environment, combined with a low-cost 3D 

image acquisition system, can offer a richer and more informative viewing experience than is possible using 

conventional static 2D photographs for remotely visualising a patient‟s skin. A 6-light photometric stereo acquisition 

method combined with a dynamic interactive synthetic viewing environment allows fine surface details to be more 

readily perceived. The interactive control of synthetic viewpoints and lighting conditions in real time gives a more 

immersive and intuitive viewer experience, closely replicating the natural interaction with the patient‟s skin. For 

diagnosing skin tumours, it is also helpful to be able to visualise true skin pigmentation variation in isolation from 3D 

topographic influences and surface highlights; indeed, this is a major component of standard techniques, such as 

epiluminescence microscopy and dermoscopy systems. Our technique appears to be a plausible method of achieving 

an appearance that is part-way towards that possible using oil immersion or polarized light, but has a potential 

advantage over these methods in that a natural optical transmission coefficient at the air–skin interface is preserved. 

As a result, there is no unnatural appearance of excessive penetration of light into the skin or distortion of the skin. 

This work is on-going and further developments, such as improved resolution and improved graphics capability are in 

progress. 
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Abstract. This study investigates the differences between local physical properties of regions selected by 
observers in terms of visual attention allocation and the decision-making process. The experience level is 
considered by involving the observers with different radiological background from expert to naïve. The spatial 
frequency analysis applies wavelet packet transforms. Dissimilarities are found in two comparisons both between 
the wavelet representations of the most dwelled TN vs. TP regions of interest, and also, between FP responses 
done by the subjects from different experience groups in terms of the analysis of variance at the p<0.05 
significance level, where the post-hoc tests are used. Firstly, the more experienced observers seem to distinguish 
TP better from all potential image feature candidates compared with less experienced observers, which may give 
insight into the unique experts’ ability to avoid FP. Secondly, higher consistency of FP wavelet representations are 
found within a particular observer group than between two different groups. The farther two subjects are 
positioned from each other on the experience scale the greater significant differences are found in the physical 
description of overt errors on a normal region of interest. Keywords: visual perception, radiological error, eye 
tracking, wavelets.  

1. Introduction 

Human observers play an integral role in any medical imaging system, where radiological expertise requires a visual 
inspection of the output data. Because of this, the accuracy of imaging suffers from subjective limitations such as eye 
optics, photoelectrical translation capacity of the retina, image processing through neural pathways and higher 
cognitive processes, i.e. understanding developing through visual information analysis and interpretation involved 
comparison with previous examined cases (memory), expectations or satisfaction of search [1]. Observers faced with 
the task actively perform the visual searching and decision-making process depending on the perceived information. 
The interaction strongly depends either on the physical quality of image and the subject’s individual features and 
attitude at the time of reading; e.g. experience, knowledge, intuition and visual judgment [2]. The radiological task is 
extremely difficult, involving searching for a target in very hectic environment, with little prior information about 
where to look (a background signal), and even less information about what to find (a target). State of the art imaging 
technology assists in reducing the image noise level, which makes easier to a better understanding of the background. 
Nevertheless, it seems unable to create a fully automated system design for visual searching, detection and 
recognition, which could take responsibility for providing  radiological expertise and replace the clinician. Human 
observers still out-perform any artificial machine in the radiological task, although,  subjects cooperating with the 
computer-aided detection (CAD) schemas serving as a second reader are reported to increase the accuracy of  
radiological performance in different tasks, e.g. lung nodule detection [3] or mammography [4]. Nonetheless, a better 
understanding of radiological error may bring additional tools in human error management [5].  
 
A common radiological error occurs in chest radiographs inspection for lung cancer, where in approximately 30% of 
cases observers miss the lung nodule [6]. What is more, eye tracking studies, based on the retrospective experiments, 
report, that 60-70% of these errors are due to wrong judgment concerning the well localized abnormality – a 
decision-making stage, whereas only in 20% of missed nodules have not been gazed at all – a recognition stage [7]. 
The perceptual-cognitive skills to perceive the crucial information for right interpretation develops through years of 
practice, training, experience-gathering and knowledge validation. In consequence,  expert performance differs from 
less experienced observers, by higher accuracy scores using fewer and shorter fixation points, covering smaller 
image area in the lung nodule detection from PA chest radiographs [8]. The background concept of visual perception 
as a decision-centred process [9] has been developed into a descriptive model of radiological image interpretation 
[10][11]. The model is based on the subject’s fixation pattern committed during image investigation.  
 
Neurophysiological and psychophysical findings show that multiscale transforms seem to appear in the visual cortex 
of mammals [12] so, visual perception depends upon, amongst other things, on frequency components of the 
modified contrast [13] and the orientation of the stimuli [14]. Hence, humans perceive the world through a number of 
visual channels such as colour and contrast, but some information is carried by independent spatial frequency ranges 
and orientations [15]. Recent studies have shown [16][17][18], that both local and global image-based elements have 
particular physical properties that are correlated with the performance and the level of experience of human 
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observers in medical imaging cancer detection. It seems likely, that some local image properties of the regions of 
interest have an influence on observer performance guiding their visual attention to certain locations, which results in 
their searching and sampling strategy during image reading [19][20]. Particularly, spatial frequency properties are 
hugely relevant to the human visual system and bring a comprehensive physical description of the set of selected 
sub-images. In our previous study [21], it has been found, that the most dwelled TN decision locations have greater 
similarity to nodule-contain ROIs for more experienced subjects in terms of spatial frequency properties. This study 
using eye tracking data collected during chest radiograph reading by observers with different radiological 
background attempts to answer the following questions: (1) is there a correlation between where a certain decision 
outcome had been made and the physical properties of that location? (2) are there differences between physical 
properties of those regions classified into the same decision outcome by observer with different experience?  
 
2. Materials and Methods 

40 observers are involved in the eye tracking experiments: ten experts with at least a few years experience in the 
chest radiographs examination; two levels of middle-experienced subjects (novices) recruited from 3rd and 2nd year of 
Radiography BSc at University of Cumbria with 28 and 12 weeks clinical experience and, 10 subjects not conversant 
with the task constitute the naïve group. Ten normal and 10 abnormal (with single or multiple nodule-contained 
cases) Posterior-Anterior chest radiographs (28bits gray scale images) form the image data bank  used in the 
experiment [22]. Twenty-three nodules ranged from 5 up to 30 mm in diameter. Subjects were informed that cases 
which they are going to investigate may contain single, multiple or none at all nodules. However, they were not made 
aware of the prevalence. Tobii x50 system and ClearView analysis software, with 50Hz sampling rate and 0.5 visual 
degrees space accuracy was used in the experiment, where images were displayed on a Medion 18.8’’ LCD monitor. 
This stand alone eye tracking device allows subject to keep a limited freedom of head movement, where any drift-
effects are removed by implementation a binocular averaging. 
 

  
Figure 1. Eye tracking data: (at left) visual scan pathway pattern where time ordered fixations (green circles with radius 

indicating dwell time) are linked from first to the last gazed location. Cross represents the mouse click location, which marks the 
overt decision location (in this case it is a TP); (at right) hot spot where colour scale indicates the cumulative dwell time: white = 

above 1 sec, red = above 330ms. The selected ROI frames the nodule-contained area. 
 
It is assumed, that eye movement is synchronously shifted with spatial-visual attention [23]. and therefore saccades 
and fixations  gain insight into the overt localization of visual attention. However, only that information which was 
perceived during fixation is transmitted to and processed in the visual cortex [24]. Because of this and for the 
purpose of this study, a filtering procedure was implemented to exclude saccades from data and a time and space 
clustering algorithm was used to find the fixation locations. The dynamics of the changes to the visual axis during 
visual search is described by the acceleration and velocity; and the fixation threshold is set up to 8000°/sec2 and 
30°/sec respectively. The spatial relative distance threshold fixation from saccades equals to 50 pixels. This equates 
to a defined subject’s fixation upon a particular local region of interest as a gaze area limited by a foveal angle of 2.5 
degrees, dwelled for at least 100ms. The time ordered fixation pattern depicts the visual scan path of subject’s 
searching performance (Figure 1 – at left). Next, the cumulative dwell time map (Figure 1– at right)with local 
maxima and their relative distance from nodule and mouse click marks were used to localize covert and overt 
observer’s responses according to the applied search model [25]. The ignored regions were defined by 330ms 
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threshold. The overt response indicated by mouse clicks may be classified as true-positive (TP) or false-positive (FP) 
depending on the nodule present or absent respectively in the ROI. The missed nodules are scored as false-negatives 
(FN). The true-negative TN occurs where a normal ROI is the dwelled over 330ms left unmarked. Nonetheless, only 
the most dwelled TN regions per each case are analysed in this study.  
 
The local background around a particular location seems be crucial in the visual searching and decision-making 
process [26]. The locality of these regions of interest (ROI) is defied by the foveal visual angle (which is 
approximately a 100 pixels box viewed from 60-70cm). In this way, image processing techniques were implemented 
to analyse the physical properties of local background selected locations – at decision-point sites. In particular, the 
visual information, as  signal energy, carried by spatial frequencies ω(ωx,ωy)in a certain orientations θ = tan-1(ωx/ωy) 
are the main interest of this research. The Wavelet Packet Transformation (WPT) algorithm [27] has been applied to 
spatial frequency analysis of selected ROIs up to the 3rd level of decomposition frames by Daubechies functions. 
This band-pass filtering iteration algorithm is designed to perform hierarchical transformations, where obtained from 
the previous level (j-1) sub-images are transforming again as an input signals at level j and forward to further 
analysis until the last level of decomposition (Figure 2). Each sub-image fj(x,y) from a particular level j represents 
different information  called a spatial frequency band (SFB), and so, the approximations aj were obtained as a low 
spatial frequency representation of the input ROI: ∀j∈Ζ   aj = 〈aj-1, φ j(x)φj(y)〉, whereas high spatial frequency 
components are contained by sub-images fj-1(x,y) represented details di=1:3  

j in a particular orientations (horizontal|i=1, 
vertical|i=2, diagonal|i=3):  ∀j∈Ζ    ∑i di  

j = 〈f(x,y), ψ j(x)φj(y)〉 + 〈f(x,y),φj(x)ψj(y)〉 + 〈f(x,y),ψj(x)ψj(y)〉. As a result, 84 
bands were obtained for each ROI. Each band has a physical meaning and contains a certain amount of information, 
which has been quantified according to the logarithm of energy within that sub-image: E = log(Σn,m|f(xn,ym)|2). That 
value per band was used in further statistical analysis. The amount of texture similarities was quantified according to 
the ANOVA of energy within SFB considering the type of decision and the author level of experience at the 
statistical significance p<0.05 with Scheffe post-hoc test [17]. The number of SFB with significance difference 
between particular factors is interpreted as a dissimilarities indicator. The more bands are different the less similar 
are two compared representation. 
 

 
 

Figure 2. Schema of the Spatial Frequency Analysis of selected ROI. Wavelet Packet Transforms up to 3rd level of decomposition 
were applied to frame the input 2D signal into 4+16+64 spatial frequency bands, each characterized by different range in spatial 

frequency at various orientations. Approximations of the signal were obtained from 2D low-pass filtering in both orientations 
(rows(y) and columns(x)): f(x)f(y), whereas details obtained from high-pass y filtering: f(x)y(y), y(x)f(y), y(x)y(y), represent 
high frequency components at particular scale and orientation. ↓2 indicates the down-sampling step in transformation algorithm. 

 
3. Results and discussion 

Radiological performance accuracy is characterised by the number of outcomes, where the subject’s decision are 
compare with ground truth. The eye tracking data on retrospection allows allocating not only overt decisions (TP, 
FP) but also covert decisions: FN and TN. The first research question is addressed to the (dis)similarities in spatial 
frequency description according to the wavelet representation between local regions of interest related with different 
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radiological decisions: the most attractive TN and correctly reported pulmonary nodules (TP).  The number of SFBs 
which are significant different at p<0.05 level of confidence according to ANOVA was used to compare Spatial 
Frequency Analysis results, which differ between observer groups (Figure 3). The analysis is an attempt to find out, 
which spatial frequency properties have been tuned in order to correctly distinguish the suspicious object as a truly 
normal or abnormal region in terms of lung nodule recognition. The presented trend in the statistical nature of 
particular bands has been observed across radiological experience, where more SFBs with significant differences 
occurs for more experienced subjects up to the expert level.  
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Figure 3.  The statistical pair comparison results of the 

most dwelled TN and TP wavelet representation. 

Paired subjects’ experience groups 
Number of SFB 
with significant 

difference 

Experts Novice2 3 

Experts Novice1 19 

Experts Naive 26 

Novice2 Novice1 0 

Novice2 Naive 7 

Novice1 Naive 0 
Table 1.  The statistical comparison of FP wavelet representations 

up to 3rd level marked by subjects form different radiological 
experience according to the ANOVA with Scheffe post hoc test. 

The number of SFB indicates the texture differences at the 
significance level p<0.05. Overt errors differ between the subject’s 

experience group, and that difference is more obvious, if the 
distance at the experience scale is bigger.

 
The second question refers to the normal regions, where subjects misinterpret suspicious (but normal) objects as  
lung nodules based on their visual judgment of physical image features. These false-positive decisions (FP) captured 
a lot of visual effort measured by relative long cumulative dwell time spent on them. The FP regions of interest were 
compared between the different observers. The results indicate that the FP sites, unified in terms of spatial frequency 
properties, simultaneously correlate with radiological experience. It seems that subjects from the same radiological 
background tend to misinterpret the visual information in a more similar way compared with the people with 
different experience (Table 1). In other words, the farther the separation distance is between two subjects on the 
experience scale, the more obvious physical differences will be observed between their FP types. The more closely 
two subjects are in the experience background, the less differences are observed in spatial frequency properties 
between their FP types. 
 
4. Conclusion  

The perceptual approach to radiological error in lung nodule detection from PA chest radiographs was implemented 
in this study through eye tracking methodology. Wavelet decomposition is used to analyse the spatial frequency 
properties of selected region of interest, which were classified relative to the ground truth into decision category: TP, 
FP, TN or FN. The statistical comparison (ANOVA, p<0.05) of these decision-site sub-images objectives, i.e. spatial 
frequency properties, outcome type, the amount of cumulative dwell time spent on it and the experience level of 
subject brings insight into the mechanisms underlying medical image perception. 

The experts seem to perform better because of their ability to distinguish TP from all the most attractive TN, which 
results in higher accuracy by avoiding the FP responses. Spatial frequency analysis gained insight into that 
phenomenon, showing the set of features based on those two types of regions which have been perceived differently. 
The physical description of local sub-images and the types of the decision made upon these regions across the 
experience level seems to be correlated. What is more, the visual attention distribution seems to be correlated as well 
in a very similar way, which may bring additional insight into the definition of a radiological saliency function that 
depends on the type of the task, individual subject’s features and display properties.  

The similarities in FP between more experienced observers may suggest that unification in terms of spatial frequency 
properties originate together with experience gathering and perceptual-cognitive skill development in being able to 
detect and recognise a particular target. The correlations between levels of experience in the radiological task are a 
work still in progress.  
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It is well known and expected that experts perform better than non-experts. Medical image perception studies have 
developed the metrics to measure and describe subjects’ accuracy in visual searching, detection and recognition 
tasks. However, the reasons for better performance in the radiological tasks are still being hypothesised. Recent 
studies provide support for one of the potential explanations of the quality in expert performance through the visual 
channels theory. According to that hypothesis, experts may develop and use specific neural connections – spatial 
frequency channels tuned to specific objects detection – during visual searching in a radiological task. These visual 
pathways are used like convolution filters tuned to relevant information. This hypothesis is supported by findings in 
the speed of expert behaviour, which may suggest that the early stage of visual information processing is too fast to 
involve cognition and may be based on the prior selection from the neurological network. 
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Abstract. To prevent and reduce the number of blindness in diabetic patients, periodic screening, automated early 
exudate detection, and early diagnosis are neccessary. Traditional automatic exudates detections requires many 
predefined parameters or features while machine learning methods learns and adjusts those parameter 
automatically but they need time to train. We implemente and investigate benefit of both approaches and a 
comparative analysis of traditional and machine learning of exudates detections, namely, mathematical  
morphology, fuzzy c-means clustering, naive Bayesian classifier, Support Vector Machine and Nearest Neighbour 
classifier is presented. Detected exudates are validated with expert ophthalmologists’ hand-drawn ground-truths. 
The sensitivity, specificity, precision and accuracy of each method are also compared. 

1 Introduction 

In people with diabetes, diabetic retinopathy is the major cause of blindness. Early screening for diabetic retinopathy 
could improve the prognosis of proliferative retinopathy and risk factors lowers the blindness in diabetic patients [1-
4]. Exudates are a visible and present an early stage of retinal abnormalities in diabetic retinopathy. From visual 
inspection, exudates appear in a yellowish or white colour with varying sizes, shape and locations. If the exudates 
extend into the macular area, vision loss can occur.  

Many techniques have been employed to the exudate detection. B. Ege et al. [1] use thresholding to segment bright 
lesions and dark lesions, perform region growing, and then identify exudate regions with Bayesian, Mahalanobis and 
nearest neighbor classifiers. C. Sinthanayothin et al. [2] report the result of an automated detection of diabetic 
retinopathy using recursive region growing segmentation (RRGS). A. Osarah et al. [5, 6] use fuzzy c-means (FCM) 
clustering to segment color retinal image, then neural network and support vector machines (SVMs) are used to 
separate exudate and non-exudate areas. T. Walter et al. [7] use morphological reconstruction techniques to detect 
contour of exudates. C.I. Sanchez et al. [8] combine color and sharp edge features to detect exudate. D. Usher et al. 
[9] use a combination of RRGS and adaptive intensity thresholding to detect candidate exudate regions and the 
neural network is used to classify exudate and non-exudate. X. Zhang and O. Chutatape [10] use local contrast 
enhancement and FCM to segment candidate bright lesion areas. SVMs is also used to classify exudate and cotton 
wool spots. 

Most techniques mentioned earlier worked on dilated pupils in which the exudates and other retinal features are 
clearly visible. Good quality images are required. The examination time and effect on the patient could be reduced if 
the system can succeed on non-dilated pupils. Automatic exudate detection on imagery acquired without pupil 
dilation is investigated to provide decision support and reduce ophthalmologists’ workload. 

In previous work, we have proposed and evaluated methods for automatic exudate detection using mathematical 
morphology techniques [11, 12], FCM [13], a combination of FCM and mathematical morphology [14], naive 
Bayesian classifier [15], SVMs classifier [16] and nearest neighbour classifier. In this paper, comparative analysis of 
these automatic exudate detection methods is presented. 
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2 Method 

All digital retinal images were taken without pupil dilation with a KOWA-7 non-mydriatic retinal camera with a 45° 
field of view and a size of 752 x 500 pixels. Exudate detection is our main purpose; however optic disc have to be 
removed first because it has some characteristics similar to exudates [17, 18]. We implemented two different 
techniques to increase reliability of the optic disk removal methods. First technique is based on morphological 
method which removes optic disc characterized by the largest high-contrast object among circular shape areas. The 
second technique transform original image to an entropy image and the optic disc is then detected by the largest 
connected component whose shape is approximately circular. In preprocessing steps, the original image was 
transformed to HSI space. A median filtering operation was then applied on I band to reduce noise before a Contrast-
Limited Adaptive Histogram Equalization (CLAHE) was applied for contrast enhancement. 

2.1 Exudate Detection 

After optic disc is removed, we implement and analytically compare exudate detections using mathematical 
morphology, FCM, a combination of FCM and mathematical morphology, naive Bayesian classifier, SVMs and 
nearest neighbour classifier as presented in this section. 
 
2.1.1 Mathematical Morphological 

High contrast vessels are eliminated first by a closing operator before local variation operator is applied. The 
resulting image is thresholded to get rid of all regions with low local variation. To ensure that all the neighbouring 
pixels are also included in the candidate region, dilation operator is also applied. The result image is used as a mask, 
showing all possible candidate regions of exudates. The exudate detection areas are obtained by applying a threshold 
operator to the difference between the original image and the reconstructed image.  
 
2.1.2 Fuzzy C-Means Clustering 

Four features are experimentally selected as input for FCM clustering. They are the intensity value after pre-
processing, the standard deviation of intensity, hue and number of edge pixels from an edge image. For the number 
of edge pixels, we apply a Sobel edge operator then eliminate the strong edges arising from blood vessels and the 
optic disc using decorrelation stretch [19] on the red band. To determine the suitable number of cluster for FCM 
clustering, quantitative experiments with a parameter of a number of clusters varying from two to eight clusters are 
tested. 

2.1.3 Combination of Fuzzy C-Means Clustering and Morphological Method 

Four features from previous experiment are selected as input for clustering in FCM. The result from FCM clustering 
is a rough estimation of the exudates. In order to get a better result, a fine segmentation using morphological 
reconstruction is applied. 
 
2.1.4 Naive Bayesien Classifier 

We used Weka data mining software [20] running on a standard PC for feature discretization and naive Bayesian 
classification. Fifteen features (including 4 features from previous experiment) are proposed to distinguish exudate 
pixel from non-exudate pixels. They are 1. the pixel’s intensity value after preprocessing, 2. the standard deviation 
of the preprocessed intensity value, 3. the pixel’s hue, 4. the number of edge pixel in a region around the pixel, 5. the 
average intensity of the pixel’s cluster, 6. the size (measured in pixels) of the pixel’s cluster, 7. the average intensity 
of the pixels in the neighborhood of the pixel’s cluster, 8. the ratio between the size of the pixel’s cluster and the size 
of the optic disc, 9. the distance between the pixel’s cluster and the optic disc and six Difference of Gaussian (DoG) 
filter responses with six different standard deviation values, namely DoG1, DoG2 and so on. 
 
We first estimate the model from a training set using all features then evaluate the resulting classifier's performance 
on a separate test set. The average of the precision and sensitivity (PR) is used as criteria for features selection 
because it already used true positive, false positive and false negative in the calculation. Then we iteratively delete 
features until the average of the PR stops improving. On each step, for each feature, we delete that feature from the 
model, train a new classifier, and evaluate its performance on the test set. The PR of the best such classifier is 
compared to the PR of the classifier without deleted features. If PR improves, we permanently delete that feature 
then repeat the process. Finally, the best feature set and classifier are retained. 
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2.1.5 Support Vector Machines Classifier 
 
We used libSVM’s [21] implementation of the ν-SVM with the radial basis function kernel. The ν-SVM [22] with a 
radial basis function (RBF) kernel is used in which the parameter ν ∈ [0..1] controls how many support vectors are 
allowed to lie on the wrong side of the separating hyper-plane. We use the best feature set obtained from naive 
Bayesien as an initial feature set for the SVM. For a given feature set, to find optimal hyperparameters (ν, the 
tolerance for misclassified training examples, and γ, the width of the radial basis function) for the SVM, we 
performed a grid search, retaining the parameter values for which test set accuracy is maximized. We then add 
features to the SVM classifier one at a time and compare the PR of each classifier to that of the previous classifier. 
The sequence of the feature addition is the same with the naive Bayesien classifier’s feature selection process. The 
feature-adding process is repeated until all features are added back. The best feature set is the set which provides the 
highest PR. 
 
2.1.6 Nearest Neighbour Classifier 

Nearest neighbor classifier with Euclidean and Mahalanobis distance metrics are used as our baseline for 
comparison. To be able to compare with naive Bayesian and SVM classifiers, we used the best feature sets obtained 
for naive Bayesian and the SVM.  

3 Results 

In this section, the experiment results of exudate detection using mathematical morphology techniques, FCM, a 
combination of FCM and mathematical morphology, naive Bayesian, SVMs and nearest neighbour classifier are 
presented. A population of 60 retinal images including 40 images with exudates and 20 images without exudates are 
tested on an AMD Athlon 1.25 GHz PC using MATLAB for mathematical morphology, FCM and FCM with 
morphology. For naive Bayesian and SVM, we only use 29 images for training and another 30 images for testing, 
including 10 images with exudates and 20 images without exudates. All exudate pixels and equal number of non-
exudate pixels (randomly selected) are included in training set. Over all 29 training images, we obtained 115,867 
examples of positive (exudate) pixels and an equal number of negative (non-exudate) pixels. Our 10 test images 
together contain 42,909 exudate pixels. Naive Bayesian is tested on Weka data mining software running on standard 
PC while SVMs and nearest neighbor are tested on a 20-node Gnu/Linux Xeon cluster. Finally, detected exudates 
are compared with the ophthalmologists’ hand-drawn ground-truth images for verification. We fit the naive Bayesian 
model to the training set using all 15 features. We removed features from the classifier one by one and compared the 
resulting PR to PR obtained on the previous feature set. We continued this process until the PR stopped improving.  

Finally, the best features for the naive Bayesian contained 6 features: 1. the pixel’s intensity after preprocessing, 2. 
the standard deviation of the preprocessed intensities in a window around the pixel, 3. the pixel hue, 4. the number 
of edge pixels in a window around the pixel, 5. the ratio between the size of the pixel’s intensity cluster and the optic 
disc, and 6. DoG4. For the SVM, the best performance is obtained using 10 features: 1. pixel’s intensity after 
preprocessing, 2. standard deviation of the preprocessed intensities in a window around the pixel, 3. pixel hue, 4. 
number of edge pixels in a window around the pixel, 5. ratio between the size of the pixel’s intensity cluster and the 
optic disc, 6. distance between the pixel’s cluster and the optic disc, 7. DoG1, 8. DoG2, 9. DoG4, and 10. DoG6, 
with ν = 0.002 and γ = 0.98. On best feature set obtained from the naive Bayesian classifier, the nearest neighbor 
classifiers have a PR of 61.54% and 61.81%, respectively. On the best feature set obtained from the SVM classifier, 
the nearest neighbor classifier achieved a PR of 65.15% and 64.99%, respectively. The results indicate that the naive 
Bayesian and SVM classifiers perform substantially better in PR than the nearest neighbor classifier. In addition, the 
nearest neighbour classifier using the best feature set obtained from the SVM classifier performs better than that 
using the best feature set for the naive Bayesian classifier. The testing performance is presented in Table 1. Example 
image of diabetic retinopathy retinal image and detected result superimposed on the original image are shown in 
Figure 1. Result images of exudate detection from all experiments are shown and compared in Figure 2. 

  
(a) (b) (c) 

Figure 1. Exudates detection. (a) Original images. (b) Detected result. (c) Result of (b) superimposed on image (a). 
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4 Conclusions and Discussion 

In this paper we propose the comparison results of automatic exudates detection using traditional and machine 
learning approaches. Mathematical morphology, FCM, combination of FCM and morphology method, naive 
Bayesian classifier, SVMs classifier and nearest neighbour classifier are investigated.  
 
The weakness of traditional exudates detection is that they require many predetermined features while the machine 
learning approaches takes time to learn and search for best feature set. Mathematical morphology is a simple method 
and computationally low cost but it does not achieve good sensitivity. FCM clustering could detect most of exudates 
region, however, false positive are also high at the same time. Using FCM clustering followed by mathematical 
morphology reconstruction, gives higher accuracy with a lower false positive value. Even though, Naive Bayesian 
and SVM which are supervised classifiers do not require predefined features, they are computationally expensive 
during training process. SVM classifier is also sensitive to parameter modification but it gains higher precision 
value. Performances of all exudate classifiers discussed in this paper depend on optic disc and vessel detection. In 
future work, we plan to explore using the system as a practical aid to help ophthalmologists for diabetic retinopathy 
screening. 
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Figure 2. Result of exudate detection. (a) Original images. (b) Morphological classification results. (c) FCM 
classification results. (d) FCM with Morphological classification results. (e) Naive Bayesien classification results. (f) 

SVM classification results. (g) Nearest Neighbor (Euclidean distance) classification results on best feature set 
obtained from naive Bayesien. 

 
Classifier 
 

Sensitivity 
(%) 

Specificity 
(%) 

Precision  
(%) 

PR  
(%) 

Accuracy  
(%) 

Mathematical  morphology 80.00 99.46 51.78 65.89 99.29 
Fuzzy c-means (8 clusters) 97.29 85.43 51.62 5.94 85.62 
Fuzzy c-means (8 clusters) + Morphology  87.28 99.24 42.77 65.02 99.11 
Naive Bayesian  93.38 98.14 47.51 70.45 98.05 
Support vector machines 92.28 98.52 53.05 72.67 98.41 
Nearest neighbor on best feature set for 
naive Bayesian (Euclidean) 90.48 96.62 32.60 61.54 96.51 
Nearest neighbor on best feature set for 
naive Bayesian (Mahalanobis) 90.44 96.71 33.18 61.81 96.60 
Nearest neighbor on best feature set for 
SVM (Euclidean) 91.44 97.40 38.86 65.15 97.29 
Nearest neighbor on best feature set for 
SVM (Mahalanobis) 91.11 97.41 38.87 64.99 97.30 

Table 1.  Testing performance. 
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Abstract. In this paper, we present a preliminary study on segmenting a human upper airway from a 3D CT scan

using a level set based deformable surface model. The human upper airway has a very complex geometry and its

topology may vary from individual to individual. Accurate 3D geometry reconstruction is essential in understanding

airway disease and a prerequisite for patient-specific computational fluid dynamics analysis. The proposed method

uses a hypothesized dynamic interaction force between the deformable surface and object boundaries which can

greatly improve the deformable model performance in acquiring complex geometries, boundary concavities, and in

dealing with weak image edges. The results show that the proposed deformable model can be used to efficiently

segment complex and compact structures such as the nasal cavity from a 3D image dataset.

1 Introduction

The human upper airway is the primary conduit for passage of air to the respiratory system. There are several airway

related problems which have been recently recognised to affect a significant portion of the human population. The

nasal cavity (part of the upper airway) which conditions and filters the inspired air forms the uppermost part of the

human airway system. Numerous studies, for example [1, 2], on the nasal cavity have shown that the function and

airflow of the nasal cavity are likely to be associated with some airway diseases (for example, sleep apnoea), and are

important in the treatment of such diseases. Thus, knowledge on the function and airflow of the nasal cavity will help

in understanding the human airway diseases and will result in the development of efficient treatment methods.

The complex geometry and narrow passages of the nasal cavity have made detailed experimental studies of the nasal

airflow challenging. It is also worth noting that its topology may vary from individual to individual, which makes it

difficult for atlas based techniques. Recently, some numerical models, e.g. [3–6], have been developed to study the

airflow in nasal cavities. However, several of these studies [3,4] were performed using simplified or up-scaled models.

This is mainly due to the challenge in segmenting the complex geometry of the nasal cavity from images acquired using

computed tomography (CT) or magnetic resonance imaging (MRI). In [5], image slices were interpolated to increase

the image data resolution and the airway is extracted using a region growing algorithm, while a thresholding method is

used in [6] to extract the airway model. However, these methods may not be able to extract the nasal cavity accurately

due to the complex and compact structure of the nasal cavity, and the noise and image inhomogeneity that exist in the

dataset.

Deformable models are highly appropriate in segmenting these upper airway structures since they can naturally adapt

to local image structures. However, explicit or parametric models are not suitable in our case since they generally

have difficulties in dealing with topological changes and reaching into deep concavities and thin structures. Implicit

deformable models based on the level set technique are introduced by Caselles et al. [7] and Malladi et al. [8] to address

some of the limitations of parametric deformable models. In this approach, the evolution of curves and surfaces are

represented implicitly as a level set of a higher-dimensional scalar function and the deformation of the model is based on

geometric measures such as the unit normal and curvature. Thus, the evolution is independent of the parameterisation,

and thus topological changes such as those in the complex geometry of the nasal cavity can be handled automatically.

In this paper, we draw our inspiration from the bidirectional and dynamic nature of the magnetostatic force used in

the 2D magnetostatic active contour (MAC) model [9] to formulate a new external force field which is suitable for 3D

image data. Briefly, the proposed deformable model uses an external force field that is based on the relative position

and orientation of the deformable surface and object boundaries. This force field is called the geometric potential force

(GPF) field as it is based on the hypothesised interactions between the relative geometries of the deforming surface

and the image object boundaries (characterised by image gradients). The evolution of the deformable model is solved

using the level set method. In this preliminary study, the new deformable model is applied to the segmentation of the

complex structures of the human upper airway, including nasal cavity and sinuses, from a 3D CT image dataset.
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2 Proposed Method

A deformable model is a sequence of contour or surface models obtained by taking an initial model and incrementally

modifying its shape [10]. It provides an effective way to reconstruct continuous contours or surfaces from 2D or 3D

data. Depending on the assumption of how an object boundary is described, deformable contour and surface models

can be classified into image gradient based [8, 9, 11–13], region based [14, 15], and hybrid approaches [16, 17]. For

image gradient based methods, it is assumed that object boundaries collocate with image intensity discontinuities which

is widely adopted in various computer vision problems. Region based techniques, on the other hand, assume that object

boundaries collocate with discontinuities in regional characteristics, such as colour and texture. In other words, each

object has its own distinctive and continuous regional features, which is not always true for real world data, for example,

due to intensity inhomogeneity and multi-modal nature. Conventional image gradient based methods have difficulties

in dealing with image noise, weak edges and difficult initialisations as they are generally prone to local minima that can

frequently appear in real images. Numerous research works have been reported in the literature to improve the gradient

based approach. The balloon force [8] can effectively expand or shrink the contours, however, has great difficulties

in handling weak edges and cross boundary initialisations. The bidirectionality of the gradient vector flow (GVF)

model [11] allows more flexible initialisation and its diffused force field handles image noise interference in a much

better manner. However, it has convergence issues caused by critical points in its force field [9, 12, 18]. More recent

attempts, such as [12, 13, 18], showed promising but limited success.

In [9], Xie and Mirmehdi proposed a novel deformable contour model based on hypothesized magnetic interactions

among gradient vectors and contours. This image gradient based method showed significant improvements on conver-

gence issues, e.g. reaching deep concavities, and in handling weak edges and broken boundaries. While applying the

analogy directly to deformable modelling it requires estimation of tangent vectors for the deformable contours, which

is convenient in 2D case, however, not possible in 3D. In this paper, we introduce a hypothesized geometrically induced

force field between the deformable model and object boundary that is based on the relative position and orientation of

the geometries. In other words, the magnitude and direction of the interaction forces are based on the relative position

and orientation between the geometries of the deformable model and the image object boundaries, and, hence, it is

called the geometric potential force field. This new external force field is similar to the magnetic force field used on

2D images in MAC [9], but unlike [9], the proposed force field can be readily generalized to a higher dimension.

2.1 Formulation of the geometric potential force

As in [9], the external force field is based on the hypothesized magnetic force between the active contour and object

boundaries. Consider two elements dl1 and dl2 of contours with currents I1 and I2, and tangent unit vectors t̂1 and

t̂2, respectively. According to the Biot-Savart law, the magnetic flux density dB created by the element dl1 and the

corresponding force dF acting on dl1 due to dl2 are







dB =
µ0

4π

I2dl2
r2

(t̂2 × r̂21)

dF = I1dl1(t̂1 × dB)

(1)

where r is the distance between dl1 and dl2, r̂21 is the unit vector pointing from dl2 to dl1, and µ0 is the permeability

constant. Note the term µ0/(4π) in (1) is a real constant, which can be ignored while adapting it to deformable

modelling, i.e. µ0/(4π) = 1. This formulation has been applied directly in MAC [9] to compute the magnetic field

and force required to draw the active contour towards object boundaries in 2D images. Note that the current directions

represented by the tangent vectors t̂1 and t̂2 have to be known in advance before computing the magnetic field and

force. To deal with this requirement, the authors in [9] compute the direction of the imposed currents for the active

contour and object boundary by rotating the respective gradient vectors in a clockwise or anti-clockwise manner such

that a current loop is formed on both the active contour and object boundary.

However, it is difficult to extend MAC to handle 3D images directly as it is not apparent how the hypothesized current

direction is to be estimated and set on a 3D object. Here, we show how we can solve the problem of estimating the

hypothesized current direction in [9], and show the formulation of the new geometric potential force field.

First, we re-write (1) the 2D problem in a slightly different manner allowing 3D generalization. Let vector ẑ = (0, 0, 1)
be the normal to the plane where the active contour and object boundary are lying on. The tangent vectors on the length

elements can now be represented as t̂1 = ẑ × n̂1 and t̂2 = ẑ × n̂2, where n̂1 and n̂2 are the unit normals to the

contour and object boundary at dl1 and dl2 respectively (refer to Figure 1). The magnetic flux density created by dl2 at

175



Figure 1. Relative position and orientation between geometries: left (2D contours) and right (3D surfaces).

dl1 can now be written as

dB = −
I2dl2
r2

(ẑ (r̂21 · n̂2)) (2)

Then the force acting on dl1 by dl2 can be given by a simple expression























dF = −
(I1dl1)(I2dl2)

r2
n̂1(r̂21 · n̂2)

= (I1dl1n̂1) dG

dG = −
I2dl2
r2

(r̂21 · n̂2)

(3)

Note that the magnetic field in the 2D model has only a vertical component: dB = (0, 0, dG) and can be treated as

a scalar dG. This formulation is analogous to the magnetic force field used on 2D images in [9], however, the new

external force field has a different physical meaning compared to the traditional magnetic force field. In particular, one

can look at the geometric potential dG as a induced scalar field, in which the strength of dG depends on the relative

position of the two elements dl1 and dl2. The magnitude and direction of the geometrically induced vector force dF is

therefore handled intrinsically by the relative position and orientation between the geometries of the deformable model

and object boundary.

More importantly, this new force field can be easily extended to higher dimensions, and a generalized 3D version of

the geometric potential force acting between two area elements dA1 and dA2 can be readily given as











dF = I1dA1n̂1dG,

dG =
I2dA2

r3
(r̂12 · n̂2)

(4)

where dG the corresponding 3D potential field, and, obviously, r̂12 = −r̂21. The exponent for r in (4) has been

changed from 2 to 3 in order to maintain its physical meaning while extending from 2D to 3D.

2.2 Deformable model based on geometric potential force

Let the 3D image be described by function u(x) where x is a pixel or voxel location in the image domain, and∇u be its

gradient. Let dA1 belongs to the deformable surface with unit normal n̂1 whereas dA2 belongs to the object boundary

with unit normal n̂2. To compute the force acting on dA1 from dA2, we set I1 as unity and substitute I2 = |∇u| and

n̂2 = ∇u/|∇u| into (4). Then we compute the total geometric potential field strength G(x) at every voxel. Note that

only voxels on the object boundary will contribute to the geometric interaction field. Let S denote the set containing

all the edge voxels, and s denote a boundary voxel, the total geometric interaction at x can then be computed as:

G(x) = P.V.
�
�

�
�

∫∫

S

r̂xs

r3
xs

· n̂2(s)I2(s) dAs (5)

where r̂xs is the unit vector from x to s, and rxs is the distance between them. Computation of (5) is efficiently carried

out based on the 3D fast Fourier transform (FFT).

The force acting due to the geometrically induced potential field on the deformable surface C at the position x ∈ C can

then be given as:

F (x) = dAx n̂(x) G(x) (6)

Given the force field F (x) derived from the hypothesized interactions based on the relative geometries of the de-

formable model and object boundary, the evolution of the deformable model C(x, t) under this force field can be given
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Figure 2. Segmentation of the human upper airway - from left to right, top to bottom: initial level set surface, interme-

diate stages of the level set evolution, and the converged deformable model.

as:

Ct =
(

F · n̂
)

n̂ (7)

Since contour or surface smoothing is usually desirable, the mean curvature flow is added and the complete geometric

potential deformable model evolution can be formulated as:

Ct = αg(x)κn̂ + (1− α)(F · n̂)n̂ (8)

where κ denotes the curvature, g(x) =
1

1 + |∇u(x)|
is the edge stopping function, and α is a real constant to control

the weight for smoothing. Its level set representation can then be given as:

Φt = αgκ|∇Φ| − (1 − α)(F · |∇Φ|) (9)

3 Results

The new deformable model based on the geometrically induced force is applied in the segmentation of the human upper

airway. The 3D image dataset of the human airway used for this experiment is acquired from CT imaging. The image

dataset is then cropped to obtained the region containing the nasal cavity. This is done so as to reduce the computational

expenses in using the level set method. A simple global thresholding is also applied to remove very bright regions.

Those regions are known to be bone regions and often accompanied by high image gradient. Thus, this pre-processing

can minimise their interference in segmenting the airway. Figure 2 portrays the results of the segmentation process

using the proposed method. The different views of the segmented nasal cavity model is then shown in Figure 3.

As shown in the Figure 2, two initial level set surfaces are used for the segmentation process. In particular, the level set

surfaces are being initialised across different structures (i.e. across object boundaries) in the image to demonstrate the

capability of the new deformable model to deal with arbitrary cross-initialisations. The evolution process of the level

set surface and the converged deformable model is also shown in the figure.

The example demonstrates that the proposed deformable model can be used to efficiently segment complex structures

such as those of the human nasal cavity. Reasonable results were achieved without any dedicated initialisations. Note,

this is an image gradient based method, i.e. only using local edge information. Further comparison to region based

approaches on hand-labelled data is necessary. However, it is worth noting that it is not possible for other image

gradient based approaches, such as geodesic [7], GVF [11], CVF [18] and GeoGVF [12], to achieve such result.

4 Discussion

In this paper, we presented a novel external force field for image segmentation which is based on hypothesized geomet-

rically induced interactions between the deformable surface and the image object boundary. The proposed deformable

model is then applied to segmenting human upper airway from a 3D image dataset. It is shown that by using this

approach, complex geometries such as the nasal cavity can be efficiently reconstructed. Accordingly, the new ex-

ternal force is dynamic in nature as it changes according to the relative position and orientation between the evolving
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Figure 3. Three different views of the segmented human upper airway.

deformable model and object boundary. It can thus be used to attract the deformable model into deep boundary concav-

ities that exists in some image objects. In addition, the new deformable model can handle arbitrary cross-initialisation

which is a desirable feature to have, especially in the segmentation of complex and compact geometries. These are

encouraging advantages compared to existing image gradient based deformable models. Quantitative analysis and

comparison to region based methods are necessary to further study the performance of the proposed model. However,

this preliminary work shows that this is a promising approach to reconstructing complex 3D objects and can provide

an good alternative to region based methods, particularly when region based assumptions are compromised due to, for

example, intensity inhomogeneity.
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Speckle reduction with attenuation compensation for Skin OCT 
images enhancement 
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Abstract. The enhancement of skin image in optical coherence tomography (OCT) imaging can help 
dermatologists to investigate tissue layers more accurately, hence the more efficient diagnosis. In this paper, we 
propose an image enhancement technique including speckle reduction, attenuation compensation and cleaning to 
improve the quality of   OCT skin images. A weighted median filter is designed to reduce the level of speckle 
noise while preserving the contrast. A novel border detection technique is designed to outline the main skin layers, 
stratum corneum, epidermis and dermis. A model of the light attenuation is then used to estimate the absorption 
coefficient of epidermis and dermis layers and compensate the brightness of the structures at deeper levels. The 
undesired part of the image is removed using a simple cleaning algorithm. The performance of the algorithm has 
been evaluated visually and numerically using the commonly used no-reference quality metrics. The results shows 
an  improvement in the quality of the images.   

Keywords: Optical coherence tomography (OCT), Skin, Image enhancement, Speckle reduction, Attenuation 
compensation.  

 

1   Introduction 

Optical coherence tomography (OCT) is an advanced high resolution non-invasive imaging tool involving both 
morphological and optical properties, which delivers three-dimensional (3D) images from the microstructure 
compartments within skin tissue [1-2]. OCT images are constructed by measuring the backscattered signal from 
different depths within the skin at different transverse positions [3]. The amplitude and phase of the back scattered 
signal is changed regarding to the colour/depth, and morphological structure of the organelles which correspond to 
the two major optical characteristics of material known as absorption and scattering coefficients, respectively. 
Therefore, OCT has become the favourable device for investigating changes in morphological microstructure of the 
skin [3]. OCT, like other imaging technique based on the detection of coherent waves, are subject to significant 
presence of speckle noise [4]. The other major issue is the tissue absorption which results in a weak back scattered 
signal from deeper tissue layers.  The absorption within the skin is mainly due to haemoglobin, melanin and water 
content[1].    

The development of successful speckle noise reduction algorithms for OCT is particularly challenging. Many 
methods have been investigated for the reduction of speckle in OCT images using hardware modifications [4] and 
different  image processing algorithms like adaptive digital filtering [5-6], wavelet analysis [5,7], and averaging in 
time and frequency domain [8]. Based on the behaviour of turbid tissue against the incidence light, we design a 
weighted median filter to reduce the level of speckle noise in OCT image.  

Image enhancement for OCT images can be achieved via hardware modifications as well as signal and image 
processing approaches. The authors in [9] employed electro-optical phase modulator to increase the sensitivity of the 
Fourier domain OCT images via the elimination of low-frequency noises from DC and autocorrelation terms.  
Osmotic agents have been used in [10] to concurrently improve the penetration depth as well as the image contrast in 
OCT images. Kulkarni et.al. have utilized a linear shift invariant model with the iterative deconvolution to sharpen 
the OCT images [11]. A review of image processing techniques used for OCT images enhancement is presented by 
Rogowska and Brezinski [12].  

To improve the quality of the OCT skin images, an enhancement algorithm is proposed in which OCT signal 
attenuation is compensated with regard to an estimate of the absorption coefficients at each skin layer. In addition to 
image enhancement, supplementary quality improvement is achieved using a cleaning algorithm which eliminates the 
disturbing signal in the free space between the objective lens and specimen. This signal is the result of scaling after 
inverse Fourier transform and resampling in the Fourier domain OCT [13]. 

Material and methods 

2.1. OCT system configuration 
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In this study a swept-source Fourier domain OCT from Michelson Diagnostic TM has been employed for imaging. 
The OCT, is based on multi beam technology with the focus depth of 0.25mm for four consecutive depths providing 
the total focal range of 1mm, which produce 7mm x 2mm B-Scans. The lateral and axial resolutions of the OCT are 
7.5 mµ  and 10 mµ , respectively. The SLD works with the peak power of 15mW in the central wavelength of 

1305nm and with the laser wavelength sweep range of 150nm. Typical penetration depth is 1.5mm.  

2.2 Image processing techniques 

The enhancement algorithm has three steps; speckle reduction, attenuation compensation, and cleaning. The 
following sections explain each of the three stages in details.  

2.2.1 Speckle reduction algorithm 

In OCT, the multiple scattering within the tissue results in unwanted back reflection light generating speckle noise. As 
the backscattering signal generated by the neighbouring ultrastructures has a random nature with different effect on 
the measured signal at a specific position, a weighted median filter of signals at the point and its immediate layers 
which interact more with the layers could be used to estimate the signal. A weighted combination of pixel values 
I(i,j), I(i,j-1), I(i-1,j-1), I(i-1,j), I(i-1,j+1), and I(i,j+1) is used to estimate the value for pixel I(i,j).  This scheme has 
been considered as the immediate neighbouring pixels at above the current pixel which are most likely to be involved 
in the generation of the back reflection signal in pixel position (i, j). We used double weighting for pixel (i,j) as the 
probability of involvement of this pixel should be higher than that of the neighbouring pixels. A weighted median 
filter is designed to decrease the level of speckle noise while preserving the contrast in the image.  

2.2.2 Attenuation modelling and compensation  

Beer–Lambert law relates the absorption of light to the property of the material through which the light is travelling 
[14]. The variation of light optical power versus the travelled path length is exponential.  The relation between back 

reflection light, I , with the incident light, 0I , is given by LaeII µ−= 0 , where L is the optical path length andaµ is 

absorption coefficient  of the specimen [14].  For a specimen consisting of particles with a particular geometrical size, 
the absorption coefficient can be described as a product of effective cross-section of the particle and the density of 
chromophors. Effective cross section is directly proportional to the absorption efficient and the geometrical size of 
the chromophors [15]. For attenuation modelling within the skin, the locations of skin layers are detected and the 
absorption coefficient for each layer is estimated. The signal attenuation for each layer is then compensated using the 
coefficient in the layer. 

Skin layer detection algorithm  
Skin is made up of three main layers, epidermis, dermis, and subcutaneous, which may not be distinct even in normal 
cases [2]. The skin layers are extracted from the OCT image by searching for the most probable maximum and 
minimum positions among the local extremums along each A-line profile. 

Forward back reflection from stratum corneum results in a high intensity signal at the first layer, top part of the 
image. Canny gradient algorithm with a high threshold is used to detect the stratum corneum layer. The gradient 
points obtained are connected using morphological operations, opening and closing, with a horizontal line kernel of 
size 4 micron. 

To find dermis, local maxima1 are obtained from the smoothed profile of each A-line individually starting from 
stratum corneum. The number of maxima in the neighbourhood of each pixel is counted and is shown as the value of 
the pixel.  Therefore, the resulting image shows the occurrence of the local peaks in the neighbouring A-lines to the 
pixel.  The accumulative occurrence of peak (AOP) image is then obtained to provide a more stable representation of 
the location of the local peak for each profile in the image. The position of each locally maximum peak corresponds 
to the position of changes in tissue characteristics represents the boundary between two different layers.  We find the 
maximum point along each column (A-line) of the AOP image using a median operation. As the boundary between 
dermis and epidermis is not very clear and there is a transition from one layer to another, we detect the end of 
epidermis and then use the distance to apply a different absorption coefficient. We, therefore, use the same algorithm 
to the inverted image to find the most probable position of minima, representing the end of epidermis. The area 
between the minimum and the maximum lines is considered as the transition area.  

Absorption coefficient  

                                                           
1 In this section, we talk about the position rather than the intensity value of maxima.  
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Using the intensity change along the tissue, an absorption coefficient is calculated. This is performed for each region, 
epidermis, and dermis, and the transition area separately. To achieve this, the minimum distance between each two 
edges for each segment is computed. Pixels horizontally are averaged in each segment along their upper edge, which 
results one columnar profile for each segment. As OCT imaging system converts the signal using logarithmic function 
before constructing the image, the effect of attenuation on intensity is linear. Therefore, a linear function, 

baxxf +=)( , can be fitted to each profile to represent the attenuation by the gradient, a . We use a linear least 

square’s curve fitting algorithm based on Levenberg-Marquardt algorithm (LMA) [16] to extract an average a for 
each layer. For segments #1 and #3 the coefficients 

1α and
3α are calculated. Assuming that the segment #2 is a 

mixture of segment #1 and #3, e.g. having characteristics of both dermis and epidermis, the absorption coefficient of 
this segment is estimated by average of the absorption coefficients of the two neighbouring layers given by 

2α = 

(
1α +

3α )/2.  

Attenuation compensation  
The scheme given in Figure 1, describes the attenuation model of an A-line for  the human skin. Having the 
absorption coefficients for each segment, we can compensate the signal attenuation. This is performed in three steps 
using the formulation as a function of depth and the absorption coefficients computed for each segment.  

 

Figure 1. A-line intensity profile for skin. The three segments represent changes in absorption coefficient. Red, green, and blue 
lines represent estimated position of start of stratum corneum, epidermis and dermis layers in the current A-line. 

The back reflected light from the first segment passes just through the first segment, hence, only1α  should be taken 

into account as compensation coefficient for this layer. This compensation is applied for the segment #1 and 

formulated in (1).  In equation (1), ),( jiIold  is the original intensity value of each pixel, ),( jiI dcompensate  is the 

attenuation-compensated intensity of each pixel, and scale  is a constant representing the distance from the image 
plane to the sample plane.z is the depth of a pixel in the current segment from the start of the layer.  

)(),(),(),( 1 zscalejiIjiIjiI oldolddcompensate ×××+= α                                                                                           (1) 

The back reflected signal from segment #2 passes through the segment #1, therefore compensates the effect of 
attenuation in segment #2. The length of the segment #1 with the absorption coefficient 1α should be considered for 

the next layers. Considering the depth of the pixel in segment #2 with its absorption coefficient 2α , we can write.  

 )(),(),(),( 211 zLscalejiIjiIjiI oldolddcompensate ×+×××+= αα                                                                            (2) 

Likewise for the segment #3, the effect of absorption in the segments #1 and #2 plus absorption in the segment#3 
corresponding to the depth of the pixel are considered in (3).  

)(),(),(),( 32211 zLLscalejiIjiIjiI oldolddcompensate ×+×+×××+= ααα                                                            (3) 
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2.2.3 Cleaning algorithm 

In OCT imaging, a perturbation on the signal exists in the space between the specimen and the objective lens due to 
the scaling procedure, resulting in noisy pixels at the top of the B-scan image. We used an algorithm to remove theses 
unwanted signals. We applied Canny algorithm to the enhanced image to find the high gradient pixels (strong edge) at 
the top of the image. The image is scanned in each column till   a strong edge is detected. Then the intensity of the 
scanned pixels are replaced by the minimum value of the scanned-pixels. 

3 Results and discussion 

The algorithm is applied on thirty five different fingertip images acquired using a swept-source Fourier domain OCT 
described in Section 2.1. The images are from healthy individuals with three different skin types including light black 
skin (type5), Caucasian skin (type 1-2), and normal white skin (type3-4).  

The result of the proposed layer detection algorithm applied on six finger tip skin is shown in Figure 2. The detected 
boundaries between different layers are shown in different colours. Given the detected boundaries, we can assume 
that the stratum corneum starts at the red, epidermis layer is between the red to green lines and dermis is after the blue 
line. The layer between green and blue line is the transient area.  

 

Figure 2. The result of applying the layer detection stage  on six fingertip images shown in red, green and blue. The boundaries 
correspond to the boundary between the three segments in A-line profile described in Figure 1.  

The enhancement technique then applied on the skin images. A sample original image and the result of applying 
every stage of the algorithm, despeckling, enhancement, and cleaning are shown in Figure 3 (a-d), respectively. 

 
                      (a)                                            (b)                                           (c)                                   (d) 
Figure 3. (a) OCT B-scan of 33-years-old light black finger tip skin (type 5) image taken in-vivo; the size of the 
specimen is 1.24mm x 1.6 mm equal to 300 x 400 pixel. (b) Image after despeckling algorithm. (c) Despeckled image 
after attenuation compensation (enhanced image) (d) Enhanced image after cleaning. The orange arrow shows an 
artery within the dermis which is clearer in the enhanced image. 

As seen in Figure 3. (b), the granular artefact of speckle has been reduced while the contrast information of image 
preserved. The contrast of the image has been increased which produces the brighter and darker areas in the 
corresponding bright and dark area, respectively. This contrast becomes very important when cancerous aggregation 
creates a dark area within the skin image and needs to be detected with its border [1-3].   
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In this study two commonly used No-reference metrics including Signal-to-Noise Ratio (SNR) and Contrast Noise 
Ratio (CNR) are used for quantitative evaluation. CNR is a measure which shows the difference of an interested area 
of the image to the whole image and SNR represents the variance of a pixel value in the background noise.  The 
graphs show improvement in both SNR and CNR for the enhanced image as compared with the original image.  

 

Figure 4. ENL and SNR graphs for original and  enhanced mages. 

4 Conclusion: 

The enhancement of OCT skin images is performed using a multistage algorithm starting with speckle reduction 
followed by an estimation of the absorption coefficient for different layers used to compensate the intensity and  a 
cleaning stage. The skin layer detection plays an important role as the profiles of the segments are used to estimate 
the attenuation coefficients.  Both qualitative (Figure 4) and quantitative (Figure 3) evaluation of the results  tested on 
35 images show a reasonable improvement in the OCT images. The enhanced image appears to have higher contrast 
and  less speckle noise. The resultant images can help dermatologist to make a better decision in skin diagnosis..  
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Abstract. A registration framework for image-guided robotic surgery is proposed for three major neurosurgical 
procedures. The registration uses preoperative CT images and intraoperative white light camera images as 
modalities. A point-based rigid body registration based on the manual identification of homologous anatomical 
features in CT and white light images is used.  A clinical accuracy of 5 mm is  considered sufficient for the three 
procedures. Tests with CT data and projection views from a surface rendered CT model gave a maximum RMS 
registration error of 0.68mm when tested over fifteen datasets. This paper discusses the proposed framework and 
the results obtained from preliminary tests on simulated data. 

1 Introduction 
Point-based rigid body registration is a common registration technique in image-guided neurosurgery, with skull 
implanted fiducial markers considered the gold standard. However, because the need for surgical intervention can 
usually only be established after a scan, a retrospective registration basis such as anatomical features is appealing. 
Intraoperatively, these landmarks may be found through relatively inexpensive white light imaging. One of the 
earliest implementations of a CT image-to-patient registration system using white-light imaging was by Colchester et 
al. [1]. A surface model of a patient, reconstructed intraoperatively using a stereo video system, was matched to a 
surface derived from CT. 
 
Clarkson et al. [2] used an alignment by mutual information approach described by Viola and Wells [3] to register 
CT images to multiple video images. They also developed a technique to register two or more video images of the 
human face to a 3D surface model using a similarity measure based on photo consistency [4]. The technique had an 
error between 1.45 and 1.59 mm when the initial mis-registration was up to 16 mm/degrees. As these methods are 
based on intensity rather than features, feature extraction or segmentation is not necessary and are therefore suited in 
applications where features cannot be reliably extracted. However, these techniques require that the surfaces to be 
matched be roughly aligned, preventing its use for gross misalignments. 
 
The three targeted neurosurgical procedures are Intracranial Pressure (ICP) Monitoring, External Ventricular 
Drainage (EVD) and evacuation of a Chronic Subdural Haematoma (CSDH). They are routinely performed using a 
freehand technique. Image-guided solutions are sought for these procedures for a robotic surgery system operating in 
conventional medical set-ups. Since the target anatomy is the head, a rigid body registration is performed, using 
salient features in CT and corresponding features found on the patient’s head. Under the proposed method, 
craniofacial features are selected based on their availability in the two modalities used, their saliency and efficacy of 
detection as well as their effect on the accuracy of the point-based registration algorithm. The craniofacial landmarks 
chosen as the registration basis should be visible and reproducible in the CT model and corresponding landmarks 
need to be found in white light images as well. Employing only facial features for the registration does not guarantee 
good accuracy as they cover only a small volume of the head.  Moreover, the landmarks should be spaced out evenly 
and located as far away from each other as possible [5]. Furthermore, head CT scans are routinely specified from the 
base to the vertex of the skull and the nose and mouth features are not normally available in CT images.. In view of 
these considerations, the ear tragus and the outer eye corner on each side of the head are chosen in this work as 
natural landmarks for the registration. The selected landmarks are intuitive and straightforward for a non-expert 
operator to pick manually.  
 

2 Registration Protocol 

2.1 Simulation of Target Registration Error 
Fiducial registration errors (FREs) of 1.0 to 3.0 mm are common for systems that use between eight and sixteen 
anatomical landmarks. Systems that use skin-affixed markers have typical FREs of less than 2.0 mm and employ six 
to ten markers. FREs for systems using bone-implanted markers are generally less than 1.0 mm, and use three to five 
markers [6]. However, in medical applications, target registration error (TRE), the error between the perceived and 
                                                 
1 M.Gooroochurn@lboro.ac.uk   † M.Ovinis2@lboro.ac.uk    ‡ d.kerr@lboro.ac.uk    § k.bouazza-marouf@lboro.ac.uk  
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true position of the desired location, is a more significant measure of accuracy. A TRE of 5mm is considered 
sufficient for these three procedures. The required accuracy for the targeted procedures is low as the ‘targets’ in an 
ICP monitoring bolt placement, EVD and evacuation of a CSDH are in general quite large, providing a large margin 
of error for positioning. For example, for EVD, the average volume of the ventricles is 30.9 ± 5.7 ml [7] while for the 
evacuation of a CSDH, the average thickness of a haematoma requiring surgical evacuation is more than 10 mm [8]. 
In addition, the brain may be held relatively stationary by immobilising the head, reducing potential error due to 
movement.  
 
The possible TREs using the proposed registration basis has been simulated for landmark localisation errors (FLEs) 
of 5 mm (based on the uncertainties obtained in practice) in both modalities. The analytical expression of estimated 
TREs for point-based registration [6] has been used for the simulation. The resultant loci of TREs are shown in 
Figure 1 on the coronal, sagittal and axial views. The estimated TRE are within the desired 5mm clinical accuracy  as 
the 5mm TRE isocontour envelopes the targeted anatomy. These errors are better in some instances than that of a 
neurosurgeon performing the procedures using a free-hand technique. In a study by O’Leary [9] which involved 24 
patients who underwent an EVD, the accuracy of catheter placement was 9.7 ± 6.3 mm using a free-hand technique. 
Another more recent study of 97 patients by Huyette et al. [10] found an accuracy of 16 ± 9.6 mm and an average of 
two passes using the free-hand technique. A high percentage (22.4%) of catheter tips was actually placed in non-
ventricular spaces. The proposed registration approach is therefore sufficiently accurate for the targeted procedures. 
 

 
(a) 

     
(b) 

Figure 1: (a) Anatomical landmarks used, the lateral canthus and tragus, and (b) the expected TREs isocontours (in 
coronal, sagittal and axial views respectively) for FLEs of 5 mm in both modalities.2 

2.2 Equipment and System Placement 
In [11], Ansari et al. uses a camera set-up with two views (frontal and profile) to reconstruct the 3D coordinates of 
facial features. However, the proposed registration technique uses the ear tragus as a feature. It should thus appear in 
at least two views to enable 3D reconstruction. An intermediate view, midway between the frontal and profile view 
would contain both the ear tragus and the eye corner on one side of the face.  
 
Using a technique similar to [11] with these three camera views would enable the reconstruction of the two outer eye 
corners and one ear tragus fully, and with these three points, point-based registration would be feasible. A schematic 
of the three camera system is shown in Figure 2(a). However, for the preliminary investigation presented, the 5 
camera set-up shown in Figure 2(b) has been used. 
                                                 
2 MRI data from US National Library of Medicine's Visible Human Project® 
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Figure 2: Schematic of Camera System 

 
Figure 3 shows the projected frontal, profile and intermediate views of the head obtained from a CT surface rendered 
model based on this set-up. A simple Direct Linear Transformation (DLT) method has been used to calibrate these 
views and reconstruct 3D coordinates. The method described in Section 3 uses such simulated views from CT 
models to generate a frontal, two intermediate and two profile views. These are then used for simulating the errors in 
reconstructing the selected features and the registration error for mapping a preoperative plan to the reconstructed 
coordinate system. Performing reconstruction from stereo views requires a calibrated camera system. The workspace 
should be calibrated such that the object to be reconstructed lies within the calibrated volume as extrapolation outside 
that space can lead to large errors [12]. A calibration object encompassing the volume of the human head should thus 
be used for calibration. 
 

 
 

Figure 3: Projected Head Views3 

x

y

z

x

yy 

z

z z

 
Any image captured should be delimited to fall within the field of view in each camera corresponding to that 
occupied during calibration. This ensures accurate reconstruction of the landmarks. Figure 4 illustrates three possible 
scenarios of coverage for the field of view of the frontal camera with respect to the calibrated space. Case (b) has the 
correct coverage. Similar coverage in the profile view would make it absolutely certain that the head is correctly 
placed. Figure 4(a) and (c) show cases for incorrect placement. 
 

 
Figure 4: Fitting Image in Calibrated Region3 

 
Therefore, for a field of view of the camera sensor corresponding to a particular working distance and camera focal 
length, vertical and horizontal limits can be chosen for the location of the head during initial camera placement. The 
user interface for initial positioning of the camera system with respect to the patient has demarcations similar to 
Figure 5. To help the operator further in obtaining a proper frontal view, the image showing the demarcated area for 
the frontal view can be marked with a horizontal line on which both eyes should lie. Furthermore, having the 
patient’s ears (viewed frontally) horizontally adjacent to each other and within the region spanned vertically by the 
eyes and nose ensures proper initial set-up of the camera system. 

                                                 
3 CT slices have been taken from the patient contributed image repository at http://www.pcir.org 
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Figure 5: Demarcations for camera set-up 

3 Methodology for Preliminary Validation 

3.1 Projection View Generation and Processing 
Due to the lengthiness of the procedure for undertaking clinical trials and the associated high costs, a common 
dataset in the two modalities could not be obtained at this point. This has precluded testing of the proposed 
registration framework on real data. As a preliminary study, a simulation of the registration is presented next for 
white light images generated from a surface rendered CT model. It is believed that the error obtained in extracting 
the features replicates the error incurred in practice with real white light images. The 3D surface rendered models 
were created from CT datasets from various sources such as the US National Library of Medicine (Visible Human 
Project), the Patient Contributed Image Repository4, the Association of Electrical and Medical Imaging Equipment 
Manufacturers5, and numerous databases available in the public domain containing DICOM compliant CT images6 
as well as from anonymised CT images of patients. The images used are 512 × 512 × 1 voxel(s) with slice thickness 
ranging from 0.4 to 1.25 mm. A surface rendered model of the DICOM compliant scans was created by constructing 
an isosurface. 
 
The five views are projected from the CT model at azimuth angles of 0, 45, 90, -45 and -90 degrees corresponding to 
the frontal, left intermediate, left profile, right intermediate and right profile images respectively. These projected 
views are marked with control points whose 3D coordinates are known in the CT model and appear on the projected 
views. This enables calibration of these views. The craniofacial landmarks are not used as part of the calibration. The 
recovered DLT parameters are used for reconstructing the selected craniofacial landmarks extracted in stereo views. 
Clearly, only the intermediate and profile views suffice for this purpose and have been used for tests on 15 head 
models. The maximum RMS error obtained for these simulated tests was 1.04 mm for the left ear corresponding to 
model 1. The maximum error in the three dimensions was 1.28mm in the x-direction corresponding to model 2 for 
the left ear. 
 
Due to the same pose of the model in both datasets, the rigid-body transformation between them has a rotation matrix 
equal to identity and zero for the translation vector. The next calculation performed was to register the two datasets 
using landmarks from the CT model and the reconstructed space. This served to validate how well the estimated 
features corresponded and contributed to the overall registration error. Four points were picked over the face and 
mapped from the CT space onto the reconstructed coordinate system. For the fifteen head models tested, the 
maximum RMS error incurred from the mapping was 0.68mm with a maximum error of -0.88mm in the z-direction. 

3.2 Simulating the Procedure 
This section aims at replicating the protocol followed in a normal surgery scenario with the selection of entry and 
target points by the neurosurgeon (Figure 6). These are done on given CT scans which can then be located on the 
patient. The registration transformation obtained earlier is used to map these points onto the reconstructed coordinate 
system. A spherical representation of the trajectory vector provides the length of the trajectory and its orientation in 
space. These metrics are computed in each coordinate system as a means to assess accuracy with ϕ being the angle 
from the z-axis and θ the angle in the x-y plane from the x-axis. For the fifteen head models, the maximum error for 
ϕ was 0.25° for which θ equals 0.23° while the maximum value for θ was 0.44° with an associated value of 0.07° for 
ϕ. 

                                                 
4 http://pcir.org 
5 ftp://medical.nema.org/MEDICAL/Dicom/Multiframe 
6 http://apps.sourceforge.net/mediawiki/gdcm 
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Figure 6: Entry and Target Points7 

o entry point 
• target point

4 Discussion 
The methodology employed for simulating the registration is based on projected views of 3D surface rendered CT 
models. Due to the non-availability of a common dataset in the CT and white light modalities, a simulation approach 
was adopted to illustrate the registration procedure while providing error estimates. Nevertheless, the use of the 
selected landmarks as a basis for registration shows that rigid registration can be used to map the chosen entry and 
target points to the desired accuracy. Registration RMS errors less than 1 mm were obtained for points selected 
around the face while case studies involving the selection of entry and target points on the different head models 
showed acceptable angular deviation from the original set trajectory.  

5 Conclusion 
A registration protocol for preoperative CT to intraoperative white light images has been described. Specifically, the 
proposed registration has been devised in view of supporting three neurosurgical procedures that are emergency in 
nature. Simulation of the registration framework shows a maximum RMS error of 0.68mm while the maximum error 
along the Cartesian axes was -0.88mm for the z-axis. Hence the maximum simulated error is within the 5mm 
accuracy needed to undertake these procedures. The next step will be to implement such a protocol on real dataset in 
both modalities. Machine vision tools will also be introduced into the registration framework to help in localising and 
extracting craniofacial features in the CT and white light modalities thereby reducing subjectivity in the process. The 
proposed registration method can also be used as part of other registration methods where gross alignment is first 
needed. 
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Abstract. We present a practical graph-based algorithm for segmenting an human zygote (fertilized ovum) in
a Hoffman Modulation Contrast image. Such microscopy technique is routinely used during In Vitro Fertilization
procedures, and produces an image with a sidelit, 3D-like appearance; our algorithm takes advantage of such peculiar
appearance in order to achieve a remarkable robustness in the segmentation task, which is frequently made difficult
by clutter, debris and other artifacts. The technique is tested on a number of images with different characteristics,
and shown to be robust with respect to clutter, noise and overexposure, and applicable in a wide array of different
conditions.

1 Introduction

During In Vitro Fertilization (IVF) procedures, biologists observe fertilized ova at different times in order to assess
their quality and select the ones maximizing the implantation success rate; this decision-making process is guided by a
number of criteria, usually requiring subjective classifications, which are widely discussed in the related literature [1–
3]; Beuchat et al. show in [4] that computer-based morphological measurements on zygotes, providing quantitative
rather than qualitative data, has the potential to improve the accuracy of implantation predictions. In this paper we
consider the problem of automatically segmenting the zygote cell’s oolemma (thus excluding the surrounding zona
pellucida, see Figure 1). This allows us to readily compute a number of quantitative measures (apparent size of the cell,
simple shape descriptors) which are not easily judged otherwise. The obtained segmentation may also be applied for
other tasks, such as driving an automated microscope for unattended imaging of zygotes, or providing a robust, precise
initialization for subsequent (automatic or user-assisted) analysis algorithms, such as those introduced in [5, 6].

Our algorithm is designed to operate on Hoffman Modulation Contrast (HMC) images1: HMC is an imaging technique
converting optical slopes in variations of the light intensity: it is routinely used in IVF labs for observing zygotes, as it
provides a large amount of contrast for transparent specimens and eases human observation as the objects appear three-
dimensional and side-lit, as if a light source was illuminating them from a side (apparent lighting direction). After using
a simple but robust heuristic in order to roughly locate the cell, we compute a transformed representation of the image
in polar coordinates; we take advantage of said HMC lighting by only considering edges whose orientation matches
the expected sign of the intensity gradient, while penalizing at the same time most unrelated edges. The segmentation
problem is finally efficiently solved as a minimum-cost problem on a directed acyclic graph built on the transformed
image, which implicitly enforces priors for the cell shape.

∗Email: alessandrog@idsia.ch
1a technique delivering visually similar results is Differential Interference Contrast (DIC), which is also a likely application scenario for our

algorithm

(a) (b) (c) (d)

Figure 1. Zygote cell (a,c) and its segmentation (b,d).
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The main contribution of our technique over the state of the art lies in our simple method for taking advantage of HMC
lighting, whose effectiveness is quantitatively evaluated in Section 4. The complete system has shown to be remarkably
robust and efficient: an image is processed in less than one second, with little effect of debris, noise, overexposure or
defocus, and with no need of parameter tuning. This allowed us to easily integrate the technique in the routine of an
IVF laboratory, in order to provide precise and effortless zygote measurements.

We briefly review related works in the following Section, then describe our technique in Section 3; experimental results
are shown and discussed in Section 4. Section 5 concludes the paper and presents ongoing work.

2 Related Works

Classical region-based segmentation algorithms, including watersheds [7], are not applicable in this context because
of the complex appearance of the cell, including the surrounding zona pellucida, clutter, and artifacts; this also hinders
the application of straightforward edge-based segmentation algorithms, as many spurious contours are detected.

Iterative energy minimization methods such as active contours [8] and level sets are frequently employed in biomedical
imaging: in this context, their application is not straightforward because debris are likely to generate several local
minima in the energy function, which makes quick and robust convergence problematic; for example, in [5] active
contours are used for measuring the thickness of the zona pellucida in embryo images, but only after a preprocessing
step aimed at removing debris and other artifacts.

In [4] a semisupervised technique for measuring various zygote features is used, where the cell shape is approximated
by an ellipse: in our case, instead, we recover the actual shape of the cell, which is often not well approximated by an
ellipse.

The technique we are presenting includes a global energy minimization step, and may be classified as a specialized
graph-cut [9] approach, where: a) priors on the cell shape are accounted for by operating on a spatially-transformed
image and searching for a minimum-cost path on a directed acyclic graph, and b) priors on the contour appearance due
to HMC lighting are directly integrated in the energy terms.

Interestingly, several previous works handled the peculiar lighting in HMC and DIC images as an obstacle to segmen-
tation [10], and adopted preprocessing techniques for removing it, whereas we actually exploit such appearance for
improving robustness.

3 Segmentation of Zygote Images

We divide the segmentation process in two sequential steps: first, we find the approximate location (cx, cy) of the cell
center in the original image, which is shot by the biologist while observing a single zygote at a time; then, the image
of the cell is transformed to polar coordinates, the lighting parameters are estimated (if unknown), and a shortest-path
formulation is used in order to recover the actual zygote contour. We briefly introduce the former part in Section 3.1.
The main focus is instead on the latter part, described in Section 3.2.

3.1 Approximate Localization of Zygote Center

In order to find a rough location for the cell centroid, the modulo of the image gradient is first computed at every pixel,
then subsampled to a smaller image, which is automatically thesholded and regularized by means of median filtering
(see Figure 2 a,b). The largest connected component is isolated and its holes filled (Figure 2 c); for each point inside
the resulting region, the minimum distance to the region boundary is computed by means of the distance transform; the
point with the maximum distance is finally chosen as the approximate centroid of the cell.

This preliminary analysis phase is not critical for the quality of results, as the subsequent processing tolerates quite large
displacements of the detected centroid; nonetheless, this simple algorithm counterintuitively proves to be quite robust
also in presence of large artifacts attached to the cell; this is mainly due to the distance transform, which implicitly
cancels or reduces the effect of any non-convex artifact protruding off the border of the cell.
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(a) (b) (c) (d) (e)

Figure 2. Approximate localization of the cell center. (a): original image. (b): binary mask obtained after thresholding
the modulo of the gradient. (c): largest connected component with holes filled. (d): distance transform. (e) the
maximum of the distance transform is considered as the approximate center of the cell. Note that the large artifact on
the left does not significantly displace the maximum of the distance transform.

(a) J (b) E (c)

(d) (e)

Figure 3. Contour localization. (a) image in Figure 2 transformed to polar coordinates. (b): energy E computed
according to (2), and its graph structure (c). (d): minimum-cost path. (e): the resulting segmentation.

3.2 Detailed Recovery of the Cell Contours

Once the zygote centroid (cx, cy) is detected, a circular corona around such point is transformed using bilinear inter-
polation to an image J in polar coordinates:

J(θ, ρ) = I (cx + ρ cos (θ) , cy + ρ sin (θ)) 0 ≤ θ < 2π ρ′ ≤ ρ ≤ ρ′′. (1)

In order to account for variations in the cell shape and errors in the centroid location, the range [ρ′, ρ′′] of ρ values
is very conservatively set to [0.3r, 1.5r], where r represents the expected cell radius; this is a quite large range (see
Figure 2e), which allows for large variations in the actual radius of the zygote, and for displacements of the estimated
centroid (cx, cy). ρ and θ values are uniformly sampled in ρn and θn intervals, respectively, which correspond to rows
and columns of image J . We use ρn = 80, θn = 180 in the following.

Image J (Figure 3a) is then processed in order to associate an energy to each pixel, which will drive the following
graph-based formulation. Let α be the direction of apparent lighting due to HMC, which only depends on the optical
setup and can be assumed known in most scenarios (if it’s not, it can be easily estimated); we define the energy for
each pixel as:

E(θ, ρ) = P

(︷ ︸︸ ︷
cos(θ − α) ·Gρ(J) +

︷ ︸︸ ︷
sin2(θ − α) · |Gρ(J)|

)
P (x) =

(
1 + e

x
k

)−1
(2)

where Gρ denotes the gradient operator along the ρ axis, and P (· · · ) is a simple decreasing sigmoid function which
conditions the energy values to lie in the [0, 1] interval; the scaling parameter k is not critical, and can be safely set to
1/5 of the image’s dynamic range.

191



The first term in (2) dominates where the contour is orthogonal to the apparent light direction, i.e. where the cell is
expected to appear significantly lighter (θ − α ' 0) or darker (θ − α ' ±π) than the surroundings; large gradient
values with a sign consistent with this assumption lead to lower energies. The second term takes account for the un-
predictability of the contour appearance where the contour is parallel to the apparent light direction, and just associates
lower energies to large absolute values for Gρ(J).

A directed acyclic graph is built over J , by considering a node for each pixel, and arcs connecting each pixel to its three
8-neighbors at the right (see Figure 3c). The cost of each arc is set to the energy of the source node. The minimum-cost
path is computed from every pixel in the first column to the corresponding pixel in the last column; the cheapest of
these paths is chosen as the actual contour (see Figure 3d), then mildly smoothed for cosmetic reasons and brought
back to cartesian coordinates by using the inverse transform to (1). The interior of the resulting polygon defines the
computed binary mask M .

Larger values for ratio θn/ρn allow more freedom to the path built over J , which translates to better accomodation of
an irregular cell shape or a displaced centroid (cx, cy); at the same time, this reduces the robustness of the approach, as
shape priors are less strongly enforced. We found any ratio between 1.5 and 3 to be acceptable, although we keep with
θn/ρn = 180/80 = 2.25 in the following.

4 Experimental Results

We applied the presented technique to 59 images acquired with a 0.35 megapixel JVC camera attached to an Olympus
IX-51 inverted microscope equipped with a 20x objective and HMC. Ground truth is acquired by manually segmenting
the zygote in each image, thus obtaining a binary mask T representing the interior of the zygote. The algorithm is
implemented in the MATLAB environment equipped with the Image Processing toolbox, and its core functions consist
in about 350 lines of code.

For a given computed segmentation, represented by a binary mask M , we consider the Jaccard similarity coefficient as
a quality metric, defined by q = |T∩M |

|T∪M | 0 ≤ q ≤ 1, which approaches 1 for better segmentations. We also measure
the average distance da and maximum distance dm between the true boundary and the computed one, as well as the
relative error in the measured area ea, and absolute error in the measured eccentricity ee.

We evaluate the results obtained by minimizing the energy term E presented in (2). In addition, in order to test the
effectiveness of the lighting priors, we also consider two alternative energy terms, which do not include lighting cues:
Eρ(θ, ρ) = P (|Gρ (J (θ, ρ))|) , which only considers gradients in the radial direction, without discriminating the sign
(i.e. disregarding the expected appearance of the edge); and
EG(θ, ρ) = P (|G (J (θ, ρ))|) , which considers the gradient magnitude only, disregarding both its sign and its direc-
tion.

q da dm ea ee

pixels fraction of R pixels fraction of R

E 0.9632 2.6152 0.0201 4.0160 0.0308 0.0133 0.0470
Eρ 0.9173 6.8304 0.0525 8.4661 0.0651 0.0762 0.0692
EG 0.8765 11.4302 0.0879 13.3786 0.1029 0.1732 0.0615

Moreover, we stress-tested our technique by simulating variable amounts of additive white gaussian noise, overexpo-
sure, and defocus2 blur (Figure 4 a,b,c).

5 Conclusions

We presented a practical edge-based technique for segmenting the oolemma of the zygote cell, by taking advantage
of the peculiar appearance of HMC lighting, which significantly increases the robustness of the system. The algo-
rithm is easily implemented and not computationally expensive, and produces robust, precise results which have been
numerically validated.

2defocus blur is simulated by convolution with a disk-shaped kernel, which differs from what would occur in a real microscope, where different
parts of the cell would come into focus
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(a) (b) (c)

Figure 4. Average segmentation quality q for the whole dataset, with varying amounts of added noise (a), defocus blur
(b) and overexposure (c). Using enegy E (yellow line), Eρ (thick red line), EG (thin red).

(a) (b) (c)

Figure 5. (a) shows the segmentation obtained using the lighting-aware energy measure E (yellow), versus measures
Eρ (thick red) and EG (thin red), which are easily misled by artifacts surrounding the cell. (b) shows a failure of our
technique (about 15 pixels of error at the bottom of the cell); the failure is due to the recovered approximate cell center
(blue dot) being quite displaced. The problem would be solved by either iterating the technique using the center of
the computed mask as the new initialization, or by using a larger θn/ρn ratio. (c) shows our technique working on an
ovocyte (not a zygote), which however has a regular enough appearance to be detected and correctly segmented.

The technique is not only useful for directly measuring relevant zygote features: in fact, we are currently using this for
automatically initializing iterative techniques for solving more complex problems – such as detection and measurement
of pronuclei or zona pellucida – and for automatically detecting the presence of the zygote in the microscope field of
view, which is an important prerequisite for unattended zygote imaging within an automated microscopy system.
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Abstract. Two–dimensional projection mammography has several inherent limitations caused by the projection of
the 3D breast anatomy on to a 2D plane. These limitations are known to resultin false–negative or false–positive
diagnoses. Three–dimensional tomosynthesis imaging has the potential toalleviate or eliminate these limitations.
Breast density is an important indicator of mammographic risk, howeverit has been suggested that the density
and/or distribution of linear structures may be linked to risk. Recent studieshave correlated linear density in two–
dimensional mammograms with risk, and this preliminary study demonstrates that linear structure information can
be automatically detected from three–dimensional tomosynthesis image volumes and correlates with linear density
detected in mammograms.
The study analyses digital mammograms and tomosynthesis images taken from 39 women. Mammogram and to-
mosynthesis acquisition were performed on the same day. Both sets of images were analysed using a line detection
algorithm and the above–threshold linearity of corresponding mammograms and tomosynthesis images compared.
Results showed a good degree of correlation (Pearson’s coefficient0.73) between the linearity detected in corre-
sponding images, suggesting that detected linearity in tomosynthesis imagesmay be correlated with risk.
Future work intends to investigate this link further, as it is hypothesised that information available in tomosynthesis
images may eventually provide a better indicator for risk that that available intwo–dimensional mammograms, due
to the inherent advantages of the three-dimensional images.

1 Background

1.1 Tomosynthesis

Conventional two-dimensional projection mammography plays a very significant role in breast cancer detection, diag-
nosis and treatment. However, it is well–known that 2D mammography has several inherent limitations, caused by the
projection of the 3D breast anatomy on to a 2D plane. These include cancers being obscured by superimposed normal
tissue and overlapping normal tissue creating the artificial appearance of densities [1,2]. These limitations often result
in false–negative or false–positive diagnoses, increasing risk to the patient or exposing them to unnecessary anxiety
and often painful follow–up procedures.

Whereas many of these limitations could be overcome by magnetic resonance imaging (MRI), this is a far more
involved procedure and its high cost, inconvenience and lowavailability prevent the use of MRI from becoming
widespread for the detection of breast cancer.

Three–dimensional breast tomosynthesis provides a significant advance over projection mammography. Tomosynthesis
effectively eliminates the effects of superimposed tissueon parenchymal structures of interest [2–4]. This can increase
margin visibility, especially in dense breasts and has beenshown to improve lesion visibility [5].

Breast tomosynthesis acquires a series of projection x–rayimages as the x–ray source moves in an arc around the
fixed breast and digital imaging detector. With the exception of their acquisition angle, the ‘raw’ projection images
are similar to conventional x–ray mammograms, however theyare taken using a significantly lower x–ray dose than
that using for conventional mammograms, such that the overall dose received by the patient is similar for the two
methods [2,5].

The raw projection images are subsequently reconstructed in to a three–dimensional volume that can be displayed to a
radiologist. Many algorithms have been used in the reconstruction of tomosynthesis images, common examples include
filtered back projection and shift–and–add.

1.2 Risk & Linear Structures

Mammographic risk assessment is concerned with estimatingthe probability of women developing breast cancer. Risk
assessment can provide an indication of when to recommend more frequent screening, which has been shown to

∗emh05@aber.ac.uk, rrz@aber.ac.uk
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improve the likelihood of the early detection of breast cancer [6]. Breast density is an important indicator of mammo-
graphic risk [7,8] and the best predictor of mammographic sensitivity [9].

However, it has been suggested that the distribution of linear structures is also correlated with mammographic risk [10,
11]. So far it is not entirely clear if it is just the density oflinear structures (either by percentage area or volume) or if
the distribution of the linear structures plays a role as well.

Recent work has demonstrated that the density of linear structures in two–dimensional mammograms can be automat-
ically correlated with mammographic risk [12]. Due to the potential advantages of three–dimensional breast tomosyn-
thesis, is is suggested that the parenchymal pattern visible in tomosynthesis volumes may provide a better indicator of
mammographic risk than that visible in two–dimensional mammograms [13].

2 Data

Digital mammograms and digital tomosynthesis images were acquired from 39 women during a clinical trial. Mammo-
gram and tomosynthesis acquisition were performed on the same day using a GE Senographe 2000D FFDM system.
The system was modified to allow a series of nine projection tomosynthesis images to be taken across a -25◦ – +25◦

range at 6.25◦ intervals. Projection images were acquired with a pixel resolution of 0.1mm.

Filtered-backprojection was used to reconstruct three-dimensional tomosynthesis volumes, with slices at 1mm intervals
and an in–plane pixel resolution of 0.22mm.

Figure 1 shows a typical mammogram and slices from a corresponding tomosynthesis volume.

(a) (b) (c)
Figure 1. A typical mammogram (a) and two slices from the corresponding tomosynthesis volume (b–c). The first
slice (b) is from close to the edge of the volume and shows the skin layer, whereas the second slice (c) is from close to
the centre of the volume and shows the deeper fibro-glandulartissue.

3 Method

The two–dimensional mammograms and three–dimensional tomosynthesis volumes were processed using linear struc-
ture detection algorithms. The method of line detection used on 2D mammograms is an implementation of Dixon and
Taylor’s line operator [14], shown to be more accurate than other methods [15].

The method calculates a measure of line strength and orientation for each pixel in an image as follows:

For each pixel, a line strength measure (S) is calculated by applying

S = (L−N) (1)

in multiple orientations, whereL is the mean grey–level value of a line of pixels of length 5 centered on the target
pixel, andN is the mean grey–level value of a similarly–orientated square of pixels. For each pixel, the maximumS
is selected and its corresponding orientation taken to be the pixel’s line orientation. In this study, the line strengthwas
measured at 12 equally–spaced orientations.

This method was adapted for use on the three-dimensional tomosynthesis images by calculating the mean grey–level
of a line of voxels at a range of orientations in both axes, andsubtracting the mean grey–level of a similarly–orientated
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cube of voxels. Prior to processing, each slice was scaled toproduce a pixel resolution approximately equal to the
between–slice resolution.

A multi-scale approach was used in order to detect lines of a range of thicknesses, whereby the images were blurred
using a 3x3 Gaussian filter then subsampled to produce an image at half the width and height of the original. The
line detector was applied independently on the images at each scale and then combined by taking the maximum line
strength value from the corresponding pixel(s) in each scaled image. Three scales were used with the 2D mammograms
and two scales with the tomosynthesis images, since the original images were smaller than the original mammograms.

Finally, the pixel line strengths were thresholded to remove background texture and artefacts. A measure of above–
threshold linearity was calculated for each image as an indicator of linear density. Areas outside of the breast area were
masked and discarded.

Linearity measures for corresponding 2D and 3D images for each patient were compared.

4 Results

Figure 2 shows line detection results for a typical two–dimensional mammogram. The figure shows the original digital
projection mammogram alongside the unthresholded and thresholded line detection result images.

(a) (b) (c)
Figure 2. Mammogram line detection results. Original mammogram (a) alongside the unthresholded line detection
results (b) and thresholded line detection results (c).

Typical line detection results for the three–dimensional tomosynthesis images are shown in Fig. 3. This figure shows
sample results for a series of slices in 5 slice increments. For each slice, the original slice image is displayed alongside
both the unthresholded and thresholded line detection result images. The initial output images are thresholded at a
level most suitable for removing background and reconstruction artefact noise whilst maintaining the linear structure
information.

Figure 4 shows a graph of the detected linearity in two–dimensional mammograms against the detected linearity each
corresponding three–dimensional tomosynthesis image. The results demonstrate a good degree of correlation (Pear-
son’s coefficient 0.73).

5 Discussion

The comparison between the linearity detected in two–dimensional mammograms and corresponding three–dimensional
tomosynthesis images shows a good degree of correlation, achieving a correlation coefficient of 0.73. Since the linear-
ity in two–dimensional mammograms has been well–correlated to mammographic risk [12,16], it can be expected that
the linearity in tomosynthesis images may also be correlated to risk.

This study is limited in several aspects by the lack of availability of a wide range of image data. Currently, breast
tomosynthesis is experimental and only a handful of tomosynthesis machines currently exist, and as such most of the
images taken are of patients with known cancers during clinical trials [2]. The small dataset used (39 images) is clearly
a limitation of this study, however it is not currently clearhow this can be overcome.
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(a) (b) (c)
Figure 3. Tomosynthesis line detection results. Each row shows an image slice with an interval of 5 slices between
rows. The top row shows a slice close to the edge of the volume,whilst the bottom row shows a slice close to the centre
of the volume. In each row, column (a) shows the original tomosynthesis slice, column (b) shows the unthresholded
line detection results and column (c) shows the thresholdedline detection results.

Figure 4. A comparison of the linearity of two–dimensional mammograms and corresponding three–dimensional
tomosynthesis images.
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A direct comparison between three–dimensional linearity and mammographic risk would be a ideal continuation, how-
ever this would be almost impossible in practice due to the limited data available. Such a comparison would require a
large dataset of tomosynthesis images that are spread across all risk categories, whereas currently–available datasets are
generally small and images are concentrated around the highrisk categories, making any valid statistical comparison
unlikely.

Other recent studies have suggested a link between the parenchymal pattern visible in tomosynthesis images and mam-
mographic risk [13]. It was also suggested that, due to the advantages of three–dimensional images in mammography,
the parenchymal patterns visible in three–dimensional tomosynthesis images might eventually be expected to provide
a better indicator of risk than those currently available from two–dimensional mammograms [13].

Therefore, a perfect correlation result in this experimentwould not be ideal, as it would indicate that there is no
additional information available in the three–dimensional tomosynthesis images.

Future work is intended to further investigate the link between the pattern of linear structures in three–dimensional
tomosynthesis images and mammographic risk, including thepossibility of matching detected linearity against Tábar’s
expected measures of linear density [11].
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Abstract. Automatic and quantitative measurement of neurites is a challenging task, while it is critical in many 
neurological studies. We developed a fully automatic method to trace and quantitatively measure the neurites. Our 
measurements are validated by comparison with the semi-automatic NeuronJ and commercial software HCA-
Vision. The results demonstrate that the measurements of the three approaches have no significant difference. We 
also apply our approach for a biological study on neurite outgrowth and the measurements of four different 
conditions are presented.  

1 Introduction 

Understanding the process of neurite outgrowth and discovering the mechanisms governing neuronal outgrowth are 
important for neuroregeneration in the treatment of injury and diseases, such as Alzheimer's and Parkinson's diseases. 
The formation of neuronal circuitry depends on different conditions. High-throughput and high-content image-based 
screens are powerful tools to discover the conditions that can induce more and longer neurites. In drug discovery, 
similar screens are applied in order to identify the compounds that induce neuroregeneration. Acquiring high quality 
and vivid images is only the first step towards a relevant biological conclusion. A biological image contains abundant 
information, which can only be retrieved with considerable effort. Manually analyzing and measuring these images is 
subjective, labour intensive and inaccurate. The challenges are how to automatically analyze these images and 
extract useful information. Detection and quantitative measurements of neuronal outgrowth is a fundamental step in 
many studies of neuronal development and neuroregeneration. An automatic and quantitative neurite tracing 
approach is highly desired. 

Contributions to this research field come from both biological and computer vision communities. A number of 
commercial software packages, that can measure the neurite outgrowth are available, such as IN Cell Analyser from 
GE Healthcare and MetaXpress from MDC. NeruonJ [1], an ImageJ plug-in, is a semi-automatic approach to 
measure the neurites. It helps to reduce manual labour significantly. The user can use the mouse to specify the 
starting point and the ending point in an image and this software will generate a report of measurements for each 
image. Another simple-to-use ImageJ plug-in for two-dimensional fluorescence images is the NeuriteTracer [2]. This 
freeware can automatically trace neuronal outgrowth in both complex and simple neuronal cultures. The plug-in 
performed well on images from three different types of neurons with distinct morphologies. HCA-Vision [3] is a 
commercial software package, which has a special module for quantifying neurite outgrowth. By using 
morphological opening, skeletonization and tracing algorithms, this software delivers comprehensive structural 
information rapidly and reliably. Other works on the neurite tracing tasks are the automatic semantic analysis of 
neurons [4], labelling and analysis of the neurites [5] and a tracing algorithm of neuron-based assays for high-
throughput image screens [6]. 

In this paper, we present a tracing algorithm to quantitatively measure the neurites. Our package, named NeuroCyto, 
is fully automatic and freely available. Section 2 describes the procedure of image acquisition, segmentation of the 
cells and how we differentiate the cell bodies and the neurites. Section 3 provides the details of our tracing algorithm. 
We selected 7 images containing 16 long neurites and used the NeuronJ to manually create the ground truth since the 
semi-automated approach is very reliable. We provide the comparisons of the measurements between NeuronJ, 
HCA-Vision and our tracing approach in Section 4. Concluding remarks are presented in Section 5.  

2 Image acquisition and processing 

2.1 Cellular image acquisition 

This section briefly describes the procedure of image acquisition. N1E115 mouse neuroblastoma cells have been 
used as a neuronal cell model for a number of years. In our experiment, N1E115 cells were grown on glass coverslip. 
The cellular images are acquired from fixed N1E115 cells stained by DAPI and FITC- phalloidin. DAPI stains the 
nucleus, which is blue; FITC-phallodin stains the abundant endogeneous filamentous actin, which is green. The cells 
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are counted, seeded and resuspended into monolayer on the coverslips with an appropriate density. The seeding 
procedure guarantees that nuclei do not overlap with each other. Images were acquired using a wide-field 
fluorescence microscope with filters for DAPI and FITC stains. The original images were acquired at 20× 
magnifications with 1366×1020 pixels of 12 bits accuracy. The resolution is 0.31 µm/pixel. Toca-1 is a protein, 
which can induce the formation of neurites in N1E115 [7]. Cellular images were acquired under four different culture 
conditions [7]: (I) Serum starvation with 50,000 cells/slide; (II) Serum starvation with 30,000 cells/slide; (III) Toca-1 
transfected with 50,000 cells/slide; (IV) Toca-1 transfected with 30,000 cells/slide. More than 1500 images were 
acquired under each condition. We need to detect the neurites and measure the length quantitatively. Finally, we need 
to determine under which condition the cells will have more and longer neurites. 
2.2 Segmentation of the neural cells 

                   

                   
(a). Original images                               (b). Segmented images                          (c). Cell bodies and neurites 
Figure 1. Original cellular image, segmented image and the final result of detected cell bodies and neurites. 

Neurites consist of curved line-like structures, as shown in Fig. 1(a). In order to obtain the information on a cell-by-
cell basis, accurate segmentation is a prerequisite. However, since the cells are clumpy and touch each other, 
segmentation of the cells is a challenging task. We applied the cellular image segmentation approach based on 
topological dependence that was recently published in [7, 8]. The source code of this approach is available online. 
Due the limitation of space, we can only briefly discuss the parameter selection of the cell segmentation. In the 
segmentation formulation in [7, 8], 

€ 

λ1 and 

€ 

λ2  are the weights of foreground and background respectively. The 
parameters we used are 

€ 

λ1=1, 

€ 

λ2=50 since we want to emphasis importance of the background such that we may 
preserve the continuity of weak neurites. In our study, 

€ 

Δt =10. The detail on how we selected this value is given in 
[7]. This segmentation approach can segment the clumpy and touched cells, however, it cannot segment the 
overlapped cells. We randomly select 100 images and manually label the ground-truth for segmentation. In these 100 
images, there are only 4.1% overlapped cells in the total cell population. We consider that overlapped cells can be 
ignored. The segmented cells are shown in Fig. 1(b). 

2.3 Differentiation of cell bodies and neurites 

After we segment the cells, we need to distinguish the neurites from the cell body before tracing and measuring. In 
order to identify the cell bodies, we use the morphological opening operation (erosion followed by dilation) to 
remove fine structures (neurites) while preserving bulky structures (cell bodies). We applied the opening operation 
with a deck structure of radius 

€ 

rd  to the segmented images.  

Opening by 

€ 

rd  = 2 

€ 

rd  = 5 

€ 

rd  = 8 

€ 

rd  = 11 

€ 

rd  = 15 
Accuracy 83.5% 98.89% 72.70% 43.58% 15.42% 

Table 1. Accuracy of detected cell bodies using opening by different radius. 

We apply a parameter tuning procedure to determine a proper value of the parameter 

€ 

rd . Twenty images were 
randomly selected. We obtain the cell bodies of these 20 images using 

€ 

rd  = 2, 5, 8, 11 and 14 pixels. Then for each 
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€ 

rd , correctly identified cell bodies are manually counted. The deck structure with radius of 5 pixels achieved the best 
accuracy, about 99%. Therefore, we use 

€ 

rd  = 5 pixels to differentiate the neurites from the cell bodies. After 
identifying the cell bodies, we applied the skeletonization [9] to the segmented images and then overlay the cell 
bodies with the skeletons, as shown in Fig. 1(c), thus obtaining the structure of the neurites. 

3 Automatic neurite tracing 

3.1 Determination of neurite point status 

 
Figure 2. Determine the point status based on 3×3 neighbourhood. 

As shown in Fig. 1(c), the neurites are represented by the skeletons, which are tree-like structures of one pixel width. 
For the clarity, we call the skeleton pixels “neurite points”. In order to trace each neurite and measure its length, we 
first determine the status of the neurite points. We classify the neurite points into five different statuses: root point, 
body point, node point, branch point and leaf point.  

• Root points are neurite points connecting to cell bodies; 
• Body points are points which are connected with only two neurite points;  
• Node points are where the neurite has branches;  
• Branch points are untraced points which are connected to node points;  
• Leaf points are the points when the neurite ends, 

Determine the status of different points is a labeling problem. Using 3×3 neighborhood, it is trivial to determine the 
status of each neurite point. Fig. 2 illustrates a few examples how we determine the status of each point.  

3.2 Tracing and measurement of neurites 

                     
(a). Tracing procedure                                                             (b). Status of each neurite point 

Figure 3. Illustration of tracing algorithm and the status of the each point. 

After we determine the status of each neurite point, an algorithm is developed to automatically trace the neurites and 
thus measure their lengths. First of all, the algorithm traces around the perimeter of each cell body to find the 
coordinates of all root points, 

€ 

{Ri
x ,Ri

y}  for i=1,2,3…N. In our tracing algorithm, we take the root point as a starting 
point for tracing the corresponding neurite. Let the last traced point be called the current point, therefore in our 
tracing algorithm, the current point starts from the root point and proceeds towards the leaf points. To trace from the 
current point to the next point, we look at the status of its neighboring neurite points in a 3x3 window centered at the 
current point. The next point will be the closest untraced neurite point in this 3x3 window. If there is no such point, 
then the current point must be a leaf point. When we move to the next point, we record its distance, e.g. along the 
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traced neurite points from the root point and form a directed edge from the current point to the next point. The 
distance between two adjacent neurite points is 1 pixel if they are four-neighbors and 

€ 

2  pixels otherwise, as shown 
in Fig. 2. For example, suppose the distance from the root point of the current point is L pixels, then the distance of 
the next point will be L+1 pixels if the next point is a four-neighbor, L+

€ 

2  pixels otherwise. We continue the 
tracing until all neurite points are traced. Then the length of the neurite is the largest distance between the root point 
and the leaf points. The detail of the tracing algorithm is as follow: 

 Neurite Tracing Algorithm 
1. For a given cell body, find the all root points around its boundary, e.g.

€ 

{Ri
x ,Ri

y}  i=1,2,3…N. 
2. Select a root point and start tracing. Let the current point be the root point. 
3. Let the next point be the closest neurite point within a 3x3 window of the current point. 
4. Update the next point's distance from the root point and form a directed edge from the current point to this 

point. Tracing algorithm depends on the status of the next point: 
i. If it is a body point, set this point to be the current point and go to step 3. 
ii. If next point is a node point, insert the branch points into a buffer (see Fig. 2). Select a new current 

point from the buffer. Remove this selected point from buffer and go to step 3. 
iii. If next point is a leaf point. Select a new current point from the buffer. Remove this selected point 

from buffer and go to step 3. 
5. If the buffer empty, the tracing of this neurite is completed. Go to step 2, until all the root points are traced.  

 
Our algorithm automatically searches around the boundary of each cell body. When it encounters a neurite root 
point, it will automatically trace the neurite and quantitatively measure the lengths of its branches. Every traced point 
will contain the information of its distance from the root point and the point it is being traced from. Fig 3 illustrates 
the procedure of a neurite tracing using our algorithm. The region within the dashed circle in Fig. 3(a) is amplified in 
Fig. (b). Besides the measurement of the neurite lengths, more information can be obtained from this tracing, such as 
the number of branch points.  

3.3 Detection of positive cells 

Neural cells with a neurite that is at least 1.5 times longer than the cell body length are of special interest in our 
biological study. The definition of the cell body length is the maximum distance between two points located at the 
boundary of the cell body. This is illustrated in Fig. 1(c). According to the measurement of the neurite length, we 
report the cells with neurites that are longer than 1.5 times of the cell body length as "positive" cells. We can also 
calculate the Relative Length (RL) of each neurite, which is defined as the length of the neurite divided by the length 
of the cell body. A movie, which demonstrated how our tracing algorithm works on a real image and detects the 
positive cells, is available at http://web.bii.a-star.edu.sg/~yuwm/MIUA2009/Movie_Tracing.mov.  

4 Experimental results and validation 

 
Figure 4. Measurements obtained by NeuronJ, HCA-Vision and our approach for 16 neurites in 7 images. 

Seven images containing 16 neurites are selected for validating our algorithm. We apply the semi-automated 
approach NeuronJ to measure the neurites and use its results as our ground truth. We also use HCA-Vision and our 
approach on the same images. The measurements of the three different approaches are shown in Fig. 4. The images 
of the tracing results are attached as an Appendix. Comparisons of the three different approaches are shown in Table 
2. The relative difference of our approach and HCA-Vision is only 2.7%. HCA-Vision measurements are slightly 
closer to the NeuronJ results than our measurements. However, the mean differences of all three pair of comparisons 
are all less than 5%. We can see that the measurements of the neurite length using the three approaches have no 
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significant differences. 

Approaches Difference  
Our Approach vs. NeuronJ 

€ 

µ =4.85%; 

€ 

σ =2.81% 
HCA-Vision vs. NeuronJ 

€ 

µ =3.20%; 

€ 

σ =2.74% 
Our Approach vs. HCA-Vision 

€ 

µ =2.70%;

€ 

σ =3.87% 
Table 2. Relative difference of the measurements obtained by three different approaches. 

We make the measurements of all the cells in the images under different conditions. The normalized distributions of 
the relative neurite length under different conditions are shown in Fig. 5. The dashed line is the 1.5 threshold value to 
report the positive cells. From the results presented in Fig. 5, we know that Condition III contains more neurites that 
have longer relative length, e.g. RL>3.  

 
Figure 5. Normalized distribution of the relative lengths of the neurites under different conditions. 

5 Conclusion and discussion 

We present a tracing algorithm designed for a high-throughput screen experiment to quantitatively analyze the 
neurites in fluorescence microscopy images. Based on the segmented image, we differentiate the cell body and 
neurites using the morphology opening operation. Our tracing algorithm can successfully trace and measure the 
neurites. The information on a cell-by-cell basis, such as neurite lengths and neurite complexity, can be easily 
extracted from the tracing results. We compared our measurement of neurite lengths with the semi-automated 
approach NeuronJ and a commercial software HCA-Vision. The results of the three approaches have no significant 
difference. Our software package is fully automatic and freely available online at http://neuroncyto.bii.a-star.edu.sg/. 
Lastly, we applied our tracing algorithm to our data set and our measurements show that the cells will have long 
neurites under Condition III.  
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Abstract. Pancreatic ductal adenocarcinoma (PDAC) is the fifth leading cause of death among cancer cases. One of
the most debated questions is whether fibrosis, which is linked to resistance to treatment, is promoted by the so called
pancreatic stellate cells (PSC). Pre-clinical research currently uses ultrasound (US) images in an attempt to answer
this question. However, such images often have poor signal-to-noise ratio (SNR) and limited resolution, so relying
solely upon visual inspection, their target might easily be missed. To further investigation of this question, we are
attempting to identify fibrotic regions, currently in ultrasound images, with minimal user interaction. To achieve this,
we adopt a multi-scale framework and estimate local phase (LP) significance based on feature uncertainty and LP
coherence: (1) images are decomposed into multiple scales using the Mellor-Brady filter, (2) uncertainties from nor-
malised covariance matrices at each scale are estimated, (3) noise variances are calculated using continuous intrinsic
dimensionality and non-parametric probability density estimation, and (4) local phase significance is calculated as
a normalised weighted sum, with uncertainty weights from (2). Initial results of this method are demonstrated on
pre-clinical PDAC images to identify regions that represent fibrosis.

1 Introduction

Pancreatic ductal adenocarcinoma (PDAC) is the fifth leading cause of death among cancer cases in UK, with only 3%
of patients surviving to 5 years, despite it being only the 11th most common cancer. There is therefore a need for sub-
stantial improvement to currently available treatment planning tools, such as predicting the outcome and monitoring of
the tumour response to therapy. Recently, attention has increasingly been focussed on the role of the tumour microenvi-
ronment (TM), ”the stroma”, which makes up more than 60% of the pancreatic tumour mass as a result of the abundant
desmoplastic reaction. Desmoplasia is the formation of adhesion and fibrous connective tissue within the tumour and
has been linked to the presence of pancreatic stellate cells (PSC). Although fibrotic regions have been associated with
poor treatment outcome [1], currently no defined imaging and/or image analysis protocol has been defined to quantify
its presence. Images used for assessment, such as ultrasound (US) and Magnetic Resonance Imaging (MRI), often
have limited spatial resolution and are corrupted by noise. These factors limit the identification of significant structural
organization of features using state-of-the-art texture description and feature detection techniques.

Robust structure descriptors are invariant to image scaling, rotation, translation, variable lightning conditions and
process noise. One particular approach that satisfies these requirements is to use local phase (LP) based descriptors
from a multi-scale decomposition of the image via an isotropic filter and its generalized quadrature pair. However, the
fact that LP values are significant only if there is congruence of the phases (PC) over multiple scales is often neglected.

The original definition of PC has been developed since its original formulation by Morrone and Owens [2]. However,
even the currently accepted form has severe limitations in the presence of noise, including noise-like high frequency
signal components. Morrone and Owens defined PC at each location as the amplitude weighted mean local phase angle
of all the Fourier series components at that point, and proposed to identify PC from the extremum points of local energy
(LE) [2]. While this is of interest in defining and finding features in noise-free images, as was reported in [3], it is of
limited value when applied to real images with brightness/contrast variation and loses the benefits offered by LP of
being intensity invariant. The Morrone and Owen’s energy model has been extended to 2D to be more robust to noise
effects, given a noise model has been identified and calculated in different orientations [4] [5]. The use of energy limits
this approach, due to the intrinsic and substantial sensitivity of LE to intensity variations.

Our contribution is to propose a measure to estimate local phase significance values based on feature certainty and local
coherence of LP values, and identify local noise characteristics from multiple scales. To this end, we use the eigenvalues
of local covariance matrices and a probabilistic formulation of continuous intrinsic dimensionality to identify how much
we believe the image data belongs to the class of ”real” or noise corrupted signal class. This then allows us to give a
measure of local phase values from a small neighbourhood and their significance. We demonstrate the possible use of

∗Corresponding author: T̈unde Sziĺagyi: tuende.szilagyi@eng.ox.ac.uk. Tünde Sziĺagyi is supported by the Engineering and Physical Research
Council of the UK through a Life Sciences Interface Doctoral Training Centre Studentship (grant reference EP/E501605/1)
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this method in pre-clinicalin vivoPDAC US images to support the hypothesis that PSCs promote tumour development,
which partly manifests in excessive fibrosis formation. As a result, control and PSC co-cultured PDAC tumour images
are compared.

2 Methods

2.1 Experimental data and image acquisition

An orthotopic nude mouse model of pancreatic cancer was used. Half the mice were surgically injected with 2 x 106

(in 30µl DMEM medium) human Panc-1 cells only, while half were co-injected with a 1:1 proportion of human Panc-1
pancreatic adenocarcinoma cells and LTC-4 rat PSC cells of the same amount to the pancreatic tail.

Data were collected on a preclinical Vevo 770, Visualsonics, Toronto, Canada US scanner in Bmode with a transmit
frequency of 40Hz, movie frame rate 34Hz and a Field of View (FOV) of 10 mm x 10 mm. No Time Gain Compensation
(TGC) was adjusted at the time of data acquisition; as a result, intensity variations at greater depths are observable, but
which was taken in account during our analysis. The effective image resolution is 0.02 mm x 0.02 mm on a 500 x 500
pixel grid. Tumours were manually segmented using ITK-SNAP 1.6.0.1.

2.2 Image analysis methodology

In this section we describe the algorithm we have developed to estimate local phase values, and which is outlined in
Figure 1.

Figure 1. Algorithm to estimate local phase significance values. For explanation of each step, refer to the text.

1. Images were first decomposed into consecutive frequency bands using the Mellor-Brady filter [6], and local descrip-
tors extracted using the monogenic signal [7].

The monogenic signal is a generalization to nD using the Riesz transform of the 1D analytic signal (which is defined
using the Hilbert transform). In 2D (for example), denote the bandpassed 2D input signal at scales asb(x, s), x ∈ R2.
Then, the monogenic signal is defined as:

M(b(x, s)) = (b(x, s),R (b(x, s))) , (1)

whereR denotes the Riesz transform, and its components in 2D are defined as

(r1(x, s), r2(x, s)) = (Re(R(b(x, s)), Im(R(b(x, s))) . (2)

Local energy (LE), phase (LP) and orientation (LO) are local descriptors of the image that enable separation of the
intensity dependent energy from structural phase information and orientation of the underlying geometry.

Here, we denote these asraw image descriptors in order to differentiate them from the new estimates introduced in this
paper at point (5). (Note that indices(x, s) were ignored in eq. 3 due to space limit.)

E : E raw =
√

b2 + r2
1 + r2

2 LP : ψraw = arctg

(
b√

r2
1 + r2

2

)
LO : φraw = arctg

(
r2

r1

)
. (3)

2. We used the continuously-valued intrinsic dimensionality (cid) to obtain the probabilities of how much we believe
a region is homogeneous, simple 1D and 2D structures and a mixture of these in the form of texture. Cid of the input
image structures was calculated according to the theory presented in [8]. This method is different from that of, e.g.
the Harris corner detector, in that no judgement is made about which category a pixel within an image patch belongs
to. In contrast, it associates three class probability values to each spatial location, which then can be used as prior
probabilities to a higher level processing unit.
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Since this method relies on accurate local energy and orientation, we replaced the structural tensor estimations (as
was suggested in the original work) with the structural descriptors derived from the monogenic output from point
(1). Local orientation from the monogenic signal was estimated from a single scale, selected empirically, which is
application specific. Given the nature of our noisy US images the 2D cid estimate using local Gaussian smoothing
eliminates small cues. To avoid this, we replaced this estimation step by the mode of 5× 5 neighbourhood probability
density functions (pdf) calculated with a 2D non-parametric (NP) windows method [9]. This allows to evaluate image
intensity statistics taking in account the relationship between neighbouring pixels, as opposed to the standard histogram
based methods.

There are three outputs from this block: ci0D, ci1D and ci2D, which correspond to probabilities whether the underlying
signal belongs to the class of ci0D (i.e. homogeneous), ci1D (i.e. line, edge like), or ci2D (i.e. corner, texture)
respectively. These give a good approximation to how much we believe the variance in a small image patch derives
from it being a complex (e.g. 2D) structure or noise.

Noise variances were estimated by identifying homogeneous regions, such thatp(ci0D) > 0.95. Local standard
deviations in a neighbourhood of 3 x 3 are calculated and the noise variance for an image is then estimated as the mode
of the pdf (estimated with NP windows method) from local variances. Noise covariance matrices are then estimated as
σ(i, j, s) · I, whereI denotes the identity matrix.

3. Geometric feature uncertainty generally refers to the degree to which an interest point can be localized. An accepted
method is to estimate the normalized covariance by the inverse Hessian. Then homogeneous regions result in high
uncertainty, while fast changes around the feature point result in high confidence. To date, we have estimated local
uncertainties with the inverse Hessian (H(i,j,s)) at each scale, as in the Harris corner detector. This is then calculated
using a differential method as:




M∑

(k,l)=−M

w(i, j)I2
i (i + k, j + l, s)

M∑

(k,l)=−M

w(i, j)Ii(i + k, j + l, s)Ij(i + k, j + l, s)

M∑

(k,l)=−M

w(i, j)Ij(i + k, j + l, s)Ii(i + k, j + l, s)
M∑

(k,l)=−M

w(i, j)I2
j (i + k, j + l, s)




where a neighbourhood of (2M+1)× (2M+1), M = 1, was used. Partial derivatives were approximated using finite
differences which at interior positions were calculated as centered differences, while we took the forward difference at
the edge points.

The output of this stage gives the weight of how much we believe the LP value contributes to the real LP measure in
form of the eigenvalue magnitudesu(i, j, s) =

√
e2
1 + e2

2, wheree1 and e2 denote the two eigenvalues,s is scale and
(i, j) ∈ x image pixel coordinates (Figure 3).

4. Better conditionedLP values are estimated by combiningLP raw over a small neighbourhood weighted by the
uncertainties from (3)

ψ(i, j, s) =

M∑

(k,l)=−M

u(i + k, j + l, s)ψraw(i + k, j + l, s)

M∑

(k,l)=−M

u(i + k, j + l, s)

, (4)

whereu(i, j, s) is the uncertainty index from (3) andψraw(i, j, s) denotes the local phase output from (1) at position
i, j and scales respectively. Significance values are then approximated by fitting first and second order polynomials
across scales.

3 Results

US images of PDAC tumour samples were assessed both from the control and the PSC injected group (see Sec. 2.1).
Since tumour formation was considerably lower in the control mice, we demonstrate our approach on one control
tumour and two tumours that developed in the presence of PSC.

Comparison between the feature points detected by the Kovesi PC measure and the method proposed here is presented
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Figure 2. Comparison between fibrotic regions highlighted by the Kovesi PC measure and the method proposed here.
Top row shows the Kovesi PC measure, while bottom row the results from our method. No postprocessing of the
images has been performed, except that the sign of the output from our method has been flipped to aid comparison. (a)
and (b) shows a control tumour, while the rest are samples from the PSC injected group. (Figure to be inspected in
colour.)

in Figure 2. Note the differences between the structural organization between the two approaches, for which the same
colormap has been used to present the results for the two methods. These show that the Kovesi type PC measure
is highly correlated with image energy (high intensity), which in our example also means that features from noise
corrupted US images will be missed (such as shown in this paper).

Fibrotic regions in PC uncertainty maps (Figure 3 (j)-(l)) were visually assessed and compared to previous methods
by an expert clinical scientist. These maps (in coloured version) were found to give a higher fidelity in identifying
fibrotic regions than the original images (Figure 3 (j)-(l)) and Kovesi type PC values. The brighter region, that is the
region corresponding to phase significance values above approximately 0.7 is expected to represent fibrosis and which
is present to a large extent in tumours co-cultured with PSC, however very little can be observed in the control tumours.
We additionally show the corresponding local phase maps from a single scale (d)-(f) and the uncertainty maps (g)-(i).
Note that the local phase maps and the computed certainty maps are not a scaled version of each other. Further, the
uncertainty maps computed from the Hessian can not replace the proposed method due to the presence of US speckle,
excessive noise and the elongated nature of the fibrotic structures (3), which prevent this.

4 Discussion

An improved way of estimating local phase significance from multiple scales was described to aid the detection of fi-
brotic regions from pre-clinical PDAC US images. This method relies on uncertainties estimated from local covariances
and continuous intrinsic dimensionality to estimate the fidelity of LP values.

Although no previous shape characterisation of the fibrosis of the pancreas has (to our knowledge) been reported, geo-
metrical observations of the fibrotic elements here are in agreement with observations recorded from hepatic samples,
which is the closest point of comparison.

We are aware that this method may lead to a suboptimal solution in this estimation process at several stages since all the
steps are prone to be perturbed by noise effects. These include (1) noise variances that rely on identified homogeneous
regions; (2) intrinsic dimensionality itself is influenced by noise, that is, increasing noise levels shifts the true iD
towards i2D as has been reported in [8]; and (3) covariances estimated using differential methods are also perturbed by
noise.

In conclusion, a method has been proposed to identify fibrotic regions in pre-clinical PDAC images using local phase
significances. This constitutes the first step in a higher level feature and/or feature based classification process. Finally,
it has not escaped our attention that our proposed numerically well conditioned, approximately noise free, estimates of
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Figure 3. (a-c) Original 8 bit grayscale images images, (d-f) estimated local phases from a single scale, (g-i) uncer-
tainties: higher uncertainties are shown in the location where no features (e.g. fibrotic structures) are present, (j-l)
estimated significance map, higher values indicate fibrotic regions. For explanation of calculations refer to text.

local phases at each scale and image location should enable us to develop a local amplitude free method to estimate
PC - this way overcoming the limitations of the current accepted Kovesi type PC. Future work should target to bring
together the presented tools in a coherent probabilistic framework. Validation of the fibrotic regions with a larger
dataset and histology is also needed - which is our future work.
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Simulation of User Interaction for Performance Evaluation of 
Interactive Image Segmentation Methods
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Abstract.  Interactive image segmentation  is  often  employed  in  the  context  of  medical  image analysis,  as  an 
alternative to automatic and manual image segmentation. In the last decade it has attracted a lot of attention due to 
the  advent  of efficient  algorithms able to  perform in interactive speed even for  large three dimensional  (3D) 
images. However, the human integration in the segmentation process restricts its repeatability and impedes its 
objective evaluation. Also, it inhibits the identification of the intrinsic properties of the  algorithms. In this paper 
we report  on a framework for performance evaluation of interactive image segmentation techniques,  which is 
based on simulated user interaction. This allows for the construction of reproducible and tractable experiments, 
which  can  form  the  basis  of  a  systematic  and  objective  performance  evaluation  framework  for  interactive 
segmentation methods. We demonstrate quantitative results using three interactive segmentation algorithms from 
the literature.

1 Introduction

In the context of medical image analysis, interactive image segmentation methods are often preferred to automatic or 
manual ones. Automatic methods usually fail to produce results that meet the expectations of a human, whereas 
manual  approaches  incorporate  tedious  marking-up  sessions  with  increased  cognitive  load.  Interactive  image 
segmentation appears to be the best compromise between automatic and manual methods due to its properties; it 
provides the user with enough control over the entire process so that s/he can achieve an arbitrary segmentation that 
meets her/his expectations, while it demands less effort than the manual approach.

An  interactive  image  segmentation  method  consists  of  the  following  components:  the  computational  part,  the 
interactive part and the graphical user interface (GUI) [1]. The GUI is the component that accepts the user's guidance 
for  action,  often  via  visual  programming components  (text-boxes,  drop-down menus,  sliders  etc.),  also  termed 
controls, or via direct image clicks (pictorial input). The interactive part translates the input given via the GUI into 
parameters that can be used by the computational part.  Finally, the computational part  uses a specific model to 
encode the information available in an image (e.g. graph, MRF etc.). Once the required parameters are provided by 
the interactive part, it performs calculations that lead to a segmentation outcome.

In interactive segmentation of medical images, an expert (usually a radiologist) is steering the segmentation process. 
The acceptance or rejection of the segmentation outcome depends solely on his perception of the result with respect 
to the actual anatomical structure, termed ground truth. This interaction, however, must be minimal, in order to allow 
for efficient analysis of the datasets in terms of time and effort (speed and cognitive load).  The most successful 
interaction pattern in the literature is the provision of pictorial input via brush strokes[5-8]. This pattern of interaction 
is  intuitive,  fast,  easy,  applicable  to  three  dimensions  (3D)  and  gives  the  user  the  ability  to  achieve  arbitrary 
segmentations. In  the context of such an interaction, the user is using a brush to mark specific groups of pixels 
(voxels in 3D), also termed as seeds, of an image as belonging to a specific class. For binary segmentation these 
classes are only two, foreground and background. In this study we focus on the task of binary segmentation in 3D 
medical images.

Two  main  problems  arise,  when  evaluating  interactive  segmentation  methods  with  the  brush  strokes  as  their 
interaction pattern: the lack of repeatability and the excessive input provision. The lack of repeatability is due to  the 
human integration in the segmentation process. The excessive input provision is due to the nature of brush strokes, 
which provide a large number of input seeds that make most methods perform well. These two problems impede the 
objective  performance  evaluation  of  various  aspects  of  interactive  segmentation  techniques.  We argue  that  the 
objectiveness of such an evaluation framework can be guaranteed by simulated automation of the user interaction and 
assessment of the performance of the selected methods with small number of input seeds. 

The automation of the variety of cognitive actions performed by the user is of course a difficult task. It is hard to 
automate the causal relationships associated with every action in the segmentation process. Moreover, it is debatable 
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what a human considers as a normal or natural interaction. However, having a simulation that mimics realistically the 
human interaction is of great importance, since the experiments that are based on it can provide insight regarding the 
true interaction as well. In section 2 we propose a set of patterns for achieving this goal. In section 3 we present the 
evaluation framework used in our study and the metrics associated with it. In section 4 we report some preliminary 
results  from  the  use  of  the  suggested  framework  for  the  performance  evaluation  of  three  recent  interactive 
segmentation methods in 3D, the GraphCuts [5,6], the RandomWalker [7] and the GrowCut [8]. This is also the first 
time that implementations of the latter two algorithms are reported in 3D. GraphCuts is a graph-based method that 
treats a graph as a flow network. The cut on the graph that separates the foreground seeds from the background seeds 
is given by the saturated edges in the network with the use of the MinCut/MaxFlow theorem. Random Walker is also 
a  graph-based  method,  which calculates  the  probability that  a  random walk,  which initiates  from an  undefined 
(unclassified) pixel, will reach a seed point, given the bias that it cannot cross high gradient edges. GrowCut is based 
on the Cellular Automata model. It considers all pixels in an image as living cells with certain label and strength. 
Each cell is attacked by its neighbours and in case the attacking force is higher than its strength, the cell changes its 
label to that of the attacking cell.

2 Simulated User Interaction

We identify two main patterns of user interaction, the random clicks and the careful seed selection. In the first case 
the user is selecting quickly and rather randomly foreground and background seeds. In the second one, s/he is trying 
to carefully select seeds that best represent the foreground and the background. We believe that in the former case the 
seeds have equal probability to come from any place within the 3D volume, whereas in the latter case most of the 
seeds will be selected from places near to the object boundaries. Based on this hypothesis, the strategy we follow for 
automating the user interaction is the following:

Random Clicks:  In order to simulate this pattern of user interaction, we save the indices of the foreground and 
background seeds defined in the ground truth. Consequently we randomly select seeds (indices) that are uniformly 
spread within these vectors as background and foreground seeds. That way, these seeds will be relatively uniformly 
spread throughout the ground truth background and foreground volume.

Careful Seed Selection: In order to simulate this pattern of user interaction, we identify the seeds from the ground 
truth that belong to the surface of the object of interest and those lying one voxel outside its surface (outer boundary). 
The seed indices are saved in two vectors.  Consequently,  we randomly select  seeds (indices) that are uniformly 
spread within the outer boundary vector for background and the object surface vector for foreground. 

Variability of User Interaction: In order to accommodate the variability that characterises the human interaction, 
we displace the foreground and background seeds, as determined by the ground-truth, in random directions by fixed 
distances. In order to accommodate both low and high variability we select a variable displacement of 2 i  , where 
i∈[0,8];  when i=0 the seed is only displaced to its immediate neighbour, whereas when i=8 it is displaced by 256 
positions. It is obvious that for low values of i we simulate an interaction with low imprecision, whereas with high 
values of i we simulate an interaction with high imprecision. 

3 Evaluation Framework

Taking into account the evaluation frameworks that exist in the literature [2-4] we suggest an evaluation framework 
for interactive segmentation that is summarised in the following components:

Ground Truth:  In this study we use real medical images, since they provide more challenges for a segmentation 
algorithm than artificial ones. More specifically we use a 3D (83×80×104) MR brain image and the task is to segment 
the brain ventricles. The surrogate of truth is given by manual delineation of the anatomy of interest by one expert. Of 
course, ideally one would like to have multiple segmentations  from multiple experts. However, this segmentation is 
used as a relative evaluation estimate, acknowledging the fact that this may not be the ideal surrogate of ground truth.

Accuracy: In order to assess the accuracy of the methods, we evaluate the segmentation outcome provided by the 
computational  part  of the algorithms for  a  specified number of  input  seeds.  The result  is  compared  against  the 
surrogate of ground truth and the correctly and misclassified voxels are identified.  The confusion matrix is then 
created, in which voxels are divided into true and false positives (TP, FP) and true and false negatives (TN, FN). The 
metric for segmentation accuracy is defined as:
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Accuracy = 100 × 
∣TP∣∣TN∣

∣TP∣∣TN∣∣FP∣∣FN∣
 %    (1)

In addition, a 3D distance transform is used  to provide the maximum and the mean distance from the boundary 
points estimated by the segmentation algorithm to the boundaries provided in the ground truth [3]. This is considered 
as information complementary to the accuracy metric.

Repeatability:  In order to assess the repeatability, we assess the effect of the pertubation of the input seeds on the 
segmentation result.  For a selected number of input seeds, the seeds are pertubed by a variable measure. For every 
pair of segmentation VS1 ,VS2  the relative overlap (RelOv), known as Tanimoto coefficient [4], is then calculated as: 

 RelOv =
V S1∩V S2

V S1∪V S2
 = 

∣TP∣
∣TP∣∣FP∣∣FN∣

         (2)

Efficiency:  In order to assess the efficiency of the interactive segmentation methods, which is related to the speed 
and the cognitive load of the overall segmentation process, the following questions are posed: “how much interaction 
does the method require for a plausible segmentation?”, “how precise must the user be during the input provision?” 
and finally “how fast does the computational part process the input and provide results?”. The amount of interaction 
that is required, till the user achieves the desirable outcome, is calculated in terms of clicks or input seeds. The fewer 
input seeds (low cognitive load)  that  are  required  for  the segmentation task,  the higher  is  the efficiency of  the 
algorithm. With respect to the second question, an efficient algorithm does not demand precise pictorial input from 
the user (low cognitive load), in order to deliver a plausible segmentation. Therefore, a repeatable method is also 
efficient. Finally, the speed of the segmentation's provision by the computational part of the interactive segmentation 
method is reported in seconds. 

4 Experiments and Results

Accuracy: In order to assess the accuracy of the computational part of the three selected interactive segmentation 
methods, we varied the number of input seeds, both foreground and background, from 1 to 30. Figure 1 depicts the 
effect of the alteration of the number of seeds on the accuracy of the computational part of the algorithms along with 
the observed variation for 30 different random seed initialisations per seed number, for the simulation of both cases 
of user interaction. Figure 2 depicts the maximum observed voxel-based distance of the surface of the segmentation's 
outcome from the ground truth surface along with its variation. The same seed initialisation was used for all the 
algorithms. At this point, it is worth recalling that the measured accuracy is considered with respect to the surrogate 
of truth, which is provided by human annotation and which  may well incorporate errors. Finally, in order to assess 
the performance of each algorithm in terms of speed (computational efficiency) the time that was required for the 
completion of the segmentation task was recorded. The average elapsed time for each experiment is shown in table 1.

Figure 1: Diagrams of accuracy for variable number of seeds for seeds  with “Random Clicks” (left) and “Careful 
Seed Selection” (right). The error bars represent the ±1.96 × (standard error) of the mean.

It can be seen in figure 1 that even for a small number of seeds, the accuracy of GraphCuts and RandomWalker is 
high. One should not interpret a high score in accuracy as an almost perfect segmentation. The overall score is  biased 
towards  large  values  by the large  number of  true negatives  (correctly classified  background voxels).  When the 
number of seeds is increased, the accuracy of these two algorithms remains steady.  GrowCut demonstrates larger 
variations and inferior accuracy to them. Lastly in the case of Careful Seed Selection the algorithms perform worse, 
possibly because the surface of the organs does not comprise a good seeds candidate due to partial volume effects. 
This will be further discussed in the repeatability assessment section.
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The diagrams in figure 2 complement the information depicted in figure 1, as they provide the maximum distance of 
the segmented object surface from the ground truth surface. RandomWalker gives boundaries that demonstrate small 
distance from the ground truth boundaries, whereas GraphCuts provides some voxels as foreground, which have high 
distance from the ground truth boundaries. GrowCut provides a lot of erroneous segmentations that contribute to low 
accuracy but also to large maximum distance from the ground truth. This is due to leakages of the foreground in 
difficult areas, where background input seeds are not present and therefore the leakage cannot be prevented.

Figure 2: Diagrams of maximum distance from the ground truth surface for variable number of seeds with “Random 
Clicks” (left) and “Careful Seed Selection” (right). The error bars represent the ±1.96 × (standard error) of the mean.

Repeatability:  During this experiment,  the number of seeds was increased from 1 to 5  and then it  was further 
increased using a step of 5. Then, for each number of seeds, the initial selected seeds were pertubed, as described in 
section 2, in order to allow for the accommodation of the user variability.  Finally the relative overlap of the resulting 
pairs (36 pairs for each case of different number of seeds) was calculated according to equation 2. The results of this 
experiment are depicted in figure 3.

Figure 3:  Diagrams of the overlap measure (tanimoto score) for variable number of seeds  with “Random Clicks” 
(left) and “Careful Seed Selection” (right). The error bars represent the ±1.96 × (standard error) of the mean.

GraphCuts demonstrates very high repeatability even for a small number of seeds. Its performance is lower for very 
low number of seeds but increases when the latter increases (left diagram of figure 3). RandomWalker demonstrates a 
similar  performance,  although  the  minimum number  of  seeds  demanded  for  repeatable  results  is  higher.  Also, 
although its performance increases with the number of seeds, it only becomes comparable to GraphCuts when 30 
seeds are selected.  The performance of GrowCut is lower than the other two methods. The overlap score is low 
(50%), even for a high number of seeds (20-30). This is due to uncontrollable region growing, when the pertubed 
seeds are placed to positions that promote leakage (partial volume effects). An interesting observation is the slight 
degradation  of  GraphCuts'  performance  when the  number  of  seeds  increase  beyond  5.  This  may be  caused  by 
“invalid” seeds that belong to the surrogate of ground truth but not to the actual object of interest. The right diagram 
in figure 3,  may support  this argument, as it rather suggests that the algorithms fail to demonstrate a repeatable 
performance. Nevertheless, even in these circumstances, GraphCuts seems to achieve relatively repeatable results for 
seeds between 15 and 30. This failure mode probably occurs because some of the surface (boundary) voxels, which 
are suggested as foreground  voxels by the surrogate of truth, may be background pixels in reality or just boundary 
voxels that do not share voxel intensity similarities with the inner part of the object.  This could also explain the 
fluctuations of the performance of GraphCuts in the left diagram of figure 3; some of the seeds also come from the 
ground truth surface. If this surface consists of a number of “invalid” seeds, these seeds will affect negatively the 
segmentation. However, this would happen in a rather unpredictable (random) fashion, since the selection of seeds is 
a random process.
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Efficiency:  The  performed  experiments  provide  enough  information  to  answer  the  questions  regarding  the 
algorithmic efficiency (section 3). Figure 1 shows that both GraphCuts and RandomWalker can achieve plausible 
segmentation, even with low number of input seeds. In addition, GraphCuts does not demand precise seed placement. 
In fact, the resulting segmentation is the same even for large variations of the seed placement.  RandomWalker seems 
to possess this property as well but for a higher number of input seeds. GrowCut is not able to cope with alterations of 
the seed placement. Also, from the obtained results, it is questionable whether there is a critical number of seeds that 
will guarantee a good segmentation. Therefore, the cognitive load required by GrowCut is higher than the other two 
methods, since some seed initialisations are better than others. As a consequence, the user should spend more time 
and  effort,  in  order  to  provide  the  algorithm  with  “good”  input  seeds  or  to  correct  inaccurate  segmentation 
suggestions by the computational part of the technique. In terms of computational speed, among the implementations 
that  we possess,  GraphCuts  is  the  most  computationally  efficient  method,  whereas  RandomWalker  is  the  most 
computationally expensive. GrowCut is slower than the former and faster than the latter. The time that was required 
by each method was relatively constant over a range of numbers of seeds. Table 1 summarises the recorded average 
segmentation time of the methods during the two variations of the accuracy experiment. 

Method Average Time ± 1.96 × standard error (secs) Average Time  ± 1.96 × standard error (secs)

GraphCuts 13.1 ± 2.7 28.3 ± 12.0

RandomWalker 975.6 ± 9.0 1013.6 ± 12.3

GrowCut 82.4 ± 5.5 91.5 ± 3.0

Table  1: Average  time required  by each  algorithm for  the  segmentation  task of  the  accuracy experiment  with 
“Random Clicks” (middle) and “Careful Seed Selection” (right). 

5 Conclusions

The experimental results presented in the previous sections, show that the suggested evaluation framework can assist 
towards  the  assessment  of  interactive  segmentation  algorithms  in  3D.  The  obtained  results  are  tractable  and 
reproducible. Also, the simulated interaction seems to cover the most significant variations of human interaction. The 
experiments that have already been performed, provided useful information regarding the performance of the tested 
techniques with respect to accuracy, repeatability and efficiency. GraphCuts proved to be the most efficient method 
among the three that were assessed for the specific task assigned in our study. From the experiments performed, it 
was shown that the seed selection exactly from the object's surface is problematic. In order to verify this statement, 
the same experiments will be repeated by excluding the surface from being a candidate for foreground seed selection. 
This work will continue with further experiments that will reveal the different characteristics of these three methods.
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Abstract. In the problem of mammographic image classification one seeks to classify an image, based on certain
aspects or features, into a risk assessment class. The use ofbreast tissue density features provide a good way
of classifying mammographic images into BI-RADS risk assessment classes [1]. However, this approach leads
to a high-dimensional problem as many features are extracted from each image. These features may be an over
representation of the data and it would be expected that the intrinsic dimensionality would be much lower. We aim
to find how running a simple classifier in a reduced dimensional space, in particular the apparent intrinsic dimension,
affects classification performance. We perform classification of the data using a simplek-nearest neighbor classifier
with data pre-processed using two dimensionality reduction techniques, one linear and one non-linear. The optimum
result occurs when using dimensionality reduction in the estimated intrinsic dimensionality. This not only shows
that optimum performance occurs when classifying in the intrinsic-dimensional space but also that dimensionality
reduction can improve the performance of a simple classifier.

1 Introduction

Mammography remains the main tool used for the screening anddetection of breast abnormalities and the development
of full field digital mammographic imaging systems has led toincreased interest in computer aided detection systems
[2]. Radiologists are increasingly turning to such Computer Aided Diagnostics (CAD) systems to assist them in the
detection and/or evaluation of mammographic abnormalities [3]. As such the reliability and accuracy of such systems is
paramount especially as breast cancer constitutes the mostcommon cancer among women in the European Union [4].
Many CAD systems will attempt to detect and classify mammographic abnormalities such as microcalcifications and
masses. However there is a strong correlation between breast cancer risk and breast density [5, 6]. Figure 1 shows 4
mammograms covering a range of breast tissue density [1]. Each of these 4 images represents a different BI-RADS
class. The American College of Radiology BI-RADS [7] is a widely used risk assessment model. It aims to classify a
mammogram into one of four classes according to breast density. The classes can be explained as follows. BI-RADS
I: an almost entirely fatty breast, not dense; BI-RADS II some fibroglandular tissue is present; BI-RADS III the breast
is heterogeneously dense; BI-RADS IV: the breast is extremely dense. Although BI-RADS is becoming a radiological
standard other risk assessment models exist that aim to classify breasts according to different aspects or features present
in the mammogram (e.g. Tabár modelling [8]).

For a CAD system to place a mammogram into one of the BI-RADS classes it will need to use some form of classifi-
cation algorithm. Many algorithms exist for the purpose of classification and generally they work by building a model
of the data from “known” examples (i.e. mammograms with known BI-RADS classes). Using this model the classifier
will then be able to assign each new mammogram to a BI-RADS class. It is unrealistic to use the raw mammographic

∗Email: hgs08@aber.ac.uk, rrz@aber.ac.uk

(a) (b) (c) (d)

Figure 1. Mammograms showing 4 different breast densities ranging from low density (a) to high density (d).
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image as input into a classifier, so features are usually extracted from each image and used as input. In the data from
this paper280 features are extracted from each mammogram (see Section 3).The obvious question to then ask is
whether all the extracted features are necessary? Most high-dimensional data will contain redundancy (i.e. dimen-
sions that provide no extra information) which could impairclassification performance. Dimensionality reduction is
a pre-processing technique that aims to reduce the dimensionality of the data so as to improve classification perfor-
mance. The question now becomes how many dimensions are needed to best represent the original data? Intrinsic
dimensionality estimators aim to find the number of dimensions needed to represent the data without losing important
features. In this paper we combine these two elements. We estimate the intrinsic dimensionality of the data and then
use dimensionality reduction to show that optimal classification performance occurs when classifying in this intrinsic
dimensionality.

We begin by outlining dimensionality reduction and intrinsic dimensionality estimators in Section 2. The data used in
this experiment is then discussed in Section 3 before the methodology is outlined in 4. The results are shown in Section
5 before final conclusions and future work are discussed in Section 6.

2 Dimensionality Reduction

Dimensionality reduction is the process of finding from a setof high-dimensional observations a representation of lower
dimensionality. This representation will maintain certain aspects, or features, of the original data. Different dimension-
ality reduction algorithms will retain different features, and this leads to a multi-level taxonomy of techniques. At the
highest level techniques can be classified by whether they aim to find a linear subspace within the high-dimensional
data, or whether they aim to find a non-linear manifold. We usetwo dimensionality reduction techniques, one linear
(Principal Components Analysis) and one non-linear (Locally Linear Embedding).

2.1 Mathematical Perspective

Given a set of observationsX = {xi}
n
i=1

in an ambient space of dimensionalityD (wherexi ∈ R
D), the aim of

dimensionality reduction is to recover the outputsY = {yi}
n
i=1

in inherent spaced (d � D andyi ∈ R
d) that best

represent the subspace or submanifold contained in the ambient space.

2.2 Principal Components Analysis

Principal Components Analysis (PCA) was first discovered byPearson in 1901 [9] and was further developed by
Hotelling in 1933 [10]. It is perhaps the most widely used dimensionality reduction technique and provides the foun-
dation to many other methods. The principal goal of PCA is to maintain maximal variance between the data points in
the low dimensional space and as such it finds the subspaceS within the ambient space that has maximum variance.
PCA begins by constructing the zero mean covariance matrix,C = covX−X , of X, before finding the solution to the
eigenproblem

CW = λW (1)

The original data,X, is then projected onto the topn eigenvectors ofW to give the low dimensional representationY.

2.3 Locally Linear Embedding

Locally Linear Embedding (LLE) [11] is one of the more popular non-linear dimensionality reduction techniques.
LLE, as the name suggests, aims to preserve the local geometry of the manifold by maintaining local neighborhoods in
the high and low dimensional spaces. This is achieved by minimizing the embedding cost function

Ψ(Y) =

n∑

i=1

|yi −

n∑

j=1

Wijyj|
2 (2)

The weights contained in the matrixW will have been previously calculated by minimizing a similar reconstruction
error based cost function1. This can then be minimized by solving an eigenvalue problemwhose bottomd eigenvectors

1
ε(W) =

∑n
i=1

|xi −
∑n

j=1
Wijxj |

2
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provide the set of orthogonal coordinates.

2.4 Intrinsic Dimensionality Estimation

An important, but often under used, tool related to dimensionality reduction is the estimation of the intrinsic dimen-
sionality of the data. The intrinsic dimensionality can be defined as the smallest number of independent parameters
that is needed to generate the given data set [12]. When usinga classifier it is useful to be able to work in the smallest
possible dimensionality as high-dimensional problems lead to more redundant data as well as increased computational
complexity. If the intrinsic dimensionality can be correctly estimated then the redundant data can be “stripped-away”
and the real (intrinsic) data can speak for itself.

Many techniques exist for estimating intrinsic dimensionality (see [13]) and in this paper we use two methods with
widely differing approaches. As dimensionality reductiontechniques can be broken up into linear and non-linear, so
can intrinsic dimensionality estimators. We have chosen one linear and one non-linear. The first method is closely
related to PCA and simply uses the Eigenvalues created from Equation 1 to estimate the dimensionality. By calculating
the residuals of the Eigenvalues and finding at which point the biggest “jump” from one value to another occurs
the intrinsic dimensionality can be estimated. The second is based on the Geodesic Minimum Spanning Tree of the
data [14]. This works by creating a sequence of minimal spanning trees using geodesic distances (obtained by the
Isomap [15] algorithm) and uses the overall lengths of the minimum spanning trees to estimate the dimensionality of
the manifold.

3 Data

The data comes from features extracted from the whole set of322 mammograms that form the MIAS database [1,16].
The data is based on breast tissue density and consists of322 samples each with280 features,10 from morphological
characteristics and the remaining270 from texture information. A fuzzy C-means approach was usedto extract two
clusters (relating to fatty and dense tissue) from the mammograms. The morphological features were created using
relative area of the fatty and dense clusters as well as the first four histogram moments of these clusters. The texture
information was derived from co-occurence matrices [17]. Each of these322 mammograms have been assigned to a
BI-RADS risk assessment class by an expert radiologist [1].

4 Methodology

The first step in this experiment was to obtain classificationresults using the raw high-dimensional data. Ak-fold cross
validation technique was employed throughout this experiment. The data was partitioned into two sets: 1 for training
the classifier and 1 for testing. The size of each fold was14 samples. This meant that for each stage of the cross
validation experiment14 of the 322 samples were used for testing the classifier while the remaining 308 were used
for training purposes. The average over each of these folds was then used as the high-dimensional result. A simple
k-nearest neighbor classifier [18] was used throughout this experiment with the results being averaged over a range
of 2 ≤ k ≤ 30. The results are averaged so as to try to factor out any effects the classifier parameters might have
on the results. We try to solely look at the effects that the dimensionality reduction techniques have. More advanced
classifiers could have been used (such as SVM, C4.5 and Bayesian [19]) but the use of these algorithms would have
made factoring out parameter effects more difficult.

The outcome of a dimensionality reduction technique is heavily affected by the choice of parameters. So one of the
key steps needed when using dimensionality reduction is finding the optimal parameter set. Without this step you run
the risk of performing dimensionality reduction at sub-optimal settings, leading to worse classification results. With
this in mind a simple parameter search can be used to find the optimal parameters for each technique. For PCA where
the only parameter is the target dimensionality the search is straight forward, we simply run the algorithm over a range
of dimensions (1 ≤ d ≤ 28). When using LLE the neighborhood size (k) must be specified. So the algorithm was run
multiple times over a range of values fork (2 ≤ k ≤ 30) and the optimal value was recorded and used.

Once the optimal parameters have been found the data can thenbe classified. The results can then be compared against
those created in high-dimensional space to see if an improvement occurs. The optimal dimensionality found from
the parameter search can also be compared against the estimated intrinsic dimensionality to see if the two do actually
coincide.
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Ambient Space (κ = 0.50; Ac = 56%)
B-I B-II B-III B-IV

B-I 67 30 13 2
B-II 16 62 35 6
B-III 4 11 40 19
B-IV 0 0 7 10

62% 62% 60% 46%

PCA +k-NN (κ = 0.57; Ac = 63%)
B-I B-II B-III B-IV

B-I 63 20 5 2
B-II 16 67 29 4
B-III 8 16 55 14
B-IV 0 0 6 17

72% 65% 58% 46%

LLE + k-NN (κ = 0.53; Ac = 59%)
B-I B-II B-III B-IV

B-I 66 18 2 2
B-II 16 62 36 2
B-III 5 23 50 20
B-IV 0 0 7 13

76% 60% 53% 35%

Table 1. Confusion Matrices for classification of MIAS database using different dimensionality reduction techniques
with optimal parameter sets. The results from classification in high-dimensional ambient space are also shown.

5 Results

The results of the experiments are shown in Table 5 with optimal parameters found to bePCA(d = 4) andLLE(d =
10, k = 17). As well as the confusion matrices the kappa co-efficient andclassification accuracy of each experiment
is also displayed. The kappa coefficient is a measure of agreement, beyond chance, between the actual results and
the predicted results. As can be seen the use of dimensionality reduction improves classification performance over
classification in high-dimensional space. PCA gives the best performance with an increase of classification accuracy of
7%. LLE yields an increase of3%. When examining the kappa co-efficient again PCA yields the biggest improvement
signifying that it retains more important aspects of the data between the high and the low-dimensional space. Even
though PCA is only a linear technique it still outperforms LLE. One reason for this could be that LLE simply fails
to find any meaningful manifold in the high-dimensional space, and so picks up a sub-optimal noisy manifold. Local
techniques tend to over fit the manifold and do not necessarily find the global structure of the data.

The graph in Figure 6 shows the classification accuracy of PCAand LLE across a range of dimensions. What is
immediately noticeable is the fact that PCA performs best atd = 4. After this point there is no noticable change
in the classifier’s accuracy showing that the data can be wellexpressed using only4 dimensions. This correlates
with the outcome of the intrinsic dimensionality estimators, both of which estimated the intrinsic dimensionality at
4-dimensions. This gives weight to the fact that optimal classification performance occurs when classifying in the
intrinsic-dimensional space. LLE’s optimal performance occurs atd = 10. The reason for this could be related to the
fact that LLE can’t find the manifold on which the data lies. The best estimate of the manifold it can find occurs when
reducing to10-dimensions.

6 Conclusions & Future Work

At the beginning of this paper we posed the questions of how well a simple classification algorithm performs in a
reduced dimensional space, in particular the apparent intrinsic dimension of the data. From the results shown in
Section 5 we can see that when using PCA on feature data extracted from mammographic images the best classification
performance occurs when working in the estimated intrinsicdimension. There is also a noticeable increase in the
classification accuracy and kappa co-efficient when using either PCA or LLE. This shows that there are benefits to
using a classifier in the estimated intrinsic dimension. We intend to extend this work to show how using more advanced
classifiers can yield a greater improvement to the classification accuracy.

A further extension to this work would be to look at how different dimensionality reduction techniques affect the
classification performance. In this paper we have only focused on two techniques but other methods may be able to
pick up more significant aspects (such as topological features) from the data.
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Figure 2. A graph of classification accuracy against dimensionality of reduced data. The optimum of each is PCA(d =
4) and LLE(d = 10). The estimated intrinsic dimensionality from both GMST and Eigenvalues was4. The results
from LLE were obtained usingk = 17.

References

1. A. Oliver, J. Freixenet, R. Marti et al. “A novel breast tissue density classification methodology.”IEEE Transactions on
Information Technology in Biomedicine12(1), pp. 55–65, 2008.

2. C. M. Kuzmiak, G. A. Millnamow, B. Qaqish et al. “Comparison of full-field digital mammography to screen-film mammog-
raphy with respect to diagnostic accuracy of lesion characterization in breast tissue biopsy specimens.”Academic Radiology9,
pp. 1378–1382, 2002.

3. T. W. Freer & M. J. Ulissey. “Screening mammography with computer-aided detection: Prospective study of 12860 patients in
a community breast center.”Radiology220, pp. 781–786, 2001.

4. Eurostat. “Health statistics atlas on mortalitiy in the european union.”Office for Official Publications of the European Union
2002.

5. J. N. Wolfe. “Risk for breast cancer development determined by mammographic parenchymal patterns.”Cancer 37(5),
pp. 2486–2492, 1976.

6. N. Boyd, J. Byng, R. Jong et al. “Quantitative classification of mammographic densities and breast cancer risk: Results from
the canadian national breast screening study.”Journal of the National Cancer Institute(87), pp. 670–675, 1995.

7. American College of Radiology.Illustrated Breast Imaging Reporting and Data System BIRADS. American College of Radi-
ology, third edition, 1998.

8. L. Tabár, T. Tot & P. B. Dean.Breast Cancer: The Art And Science of Early Detection with Mammography: Perception,
Interpretation, Histopathologic Correlation. Georg Thieme Verlag, first edition, December 2004.

9. K. Pearson. “On lines and planes of closest fit to systems ofpoints in space.”Philosophical Magazine2, pp. 559–572, 1901.
10. H. Hotelling. “Analysis of a complex of statistical variables into principal components.”Journal of Educational Psychology

24, pp. 417–441, 1933.
11. S. T. Roweis & L. K. Saul. “Nonlinear dimensionality reduction by locally linear embedding.”Science290, pp. 2323–2326,

2000.
12. P. J. Verveer & R. P. W. Duin. “An evaluation of intrinsic dimensionality estimators.”IEEE Transactions on Pattern Analysis

and Machine Intelligence17(1), pp. 81–86, 1995.
13. J. A. Lee & M. Verleysen.Nonlinear Dimensionality Reduction. Springer, 2007.
14. J. A. Costa & A. O. Hero. “Geodesic entropic graphs for dimension and entropy estimation in manifold learning.”IEEE

Transactions on Signal Processing52(8), pp. 2210–2221, 2004.
15. J. B. Tenenbaum, V. de Silva & J. C. Langford. “A global geometric framework for nonlinear dimensionality reduction.” Science

290, pp. 2319–2322, 2000.
16. J. Suckling, P. J, D. Dance et al. “The mammographic images analysis society digital mammogram database.” InDigital

Mammography, pp. 375–378. 1994.
17. R. M. Haralick, K. S. Shanmugan & I. Dunstein. “Textual features for image classification.”IEEE Transactions on Systems,

Man and CyberneticsSMC-3(6), pp. 610–621, 1973.
18. B. V. Dasarathy.Nearest Neighbor (NN) Norms: NN Pattern Classification Techniques. IEEE Computer Society Press, 1990.
19. S. Theodorodis & K. Koutroumbas.Pattern Recognition. Academic Press, third edition, 2006.

223
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Abstract. Histology acquisition often introduces tissue distortions that make 3D reconstruction difficult. We 
present a framework to detect distorted slices, distorted structures and eventually correct the distortions by a 
reasonable estimation. The first detection specifies distorted slices by comparing similarity measures in a group of 
neighbouring slices. The distorted structures detection attempts to predict the type, size and position of the 
distortions in the absence of a priori information about expected distortions. The last algorithm uses undistorted 
tissue information in corresponding regions in neighbouring slices to correct distorted areas, facilitating pair-wise 
slice registration for 3D reconstruction. 

1 Introduction 
 
Building and studying 3D representations of anatomical organs, such as the brain, plays an important role in modern 
biology and medical science. While 3D imaging methods such as MRI and CT provide accurate 3D structural 
information, 2D imaging methods such as histology and optical microscopy typically generate images with much 
higher resolution and better specific contrast. When studying the mouse brain, it is best to combine the advantages of 
both 3D and 2D imaging technologies. The classical approach is to reconstruct a 3D mouse brain volume from a 
series of images of histology slices, which provide more tissue detail than MR images [1][2][3]. However, histology 
acquisition generally induces a lot of artifacts (holes, folding, tearing, sketching, etc.). Detecting and correcting the 
artifacts becomes a central issue when reconstructing a 3D volume from a series of histology slices. Indeed, they can 
make the distorted regions significantly different from the corresponding regions in adjacent slices. In a typical pair-
wise registration approach, registration errors tend to propagate to adjacent slices and prevent a smooth 3D brain 
volume from being reconstructed. Therefore, post-acquisition histology distortion detection and correction are 
preferable [1] [2]. 
 
Researchers have proposed approaches to detect and remove distorted slices by evaluating the quality of image 
registration between slices. [4][5] have chosen weighted registration error as the metric to eliminate badly distorted 
slices. Those methods need to register all the slices pair by pair in order to construct a weighted graph of registration 
errors. The methods are based on the idea of eliminating the distorted slices rather than keeping and correcting them 
where possible. Quite often, most of histology slices in a series have different types of distortions in different regions. 
If they are all classified as distorted and then removed totally, there will be too little or no information left from 
which to reconstruct a 3D volume. 
 
Consequently, in addition to detecting distorted slices in a series of histology slices, the work reported here also aims 
to detect distorted structures within those slices. This will give us the ability not only to identify which slices are 
distorted, but also to predict how they might have been distorted, allowing distortion correction to be more precisely 
targeted and guided. Several approaches to distortion detection have been proposed, i.e. pre-segment [6][7] holes or 
detect tears, or exploit prior knowledge of position, shape, size and type of distorted tissues [8][9]. However, those 
approaches need significant amounts of a priori information about distortions in order to model them. 
 
In this paper, we introduce a new similarity-measure-based method of detecting distorted slices and distorted 
structures. Without knowledge of the identity of the original object, only the following assumption is made: the shape 
of an anatomical structure varies slowly with respect to section thickness. In other words, neighbouring slices look 
similar to each other and corresponding points on adjacent slices are likely to be located close together. After 
distorted slices and structures are identified, we apply a novel method of distortion correction which takes undistorted 
tissue information in corresponding regions of a group of neighbouring slices into account. The information 
generated by this process is artificial, but it can be used to facilitate local affine registration between slices, so that the 
histology slices can be warped together more precisely. This method serves as an efficient and effective pre-
processing tool for traditional pair-wise slice registration, and leads to an improved 3D volume reconstruction. 
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2 Method 

2.1 Distorted Slice Detection 
 
We firstly align all the slices globally using automated rigid-body registration [10] to eliminate the effect of slice 
misalignment. Then, we compute and compare the similarity measures (correlation coefficient in our case) between 
slices in a consecutive group. When slice thickness is reasonably small (<50 μm), undistorted consecutive slices have 
similar (almost identical) structures because of the little anatomical transition across section.. Therefore, the similarity 
measures computed on pairs of neighbouring slices should not be significantly different. However, when a distortion 
occurs, similarity measures of consecutive slices usually differ significantly. Based on this, we make the assumption 
that if the similarity between the two neighbours of the slice under detection test is larger than the mean similarity 
measure between the testing slice and each of its neighbours, the testing slice has likely to have been distorted. This is 
based on the previous slice having been acknowledged as undistorted. If we run the detection in the forward direction 
(first slice to last), the quality of the previous slice is a standard of the comparison. If it was detected as distorted, and 
the similarity measure between the two neighbours of the testing slice is smaller than the mean similarity measure of 
the testing slice and each neighbour, the testing slice is probably distorted. Since we also want to consider the quality 
of following slices, the algorithm runs in two directions. When running backward, the quality of the next slice 
becomes the condition of comparison. A third detection pass runs from the slices detected by both the first two tests. 
It also runs in two directions to improve the precision of the results. The final result only counts the slices specified 
by all of the three detection steps. As this approach is based on quality of previous and following slices, the first and 
the last slices must be manually evaluated before running the algorithm. 
 
    Distorted Slice Detection 

1. Globally align the slices using automated rigid-body registration. 
2. Compute similarity measure (CC: Correlation Coefficient) between the each slice to be tested and its 

neighbours, e.g. detecting at slice 3, compute CC (2, 3), CC (3, 4) and CC (2, 4). 
3.  Test the slices in forward direction.  
 Pseudo code: 
 

for slice = 2 to (last -1) 
if (slice-1) is good 
    if 

2
)1,(),1()1,1( ++−

>+−
slicesliceCCslicesliceCCslicesliceCC  

           then slice is distorted 
           else mark slice as good 
        endif 

elseif (slice-1) is bad 
    if 

2
)1,(),1(

)1,1(
++−

<+−
slicesliceCCslicesliceCC

slicesliceCC  

        then slice is distorted 
            else mark slice as good 
        endif 
    endif 

 
Table 1. Principle of forward distorted slices detection 

 
4.    Test the slices in backward direction. (The rule is the same as the forward test but begins at the last image and 

moves towards the first.) 
5. Run forward and backward detections outwards from the detected distorted slices 
6. Combine the results from above detections, mark the distorted slices based on weighted statistical analysis of 

the three tests. Weights are forward: 0.4, backward: 0.4, and the third detection phrase: 0.2. If final possibility 
is larger than or equal to 50% (0.5), the detected slice is marked as distorted. 

 
2.2 Distorted Structure Detection 
 
This method provides a prediction of the shapes and locations of the distortions in the damaged histology sections 
detected by the algorithm described above. The distorted slices found by our detection method are first globally 
aligned with their undistorted adjacent neighbour slices.  

225



 
In our case, we want to avoid comparing cellular details, and rather focus on macro structure information, i.e. slice 
artifacts. Therefore, a bilateral filter [11] was used to blur details of most areas of images while still preserving 
boundaries between different tissues sufficiently for distortion detection.  
 
In order to distinguish the possible distorted areas, we apply a statistical test to classify regions that significantly 
differ from their correspondences in adjacent undistorted slices. Initially, two consecutive images are divided into 
corresponding blocks. After computing similarity measure of each of the block pairs (excluding background), the  
Inter-quartile Outlier Test [12] identifies outliers among those similarity measures. We define an outlier as a 
similarity measure more than 1.5 times the IQR (inter-quartile range, Q3 − Q1) above or below the first quartile (Q1, 
cut-off of the lowest 25% of similarity measure data) and third quartile (Q3, cut-off of the highest 25%).  

 
IQRQOutlier ⋅−< 5.11  or  IQRQOutlier ⋅+> 5.13

 
This coefficient 1.5 has been widely used in finding mild outliers, while a coefficient of 3 can be used to find extreme 
outliers [12]. The coefficient 1.5 has proved sufficient to find out the outlier regions in the current application. 
 
We mark the areas of outliers in white, normal areas in grey and background in black to distinguish them and make a 
map of distorted structures. However, we do not want to take inter-section anatomical differences into account. 
Therefore, we need to apply this method to a group of slices, find out which parts of the detected distortions are 
anatomically correct and should not be changed. The choice of the block size is made empirically. Normally, we go 
from 10x10 pixels down to 2x2 to optimize the final output.  
 
2.3. Distortion Correction 
 
The goal of the work reported here is to correct for tissue loss caused by distortions such as holes and folding and 
also to correct for tissue stretching. In undistorted histology slices, corresponding regions across slices are normally 
at the same or similar coordinates,  provided that slice thickness is reasonably small (which implies anatomical 
translation is also small). Based on this hypothesis, we examine a group of consecutive slices around the slice 
identified as suffering tissue loss. In our case, two slices on each side are considered according to the slice thickness 
(25 μm x2). We also make sure all those slices are globally aligned by rigid body transformation. Regions that have 
been lost are labelled by masking the detected distortion map. Then, for every pixel in the lost region, we look for 
areas within a certain radius range at the same coordinate in the neighbouring slices. If there is no other distortion 
except tissue lost, grey levels of pixels at the same position across slices should display similar values. We average 
the grey levels in those areas within a radius (2 pixels) to take small anatomical translation into account. After that, 
we average the mean gray levels again to estimate the grey level of that pixel in the lost region. The estimate is then 
used to fill in the hole. 
 
Folding is viewed as a combination of two types of distortion: tissue loss (parts have been folded over) and 
overlapping (dark parts). For tissue loss, we can apply the same solution as for holes. For overlapping, because of it is 
not in the colour of background (as tissue lost), instead of filling we replace the dark pixels with the estimated ones. 
 
Tissue stretching is also treated as tissue loss. This is because most part of stretching has normally been compressed, 
original tissue information cannot be recovered by warping back. An estimation of tissue at least smoothes the 
damaged part and hence is good for reconstruction. Therefore, stretching is fixed in the same way as tissue loss which 
means our method is generic without knowing the type of distortions. 
 
Since there is no way to restore lost tissue 100% precisely, without access to a model of the original tissue, our 
approach is designed only to add more information to improve the accuracy of slice registration during 3D 
reconstruction. 
 

3 Experimental results 

3.1 Distorted Slice Detection 
 
In this experiment, we applied our algorithm to a set of 8 consecutive slices from a stack of 350 (25 μm thick) Nissl-
stained images acquired by cryo-sectioning coronally a single frozen C57BL/6J adult mouse brain from LONI 
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Research Lab at UCLA, as shown in Figure 1. Slice 2 has a big bubble on the top right corner, slice 4 has been torn, 
forming a horizontal gap on the top, and slice 6 has an obvious intensity inhomogeneity. 
 

 
Figure 1. A series of histology slices 

        
In the forward detection phase, slices 2, 4, 6 and 7 were detected as distorted. In the backward detection, only slice 2, 
4 and 6 were highlighted. Taking the intersection of those two sets of results, the testing step is run starting from 
slices 2, 4 and 6. Because the last slice (8) is manually checked and marked as good and slice 6 is labelled as 
distorted in the forward detection, which give the two direction detections of slice 7 conflicting priori information. 
This leads to two different sets of results, and indicates the necessity of running the algorithm in both directions. To 
reduce the risk of a distorted slice affecting 3D reconstruction, we act conservatively and chose to mark slice 7 as 
distorted. 
 
As a result, slices 2, 4, 6 and 7 were detected as distorted slices. Those four slices are the ones which must be 
corrected for a smooth volume to be reconstructed.  

3.2. Distorted Structure Detection 
 
To validate the method of Distorted Structure Detection, we tested a distorted slice (slice 4 in Figure 1) with a tearing 
gap on the top with its undistorted neighbour (slice 5) Similarity measures (Correlation Coefficient) are computed in 
the corresponding blocks of the two slices. 
 
Figure 2 shows the detected distorted structure in 2x2 block size. The detected structure matches the original 
distortion. The white circle around the outer circumference is very likely an inter-section anatomical difference. It 
implies the next slice is slightly bigger which is an anatomical transition in this part of mouse brain and will not be 
corrected. 
 

    
a   b 

Figure 2. a) Detected distorted structure; b) result on distorted slice 
 

3.3 Distortion Correction 
 
The grey level information from slices 2, 3, 5, and 6 (in Figure 1) is used to estimate the pixel values in the tearing 
gap of slice 4. For every pixel site, we compute the mean grey level in a region with radius of 2 pixels. Figure 3 
shows the result, with the gap filled. 

 

227



 
a                         b 

Figure 3. a) Before; b) after correction 
 

 
In Figure 4, we also show some results for folding and stretching distortions (not shown in slice series Figure 1.). The 
corrected slices have more information for a more precise local affine registration. 
 

 

 
Figure 4. a) Folding before; b) after fix; c) stretching before; d) after fix 

4 Conclusion 
 
We have presented a novel method for fixing histology artifacts. It consists of three parts: Distorted Slice Detection, 
Distorted Structure Detection and Distortion Correction. Similarity-measure-based detections can not only find 
damaged slices among a series of slices, but also predict distorted structure without a priori information. Both 
detection methods are demonstrated as straightforward and reliable pre-processing for distortion correction. 
Eventually, our correction algorithm fixes those slice artefacts, removing obstacles which might prevent 
reconstruction of a smooth 3D volume. The proposed methods can be easily applied to different histology datasets, 
since no priori information is needed. In the future we will compare the performance of our method to other methods 
proposed to incorporate more spatial information into distortion detection and correction. 
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An Evaluation of Photo-consistency for Intra-operative Registration
in an Image Enhanced Surgical Navigation (IESN) System

Gerardo Gonzaleza and Rudy Lapeera∗

aSchool of Computing Sciences, University of East Anglia, Norwich, UK

Abstract. In this paper, we propose a method to intra-operatively register real and virtual models in an Image-
Enhanced Surgical Navigation (IESN) system based on an intensity metricknown as photo-consistency. The ap-
plication is aimed at Ear, Nose and Throat (ENT) procedures using a pair of cameras connected to a stereoscopic
surgical microscope. Three optimisation techniques for searching global optima were compared and an evaluation
of different photo-consistency metrics available in the literature was performed. The experiments provide an insight
of the method based on a human skull used as a phantom patient. The preliminary results obtained demonstrate an
improvement in the optimisation algorithms implementation and a final 3D registration error between 0.5 and 1 mm.

1 Introduction

In the field of computer graphics, Augmented Reality (AR) aims to add visual information to the natural world by
overlaying real and virtual imagery directly on the user’s view. In the medical domain, AR-based Surgical Navigation
(SN) systems; also known as Image Enhanced Surgical Navigation (IESN); provide the surgeon with an enhanced
vision of a patient’s anatomy. This is achieved by superimposing pre-operatively scanned models such as X-Ray
Computed Tomography (CT) or Magnetic Resonance Imaging (MRI) on top of surgical images captured by optical
devices (i.e. endoscope or microscope).

The required stages to produce an enhanced view consists of 1) Camera calibration, which involves the derivation
of the physical and optical camera parameters. 2)Registration, that aligns real images and CT/MRI models, and 3)
Tracking, which captures the position and orientation of cameras and/or patient involved during the intervention. While
the first two stages are performed pre-operatively in order to generate a static overlay, the third step reflects the dynamic
pose of the models throughout surgery. A problem found in IESN is that each step produces a certain level of accuracy
error on its own. When these stages are combined, the accumulated errors are aggravated by the use of the tracking
device over a prolonged time, which can hinder the surgery overlay accuracy [1].

Because of surgical requirements of time and efficiency, it is inappropriate to repeat the initial calibration and regis-
tration procedures. For this reason, we propose a registration technique during the intra-operative stage to reduce the
alignment mismatch. The method is based on the visual information obtained from a pair of cameras connected to a
surgical microscope. We employ a similarity metric called photo-consistency that compares intensity value differences
between the captured images and evaluates the accuracy in the alignment between real and virtual models. In this
paper we introduce preliminary results about the implementation of photo-consistency as a registration tool employing
a phantom skull.

The concept of photo-consistency has been previously used in the reconstruction of 3D shapes from colour or grayscale
images [2]. Clarkson et al. [3] used this technique to match the projection of a set of 2D images to a 3D surface
model. They employed calibrated cameras and an optimisation algorithm based on gradient ascent search. Jankó and
Chetverikov [4] relied on a genetic algorithm in order to extend the registration method by finding the aligning pose and
performing the camera calibration concurrently. In both approaches the authors utilised full-sized polygonal models.

In the field of medical applications, Chen et al. [5] implemented a cost function based on photo-consistency to intra-
operatively register various endoscopic images taken at different positions to a volumetric model. They implemented
Powell’s method to perform the optimisation. Figl et al. [6]followed a different approach that consisted of a video
sequence of a beating heart model obtained by a calibrated stereo endoscope. Due to the inherent cyclical cardiac
motion, the alignment aims to match multiple CT data sets to the real heart artefact.

∗Corresponding Author: School of Computing Sciences, University of East Anglia, Norwich, UK. E-mail: R.Lapeer@uea.ac.uk
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2 Method

2.1 Calculation of photo-consistency based cost function

The photo-consistency metric is based on the difference between intensity or colour values in a visible set of a 3D
object’s points which are projected on two or more images. Therefore, the related pixels on each viewpoint that
correspond to the same 3D point should ideally possess the same intensity or colour attributes. The images are said to
be photo-consistent if the difference among all related pixel values is null or near zero. It is assumed that the scene
complies with a Lambertian model in which the lighting is static and the visible object maintains an equal luminance
regardless of the perspective.

In the current implementation, we connect two black and white video cameras to the eye pieces of a surgical micro-
scope for Ear, Nose and Throat (ENT) interventions. The cameras are calibrated in a pre-operative stage using Tsai’s
algorithm [7]. This generates a projection matrixP = KM that relates the internal parametersK and the external
parametersM, in which K is a 3 x 3 upper triangular matrix andM is a 3 x 4 matrix that depicts the orientation and
position of the camera. The projection of a model’s 3D pointX on each camera viewport is computed as:xl ∼ PlX
andxr ∼ PrX wherePl andPr are the 3 x 4 projection matrices for the left and right cameras, respectively; andxl

andxr are the corresponding projected pixels of the same pointX. The sign∼ indicates that the projection is defined
up to a scale factor.

We determine the value of the photo-consistency functionPC through comparing the pixel intensity levels (I1 andI2)
in the pair of captured images:

PC =
1

N

N
∑

i=1

‖I1(xl,i)− I2(xr,i)‖
2
. (1)

whereN represents the total number of visible pixelsi in both images. Clarkson et al. [3] provide an alternative
similarity measure for the computation of photo-consistency by first determining a mean of pixel values. In the case of
two viewpoints this is:̄x = (xl,i + xr,i)/2.

Then, the total sum of squared differences is computed according to the following equation:

PCsquared =
1

N

N
∑

i=1

(xl,i − x̄)
2

+ (xr,i − x̄)
2

2
. (2)

A final cost function also described in [3], aims to reduce theeffect of outliers by calculating the inverse of squared
differences. This is achieved through a thresholdǫ related to the noise level found in intensity images:

PCinverse =
1

N

N
∑

i=1

ǫ2

ǫ2 +
(

(xl,i − x̄)
2

+ (xr,i − x̄)
2

) . (3)

2.2 Intra-operative registration

For the purpose of aligning both real and virtual models at the beginning of the medical procedure it is necessary to
carry out an initial registration. We use the Iterative Closest Point (ICP) algorithm [8] to match a VBH mouthpiece [9]
worn by the patient during the pre-operative scan and at the time of surgery (See Figure 1 for a representation of the
equipment setup). As we have described earlier, the accumulated errors generated throughout surgery tend to affect
the original alignment. Therefore, we apply a cost functionbased on photo-consistency in order to evaluate the best
registration pose that represents the lowest intensity difference between images. Due to the fact that both cameras have
been previously calibrated, the cost function only involves the computation of six degrees of freedom (DOF), i.e. three
for translation and three for rotation.

As a first step, a set of visible voxels in the volumetric modelis selected by backprojecting screen pixels of that model
within a user-defined selection window. This technique is similar to a raycasting projection. A voxel is detected for
each projected ray that collides on the virtual model. As several screen pixels will map to one voxel because of the
magnification levels provided by the microscope, duplicated voxels are neglected. Later, a forward projection ray is
created from the selected voxel to each of the cameras. This allows determining the corresponding pixel coordinates in
both 2D images.
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Figure 1. Representation of the setup used for registration, which includes a stereo microscope, an optical tracking
device and a human skull. The right-bottom insert shows the initial ICP registration between real and virtual models
without viewing magnification.

It is necessary to evaluate any potential occlusion that obstructs visibility of a 3D point on the camera viewports.
In [3], a z-buffer technique was implemented in order to render only external visible points on a surface mesh model.
Another approach involves calculating surface normals to ignore areas of the surface that are not oriented towards the
cameras [4]. In our case, the CT or MRI virtual models are madeof voxels with different levels of transparency. Thus,
we have decided to use a direct check of possible voxels that can partially obstruct the forward-projected ray from a
selected 3D point. If the ray collides with a voxel that contains a higher transparency level than a specific threshold,
we determine it as an occlusion and the corresponding projected pixels are not evaluated in the photo-consistency cost
function. As mentioned earlier, the projection of a voxel does not relate to a single pixel on the pair of captured images
(voxel-to-pixel relation is 1:many) due to magnification. For this purpose it is required to compute the voxel dimension
on the virtual model and project the vertices of the voxel face that point towards each camera. From these four vertices
it is possible to determine a sub-window that relates to the visible voxel hence define the number of its projected pixels.
We then apply a median filter to the pixels inside the convolution window.

2.3 Optimisation method

The objective of the optimisation method is to minimise the cost function described in Eq. (1) by iteratively changing
the registration pose (over six DOFs) for a maximum number ofiterations until a global minimum value is reached.
The optimised result must correspond to the best matching pose between real and virtual models. Several optimisation
techniques were tested which do not require the calculationof derivatives as the shape of the global function is un-
known. Among these, we tried the well-established Powell’sand Quasi-Newton methods. Although the latter tends to
perform faster, we found that Powell’s method provides a greater control in the parameters modification for the overall
DOFs during optimisation. A number of genetic programming approaches based on Differential Evolution (DE) [10]
were also applied. DE aims to optimise a function by mixing the individuals from a set of potential solutions. This
strategy selects the best existing candidates and arithmetically combines them until the best value is found. Never-
theless, its main disadvantage consists on correctly setting the initial control parameters for each particular problem,
e.g. in [11] the authors suggest ten different approaches depending on the problem features. Also, a wrong choice of
initial parameters can affect the overall performance. Forthis reason, we selected a technique proposed by Salman et
al. called Self-adaptive Differential Evolution (SDE) [12]. SDE eliminates most of the manual selection by constantly
changing the control parameters and selecting the ones thatproduce the best results, which exploits a wider search in
the function shape and avoids stagnation in local minima. However, a minimum of two parameters are still required to
initialise the optimisation. Another strategy we have tried is a stochastic algorithm called CODEQ [13] that is based on
four different optimisation strategies: Chaotic search, Opposition-based Learning, Differential Evolution and Quantum
mechanics. The main advantage of this approach relies on being a parameter-free method and self-adaptive to the
objective function.
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3 Experiments

3.1 Intra-operative registration laboratory test

We used a human skull as a dummy patient in order to evaluate the intra-operative registration accuracy. The procedure
carried out begins by calibrating the cameras connected to the surgical microscope and performing the initial ICP
registration. We then move our region of interest (ROI) towards one of the eye sockets (calibration and ICP registration
are performed on the attached VBH mouthpiece). We select a number of voxels on the CT model by back-projecting
pixels in a selection window and record their 3D position. Aninitial intensity evaluation is executed in order to
calculate the photo-consistency in the current pose. The reason for the latter operation is because the initial photo-
consistency value obtained does not result in a zero value even though the real and virtual models are aligned. This is
likely due to the error on the ICP registration (1-2mm) and the fact that the illumination produced by the microscope is
not strictly Lambertian. For this reason, the 3D position and corresponding photo-consistency values at the matching
pose are used as ground truth to assess the registration results. Then, the CT-based virtual model is offset for the
purpose of simulating a misregistration during surgery. The applied offset levels of the “starting pose” were of the
order of magnitude of millimetres in object space. The initial registration results obtained were not accurate because
the images are not Lambertian and the cost function aims to find the global minimum on intensity differences. This led
the photo-consistency procedure to stagnate at incorrect positions that had smooth surfaces or showed low lighting (i.e.
areas inside the eye socket). In other words, the lowest photo-consistency value (global minimum) does not always
correspond to the best registration pose at the magnification level (6x) that we deal with. Therefore, we adapted the
cost function in order to minimise the difference between the current and ground-truth photo-consistency values instead
of finding the lowest photo-consistency value. This improved the registration procedure as we are refining the search
space within the function shape. We compared the registration accuracy of different cost functions proposed in the
literature for photo-consistency as discussed in section 2.1, i.e. Equations 1, 2 and 3 and three optimisation methods,
i.e. SDE, CODEQ and Powell’s method - see Table 1. The 3D root mean square distance (RMSD) error was calculated
between the voxels located at the ground truth position and at the final registration pose.

RMSD at optimum RMSD at best registration
PC 1.102±1.541 0.8667
PCsquared 1.025±0.321 0.3787
PCinverse 2.545±1.089 1.0224

SDE 0.6012±0.646 0.5283
CODEQ 0.530±0.785 0.3557
Powell’s method 1.626±0.284 1.4503

Table 1. Photo-consistency mean error values (± SD) in mm obtained by each cost function - top three rows; and mean
error values (± SD) in mm obtained by three different optimisation methods -bottom three rows.

4 Discussion

The experiment presented a laboratory-based test of image enhanced surgical navigation registration when the virtual
counterpart (CT data) of a skull was offset after the initialICP algorithm. The results show that the photo-consistency
method is capable of recovering the earlier registration. The first three rows in Table 1 show that thePCsquared cost
function provides the best registration accuracy among thedescribed methods. From the results in the bottom three
rows of Table 1 we can see that CODEQ generates the lowest RMSD. Figure 2 illustrates the final overlay registration
around the skull eye socket. As expected, this method is the most suitable for finding the minimum in a function,
followed by SDE. Powell’s method occasionally stagnates atincorrect areas in the image that have low intensity levels.
However, a problem we have found using CODEQ is that during registration it takes a longer time to find the optima
in comparison to SDE. This is because of its tendency to perform extra cost function evaluations in each generation,
leading a search in the opposite direction of the current position. Such behaviour can be problematic as in particular
cases the virtual model goes out of scope in the visible imagecausing the final position to be visually misregistered.

In this first implementation we have used the ground-truth pose as a starting step in order to optimise the registration,
which provides an RMSD evaluation. However, further experiments will be based solely on the comparison of pixel
intensity levels. A way to perform this could involve comparing the intensities within visible areas on both real images,
giving a more realistic ground truth than the arbitrary position. Also, the model will be extended to include specular
reflection, which will assume real conditions in a surgical environment. This is likely to generate steeper photo-
consistency gradients resulting in less ambiguous extremahence a likely better result.
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a) before registration b) final registration
Figure 2. Registration of real and virtual models around the skull eyesocket. Dashed lines show contour features in
the real model. Solid lines indicate contour features in thevirtual model.

5 Conclusion

We have presented an intra-operatively registration method based on photo-consistency for the use of a stereo micro-
scope in IESN. The results obtained demonstrate that a DE-based strategy is suitable for alignment between virtual
and real models using intensity information. Although CODEQ generally produces a good match, it can require a long
time to find the optimum and in some cases it might produce a visual misregistration. Current processing times are of
the order of a couple of minutes on an Intel Core2 Quad processor 2.4Ghz and 2GB RAM. Therefore, the alternative
method of using SDE to obtain an approximate solution and subsequently apply a different optimisation technique such
as Powell’s method to refine the search, is worthwhile of further investigation. Further experiments will involve a com-
parison of intensity levels as a ground truth based solely onthe pair of images and include a non-Lambertian scenario.
Also, the implementation of the algorithm on the GPU using CUDA will significantly speed up the registration process
so it becomes a viable method for real-time registration in image enhanced surgical navigation.
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Abstract. The assessment of the degree of steatosis in routine liver biopsies represents an important task in 

different clinical situations, such as alcoholic steatohepatitis, non-alcoholic fatty liver disease, viral hepatitis, and 

evaluation of the viability of the graft in liver transplantation. Despite the advances in imaging techniques, 

microscopic examination remains the gold standard for the assessment of hepatic steatosis. In this study, we 

developed an automated approach for hepatic steatosis assessment in routine liver biopsies stained with 

Hematoxylin-Eosin (HE) from patients affected by hepatitis C. We performed a multi-step procedure by using a 

clustering technique, a two-levels thresholding and three shape parameters - solidity, elongation and roughness - 

to correctly distinguish fat droplets from other not stained objects like sinusoids. Lastly, we validated our results 

comparing them with those obtained by a pathologist via stereological point counting. We found a high agreement 

in the results, with a detection power of 91.01% and a false positive ratio of 4.49%. 

1  Introduction 

Steatosis is characterized by the abnormal accumulation of lipid droplets within the cytoplasm of hepatocytes. 

Extensive fat accumulation occurs in a large number of hepatic disorders: alcoholic steatohepatitis (AFL), related to 

alcohol abuse, and non-alcoholic fatty liver disease (NAFLD), associated to obesity and to metabolic disorders of 

insulin resistance [1,2]. Other clinical conditions characterized by steatosis are viral hepatitis, nutritional disorders 

other than obesity, hepatic ischemia and metabolic or endocrine disorders. Moreover, steatosis is the most prevalent 

condition underlying in liver grafts available for liver transplantation; in this setting, the assignment of moderately 

steatotic grafts remains controversial [3], particularly when associated with additional risk factors, such as prolonged 

ischemia or advanced donor age. 

Considering that accurate quantification of hepatic fat is not provided by imaging studies, microscopic examination 

remains the gold standard. Up to now different methods for the estimation of liver steatosis have been proposed: 

semiquantitative evaluation, manual stereological techniques like point counting, image thresholding and automated 

morphometry. Semiquantitative analysis appears to overemphasize the amount of liver steatosis and it is influenced 

by large inter- and intra-observer variations [4]. Point counting is simple, very reliable, and has a good reproducibility 

[5]; however it is time consuming and labour intensive. Image analysis thresholding requires the manual exclusion of 

all those structures that – together with fat droplets – are not stained by Hematoxylin-Eosin (HE), or the use of special 

stains (i.e. osmium tetroxide), not used in routine biopsy. An automated morphometric method seems more suitable. 

Recently some first approaches using morphological operators such as erosion and dilation, and shape features like 

circularity and eccentricity, have been proposed [6,7,8]; however deeper analysis and validation are still needed. In 

this study we developed an automated approach for hepatic steatosis assessment in routine liver biopsies stained with 

HE from patients with hepatitis C. We also evaluated the accuracy of our method via stereological point counting. 

2  Materials and methods  

Four routine liver biopsy specimens from patients with chronic hepatitis C from the archives of the Department of 

Pathology of Niguarda Hospital – Milan were evaluated. All specimens were paraffin embedded, and 4 µm thick 

sections were stained with HE. A light microscope (Axioplan-Zeiss), equipped with a digital camera, an auto-

focusing software and a motorized stage, was used to image capturing and meander scanning. In order to examine the 

microscopic fields, a 20x objective was used to obtain, together with the camera magnification, images having a 

0.264 µm resolution. Each slice was acquired as a grid of tiles, by using a 10% overlap between contiguous tiles, in 

order to correctly stitch them and to completely include each fat droplet in at least one tile. A slice is a collection of 

about 100 tiles of 2584 x 1572 pixels in size. 

2.1 Overview of the method 

Lipid droplets can be considered in digital images as blobs of not stained (white) pixels having a quite circular shape. 

However, not all the pixels in vesicles are completely white, but they can change from white to pink (the background 
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colour) or to a grey-blue colour (as a consequence of the refraction of the light on the fat tissue inside vesicles). 

Moreover, the possible different brightness during the acquisition procedure should be taken into account. Lastly, 

there are other structures that show the same chromatic characteristics of lipid vesicles and that must be discarded 

(i.e. sinusoids, portal veins and centrilobular veins). In order to consider all these factors that are involved during 

image analysis, we performed the following multi-step procedure: firstly pixels of not stained objects are identified by 

a clustering procedure followed by a two-level thresholding, then blobs in the two binary masks obtained according to 

the different thresholds are analyzed using shape-related features, in order to recognize fat droplets. 

2.2 Colour clustering 

To minimize the impact of different brightness conditions, in order to detect which pixels must be marked as “white”, 

we used a clustering technique that automatically fixes the threshold according to the characteristics of the image. We 

applied the algorithm described by Uchimaya and Arbib [9] for colour image segmentation using a competitive 

learning clustering. According to the chromatic characteristics of the samples, the pixels are grouped around three 

reasonably well-defined colours, respectively corresponding to white (the portion surrounding the tissue in the slice, 

the lipid vesicles, the portal spaces and the lumen of sinusoids), to light red (cytoplasm of hepatocytes) and to dark 

violet (nuclei of hepatocytes). The clustering algorithm identifies three values (C1, C2, C3) that correspond to the 

barycentres of the three clusters in the RGB space (i.e. C1=[R1,G1,B1], and so on). Each pixel of the image is 

associated to the cluster to which it is closest in l2 metric. White pixels are the ones associated to C1. Distances 

between C1, C2 and C3 have been analyzed to correctly detect tiles with no or few material. In the first case all clusters 

are related to white pixels, therefore distances are close to zero. In this case the tile was discarded. In the second case 

it may happen that two clusters (C1 and C2) are related to white pixels and just the remaining one to the tissue (both 

pink background and darker nuclei). In this case a new clustering using only two classes was performed. 

2.3 Two-levels thresholding and morphological processing 

The clustering procedure gave us a binary mask, M, that marks all the “white” pixels, i.e. those associated with the 

first cluster. The starting RGB image was then modified as follows: all pixels where M was equal 1 and having colour 

with a saturation close to zero or a hue turned on blue more than on pink/red was saturated to white (these are some 

of the pixels inside the large fat droplets, cf. Fig 1b). 

Then the resulting image was converted from RGB to greyscale and we fixed two grey level thresholds. The first one, 

τ1, was computed as the mean value of the greyscale conversions of C1 and C2. The second one, τ2, was 

experimentally set as τ1+20. These thresholds were used to compute two new binary masks, M1 and M2, containing 

only those pixels of the greyscale image that were lighter than τ1 and τ2, and where M was equal to 1. M1 is similar to 

M, since τ1 is the “equivalent threshold”, in the greyscale space, of the starting clustering. On the other side, M2 is 

included in M1 (i.e. M2(x,y)=1 implies M1(x,y)=1), since it contains only pixels where the grey level is higher than a 

higher threshold (i.e. lighter pixels, if considering 255 as white and 0 as black). 

M1 and M2 were then modified by applying the following morphological operators [10]: 1) Opening (erosion 

followed by dilation), using a circular filter having a 2 pixels (about 0,5 µm) radius. 2) Deletion of small objects (area 

< 50 pixels, equal to about 3 µm
2
). 3) Closure (dilation followed by erosion), using a circular filter having a 2 pixels 

radius (about 0,5 µm). 4) Filling of the detected objects. 

We used these two masks in order to disjoin droplets of fat from other objects, as described in the following sections. 

2.4 Evaluating objects’ shape 

We assigned a global shape index to each object contained in M1 and M2: the index “2” is related to objects with a 

good shape, the index “1” to objects with fairly good shape and the index “0” to objects without a suitable shape. 

This global shape index was evaluated using three parameters:  

1. Solidity: the area of the object divided by the one of its convex hull. 

2. Elongation: the ratio between the minor and the major axis of an ellipse having the same normalized second 

central moments of the object; it is a measure of the length-width relationship. 

3. Roughness: the ratio between the perimeter of the object and the perimeter of its convex hull (a shape 

measure that quantifies the jaggedness of an object's edges). 
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We empirically fixed, analyzing a set of twenty images, two sets of thresholds, and we assigned: i) global shape index 

“2” to objects with solidity>0.85, elongation>0.6 and roughness <1.2; ii) global shape index “1” to other objects with 

solidity>0.65, elongation>0.45 and roughness<1.4, and iii) global shape index “0” to the remaining objects. 

2.5 Lipid droplets recognition 

Since M2 is strictly included in M1, the same relation holds for each object in M2: it is included in an object of M1. By 

this way, for each object in M2 there is exactly one object in M1 containing it. We will call this object “parent”. In 

turn each object in M1 may have 0, 1 or more objects of M2 contained in it. We will call these objects “sons”. 

We now performed, in this order, the following operations: 

1. From M1 all objects that do not have any son were deleted. This rule was used to delete blobs in M2 that did 

not contain a white core, so to avoid computing as fat droplets low stained background portions.  

2. Each one of the remaining objects, in M1, having global shape index “2” and an area larger than 150 pixels 

(around 10 µm
2
), was replaced by its convex hull, and it was stored as fat vesicle. These are the most regularly shaped 

fat droplets (Fig. 1, droplets depicted in cyan). 

3. All objects in M2 with a parent having shape index equal to “0” were deleted, and their parent was stored as 

sinusoid. This rule avoided classifying regular and whiter portions of sinusoids as small fat droplets (Fig. 2a). 

4. All objects in M2 having a parent already stored as fat vesicle or as sinusoid were deleted, and all objects 

having global shape index equal to “0” were stored as sinusoids (Fig. 1, sinusoids depicted in red). This rule avoided 

double detections from the two masks.  

5. The remaining objects in M2 – i.e. those having shape bigger then 0 and not included in an already detected 

parent - were also stored as fat vesicles (Fig. 1, droplets depicted in blue).  

6. Lastly, large epathic arteries, portal veins and centrilobular veins, and tiles regions with no tissue were 

removed with an upper area threshold, according to their dimension, since they are larger than the largest fat vesicle 

(Fig. 2c). This threshold was set as 50,000 pixels (equal to about 3,500 µm
2
, or to a circular blob with radius 33 µm, 

where the largest droplets have radius close to 20 µm).  

2.6 Stitching different tiles 

In order to analyze the whole slice, the last step consisted in merging the results obtained by the analysis of each 

single tile. In each tile we discarded all detected vesicles touching one of the tile boundaries, in order to avoid partial 

detections. For vesicles included in the overlapping region, we observed if they were twice recognized in two 

adjacent tiles. If the answer was yes we retained only the vesicles recognized in the right or lower tile. 

     

Figure 1. In cyan large and regular shaped droplets (detected by rule 2), in blue other droplets (detected by rule 5), in 

red sinusoids (detected by rule 3 and 4). (a) Objects identified in a whole tile. (b) A particular from another tile. In 

the two upper large fat droplets it is visible how pixels inside may be grey-blue instead of white. It is also visible how 

the detection of the smallest objects can be somehow inaccurate, as we are close to the resolution limit. 

a b 

236



 

          

Figure 2. Inner blue lines are the boundaries of the objects in M2, outer black lines of the objects in M1 (a) Two 

sinusoids. In this case, if using only the M2 mask, some false droplets, marked with a “+”, would have been detected. 

They have been discarded because they was recognized, thanks to rule 3, as parts of a sinusoid. The object marked 

with a “◊” would anyway have been discarded as it has irregular shape (b) It is visible how using M1 the two bigger 

droplets are not disjoined, while M2 gives the correct detection. It was achieved thanks to rule 5, as the parent object 

in M1 had not got a shape good enough to be detected by rule 1 nor an enough bad shape to activate rule 3 (c) A tile 

with a centrilobular vein, marked with a black arrow.  

3  Validation  

We randomly selected 15 tile images from three different slices for validation, excluding the 20 images already used 

for thresholds assessing and all the images with no or very few tissue inside. A counting grid with approximately 600 

points, that corresponds to a distance of about 22 µm between adjacent points, was superimposed on each tile. For 

each point of the grid the classification achieved by our algorithm was computed, using three possible outputs: 1) 

steatosis, if the point falls inside a lipid droplet, 2) background, if it falls in background or in a sinusoid, and 3) 

external, if it falls in regions with no tissue or inside portal spaces (detected white objects whose area is bigger than 

the upper area threshold). A pathologist manually did the same, using the same grid of points. Since our algorithm 

does not recognize lipid droplets touching the tile boundaries (they are recognized when analyzing the adjacent tile) 

the pathologist was asked to do the same thing. In all the tiles the steatosis % evaluated by our algorithm was very 

close to the one obtained applying manual point counting. We also achieved a good detection power (that is the 

number of the steatosis points correctly detected by the algorithm over the number of the steatosis points detected by 

the human expert) of 91.01%, with a low false positive ratio (the number of the points wrongly detected as steatosis 

by the algorithm over the number of the points detected as steatosis by the human expert) of 4.49%. Results are 

reported in Table 1 and Table 2. 

 

Table 1 Steatosis % for each tile, via point counting according to our algorithm and to human expert.  

 

 

 

 

Table 2 Confusion matrix. All points of the counting grid of each tile are classified according to how they have been 

marked by the human expert and by the algorithm. From this matrix we achieve a detection power of 91.01% 

(567/(567+56)) and a false positive ratio of 4.49% ((1+27)/(567+56)) 

4  Discussion 

4.1 Clustering, morphological processing and two-levels analysis 

We used colour clustering because, by this way, we can correctly classify the grey-blue pixels inside large lipid 

droplets as white pixels instead of as background pixels, since in the RGB space they are more distant from the 

Tile N. 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 Mean 

Auto 5,36 8,11 4,52 7,33 2,37 5,16 1,29 9,68 3,80 11,94 4,48 30,79 16,83 3,81 9,52 8,33 

Human 5,89 8,61 5,27 7,51 3,16 5,16 0,72 9,88 3,80 13,26 5,37 32,38 17,94 3,33 9,37 8,78 

Human 
 

Auto 
Ext Back Steat 

Ext 1871 0 0 

Back 0 7018 56 

Steat 1 27 567 

a b c 
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background colour (pink) than if they were converted to greyscale. In fact, once they are correctly classified, we have 

to preliminarily saturate them to white, if we want to discard colour information without misclassifying them. The two 

level analysis is needed because anyway lipid droplets pixels and background pixels may have mixed intensity; as a 

consequence, independently from the threshold level we choose, there are pixels that can’t safely be classified in one 

way or in the other one. These mistakes can lead us to errors in white blobs classification: for example, if we choose a 

too high (that means: too white) threshold, a sinusoid can be broken and its fragments can be classified as lipid 

droplets (Fig. 2a), or some lipid droplets can be detected only partially. On the other side, if a lower threshold is 

selected, really close steatosis vesicles can merge (Fig. 2b). As described in section 2.5, with such a two-level 

analysis we were able to analyze together information coming from the grey intensity and information coming from 

the shape of the objects we were recognizing with the two different thresholds. The 20 grey levels difference between 

thresholds is empirical, and could surely be improved with further analysis. 

Morphological processing is another useful task. Opening breaks weakly connected objects. In particular, when 

combined with the second operation (area thresholding), it is useful to delete smaller sinusoids. In fact, since they are 

thin and long, they are firstly broken by opening, and then deleted by area thresholding. Area thresholding also 

deletes circular objects having diameter less than 2 micron. Micro steatosis smaller than this threshold is anyway 

invisible. If we wanted to detect it we should use thinner slices and higher magnification. With our slices and 

magnification factor the objects that are smaller than 50 pixels are more likely light background pixels than vesicles. 

Lastly closure and filling are useful to correctly mark all pixels in vesicles, completing them. 

4.2 Shape descriptors 

Elongation, like eccentricity, is a good shape parameter in order to discard objects having a too high length/width 

ratio. We used elongation, instead of eccentricity (as used in [8]), since it is more directly understandable when 

looking at the images. Anyway there is a fixed relation between these shape descriptors (ecc = √(1-elong
2
) ), therefore 

they are equivalent. Both of them are able to correctly detect shapes only when used with other shape descriptors like 

solidity. In fact they are well suited to classify convex objects, but U-shaped or L-shaped sinusoids may also have 

small elongation (or eccentricity): they are discarded by the solidity threshold, as they are far from convex. 

Roughness is used to discard too jagged objects, since they are more likely small sinusoids or few stained 

background. Anyway, to avoid false deletions, we used a high threshold. Perimeter related shape descriptors are in 

fact less stable than area related descriptors. For this reason we also avoided to use another classical shape descriptor, 

circularity (4π*Area/perimeter
2
), as reported in [7]. Moreover we tested over the twenty tile images used for 

thresholds tuning that circularity would have added few or nothing to the combination of elongation and solidity. 

5  Conclusions and further developments 

In this work we validated the accuracy of the algorithm in steatosis droplet detection. Next steps will be using it on a 

larger set of biopsies (actually just four biopsies were used), thresholds fine tuning and an analysis of the size 

distribution of fat droplets, analyzing how it varies in relation with steatosis %. Another related problem we will try to 

solve is automatic detection of fibrosis regions. 
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Abstract.
In this paper we present an approach for speeding-up the generation of Digitally Reconstructed Radiographs (DRRs).
DRRs are needed to confirm patient setup before preplanned clinical procedures such as robotic surgery or radiation
therapy in a process known as 2D/3D medical image registration. Rendering DRR images is a computationally
intensive process and is considered a bottleneck in 2D/3D registration and there has been some recent interest in
developing fast rendering techniques. This paper explores high speed rendering of DRR images from a CT data
volume by parallel processing on multiple CPU cores. We investigate the relation between the execution time of our
parallel DRR algorithm, the number of cores, and the number of rays (resolution) which are used to render the DRR
image. We also compare the quality of DRR images rendered using an approximate method and compare this with
approaches proposed by others. Our experimental results demonstrate a speed-up of better than three times using
4 CPU cores and better than 5 times using 8 cores. Our approximate approach gives a peak signal-to-noise ratio
(PSNR) of 37 dB. which is comparable to that produced by other approximate techniques proposed and represents
an overall speed-up of 26 times compared with a conventional ray casting approach.

1 Introduction

A Digitally Reconstructed Radiograph (DRR) is a two dimensional simulated image of the human phantom, rendered
from medical tomography data sets, such as a Computed Tomgraphy (CT) data set [1]. Rendering DRR images is
important for many medical applications, such as, 2D/3D medical image registration [2] and brachytherapy [3]. In
radiation therapy treatment systems, DRR floating images are a vital part of the patient positioning process and may be
aligned manually or automatically using the 2D/3D registration process.

DRRs are generated from the medical tomography data by summing the attenuation of each voxel along known ray
paths through the data volume. However, this conventional ray tracing approach to DRR rendering is an extremely
computationally expensive process and forms a bottleneck for different medical applications, like in 2D/3D image
registration [4]. Normally, conventional DRR generation requires p × q rays to be cast to generate a DRR from a
tomography data volume; where p and q are determined by the image resolution, usually chosen to match that of the
solid-state flat panel X-ray detector.

However, various methods have been proposed to speed up the generation of DRRs. Rassakoff et.al. [5] implemented
a special ray-based data structure called an Attenuation Field (AF) to be used in the generation of a DRR instead of
the conventional ray casting method. According to the original proposal of light fields by Levoy and Hanrahan [6] and
similar work in concept (Transgraphs) introduced by LaRose [7], they provide a way of parameterizing the set of all
rays that emanate from a static scene to perform 3D rendering. Their approach uses a so called, light slab, which is
a convex quadrilateral object consisting of two main planes (u, v) and (s, t). This is used to parameterize each ray in
the space as R ≡ Pi(u, v, s, t) where plane (u, v) is the focal plane and (s, t) is the image plane (camera plane). To
create an image for an object inside the light slab, infinitely many rays must be calculated. An AF is generated from a
set of DRR images rendered by ray casting from multiple view points. Typically 100 AF-DRR are generated for each
anatomic and orientation (∆r = 10◦,∆t = 10mm), using random camera poses. So, for a typical AF 600 AF-DRR
are required with resolution of 256× 256 pixels.

To generate DRR images using an AF Russakoff et.al. generated a sufficiently large number of AF-DRR and used
an interpolation scheme to cover the missing ray samples. From the AF they generate AF-DRRs with a resolution of
256 × 256 pixels in about 50 ms on a PC workstation, with a 2.2 GHz. Intel Xeon processor. Although the image
quality is poorer than DRR images rendered by conventional ray tracing Russakoff et al. demonstrate that this does not
seriously affect the target registration error.

This paper investigates parallel processing (i.e. the simultaneous use of more than one CPU to execute a program [8])
on the CPU for DRR generation. Parallel processing has been employed within many different types of applications.
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In our case, we generate DRR images by casting rays using more than one processor in order to obtain faster results,
which means we are now be able to process more than one ray concurrently. Multi-threaded techniques are well
suited to multi-core CPUs found in many modern PCs and we have obtained a significant performance increase in the
generation of DRR images with this approach. We generate DRRs from multiple view point without any restriction
or limitation on the camera (X-ray source) position for anatomic and orientation (∆r = 1◦,∆t = 1mm) using
conventional ray casting. We also investigate possibilities for further speedup using an interpolation approach to
generate approximate DRR images similar in quality to those introduced by Russakoff et al. In our knowledge this
is one of the first studies to generate DRR images exploiting CPU parallel processing which could be used within the
2D/3D registration framework.

2 Method

The complexity of DRR generation results from the massive number of calculations needed and the large number of ray
casting operations. Compared with more general surface rendering techniques, rendering DDR images is considerably
more computationally demanding as we need to compute the attenuation of a monoenrgetic beam due to different
anatomic material (e.g. bone, muscle tissue etc.) within each voxel, using Beer’s Law [9].

I = I0 ∗ expΣ−µixi

Where I0 is the initial X-ray intensity, µ is the linear attenuation coefficient for the voxel (material) through which
the ray is cast, x is the length of the X-ray path and subscript i denotes the voxel index along the path of the ray, as
illustrated in Figure 1.

Figure 1. Illustration for the process of DRR generation.

Voxel values in CT volumes are represented by a CT number quantified in Hounsfield Units (HU). The attenuation
coefficient of the material comprising each voxel can be recovered by [10]:

CTnumber = 1000 ∗ [(µi − µw)/µw]

where µi is the attenuation value of a particular volume element of tissue (voxel) and µw is the linear attenuation
coefficient of water for the average energy in the CT beam.

2.1 Parallel Processing

Our objective is to increase the speed of DRR generation using parallel processing. To test the approach, we devel-
oped and implemented the following algorithm (Algorithm 1) in C++ using the OpenMP library. This algorithm is
designed not only to describe how the DRR image will be generated, but also, how the work (generation process) can
be distributed and decomposed across the multiple processors.

The special algorithm of box ray intersection points [11], has been implemented internally in Algorithm 1. The aim of
this implementation is to quickly calculate the coordinates of the intersection points within the CT volume through the
ray path. A point based algorithm [1] is implemented to speed up the rendering process by sampling the intersection
points within the CT volume. Different types of rendering algorithm could be implemented, such as ray casting [12],
splatting [13] or shear-warping [14], but generally they exhibit a higher time consumption of O(N3) time complexity,
compared to the point based algorithm of O(N2) time complexity [1].

The execution time of the parallel DRR algorithm differs according to the number of cores. Normally a large number
increase the number of parallel threads which reduces the rendering time of the DRR images, by casting multiple rays
simultaneously. Also, the size of the CT volume affects the total time of the DRR generation and the PSNR ratio for
the interpolated versus non-interpolated DRRs. More detailed information is presented in Table 1.
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Algorithm 1 Parallel processing of DRR generation using OpenMP
1: # openmp start parallel for
2: for all i suchthat 0 ≤ i ≤ imgDimX do
3: count← i× imgDimY
4: for all j suchthat 0 ≤ j ≤ imgDimY do
5: x ray ← x rays[count]
6: absorptionSum← 0
7: for all t0 suchthat stratT ime ≤ t0 ≤ endT ime do
8: if CTimg.intersection(x ray) then
9: inrsecPnt← x ray.getPosition(t0)

10: absrp← CTimg[CTimg.offset(inrsecPnt)]
11: absorptionSum← absorptionSum+ absrp
12: end if
13: end for
14: drr.setAbsorption(absorptionSum)
15: count+ +
16: end for
17: end for

Number of Processors
DRR Image Size Single Dual Quad Octal PSNR
128×66 (pelvis) 56 14∗ 28 7∗ 15 4∗ 12 3∗ 29.4 dB
128×86 (lung) 75 19∗ 38 10∗ 19 5∗ 14 4∗ 30.4 dB

256×133 (pelvis) 689 204∗ 361 111∗ 191 59∗ 127 38∗ 38.1 dB
256×172 (lung) 879 268∗ 465 142∗ 243 76∗ 164 50∗ 36.6 dB

512×267 (pelvis) 5570 1629∗ 2895 884∗ 1543 478∗ 987 306∗ 43.8 dB
512×344(lung) 7158 2153∗ 3729 1138∗ 1986 619∗ 1276 407∗ 43.1 dB

Table 1. Time consumption of pelvis and lung DRR images generation in milliseconds, with and without
interpolation∗, and the PSNR ratio for the interpolated versus non-interpolated DRRs. This results have been cal-
culated using two different machines; Intel Core 2 Quad Q6600 2.4 GHz Quad Core Processor and Intel Core 1.8 GHz
Octal Core Processor.

DRR rendering requires a large number of rays to generate high-quality images. DRR images rendered at full resolution
require p× q rays, where p and q are the dimensions of the required image. On the other hand, DRR images could be
generated using a reduced number of rays, by interpolating the missing values. Generating approximated DRR images,
will consume a low time in comparison to the full resolution DRR images, as illustrated in Table 1.

2.2 Performance

Writing our algorithm in OpenMP does not offer algorithmic capabilities that are not already available in C or C++. So
the main reason to program in OpenMP is performance [15]. An obvious concept to achieving improved performance
for parallel implementation is to parallelize a sufficiently large portion of code. But in some cases the performance of
the application can be controlled by the serial portion of the program. So, according to Amdahl’s law [15], if F is the
parallelized portion of the code and Se is the speedup achieved in the parallel portion, the overall speed-up S will be:

S = 1/[(1− F ) + F/(Se)]

Therefore, We can find the maximum improvement of the DRR generation process when it is parallelized, as illustrated
in Figure 2.

Our results in Table 1, match the curves of Amdahl’s law at 90% of the parallel portion, with an overall speed-up
of more than three times in comparision between a single and quad cores. This means that the parallaized algorithm
represents about 90% of the DRR generation code.
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Figure 2. The relation between the number of processors and the gained speed up [16].

3 Discussion

The acceleration we achieved varied according to the size of the CT volume data and the number of processors. The
growth and availability of multi-core technology provides a low cost computing platform to speedup the generation
of the DRR images. Validity and durability of our method will not stop while the improvement is going on to the
processing capabilities. To enhance the speed of our approach we reduced the number of fired rays to generate an
approximated DRR image (Approx-DRR). A nearest neighbour interpolation method [17] is used, providing a low
cost computation to approximating the recovery of missing values of the DRR images. Samples of the resulting DRR
images using parallel processing with and without interpolation are presented in Figure 3.

(a) (b) (e) (f)

(c) (d) (g) (h)
Figure 3. Sample of DRR images, were generated using pelvis/lung CT volume data, were (a,b,e,f) non-interpolated
DRRs and (c,d,g,h) interpolated DRRs with PSNR ratios (43 dB) for the interpolated versus non-interpolated DRRs.
All the samples are generated using parallel processing.

We performed a quantitative comparison between the full resolution DRR images (Full-DRR) and the Approx-DRR
by computing the peak signal-to-noise ratio (PSNR).

PSNR = 20× log
R√

MSE

10

Where R is the maximum pixel value and MSE is the mean square error. A set of PSNR ratios were computed for a
range of the most common used size (resolution) of the DRR images and from different directions. As in Figure 3, it
is hard to notice the difference between the Full-DRR images and the Approx-DRR images, because the PSNR ratios
are about 43 dB, and according to Huang et.al. [18], PSNR ratios above 36 dB represent an excellent image quality of
compressed images (Approx-DRR).

However, we generate an Approx-DRR image with a resolution of 256 × 133 pixels in approximately 60 ms using
an Intel Core 2 Quad Q6600 2.4 GHz Quad Core Processor and in 38 ms using Intel Core 1.8 GHz Octal Core
Processor. Our current results are comparable to the results in the literature [5] [4], and it could be improved for the
high resolution DRR images ≥ (512 × 512), by degrading the PSNR ratio to the acceptable level of image quality ≥
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36 dB. Experiments shows that using 25% of the total number of rays is the breaking point of generating Approx-DRR
with resolution of 256×133 pixels.

4 Conclusions

The results show that rendering DRR images can be speeded-up using CPU parallel processing, with speed improve-
ment for more than five times comparing it to the serial approach. Our approach reduced the time required to generate
256 ×133 pixels DRR image from 256 ×256 ×133 CT volume using the conventional way from 1 second to 59 ms
for the approximated DRR image using quad cores, and to 38 ms using octal cores. So, DRR generation has been
speeded-up more than 26 times. Furthermore, the quality of DRR images still in the excellent resolution category with
PSNR value ≥ 36 dB for DRR image with 256 ×133 pixels resolution. An important consideration is that our ap-
proach of CPU parallel processing does not require any pre-processing steps unlike other methods of DRR generation
as [2] [19] [5] [7]. There is no requirement to apply anti-aliasing, blurring or heavy interpolation methods, in order to
enhance the quality of the generated DRR images even when no interpolation is used. Additionally, we generate DRRs
from multiple points of view over six degree of freedom x, y, z, yaw, pitch, roll), without any restriction or limitation
on the camera position for anatomic and orientation (∆r = 1◦,∆t = 1mm).
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Abstract. Visualization of the electrical activities of the heart can be considered as an imaging modality, which
merges the electrical data (e.g. ECG) and the anatomical image data (MR/CT) thus giving a better manifestation
of heart behaviour for clinical applications. Non-invasive imaging of the electrical activity of heart visualises the
heart surface potential distributions spatially and temporally from the measured body surface potentials. In this
paper, we describe the numerical techniques involved in building a 4-sphere forward model with homogeneous
regions representing different thorax compartments. Patient-specific anatomy geometry can be get from MR/CT
volumes using image segmentation techniques (not in the scope of this paper) and discretizing into volumetric or
surface meshes depending on different methods choose to calculating electrical potentials. Regularisation techniques
used in inverse computation of epicardial electrical potentials is zero-order Tikhonov regularisation with automatic
and efficient parameter selection method using L-curve. Results from two spherical cases and realistic heart-torso
geometry validations have been satisfactory both in terms of correlation and iso-potential plots.

1 Introduction

Visualization of the electrical activities of the heart can be considered as an imaging modality. It merges the electrical
data (e.g. ECG) and the anatomical image data (MR/CT) thus giving a better manifestation of heart behaviour for
clinical applications. Non-invasive imaging of the electrical activity of the heart requires to solve and visualise the
heart surface potential distributions spatially and temporally from the measured body surface potentials. In other
words, to solve the inverse electrocardiography problem. Techniques relating the electrical potential distributions
among the heart surface and the body surface include Catheter technique, Angioplasty Balloon Catheter Inflation
technique, electrocardiography (ECG) and Body Surface Potentials Mapping technique. They have been studied and
improved in clinical applications to assist with both diagnosis and intervention of pathological heart conditions. Todays
pre-operative planning of ablation for treating arrhythmia is still invasive, thus non-invasive techniques which can
accurately relate heart and body surface electrical activities are preferable in clinical applications and are likely to
replace the invasive measuring system in the future.

In the literature of cardiac electro-physiology, there are different kinds of volume conductor models relating body sur-
face potentials to heart surface potentials, such as concentric spheres model [1,2]; homogeneous torso models [3] which
considers only one conductivity within torso; and the inhomogeneous torso models [4–6], which considers the conduc-
tivities of all tissue compartments; and the anisotropic torso models [7,8] which considers the anisotropic conductivity
of heart and/or skeletal muscle. There are Potential-based imaging and Activation time imaging. Potential-based imag-
ing refers mainly to Body Surface Potential Mapping (BSPM), which reconstructs epicardial potentials spatially. While
Activation time imaging estimates local activation time over the whole epicardium surface from BSPM results, it is
receiving increasingly attention in recent years. The bi-domain model [9] or a uniform dipole layer [10] have been used
to compute activation time. G. Fischer and M.Seger [7] have made studies on inhomogeneities as well. Combining
both the potential-based and activation time imaging method, Electrocardiography Imaging(ECGI) technique [11] has
been proposed, in which the potential map, activation map (isochrones) and electrogram is computed and visualized
at the same time. Other similar studies [12] as well as ECGI eventually all adopted a homogeneous torso model and
obtain human heart-torso geometry from other imaging modalities though there are still controversies of whether or
not should the anisotropic conductivities and should a multiple torso compartments be taken into consideration.

In this paper, we describe the numerical techniques involved in building a simple 4-sphere forward model with ho-
mogeneous regions representing different thorax compartments. Regularisation techniques used in inverse computing
epicardial electrical potentials is zero-order Tikhonov regularisation with automatic and efficient parameter selection
method using L-curve. Results from 2 cases of spherical validations have been satisfactory while validations have also
been done on the realistic geometry.

∗Center for Medical Image Computing, Computer Science Department, University College London, WC1E 6BT
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2 Methods

Human thorax can be treated as volume conductor, for the problem of bioelectrical volume conduction, we need
to solve the Laplace’s Equation, for its solution characterize the behaviour of electrical potentials inside biological
environment. Assuming tissues are isotropic, for each compartment (lungs, heart) we have a Laplace’s equation to
govern the potential behaviours according to the theory of the Quasi-static Maxwell’s equations due to low-frequency
response of human tissue.

∇ · (σk∇Ui) = σk∇2Ui = 0 (1)

where σk is the conductivities for each compartments when k = t, L, R, e respectively representing torso, left, right
lung and epicardium; i = 1, 2, 3, 4; with boundary conditions as follow, we define the potentials on each conductivity
interface:

U1 := Ut |Γ1

U2 := Ut |Γ2= UL |Γ2

U3 := Ut |Γ3= Ue |Γ3

U4 := Ut |Γ4= UR |Γ4

(2)

Because the current should be continuous across each conductivity interface, Neumann Conditions are defined as:

J1 := σt
∂ Ut

∂ n |Γ1 = 0
J2 := σL

∂ UL

∂ n |Γ2 = −σt
∂ Ut

∂ n |Γ2

J3 := σe
∂ Ue

∂ n |Γ3 = −σt
∂ Ut

∂ n |Γ3

J4 := σR
∂ UR

∂ n |Γ4 = −σt
∂ Ut

∂ n |Γ4

(3)

where n is the outward normal vector of each boundary. Making use of Green’s theorem (also known as the Divergence
Theorem), the boundary Integral equation that we would like to solve is:

c(m)u(m)−
∫

Γ
(u
∂G

∂n
−G∂u

∂n
)dΓ = 0

where c(m) =
{

1m ∈ Ω
1
2 m ∈ Γ

(4)

For each of the surfaces involved we have a corresponding integral equation, therefore a set of boundary integral
equations is obtained and can be written in an assembly form:

A · U = S (5)

A is a general transfer matrix, potentials vector U includes potentials on all surfaces if there are multiple regions with
different conductivities considered for the thorax volume conductor, and S denotes the equivalent source.

To solve the potential from the surface integral equations, Boundary element discretization techniques have been used
[13] which includes the surface tessellation and use of a linear combination of basis functions to approximate the
boudary potentials.

2.1 Forward Model

A forward model has been developed based on Helsinki BEM library [14]. It consisted of 4 spheres respectively
modelling two lungs, the heart and the torso is shown in Figure 1. Different conductivity values were assigned to the 4
regions and this model assumes a dipole source on the origin to mimic a realistic electrical potential effect from heart
on the body surface.

2.2 Inverse Model

The inverse problem of cardiac electro-physiology is defined as to determine the epicardial surface potential distribution
from the measured body surface potentials. Due to the illposed-ness property of inverse problems, a very small variation
on the input (noises) will largely alter the output results (epicardial potentials). Therefore, regularisation techniques
are required during the inverse computing. It is also very important to choose the regularisation parameter. The L-
curve method [15] is adopted because it is a good balance of the solution and residual error. Start from Equation 5,the
measurement is made on body surface U2, and we want to solve for epicardial potential U1:[

A11 A12

A21 A22

]
·
[
U1

U2

]
=
[
S
0

]
, (6)
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Figure 1. 4-sphere forward model: the middle sphere represents epicardial surface; two other inner spheres represents
two lung surfaces; the outer sphere represents torso surface, the middle and the outer spheres are concentric

We solve the linear system by eliminating S, the relationship between U1 and U2 can be obtained as

U1 = (A11 −A12A
−1
22 A21)−1(A12 −A11A

−1
21 A22)U2, (7)

or more generally when matrix A21 is not a squared matrix:

U1 = (A22 −A21A
−1
11 A12)−1A21(I −A−1

11 A12A
−1
22 A21)U2, (8)

which is used when the number of body surface nodes is different from that of heart surface.

Let M denotes the measurement operator, by multiplying with body surface potentials, picks some random mea-
surement points on the body surface mimicking electrodes measurements, and this serves as the input to the forward
model. The data we use as the input to the forward model denotes as Y = M · U2, and a possible formulation of
the inverse computing of the epicardial potential problem under the ill-posed-ness nature of inverse problem is to use
pseudo inverse, however it could not provide us a satisfactory results under the above inverse formulation. Therefore,
a zero-order Tikhonov regularisation has been used, in which by adding a penalty term λR, where R is the identity
matrix in zero-order Tikhonov regularisation. The formulation of the zero-order Tikhonov regularisation for solving
the following minimisation problem:

arg min
U1∈R

|Y −MHU1|2 + λI, (9)

where H = (A12 −A11A
−1
21 A22)−1(A11 −A12A

−1
22 A21) and Y = M · U2,

is:
U1 = (HTH + λI)HTY. (10)

3 Results and Discussion

3.1 Validation on spheres

Based on building the 4-sphere forward model with single dipole source at the origin, two circumstances of the inverse
calculation have been validated. One is with the limited number of measurement points on body surface (take randomly
half of the points shown in Figure 3) which mimics the limited number of body surface electrode measurements; the
other is adding white noises further to the limited measurements. The recovered epicardial potential were unsatisfied
when no regularisation procedure was used, but the after adopting the zero-order Tikhonov regularisation technique,
the result is acceptable.

L-curve is one of the methods for selecting appropriate regularisation parameter, it selects the corner point with a
maximum curvature on the log-log plot of residual squared norm and the solution squared norm. In order to make
an automatic selection of the regularisation parameter, we first select in a coarse series of parameters, then create an
spline interpolation among neighbour points followed by once again localising the maximum curvature point so as to
get an accurate parameter (shown in Figure 3 (b)). The calculated results of two scenarios were plotted with point
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Figure 2. plotted results of recovered potentials on heart sphere, Case 1 (upper): limited number of measurements,
Case 2 (lower): further added noise.

number comparison with ground truth and plotted on the surfaces as shown in Figure 2. Cross correlations between the
recovered potentials and the corresponding ground truth were calculated respectively as 0.99668 and 0.96392 which
are sufficiently satisfactory before moving to next level of validations on the realistic data.

Figure 3. (a)Left: Selected limited measurement points on body surface to mimic the realistic discrete measurements;
(b)Right: L-curve for the regularisation parameters ranged from 0.005 to 0.1

3.2 Validation on realistic geometry

Figure 4. (a) Left: human realistic heart-torso geometry with potentials calculated from forward model and selected
measurement points; (b) Right: recovery results compared with forward model ground truth

Validation has been made on realistic data with human anatomy geometry [16]as shown in Figure 4. Similarly as what
has been done in the spherical validation, half number of the points on the torso surface were selected, and the recovery
result was compared to the ground truth constructed from the forward model as shown in Figure 4 (b). The plotted
iso-potentials shows that the recovered the minima point at the top left corner and the maxima point at the bottom of
the epicardial surface, which were similar compared to the ground truth. The cross correlation between the recovery

247



results and the ground truth is 0.85130, which is not as good as that (0.99668) in the sphere model, which may due
to the creation of the ground truth potentials on the heart surface are calculated from potential values on nodes from
the volumetric heart mesh. This mapping from volumetric mesh (the original data)to surface mesh may contributes to
the error effects, made it not as good as what come out of spherical models, but still the results on realistic data are
acceptable.Therefore, we can conclude that the results from two cases of spherical validations have been satisfactory
while results on a realistic geometry are of less satisfactory in terms of correlation value but visually acceptable in terms
of iso-potential plots. Possible improvements on the results can be achieved by building the forward model using finer
heart-torso mesh, also by selecting body surface measurements not randomly but with certain patterns (i.e. equally
spaced around chest), which requires further adjustments on the mesh generation, etc.

4 Future works

Further works have been planned on validations on clinical data due to be taken at one of our collaborative hospital.
Clinical level of validation requires full-chest MR scan of the patient and body surface potential mapping system
which provides the measured electrical potentials. During the regular electro-physiological study, catheter feedback
epicardial potentials provide the coarse ground truth, which can be used in the validation of the calculated epicardial
potentials measured from body surface potential mapping system. Furthermore, segmentation techniques are needed
for constructing surface meshes from full-chest MR scan.
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Abstract. We developed two alternative approaches for segmenting brain microbleeds (BMBs) along with other 

hemosiderin deposits (HDs) in the brain and differentiating the iron areas from those with prevalence of calcium. 

One technique uses a multispectral approach based on the fusion of two or more types of structural images 

registered and modulated in frequency to the red/green colour space, and quantifies the volume of the areas 

segmented by Minimum Variance Quantization. The other approach consists of a combined thresholding, size and 

shape analysis using T2*-weighted images, along with information from the corresponding T1-weighted 

sequence. We tested it using structural MRI data from a sample of 50 participants of the Lothian Birth Cohort 

1936.  Preliminary results suggest that the techniques are fast, accurate, and show excellent correlation with one 

another, and with visual classification of HDs. Further validation in a wider range of subjects and with validated 

rating scales is now underway. 

 

Keywords: automatic segmentation, microbleeds, hemosiderin, basal ganglia, calcium, iron, mineralization, MRI, 

data fusion, minimum variance quantization. 

 

1   Introduction 

Some forms of microvascular “disease” in the brain are asymptomatic. Mineralization of small blood vessels 

identified in pathology studies [1] has staining properties of both iron and calcium, but the discrepant sensitivity 

between neuroimaging modalities (CT vs MRI) and the putative relevance of their reported findings has created 

confusion regarding their identification and the identification of brain microbleeds (BMBs). The latter are 

microhaemorrhages identifiable in MR T2*-weighted images by small, homogeneous round foci of low signal 

intensity. They are considered a biomarker for microangiopathy and provide useful prognostic information for the 

treatment of stroke. Several studies [2] assess them visually, but to our knowledge there has not been any attempt to 

extract them automatically and differentiate them from the controversial areas of mineralized vessels. Therefore, we 

developed two approaches for segmenting hemosiderin deposits (HDs) and mineralized areas in brain MR images.  

2   Materials and Methods 

2.1 Subjects 

To validate the segmentation methods, 50 elderly subjects were selected with different loads of BMBs and a variety 

of mineralized areas, both with regard to location and proportion of iron/calcium. The subjects were all healthy older 

members (age 71-72 years old) of the Lothian Birth Cohort 1936[3]. Subjects were still included if their scans 

revealed incidental findings, such as old infarcts. 

2.2 MRI scans 

Table 1 illustrates the values of the scan parameters for the T1- (T1W), T2- (T2W), T2*-weighted (T2*W) and 

FLAIR sequences used in these studies. 
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Table 1. TR/TE times of the structural MRI sequences used. 

Study T1W T2W T2*W FLAIR 

 TR/TE (ms) TR/TE (ms) TR/TE (ms) TR/TE (ms) 

LBC1936 9.8/4 11320/104.9 940/15 9002/147.38 

 

2.3 Multispectral approach : MCMxxxVI(1936) 

To apply our technique, we first selected two MR sequences that provide good separability for the pathology of 

interest, i.e. hemosiderin. Figure 1 shows a section of the T2*W and FLAIR images from a mid-central axial slice in 

a representative subject. It displays, from left to right, T2*W, its fusion with FLAIR represented in the red/green 

(RG) space, and the FLAIR image. A BMB is circled. In the fused image it appears in green. Combining two 

different types of images in the one-dimensional grey-scale space results in loss of information, while, if the fusion is 

done in the two-dimensional colour space, the information is enhanced.  

 

 
Fig. 1. Section of a central axial slice of a subject displaying the registration and colour fusion of T2*W and FLAIR 

volumes, with a BMB highlighted in the sub-cortical white matter located in the right insula. 
 

Not all combinations can be used to segment HDs. Visual inspection of the different image contrasts available in 

this study revealed that the coloured combination of T2*/FLAIR is optimum to identify them. Figure 2 shows the 

combination of T2*W and T1W in another subject. Again, the area where a BMB appears in the basal ganglia is 

circled. In the right and central images they are not clearly distinguishable. 

 

 
Fig. 2. Central axial slice of a subject displaying the registration and colour fusion results of T2*W and T1W, 

showing a non-mineralised hemosiderin deposit in the basal ganglia. 
 

When HDs are not associated with mineralised areas where calcium is present, fusions based on T1W images do 

not provide sufficient contrast for segmenting them. However, T1W images are very useful for distinguishing the 

presence of calcium. Figure 3 shows one slice of a mineralised basal ganglia. The presence of calcium does not 

change the colour in which the HD areas are identified in the coloured combination of T2*W and FLAIR because 

both substances appear as low intensity signals in T2*W and low-contrast areas of medium intensity in FLAIR 

images. But the presence of calcium has an opposing effect on signal intensity in T1W images compared to the 

hemosiderin, and therefore alters the darkness of the areas on T1W images that contain both minerals. It 

demonstrates that, in principle, in order to distinguish the presence of calcium associated with the depositions of iron 

oxyhydroxide in an insoluble form, we could have optimised our technique using 3 different MR images instead of 

two and modulate them in the red/green/blue (3D) colour space instead. This paper only aims to identify and segment 

iron deposits, and using only 2 images imposes less restrictions to its practical application. 
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Fig. 3. Central axial slice of a subject displaying, from left to right, the registration and fusion results of T2W and 

T1W, the result of the same process using T2*W and FLAIR images, the correspondent T2*W, T1W and T2 images, 

showing a mineralised basal ganglia. 
 

The second step was to register the axial volumes. We used FLIRT[4] – a tool from the FMRIB software library 

that performs affine linear registration. Then, we adjusted the intensity values of the volumes to increase their 

contrast prior to fusing them to obtain a volume in the RG colour plane (Figure 1). This step guarantees that when we 

transform the registered images into the hue, saturation and value (HSV) colour space [5] with an angle of 120˚, i.e. 

red and green colours, the features to be segmented are far enough from the V axis (S=0 for any value of H) and, 

therefore, the model that sustains this transformation will never become undefined. 

The next step was to remove the skull and extract the brain. For this, we used the Object Extraction Tool in 

Analyze 8.1 [6] which applies thresholding, morphological erosion, dilation, and region growing steps. T2*W 

images were used to obtain the brain mask and extract the brain of the fused volume, because they offer the best 

contrast between brain and background, and display better integrity of the brain tissue with the CSF. 

To segment and quantify the HD volumes, a minimum variance quantization (MVQ) algorithm using Floyd-

Steinberg’s error diffusion dither was applied, using the implementation found in the MATLAB function ‘rgb2ind’. 

This was used to convert the fused RG image into a clustered image in the same RG colour space. Work was done to 

identify the optimum number of clusters needed to achieve the best results, and it was found to be 32. The 32 clusters 

were mapped in a normalised graph of the RG space. We determined the clusters in the range of green that best 

identify the hemosiderin areas through interactive sampling. The results of MVQ have been considered [7] better 

than other clusterisation methods because the actual image colour statistics are taken into account: more colour map 

entries are allocated to densely populated areas in the colour space, and fewer entries are allocated to infrequent 

colours, thus achieving higher colour accuracy in the quantized image. 

We named this technique, and its software programme: MCMxxxVI. This stands for Multispectral Colouring 

Modulation and Variance Identification. The name of the method also coincides with the number “1936” represented 

in roman numerals and reflects the Lothian Birth Cohort 1936 (www.disconnectedmind.org.uk), the project for 

which this method has been developed. 

 

2.4 Thresholding approach 

On gradient-echo T2*W MRI, signal loss can represent hemosiderin, calcification, physiological ferritin, melanoma, or 

air, but not all of them exhibit equal characteristics. The images can be affected by non-pathologically related paramagnetic 

influences, considered as artifacts (e.g. dentistry), which appear as extended areas of signal ranging from intermediate to 

low values.  However, gradient-echo T2*W images are regarded as a sensitive method for the detection of hemosiderin 

deposition. Our technique is based on extracting the hypointense areas on T2*W images that satisfy the requirements 

of maximum size, circularity and threshold range specified according to the characteristics that can be estimated 

from the image volume under analysis.  This process was performed using the ‘Object Counter’ module in Analyze 

8.1 [5]. The first step was to perform an intensity inhomogeneity (bias field) correction by the Guillermaud-Brady 

filter [8] to minimize the effect of intensity fall-off near the edges of the images. The brain was then extracted, as 

described previously. Then, a slice was selected where the BMBs or HDs appear, ideally with a variety of shapes and 

intensities. The intensity threshold was adjusted, starting from zero to less than half of the maximum intensity value, 

to segment the areas with low intensity. An estimated maximum and minimum size of the hypointensed “objects” 

was then adjusted interactively. Once the T2*W segmentation is complete, a T1W volume in register can be used to 

discern the areas where calcium dominates, following the reasoning and principles previously described. The 

volumetric results obtained were compared with the ones obtained by applying the MCMxxxVI technique. 
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3   Results and Discussion 

Both the MCMxxxVI technique and the threshold based method were successfully applied to a wide range of 

scans with varying noise, pathologies and contrast levels, showing its validity as a tool for clinical use. However, 

neither segmentation was perfect and both methods required a post-processing step to remove false positive regions. 

Typical example images and resulting segmentations are illustrated in Fig. 4 and 5 and a screenshot of the 

MCMxxxVI software tool is shown in Fig. 6. 
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Fig. 6. Screen capture of the hemosiderin segmentation by the MCMxxxVI software (left) and results of the 

correlation coefficient of the sample analyzed by both methods (right). 

 

After segmenting the HDs by both methods in the sample blind to each other, the results were compared. The 

correlation coefficient between the hemosiderin volumes calculated by both methods was 0.94 (Figure 6). A visual 

rating scale was also defined to evaluate the results, whereby the iron load was ranked from 1 to 4 according to the 

extent of visible iron deposit, where 1 represents the lowest amount of iron and 4 the most. Ordered from left to 

right, Figure 7 illustrates an example of each type. An experienced observer rated the images, blind to all numeric 

results from the automated methods. The segmented volumes obtained using the quantitative methods corresponded 

with those from the visual rated scale, showing that both methods are acceptable and in good agreement. 

 
Fig. 7. Examples to illustrate the 4 groups of loads of iron in the basal ganglia in T2*W. From left to right: 1 to 4. 

Fig. 4. Result of 

the segmentation 

of the BMB 

presented in Fig.1 

by MCMxxxVI. 

Fig. 5. Result of the 

segmentation of the 

BMB presented in 

Fig.1 by thresholding 

in T2*W images. 
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4   Conclusions 

The multispectral fusion method presented here successfully segmented hemosiderin deposits within the brain, 

with a good correlation obtained between both methods and with visual rating. The method appeared to perform well 

in the presence of RF inhomogeneities and typical noise levels. We believe this to be the first time that a technique 

has been developed and applied to the segmentation of hemosiderin deposits and to separate them from the 

potentially confounding mineralised areas. 

The simplicity of the calculations makes both methods fast and accurate. However, both require a post-processing 

step to remove the false positives identified in the automatic segmentation, and future work aims to reduce the extent 

to which this is required. Further quantitative validation in a larger number of patients and over wider patient cohorts 

with expert assessed validated visual rating (such as BOMBS) is now needed. 
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Abstract. Recently CCM images have shown a great potential to be a non-invasive and hence reiterative surrogate
for accurate and reliable detection and quantification of human diabetic neuropathy. This paper presents a compar-
ison between two methods to detect the nerves fibres in the CCM images: a well documented line operator (Linop)
and a method based on Gabor filtering. The evaluation of the extraction is measured according to ground truth data
that has been manually extracted. The Gabor filtering method has achieved a reduction of11.82% in the overall
EER of the Linop method at the best operation points.

1 Introduction

The accurate detection and quantification of human DiabeticPeripheral Neuropathy (DPN) are important to define
at risk patients, anticipate deterioration, and assess newtherapies. Current methods lack sensitivity, require expert
assessment and focus only on large fibres (neurophysiology)or are invasive (skin/nerve biopsy). Unfortunately, diabetic
neuropathy lacks a non-invasive surrogate for nerve damage. However, recent research [1,2,3] using corneal confocal
microscopy (CCM) suggests that this non-invasive and hencereiterative test might be an ideal surrogate endpoint for
human diabetic neuropathy. Studies in patients with diabetic neuropathy demonstrate that CCM accurately quantifies
corneal nerve fibre morphology and reflects the severity of peripheral neuropathy. Corneal nerve damage results in
loss of corneal sensitivity [4]. Assessment using CCM provides measures related to the severity of intra-epidermal
nerve-fibre loss [5], and is capable of detecting early regeneration of small nerve fibre following, for example, pancreas
transplant in diabetic patients [6]. The establishment of CCM as a surrogate for early diagnosis as an early biomarker for
diabetic neuropathy could identify those at risk and promptmore intense intervention with standards of care including
improved glycaemic, blood pressure and lipid control. Furthermore a sensitive surrogate endpoint would significantly
lower hurdles to the development of disease-modifying therapeutics by enhancing the capacity to test therapeutic
efficacy. The major advance of CCM is the entirely non-invasive and rapid (2 minutes) acquisition of images of
small nerve fibres in patients. However, the major limitation preventing extension of this technique to wider clinical
practice is that analysis of the images using interactive image analysis is highly labour-intensive (≃ 1.5hrs) and requires
considerable expertise to quantify nerve pathology. To be clinically useful as a diagnostic tool, it is essential that the
measurements be extracted automatically.
Clearly an important stage in CCM images (an example is shownin 1(a)) is the detection of linear structures. A
heuristic approach [7], using a method previously applied to detecting blood-vessels in retinal images, has been used
for detecting fibres in CCM images. If CCM image analysis is tobe applied clinically, especially to define early
degeneration or regeneration, then a key step is the detection of low-contrast fibres among image noise. A method
of linear structure detection (linear operator - Linop), originally developed for detection of asbestos fibres [8] has
more recently been shown to effective in detecting ducts in mammograms [9]. Linop exploits the linear nature of the
structures to enhance their contrast. Figure 1(c), shows the method applied to a CCM image containing low-contrast
fibres. Among the many applications of Gabor wavelets has been the enhancement of the ridge-valley structure in
fingerprint images [10]. This application has some commonality with the fibre-detection problem. In this paper we
introduce the Gabor-wavelet enhancement for fibre detection in CCM images (Figure 1(d)) and present a comparative
evaluation of the method and Linop.

2 Nerve Fibre Structure Enhancement

Normally CCM images are presented in a noisy environment. This is due to a number of factors. First the movement
of the eye while capturing the image causes a motion blurringeffect. Second the illumination effect caused by the
capturing process itself. And finally, is the spherical shape of the cornea causes a spatial deformation if the distance
between the lenses and the surface of the eye changes. Given that the general shape of the nerve fibre is known, the
Gabor filter can enhance the contrast of the image due to its spatial response resemblance of the nerve fibre shape. It is
also a band-pass filter that can help reduce some of the artefacts mentioned above.

∗Email: m.a.dabbah@manchester.ac.uk
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2.1 Local Orientation Estimation

In CCM images, the nerve fibres flow in locally constant orientations everywhere, calledlocal nerve orientation. In
addition, there is a global orientation that dominates the general flow. The orientation field describes the coarse structure
of nerve fibres in the CCM images and has been proven to be of a fundamental importance in many image analysis
applications [11,12] . Using the least mean square algorithm [10], the local orientationθij of the block centred at pixel
(i, j), Equation (3), is computed using the following equations [11],
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The gradients∂x(u, v) and∂y(u, v) are computed at each pixel(u, v) and may vary from the simpleSobeloperator
to the more complexCannyoperator depending on the computational requirements.ω is the width of the block
centred at pixel(i, j). The orientation field is then smoothed by convolving thex andy vector field components in
Equation (4) and Equation (5) respectively, with a low-passGaussian filter. This smoothed orientation field is calculated
by Equation (8), wherêΦx(i, j) andΦ̂y(i, j) are the smoothed continuousx andy vector field components.

Φx(i, j) = cos (2θij) (4)

Φy(i, j) = sin (2θij) (5)

According to the original algorithm [10], the low-pass 2-dimensional Gaussian filterG is applied on the block levelω
of the orientation field computed earlier in Equation (3). The filter has a unit integral and a kernel size ofωΦ × ωΦ.
However, since the orientation in CCM images varies at a slower rate than in fingerprint images, the low-pass filter
is applied globally in order to further reduce errors at near-nerve fibre and non-nerve fibre regions. This operation is
done due to the presence of noise, corrupted nerve structures and optical deformation. The estimated orientation is not
always correct hence the low-pass filter tries to rectify theerror given that the orientation in the local neighbourhood
varies slowly;
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The least square estimate produces a stable smooth orientation field in the region of the nerve fibres. However, when
applied on the background of the image i.e. between fibres, the estimate is dominated by noise due to the lack of
structure and uniform direction, which is expected and understandable. Figure 1(a) and Figure 1(b) show the original
CCM image and its orientation field estimate using the least square method respectively.
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(a) Original image (b) Orientation field (c) Linop response (d) Gabor response

Figure 1. An illustration of the least square estimate orientation (b) and the responses of the Linop algorithm (c) and
the Gabor filter (d) for the CCM image in (a).

2.2 Spatial Domain Enhancement

Spatial domain enhancement is based on the convolution of the image with the even-symmetric Gabor filter [13] that is
tuned to the local nerve fibre orientation Figure 2. The Gaborfilter is a two-dimensional band-pass filter that consists
of a sinusoidal plane wave with certain orientation and frequency, modulated by a Gaussian envelope.
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cos(2πfx) (9)

xφ = x cos φ + y sin φ (10)

yφ = −x sin φ + y cos φ (11)

whereφ is the orientation of the Gabor filter,f is the frequency of the cosine wave,σx and σy are the standard
deviations of the Gaussian envelope along thex andy axis, respectively.xφ andyφ define thex andy axis of the filter
coordinate frame after a clockwise rotation of the Cartesian axis by the an angle of

(

π
2 − φ

)

. The Gabor filter enhances

(a) Spatial domain (b) Frequency domain

Figure 2. The impulse response of the spatial two-dimensional Gabor kernel is shown in (a) while its FFT response is
shown in (b).

the nerve fibres that are oriented in its direction, and decreases anything that is oriented differently. This increasesthe
contrast between the foreground and the noisy background, whilst effectively reducing noise around the fibre structure.
Another advantage of this operation is increasing the possibility of detecting nerve fibres with very little contrast. This
is due to the prior knowledge of the general structure of the fibre and the assumption of the continuous flow of the
fibres along a particular known direction.

3 Experimental Results

The experiments were conducted on12 CCM images that were captured using the HRT-III1 microscope. Six of the
images are control subjects and the rest from patients with different neuropathic severity. The images have a size of

1The Heidelberg Retina Tomograph confocal scanning laser ophthalmoscope developed by Heidelberg Engineering Inc. The instrument can be
converted into a confocal corneal microscope using a microscope lens which is attached to the standard lens.
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384 × 384 pixels, 8-bit grey levels and stored in BMP format. The resolution is 1.0417µm and the field of view is
400 × 400µm2 of the cornea. The performance of both methods is obtained byvalidating the extracted nerve fibres
using ground truth data that has been manually generated. Only the raw response of each method is taken into account
without any further post-processing operations or shade correction methods, Figure 1(c) and Figure 1(d). Binary images
are obtained by a simple uniform thresholding operation andfollowed by a thinning operation [14] to achieve a one-
pixel-wide skeleton image. Both methods have been allowed atolerance of±3.141µm in nerve fibre location precision.
Three measures have been used in order to quantify the evaluation. The false positive (FPR), the false negative (FNR)
and the equal error rate (EER), which is the average of optimal FPR and FNR at minimal difference between both. The
measurements are taken by comparing the generated skeletonat different threshold intervals of the methods’ responses.
Table 1 presents the average error rates and shows that the mean EER for the Gabor filter is reduced by11.82% over

Linop Gabor
µl σ2

l maxl minl µg σ2
g maxg ming

False Positive[%] 25.22 59.16 34.04 13.24 21.90 43.33 30.38 12.95
False Negative[%] 25.03 58.15 33.74 12.66 22.41 49.89 31.71 13.15
Equal Error[%] 25.12 58.52 33.89 12.95 22.15 46.46 30.84 13.05

Table 1. The error rates of the Linop and the Gabor algorithms.

Linop. The variance of the error rates was also reduced by20.06% ,which indicates a more stable behaviour for the
Gabor method. However, Linop has obtained the lowest error rate of a single image. As shown, both methods have
high error rates due to the nature of the CCM images and the faint nerve fibre structure, which increases the FNR and in
turn demands more sensitive filtering response that increases the FPR. The behaviour of the FPR and the FNR curves
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Figure 3. The false positive and false negative curves of Linop (a) andGabor (b).

with respect to the selected threshold is shown in Figure 3. The optimal threshold for Linop is≃ 0.395 and for Gabor
is ≃ 0.435. Generally, the curves of the Gabor method maintain a lower rate than Linop’s curves. As shown by the
ROC curves (Figure 4), the Gabor method has outperformed theLinop method with slight overall improvement. This
is mainly due to the response of the Gabor filter and its adaptive orientation at each pixel. This adaptive feature forces
the filter to enhance the region of the image according to the general direction computed by the least square algorithm,
which does not significantly vary in local neighbourhoods, whereas Linop takes the maximum response of the region
and registers the direction of this response as the orientation of the neighbourhood. In the case of low-contrast lines,
this maximum response could be due to noise.

4 Conclusion

As the significance of understanding the CCM in detecting andquantifying both diabetic and other neuropathics in-
creases, an automated image analysis system becomes more desirable in order to ensure accuracy, reliability, consis-
tency and convenience to both patients and clinicians. Thispaper has presented a comparison between two methods for
nerve fibre detection. The Gabor method has outperformed theLinop method with a11.82% reduction in the EER. Al-
though the EER is still too high for accurate detection, the performance can be boosted by a post-processing operation,
which immediately enhances the FPR and allows tuning of the detection procedure in order to avoid false negatives.
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Abstract. Tendons are composed of cells, blood vessels and extracellular matrix, intricately woven together to
form a vital musculoskeletal connective tissue. There is a growing need for functional imaging of tendon, for
example to provide non-invasive biochemical and biomechanical insight into injured, diseased or repairing tendon.
This study describes the possibility of developing an magnetic resonance imaging (MRI) tool for tissue quality
assessment. Near infrared-multiphoton laser scanning microscopy (NIR-MPLSM) was used to validate ultra-high
field MRI-based distinctions between normal and damaged tendon. Using a novel interpretation framework based
on intrinsic tissue geometry, tissue damage at the matrix level was quantified according to local and global geometric
parameters. The tendon characteristic crimp waveform and matrix geometric regularity were disrupted by enzyme-
digestion, potentially compromising the tissue mechanical properties. These findings suggest that different imaging
modalities can reveal complementary and corresponding information about tendon structures at functionally relevant
scales. The proposed framework provides a robust and quantifiable physiological description of tendon, which can
be exploited for clinical tendon tissue classification, and related to in vivo MR imaging.

1 Introduction

Connective tissues constitute vital components of the musculoskeletal system; tendons enable skeleton movement by
transmitting forces created in muscles to bones, and ligaments connect bones to each other. Tendons and ligaments
suffer from a wide range of clinical problems, including rupture and degenerative pathology. The anterior cruciate
ligament (ACL) rupture is an injury resulting from abnormal mechanical loading at the knee, often incurred during
sporting activity. The estimated incidence of ACL rupture is 30 per 100, 000 of the general population [1], but the
incidence in athletes is much higher.

The most common treatment for ACL rupture patients is surgical reconstruction, whereby a tendon graft is used to
replace the damaged ACL. Success rate, however, is variable with successful long-term results achieved in only 75-95%
of cases [2]. For successful outcome, the tendon graft must adapt to the its biochemical and mechanical environment,
a process known as tendon ligamentisation [3]. Since these remodeling processes are not yet well understood, it is
difficult to pin-point the cause of tendon graft failure. Non-invasive imaging techniques may provide insight into these
underlying physiological mechanisms, and therefore address the growing demand for methods to functionally explore
musculoskeletal tissue in vivo. The full potential of magnetic resonance imaging (MRI) in tendon imaging has scarcely
been realised. This is perhaps because the MR signal intensity from tendons acquired using most clinical protocols
is low, making it difficult to extract meaningful information from these signal voids. Specific MRI protocols, for
example using ultra-high magnetic field, contrast agent, or ultra-short echo time (UTE), may in time provide insight
into underlying physiological processes.

Tendons comprise cells, blood vessels and extracellular matrix (ECM), where collagen (65-80% dry weight), elastin (1-
2% dry weight) and proteoglycans (PGs) (0.2-5.0% dry weight) are located [4]. The ECM provides structural support
for cells, occupies the intracellular space and helps provide mechanical support by buffering tensile and compressive
tissue strains. Despite the small percentage of ECM occupied by PGs, they can hold water about 50 times their
weight. For example, chondroitin sulphate (CS) is an abundant tendon GAG involved in regulating fibrillogenesis
(fibril formation and development), fibril diameter, and cell proliferation.

The abundance of collagen makes tendon an excellent candidate for the endogenous nonlinear excitation process called
second harmonic generation (SHG). SHG of longitudinally sectioned tendon reveals the functionally important crimp-
ing waveform characterised by alternating periodic light and dark bands (Figure 1(C)). This is typically demonstrated
by polarised light microscopy or near infrared-multiphoton laser scanning microscopy (NIR-MPLSM), the latter of
which enables collection of image stacks of different coloured channels much like confocal microscopy.

The SHG tendon representation yields intrinsic structural information about the microstructural organisation, including
local edges related to cimping. Therefore, analysis of SHG images provides a potential tool for visualising the patho-
logical tissue damage, and monitoring the healing processes of repair. Quantitative interpretation of SHG images may
∗Corresponding author: Ann K Harvey, Email: harvey@robots.ox.ac.uk.
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help determine imaging parameters which can be used to classify normal or damaged tendon. We propose a novel inter-
pretation framework for extracting functional parameters relating to the crimp waveform and global organisation of the
tissue. Figure 1 shows the representation of each image plane as a surface comprising families of curves with constant
u (fibre direction) and v (light/dark banding pattern). This intrinsic framework can be fitted to the SHG images.

Figure 1. (A) The SHG image stack. (B) Surface representation comprising families of curves with constant u and v,
and image plane index, w. (C) Intrinsic tissue co-ordinates u and v, represent local fibre orientation (at angle, θ) and
fibre banding pattern, respectively.

We have previously shown that MRI signal can be correlated with histological staining and NIR-MPLSM imaging of
functionally important tendon proteins [5]. This study is focussed on imaging normal and damaged (enzyme-digested)
tendon samples, and is aimed at providing a physiological understanding of the signals produced by MRI. The MRI
work is validated by quantifiable NIR-MPLSM, in an attempt to show the potential of MRI for tendon clinical tissue
assessment.

2 Methods

2.1 Image Acquisition

Extracted adult bovine lower limb tendon samples were incubated in phosphate buffered saline (PBS), or enzyme-
containing buffer (papain, trypsin, collagenase) for 16 hours at 37◦C. NIR-MPLSM tendon samples were embedded in
paraffin, sectioned, and stained using primary (chondroitin sulphate (CS)-56, Sigma) and secondary (AlexaFluor-488,
Invitrogen) antibodies.

NIR-MPLSM. A NIR-MPLSM system was employed to image tendon sections, embedded in paraffin. The system
consists of a diode pumped Ti:Sapphire crystal laser (Mira-Coherent, Ely, UK) coupled to a BioRad Radiance 2100
MPD laser-scanning system (Carl Zeiss GmbH, Germany) and a Nikon E600 FN upright microscope (Nikon UK
Ltd, UK). Laser excitation was conducted at 800 nm. SHG emissions were captured by a blue filter (400 − 430 nm);
AlexaFluor-488 emissions were captured by a green filter (500−530 nm). Images were quantified using custom-written
scripts in MATLAB R2008b.

MRI. MR imaging was carried out using a 300 MHz horizontal bore 7 Tesla magnet interfaced to a Varian Inova
console (Varian Inc., Palo Alto, CA) using a transmit receive quadrature birdcage coil (55 mm) diameter. T2-weighted
imaging was performed using a fast spin echo sequence with a repetition time (TR) of 0.3 s and an echo spacing (TE)
of 0.015 s. T1-weighted imaging was performed using a fast spin echo sequence with TR 0.1 s and TE 0.0125 s.

2.2 Image Analysis

Three regions of normal and enzyme-digested SHG images were analysed to quantify functional ECM parameters.

Local geometry. To estimate local u co-ordinates in the fibre direction, the following method was used: image rotation,
Fourier-based low band-pass filtering in the y-direction (x-oriented edges) and x-direction (y-oriented edges), Canny
edge detection (see [6] for details) and spline curve fitting. Spline curves, S, were fitted to the edges as defined by more
than 20 connected pixels, m:

S(x) =
m∑

i=1

Pi k̄i(x) : m > 20, (1)

where the control points, Pi, are defined by the edge co-ordinates. The crimp waveform wavelength and amplitude, as
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estimated from the local maxima and minima of the spline curves, were estimated from the y-oriented edges. Tissue
curvature, κ, deviation from a straight line, was estimated using differential geometry, the Frenet-Serret equations [7].

Global organisation. To estimate the global tissue organisation, the intensity variation across small image windows
was quantified. The rotation angle, θ, giving rise to the minimum summed intensity variance over window rows, σ,
was computed for every pixel (x, y):

Θ(x, y) =
180
min
θ=0

(
n∑

r=1

σ(Ȳr)

)
, (2)

where Ȳ is a vector of intensity values across a row, r, of the sampling window, with dimensions n×n, where
n = 5, 7 or 9 pixels. Summed variances were calculated based on a 22.5◦ sampling of the rotation angle, θ =
{0◦, 22.5◦, ..., 180◦}, where θ is measured as clockwise deviation from the y-axis (Figure 1(C)). The angle of mini-
mum intensity variation results were plotted in the form of a histogram, and the order (geometric regularity), ∆, of the
sample was estimated using the sum of squares:

∆ =
n∑

i=1

(χ− χ̄)2, (3)

where χ̄ and χ are the number and mean number of elements in each angle bin, respectively, and n = 5, 7 or 9 number
of possible rotation angles. Tissue order, ∆, was normalised against the PBS-incubated sample, which was assigned
∆ = 1.

3 Results and Discussion

3.1 Local Geometry

The fibre tracking method exploits implicit information about fibre orientation from the tissue boundaries, to determine
local estimates of u and v. Canny edge detection reveals the x- (Figure 2(B)) and y-oriented (Figure 2(C)) edges,
which manifest at different spatial scales, and consequently highlight different tissue features. The y-oriented edges
were fitted to spline curves, which represent local fibre tracking and specifically the u co-ordinate of the intrinsic
framework (Figure 2(D)).

Figure 2. Raw image intensities (A). Edges determined by Canny edge detection after low band-pass filtering with
horizontal (B) and vertical (C) filter. Spline curve fits on y-oriented edges (D), which represent fibre tracking.

3.2 Global Organisation

Determining the angle of minimum intensity variance across window rotation angles revealed that different window
sizes can also reveal different tissue structural features (Figure 3). The histograms show a significant reduction in
entropy for the 7x7 (Figure 3(B)) window, compared with the 5x5 (Figure 3(A)) and 9x9 (Figure 3(C)) window. Two
orthogonal angles, 45◦ and 135◦, dominate the 7x7 window analysis (Figure 3(E)), and correspond to global u and v
tissue parameters. Therefore, the 7x7 window analysis provides an appropriate standard for normal tissue.

3.3 ECM Quantification of Normal and Enzyme-Digested Tendon

MR images, NIR-MPLSM images and quantification results are compared in normal and digest samples (Figure 4).
MRI can identify macroscopic changes to the tendon: PBS-treated tendon appears normal; papain and trypsin induced
moderate damage; and collagenase caused severe identifiable damage. SHG images showed disrupted ECM in enzyme-
digested tendon samples. Papain and collagenase alter crimp waveform parameters, while trypsin-induced damage
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Figure 3. Upper panels show image angles of least variance for different window sizes: (A) 5x5, (B) 7x7, and (C) 9x9
window. Lower panels show the corresponding histograms. The corresponding raw image is shown in Figure 1(C).

seems to manifest between the fibre bundles. Merged images show that enzyme digestion reduces the amount of CS-56
present between the collagen fibres, and in particular trypsin allowed only vascular CS to remain intact. Spline curves
representing crimping are merged with the SHG and CS-56 images. The 7x7 window analysis of the global geometry
shows that two orthogonal angles, 45◦ and 135◦, dominate the 7x7 window analysis for normal tendon only; histograms
reveal that the angle distributions for digested tendon do not contain distinct peaks.

The most striking result from ECM quantification is that digested sample crimp amplitudes, A, were approximately
half of that of the the normal sample (Table 1). Tissue curvature, κ, was consistently reduced by digestion, possibly at-
tributed to breaking of collagen cross-links or reduction in CS. Papain- and trypsin-digested sample crimp wavelengths,
λ, increased compared to the normal tissue, and trypsin digestion decreased the number of tissue edges (splines). Fi-
nally, the order, ∆, of the tendon samples was dramatically reduced by digestion.

Incubation No splines A (µm) λ (µm) κ ∆
PBS 222 5.12 32.9 0.0405 1.00

Papain 208 2.77 42.9 0.0266 0.530
Trypsin 145 3.87 37.5 0.0311 0.592

Collagenase 192 2.76 32.7 0.0347 0.719

Table 1. Quantification (mean values) for normal (PBS-incubated) and enzyme-digested samples. No splines is number
of splines; A is amplitude; λ is wavelength; κ is curvature; and ∆ is order.

One limitations of this study is the small sample size, and the invariable enzyme concentration and incubation time.
Further work includes a range of such variables in order to attain imaging standards for a wide range of quantifiable
damage. Another limitation is . Finally, the difficulty in translating this work in vivo will need to be overcome in order
to make it clinically viable. Although clinical ultra-high field MRI scanners are currently rare, they are becoming more
widespread and there are alternative methods (such as contrast agents and UTE), which enhance tendon signal.

4 Conclusion

This study shows for the first time that MRI and NIR-MPLSM can reveal complementary and corresponding physio-
logical tendon properties at different and comparable scales; both modalities were able to distinguish between normal
and enzyme-digested tendon. The novel NIR-MPLSM image analysis method enabled quantification of the matrix reg-
ularity, crimp waveform and GAG spatial distribution, three of several physiological parameters known to be linked to
tendon biomechanical properties. This combination of state of the art imaging techniques across imaging modalities,
matrix biology and image analysis has presented a unique opportunity for functional investigation of tendon tissue,
with potential for translation to an in vivo imaging tool, for clinically assessing injury, disease and repair.
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Figure 4. MR images and NIR-MPLSM images of PBS-incubated and enzyme-digested tendon samples. SHG and
CS-56 columns present raw signal intensities. The merge column shows SHG (blue) and CS-56 (green) superimposed.
S+SHG and S+CS-56 columns show spatial distributions of the splines relative to the SHG and CS-56 signals. Angles
and histogram columns show 7 × 7 global analysis and corresponding histograms. The ECM and crimp waveform
regularity is disrupted in the enzyme-digested tendon samples relative to the normal tendon sample. N - normal (PBS);
P - papain; T - trypsin; C - collagenase.
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