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Preface

This is the 11th conference on Medical Image Understanding and Analysis. Since
1997 MIUA has served as a forum for presentation and discussion of scientific re-
search in the area of medical imaging and the analysis of medical images among
researchers coming from a range of disciplines — engineering, physics, computer
science, clinical practice and fundamental bioscience. While researchers in each of
these communities have their own outlets for publishing their work, MIUA pro-
vides a focus for their common interests. MIUA’s role is communication amongst
researchers in the UK. However, it has had an increasing participation from over-
seas, and that trend continues this year with contributions from Belarus, Croatia,
Finland, Germany, Pakistan, Romania and Spain. It should be noted that this
11th is the first MIUA to be held in Wales.

Since the remit of MIUA is communication amongst members of the UK com-
munity, the principal criteria are scientific soundness and interest, rather than
originality. Work can, and has, been accepted for MIUA that has been published
elsewhere, provided it merits presentation to the UK community.

Although there are two names at the end of this preface, organising MIUA 2007
would have been much harder work if it were not for the following persons: Si-
mon Jackson who provided CAWS support, Edward Hadley for setting up the
webpages, Jim Graham (co-chair MIUA 2006) who was able to answer all ques-
tions about running a conference, Meinir Davies who has been running all local
(except for the scientific) aspects to make MIUA 2007 happen, and all PhD stu-
dents who provided support during MIUA 2007. The conference would not have
happened if it were not for the efforts of the reviewers who provided detailed
comments by the specified deadline and as organisers we are grateful for this.
The resulting set of papers are expected to provide interesting oral and poster
presentations. Finally, thanks to all who submitted papers and attended MIUA
2007, we hope you enjoyed it.

Reyer Zwiggelaar, Frédéric Labrosse
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Simultaneous Segmentation of Groups of Medical Images

V Petrovíc ∗and T Cootes and A Mills and C Taylora

aImaging Science and Biomedical Engineering, University ofManchester, Oxford Road, Manchester, M13 9PT

Abstract. We describe a system for simultaneous segmentation of groups of images. We assume that we have
multiple images showing the same anatomy from different subjects, and wish to segment all of them. Rather than
segment each independently, we seek to take advantage of the information in the group. Each image is assumed
to be constructed from a number of different tissue types, and the segmentation seeks to recover the proportion of
each type present in each pixel. The approach is to use a groupwise registration algorithm, which simultaneously
registers each image to a reference frame, whilst using a separate model for the distribution of each tissue type in
each image to estimate tissue fractions. The model in the reference frameis of tissue fractions, rather than raw
intensities, and evolves during the process. On completion we can projectthe estimate of the mean fraction into
each target image, effectively segmenting it. We describe the approachin detail, and show the results of experiments
on MR images of the brain, in which the estimate of the mean fraction is combined with a more data driven estimate
for each individual image.

1 Introduction

Medical image segmentation and in particular segmentationof MR imagery has been the subject of considerable
research in recent years [1]. Segmenting MR brain images manually for parameters such as the cortical thickness,
involves huge amounts of effort and concentration on the part of experts but can still lead to highly subjective and error
prone results. As numbers of acquired volumes grow, demand for computational segmentation methods and methods
for segmenting groups of images simultaneously grows accordingly.

For direct segmentation of medical images into different tissues methods based directly on pixel intensity and gradient
information [2], methods using hidden random Markov fields [3] and more advanced deformable structures [4,5] have
been proposed. A more recent approach [6] trains a kNN classifier to optimally separate the different tissue classes
while in [7] this method is extended to segment also White Matter Lesions. To train their classifiers, these last two
approaches rely on a common approach in brain volume segmentation referred to as atlas propagation. Namely, a single
image is manually segmented by an expert(s) and this region information is propagated into all the images that need to
be segmented via a deformation field derived by registering these to the atlas image. The advantage of this approach
is that region information can be efficiently propagated into a large number of images, particularly if the registrationis
performed in an automated manner [8]. However, this approach depends highly on the limitations of the registration
algorithm which lead to inaccuracies in volume segmentations and can seriously affect any measurements derived from
such results.

In our previous work [9] we proposed an automated framework for the analysis of groups of medical images containing
a common deformable structure, outlined in Section 2. It builds an explicit composition model of the common structure
which is capable of representing tissue fraction distributions across an anatomy. This paper extends this work by
proposing a method to derive a hard segmentation of the analysed structure using information from the entire group
of images (the model) and effectively delineate different tissues within each image, Section 3. We report an explicit
analysis of the segmentation ability of the proposed automated analysis approach and find that good segmentation
accuracy can be achieved by the framework in an automated manner, Section 4.

2 Automated Structure Analysis

An overview of the proposed approach to automated analysis of structure in groups of images is illustrated in Figure 1.
A set of N imagesTi, i = 1...N , (the training set) is assumed to contain a common structurethat consists ofM
distinct components whose content is defined according to some composition modelF and whose intensities obey
some specific distribution model with parametersθi. Furthermore, for the entire set, a spatial correspondencewith
a reference (model) frame, and implicitly with each other, is assumed through a set of spatial deformation fields
defined for each example in the training set,Wi(). Deformations are initialised as identity transformations and true
correspondencesWi() along with the intensity distribution model parametersθi and the structure composition model
F are then estimated incrementally across the set in an iterative procedure as follows:

∗v.petrovic@manchester.ac.uk
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Figure 1. Outline of the proposed structure analysis algorithm: darkarrows indicate the progress of the algorithm,
light arrows flow of data, the central box contains the structural information derived from the data set, and the proposed
extension that performs explicit image segmentation is at the bottom

1. Warp each training imageTi into the reference frame, constructed as the mean of allWi, using the current
estimate of the deformation field.T ′

i = W−1
i (Ti).

2. Fit the intensity distribution model (IDM) to each image and extract parameters (means, SDs and weights)
for each of theM components encoded inθi = {µij , σij , wik}, as well as distributions due to mixtures of
components.

3. Use the resulting distributions to estimate the most probable composition of each pixel, and encode a set of
fraction imagesF (j)

i , j = 1...M for each training example.

4. Combine the fraction images from all examples to construct a single composition model for the common struc-
ture,{F̂ (1)...F̂ (M)}.

5. Synthesize a reconstruction of each training set imageRi using the current estimates of intensity distribution
parametersθi (µij) and the current composition modelF̂ , Ri =

∑M

j=1 µijF̂
(j)

6. Update current estimate ofWi to best registerRi ontoTi, minimising a suitable similarity measure,Dim(Ti,Wi(Si)).

We repeat the above steps until deformation field optimisation and the composition model converge. Initial identity
deformation fields will contain a considerable misalignment of the examples resulting in a fuzzy composition model.
However, as the algorithm progresses and correct correspondences become established both the composition model
and the model shape will converge to a true, crisp representation of the underlying structure. Finally hard segmentation
is performed using the converged composition model and finalIDM fit.

3 Groupwise Segmentation

3.1 Soft Individual Segmentation

A soft initial segmentation of the common structure is achieved by first fitting an intensity distribution model (IDM)
and then deriving the most likely composition of tissues of each pixel in each example. In this early stage we used a
relatively simple mixture of Normal distributions model,pj(g) = N(g : µj , σ

2
j ) for the MR brain images with three

classes (consistent with white matter, grey matter and cerebro-spinal fluid/background tissue types), fitted using only
the intensity histogram of the data in the reference frame. In general we follow [2] in assuming that each pixel in the
structure is either due to one ofM different tissue types or a fractional mixture of at most twodifferent ones. Although
mixtures of more than two classes are theoreticaly possible, they are significantly less numerous than two class mixtures

2



that themselves form a small portion of the volume. Furthermore, if we know the distributions of intensities for pure
components, we can construct the distribution for a particular fractional distribution by convolution [2,9]. In this case
it can be shown that the distribution for a partial volume with fractionf of tissue typei and1− f of typej is given by

pij(g|f) = N(g : fµi + (1− f)µj , fσ2
i + (1− f)σ2

j ). (1)

The distribution over all partial volumes containingi andj is given by

pij(g) =

∫ f=1

f=0

pij(g|f)p(f)df =

∫ f=1

f=0

pij(g|f)df (2)

where we assume all values off in the range[0, 1] are equally likely (p(f) = 1). As any pixel contains at most 2
different tissue types, we need only considerM pure tissue classes with distributionspk(g), k = 1..M , andM(M −
1)/2 partial tissue classes (enumeratedpk(g),k = (M + 1)..Mt = M(M + 1)/2). Thus the measured image intensity
distribution,h(g), can be approximated as a weighted sum

p(g : θ) =

Mt∑
i=1

wipi(g) (3)

whereθ = {µi, σi, wk} (i = 1..M, k = 1..Mt). We thus perform an optimisation to estimate the parameters θ
which optimiseDp(p(g : θ), h(g)), whereDp(p, q) is a suitable measure of divergence between distributions.Having
estimated the probability that a pixel with intensityg belongs to classk is given byPk(g) = wkpk(g)/ (

∑
wkpk(g))

(see Figure 2) that pixel can then be classified as belonging to classkc = arg maxkPk(g).

However, we are actually interested in the estimate of the fraction of each pure class tissue (fi,i = 1..M ), in the pixel,
not the probability of each class. Ifkc ≤ M then the pixel is a pure tissue, so we definefkc

= 1 andfi6=kc
= 0. If

kc > M then the pixel is classified as a partial volume, containing two tissues, say of typei and typej. In this case we
wish to find the most likely value of the fractions for each tissue. We define

fi = arg maxfpij(f |g)
= arg maxfpij(g|f)p(f)/p(g)
= arg maxfpij(g|f)

(4)

wherepij(g|f) is defined above in Equation 1. We then setfj = 1 − fi andfk 6=i,j = 0. Using this approach we

computeM images,{F (1)
i , ...F

(M)
i }, recording the fraction of each tissue type at each pixel in the normalised version

of imagei (projected into the reference frame).

3.2 Hard Segmentation

A single composition (tissue fraction) model is constructed from theM fractional images from each of theN images
in our set. Though more detailed statistical models (eg PCA based methods) are possible, in this preliminary study we
simply compute the mean of the fraction images,

{F̂ (1)...F̂ (M)} =
1

N

∑
i

{F
(1)
i ...F

(M)
i }. (5)

As the process convergeŝF defines how much of each of the components is present at any location within the common
structure, estimated using the information from all the images. This is effectively a soft segmentation of the common
structure and can be projected to each example. In practice however, optimised deformation fields will never capture
all the spatial variation in the examples and the final hard segmentation of each imageSi is obtained by combining
the final tissue fraction estimate for that image (using appropriate constraints for partial/true volumes) with the model
using a linear combination, dependent on the parameter alpha and taking the class with the highest fraction in each
pixel:

Si = arg maxm[(1− α)F
(m)
i + αF̂ (m)]. (6)

4 Results

We applied the proposed method initially to a set of 37 near equivalent 2D slices of magnetic resonance (MR) images
of the brain (Figure 2). The images are annotated by experts with tissue type labels including WM, GM, ventricles and
caudate tissue. Our system used sum of absolute differencesfor both the image similarity,Dim(), and Bhattacharya
distance as the divergence between intensity distributions, Dp(). As the brain is a true 3D structure an exact cor-
respondence will never be possible between 2D slices, no matter how carefully chosen. However these images have

3



Figure 2. Results of analysis of brain images: a.-c. composition model estimates for the three tissue classes, d. a set
of hard segmented input set images

TO min(TO) max(TO) median(TO) σTO

AAF Segmentation - 0.7091 - -
PW-rand Atlas Propagation 0.4340 0.6954 0.6566 0.0554
PW-opt Atlas Propagation 0.4560 0.7500 0.6691 0.0585
GW Atlas Propagation 0.4264 0.7324 0.7049 0.0673
Fluid Atlas Propagation 0.4685 0.6888 - -
AAF Atlas Propagation 0.4904 0.7649 0.7342 0.0587

Table 1. Label overlap scores for various segmentation approaches

representative shape and intensity variations and providea proof of concept. Figure 2 a.-c. shows tissue fraction models
in the brain as they are derived by the proposed method. The model starts from a very fuzzy estimate which becomes
more accurate as the images are registered and ends with all three tissues sharply delineated and in close agreement
with their anatomical distribution.

Quantitative evaluation of the hard segmentation results was obtained by measuring the overlap of tissue class labels
produced by the proposed automated analysis framework (AAFsegmentation) for each image in the set and manually
defined labels for WM, GM+caudate and ventricles using the Tanimoto overlap (TO) metric [10], Table 1. The sim-
plistic IDM model adopted in this initial stage uses no spatial information and is unable to distinguish between the fat,
skull and GM for example, so a mask of the marked labels was applied to all Si produced by the system in order to
avoid a bias in TO measurements.

The method was compared with the atlas propagation approachwhere label information was propagated from a seg-
mented image (atlas) into each of the images in the set using deformation fields obtained from a number of registration
algorithms (including the described analysis framework, AAF Atlas Propagation). We tested each system by using
all input images as atlases and the minimum, maximum and median values of mean tissue label overlaps are given
in Table 1. Registration schemes used included i) pairwise registration where each image in the set is registered to a
common reference image selected either randomly PW-randomor closest to the mean of the set PW-opt (a benchmark
in atlas propagation), ii) groupwise registration (GW) where the set is registered to its progressively sharper inten-
sity mean [11] (all using 24x24 point piece-wise affine deformation field and sum of absolute differences objective
function) and iii) fluid flow registration (Fluid) [12], using a deformation field defined at each pixel and sum-squared
difference objective function.

Despite having no manual intervention the proposed approach achieves an average label overlap of 70.9% comparable
with the best of the atlas propagation systems and close to the limit of the deformation field measured on register-
ing label images directly and producing an overlap of 71.7%.Of the atlas propagation methods it is the automated
framework once again that provides best performance with maximum TO of 76.5% and median value of 73.4%. As
expected, the performance of all atlas based schemes variessignificantly with the choice of the atlas image. Using
the automated framework avoids this problem and ensures reasonably accurate performance is achieved even with a
very simplistic intensity model that uses no explicit spatial information. Finally, Figure 3 shows the results of TO for
variousα values used in Equation 6. There is a clear optimum aroundα = 0.7 which suggests information from the
entire group embodied in the model improves performance of individual segmentations (62% atα = 0) significantly.

4



Figure 3. α vs TO for the proposed hard segmentation

5 Conclusions

We have presented an effective technique for segmentation of groups of medical images that operates as a part of a
broader analysis framework in an automated manner. The method constructs an explicit model of the composition of
the analysed anatomy and fuses this model with individual information extracted from each image to achieve accurate
delineation of different tissue types. The results presented indicate that the method achieves accuracy of over 70%
on segmentation of tissue types in MR images of the brain using information from the entire group, even when fitting
relatively simplistic intensity distribution models and no spatial information. Further work on this will explore theuse
of more powerful distribution models as well as techniques that would perform automated model selection thereby
generalising the framework to operate on any type of medicalimage data.
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Abstract.
Atrophy quantification using volumetric longitudinal magnetic resonance imaging (MRI) is increasingly being con-
sidered as an outcome in trials in dementia. Methods that require manual delineation of the brain in the baseline and
the repeated scans are time consuming. In this study, we suggest and validate a novel semi-automatic methodology
to measure atrophy rates using Boundary Shift Integral (BSI). This method uses only the baseline brain regions
and employs affine registration followed by morphological operations to identify brain boundary delineations in the
repeated scans. Using the registration transformation andthe BSI, we deduce the atrophy rate on these two aligned
brain regions. To show the validity of the proposed method and its consistency with the gold standard manual
method, we have compared them using the statistical agreements on clinical data from three different sites, involv-
ing 150 subjects with Alzheimer’s disease. Our results confirm thatit is possible to measure brain atrophy rates with
similar levels of success to those achieved with the manual method.

1 Introduction

Alzheimers disease (AD) is the most common cause of dementiaand is the major public health problem. Early diag-
nosis is difficult, so too is monitoring progression for trials. Brain atrophy is known to occur early in AD on a spatial
scale large enough to be detectable using serial MRI. Assessing the progression of cerebral atrophy may improve early
diagnosis and enable monitoring of clinical therapies. Thus, it is important to measure atrophy precisely in order to be
useful.

Quantifying cerebral atrophy can be performed using an accurate delineation of brain from non-brain tissue on a
volumetric MRI scan. Multiplying the voxel volume by the number of voxels that lie within this segmented mask gives
an estimate of the brain volume; the difference between volumes on serial images can approximate the tissue loss.
While this method is suitable for approximating cerebral atrophy rates, most segmentation methods are prone to errors
which can lead to inaccurate atrophy measurement. A widely used technique that aims to improve on that described
above is the Boundary Shift Integral (BSI) [1]. This uses thesegmentations described above and then registers the
repeat scan to the baseline and uses the same transformationto map the repeat segmentation to the baseline. The
algorithm then creates a logical exclusive OR (XOR) or ’between borders’ region of the two registered segmentations.
Differences in the scans that lie between the bounds of a normalized intensity window are then integrated over this
XOR region, approximating the volume traversed by the brain/CSF boundary over time.

Brain segmentation is an important stage for the quantification analysis. Numerous algorithms have been suggested
to perform brain extraction. Several attempts have been made to propose semi-automated segmentation methods that
reduce manual segmentation labour requiring user-interaction [1]. Most are devised to work on T1-weighted MRI data,
with several exceptions to other modalities [2]. Various methodologies are used to achieve a semi-automated [3] or
fully automated [4] separation of brain from non-brain tissue. Atlas registration techniques for segmentation transfer
brain labels to an individual subject [5]. Most perform wellwhen defining deep structures of the brain but may fail at
the cortical surface due to the large degree of inter-subject variability in sulcal and gyral morphology. Other methods
have been published on whole-brain segmentation from volume MRI data [6]. For example, Sandor and Leahy [7]
describe a brain labeling method, the first stage of which consists of a morphological algorithm for extraction of the
cortex. The algorithm relies on automatic edge detection followed by morphological operations, but it requires a human
observer to select a seed point inside the brain by visual inspection and therefore is not fully automatic. Atkins and
Mackiewich [8] have presented a fully automatic method thatcan segment the brain in MRI datasets of different
contrasts. However, the algorithm is not fully three-dimensional and does not work on sagitally acquired T1-weighted
data. Lemieuxet al. [9] presented an approach that is based on automatic foreground thresholding and morphological
operations. To make the algorithm independent of scan orientation and to ensure the full connectivity of all parts of the
segmented brain, all operations are performed in 3D.
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Figure 1. Flow chart of the gold standard manual method (left) and the proposed method (right).

In this study, we propose a fully automated technique for propagation of a baseline segmentation to subsequent repeat
scans. This propagated segmentation is used as input to the BSI.

2 Materials and methods

2.1 Data-sets and MRI Acquisition

Three data-sets from different studies were used to validate our method. The first data-set includes 20 AD subjects
taken at five time points, the second data-set includes 43 AD subjects taken at three time points and 57 AD subjects
taken at two time points and the third data-set contain 30 AD subjects taken at two time points. In total we have
examined 150 AD subjects from three different data-sets. All scans were T1-weighted volumetric studies acquired
coronally on 1.5T scanners; multiple scanners were used however each subject’s serial scans were acquired on the
same scanner.

2.2 Methodology: semi-automatic strategy

Firstly, the bias-field artefact in the scans were removed using the non-parametric non-uniform intensity normalization,
commonly referred to N3 method [10].

We wanted to obtain a mask on repeat scans given a baseline scan of the same subject that had already been segmented
using MIDAS [1]. We proceeded by registering the repeat scanto the stripped baseline. Inverting the transformation,
the baseline mask was transformed to the repeat scan using trilinear interpolation and threshold of the50% level. We
then performed morphological corrections to this propagated segmentation to take into account any cerebral change.
The segmentation was eroded once to correct any excess due tothe registration. We then applied two conditional
dilations (within 60% to 160% of mean brain intensity) to slightly expand the voxels to fill the brain. Finally, The BSI
was calculated using the baseline and propagated repeat scans and segmentations as described in [1]. As far as we
know, this is the first time that morphological corrections to the registration were used to propagate the brain regions.

Figure 1 shows the flowchart of BSI calculation using the goldstandard method and the proposed method.
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Figure 2. Brain regions extracted from gold standard (top row) and proposed method (bottom row).The columns
correspond to follow-up time points from left (1st time point) to right (4th time point).

3 Experiments and results

The atrophy analysis used in this validation was based on boundary shift integral (BSI). We recall that the BSI deter-
mines the total volume through which the boundaries of a given cerebral structure have moved and, hence, the volume
change, directly from voxel intensities. Figure 2 presentsimages of brain regions extracted using the conventional
method and the proposed method. The BSI calculation was performed using repeat masks obtained manually and us-
ing the proposed automated method. Figure 3 presents the results comparing atrophy in terms of BSI values at different
time points on the three data-sets used for our validation.

The statistical analysis is based on the quantification of the limits of agreement between the proposed and manual
methods with the brain Boundary Shift Integral (BSI) measure using Bland and Altman agreement criteria [11]. Figure
3, middle row, shows the result of the two methods with a line of equality graph, and the bottom row the graphical
presentation of agreement of the two methods with the three data-sets. Because we do not know the true volume
changes we are measuring, we use the mean of the quantities ofthe two methods as our best estimate (Figure 3,
bottom) [11]. The calculation of95% agreement, estimated by mean differences±1.96 standard deviations of the
differences of the two methods. Such differences, in all likelihood, follow a normal distribution. As we can observe,
there is compatibility between the two methods. There are, in fact, less than5% of BSI values outside the limits of
agreements (8/241 BSIs,∝ 3%). We do not want to exclude the values outside the limits. Revisiting the corresponding
scans, we have found that these outside limits values were aninter-segmentor bias. But as the error was less than (5%)
and we have largely a95% of agreement, the statistical agreement is sufficient to conclude that the two methods are
very similar for BSI quantifications.

4 Conclusion

The method described here only involves user input in the delineation of the brain on the baseline scan. We have shown
it is consistent with the established method requiring brain delineation on each scan. There was no significant difference
between the results of the two methods. The proposed method considerably reduces the manual effort for quantification
of brain atrophy and inter-segmentor bias. This semi-automatic strategy can be extended to other applications where
measurement of the brain volume change from serial MRI is important.
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Figure 3. BSI measure with the three data-sets (top), conventional vsproposed observed by line of equality graphs
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Topology-Preserving Breast MRI Registration using Simultaneously
Computed Local and Global Deformations
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Abstract.
Dynamic contrast-enhanced (DCE) breast MRI facilitates the quantitativeanalysis of contrast agent kinetics and
its relation to suspicious breast lesions. Due to tissue variability of the breastand involuntary patient movement,
subtraction images employed for this task are often perturbed by motion artifacts. Thus, the correction of patient
motion is essential for a valid image analysis, removing these artifacts, whilepreserving lesion topology. We present
an integrated combination of linear and non-linear registration into one singlealgorithm, eliminating the need for a
prior linear registration step and reducing the computational costs. To ensure topological consistency, we incorpo-
rate a volume-preserving term, which serves as an additional force inducing a deformation that preserves consistent
image regions. We demonstrate that our proposed method reliably reduces prominent motion artifacts in both syn-
thetic images and dynamic 3-D clinical breast MRI data, and facilitates an efficient usage in a clinical environment.
Furthermore, the impact of the additional volume constraint on registration quality is demonstrated on artificial and
clinical image data.

1 Introduction

For the qualitative and quantitative analysis of dynamic contrast-enhanced MR mammography, motion correction of
the original image time series is a fundamental prerequisite to a valid pharmacokinetic analysis. Individual image time-
points are acquired during the uptake and diffusion of the injected contrast agent. Resulting intensity differences are
visualized employing subtraction images of different time-points, so that present lesions are more readily detected and
the computation of parameter mappings is facilitated. However, motion artifacts induced by involuntary patient motion
or muscle relaxation during image acquisition affect this analysis and complicate a visual and quantitative evaluation.
Correction of such image artifacts is achieved by the application of image registration algorithms to the whole dynamic
image series, prior to the actual image analysis. For DCE breast MRI, appropriate registration methods effectively
reduce data variability and facilitate improved detectionand staging of present breast lesions [1].

Several registration algorithms using various similaritymeasures have been proposed for breast MRI motion correc-
tion [2]. Some approaches consider intensity variations, using enhancement models [3] or explicitely modeling local
signal variations [4]. The entropy-based normalized mutual information measure has proven to be a robust error mea-
sure for breast MRI registration [5]. Normalized cross-correlation measures can be determined from discretized cor-
relation coefficients, with local correlation being comparable to mutual information in some respects [6] and proposed
for breast MRI registration [7].

For breast registration, the computed transformation mustreflect the elastic deformability and tissue of the breast. For
general non-linear image registration, viscous fluid and elastic registration are frequently employed [8, 9]. For breast
MRI registration, a variety of algorithms has been proposed[2]. Physically motivated models can be employed in the
deformation [10]. Transformations based on the deformation of B-Splines or Thin-Plate-Splines [11, 12] have been
used extensively for the registration of X-ray and MR mammographies. Furthermore, optical flow based registration
methods [13], or curvature-minimizing regularizations ofthe displacement field [14] have been proposed. Consistency
and reduced divergence of the computed deformation is oftenforced by the incorporation of volume-preservation
constraints [12,15] into the similarity functional.

Although patient movement is restricted by the breast MR coil, involuntary motion may cause considerable artifacts.
Thus, non-linear registration methods typically require apreceding linear registration, since most of these algorithms
cannot establish correspondence between remote image regions. The curvature registration method is one exception,
with affine linear transformations not being penalized by the regularization operator [14]. A very common combination
of affine linear and B-spline transformations has been proposed by Rueckertet al. [11]. However, this approach does
not employ an elastic deformation model, and the initial affine linear registration is computed only prior to the non-
rigid scheme. To a certain degree, global motion can also be compensated for by employing general multi-resolution
schemes [13], but the resulting deformation field would contain vectors of significant length. A different, potential

∗T. Boehler: E-mail: boehler@mevis.de, Telephone: +49 421 2183539
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registration approach constrains the maximum rigidity of the computed deformation [16], but has not yet been evaluated
on dynamic breast MRI.

Unlike common motion correction algorithms, we employ onlya single iteration scheme, combining local and global
deformations and using an intensity-based similarity measure. Thus, a prior linear registration is no longer required.
This approach is similar to that of Haber and Modersitzki [17]. However, in [17], linear and non-linear deformations are
completely decoupled. In our approach, we employ dynamic weighting functions to guide the transition from linearity
to non-linearity [18]. Additionally, for both the linear and non-linear parts, we employ a combined first-order gradient
descent, whereas Haber und Modersitzki use a multigrid scheme for the non-linear constrained optimization, and a
second-order optimization for the linear part. The presented method has the advantage of reusing already calculated
data, so that the overall computational costs (e.g. for the warping) are reduced. The employed voxel-wise similarity
measure can be implemented using efficient SSE/SSE2 instructions. Furthermore, because the relationship between
local and global transformation is adjusted by weighting functions, this combination potentially allows for a variety
of image transformations. To ensure consistency of the deformation, we incorporate the additional volume-preserving
constraint proposed by Rohlfinget al. [12]. The correctness and performance of the algorithm are demonstrated on
both synthetic and clinical images, underlining the neccessity of volume-preservation and fast computational schemes.

2 Methods

Let R(x) be the image intensity at voxel positionx = (x, y, z)T of reference imageR andn = |R|. Furthermore, let
T be the template image to be registered toR. Extending the common sum of squared intensity differences(SSD) to

e(p) =
1

2n

n−1∑

i=0

[R(xi)−T(g(xi,p) + u(xi))]
2 (1)

yields the error measure to be minimized [17, 18]. Image deformation is determined by a global linear transformation
g(x,p) = Apx + tp, g : R

3 −→ R
3, and a local displacementu(x) = (ux, uy, uz)

T , u : R
3 −→ R

3 for
each grid positionx. Here,Ap denotes a matrix defining a linear transformation determined by the parametersp =
(p1, . . . , p9)

T , whereastp = (p10, p11, p12)
T gives the corresponding translation. Thus, the combined global and local

transformation is defined byw(p) = g(x,p) + u(x).

Minimization of equation (1) is facilitated by performing afirst-order gradient descent, computing parameter updates
∆p(t) and∆u(t)(x) in each time step and weighting them by a dynamic factorα adjusted in each temporal iterationt:

p(t+1) = p(t) + (1− α)∆p(t) and u(t+1)(x) = u(t)(x) + αλ∆u(t)(x). (2)

Forα, we define a strictly increasing functionα = 1− |et − et−1|/|e0|, whereet denotes the error value computed in
iterationt = 1 . . . n, ande0 the initial error. Weighting factorα ∈ [0, 1] guides the transition from linear (α = 0) to
non-linear (α = 1) transformations, whileλ additionally weights elastic deformations.

The required first-order derivatives of the similarity measure can be computed analytically. The descent direction is
defined by the gradient∇e(p) of equation (1) w.r.t. global parameter changes and local deformations, respectively.
Since motion artifacts remote to the actual breasts are lessrelevant to the analysis, Dirichlet boundary conditions are
employed. To increase the performance of the method, an efficient multi-resolution approach based on a Gaussian
image pyramid was integrated into the implementation. For the computation of non-linear image deformations, the
method is related to several approaches that perform similar computations, such as the “demons” algorithm [19],
optical flow approaches [13], as well as the regularized gradient flow [20]. To reduce local variation, the deformation
field is regularized using a discretized Gaussian kernel, shown to be a rough approximation to the linear elastic potential
and the corresponding Navier-Lamé equation [19].

2.1 Volume Preservation

To ensure image consistency despite of high intensity variations typical to contrast-enhanced MR, we postulate a curl-
free deformation field with reduced divergence. Consequently, a common additional functional term is incorporated
into equation (1), penalizing degenerating transformation Jacobians [12]. Strictly spoken, since a gradient descent
method is employed instead of a constrained optimization, the additional term serves as a penalizer rather than a
genuine functional constraint. We define

v(p) =

n−1∑

i=0

(|ℑw(xi)| − 1) (3)
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Figure 1. Synthetic 2-D images. Left column: Reference (top) and template (bottom) images. Middle: Warped
template without (top) and with (bottom) volume-preservation, and corresponding deformation grids overlayed. Right:
Scaled value of the determinant of the non-rigid transformation Jacobian. Employing the preservation, in particular the
intensity variation has a significantly smoother deformation, and the associated determinant is close to unity.

as an appropriate term, where|ℑw(x)| denotes the determinant of the Jacobian of the transformation w(x). Since
global rigid transformations preserve areas of consistentimage regions, we simplify (3) by only considering the Jaco-
bian of the non-rigid local part. Incorporating this into the error function (1) yields

e(p) =
1

2n

n−1∑

i=0

[R(xi)−T(g(xi,p) + u(xi))]
2

+ γ
n−1∑

i=0

[|ℑu(xi)| − 1]. (4)

The factorγ additionally weights the influence of the volume-preserving term. Hence, the descent update∇e(p) of
equation (4) is extended by adding the derivative of the new term w.r.t. local displacements, e.g. the derivative for the
x-direction is given by

∂

∂x
|ℑu(x)| = |I−ℑu(x)| tr[(I−ℑu(x))−1 ∂

∂x
ℑu(x)]. (5)

To ensure second-order differentiability, the update (5) is computed from the explicitely regularized deformation in
each iteration.

3 Results

The algorithm was implemented in theC++ programming language, using the IntelR© SSE/SSE2 instruction set for
some components (e.g. warping). Testing scenarios for the registration were computed on common personal computer
hardware (single-core CPU,2.41GHz, 2GB RAM). Assessment of the proposed algorithm was facilitated using two
different types of data. First, the implemented algorithm was applied to synthetic images to verify that the method
works properly. Subsequently, it was executed on MR data, demonstrating the method’s ability for clinical settings.
For our experiments, we setλ = γ = 1, and employed3 multi-resolution levels for the registration.

3.1 Synthetic Images

The effectiveness of the volume-preserving algorithm was evaluated on 2-D images of size128 × 128. To simulate
contrast-agent uptake, a local intensity pattern was embedded into the template image. The test data simulates global
and local non-linear distortions, created by manually applied linear and B-spline transformations. For the 2-D registra-
tion, convergence was reached in0.76s/2.18s employing70/125 iterations on3 levels of the Gaussian multi-resolution
pyramid for the unconstrained and constrained variants, respectively. The resulting deformations were visualized by
corresponding deformation grids superimposed on the warped template image (see Figure 1). Noticably, the grids are
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Figure 2. Subtraction images for two registered breast MR datasets (each before (l.) and after (r.) registration),
showing the reduction of artifacts. All MR images courtesy of J. Wiener, Boca Raton Community Hospital, FL.

substantially different at the image region containing theintensity alteration. Whereas the unconstrained algorithm
causes the grid to contract, the constrained algorithm displays a smooth deformation, resulting in a more consistent
contrast-enhanced region. Visualization of the determinant of the transformation Jacobian underlines this result, since
only low-frequency variations of the deformation remain. Computed quantitative measurements validate the effect of
the additional volume-preservation: The contrast-enhanced region of the warped images was segmented automatically,
and the resulting volume was determined. For the unconstrained version, the enhanced region retained only68.09% of
the original volume (257 voxels), whereas the constrained variant retained90.66%. Considering interpolation artifacts
perturbing the segmentation of this relative small region,an improvement of approximately20% is a sound result.

3.2 Clinical Breast MRI

Evaluation of the method under more realistic circumstances was performed by application of the proposed technique
to actual clinical data (see Fig. 2). The algorithm was applied to a set of21 dynamic MR images with varying image
dimensions. Typically, an image consisted of four time-points with dimensions of512 × 512 × 80 voxels. Voxel
size was approximately0.6mm × 0.6mm × 2mm. Timings for the motion correction must be compared per time-
point registration, since the datasets contained different numbers of time-points. On average, the computation for the
constrained, combined linear and elastic registration of an individual time-point took236.91s and required24 iterations
on 3 multi-resolution levels. Consequently, application for clinical diagnostics is feasible, since an ordinary DCE MR
examination takes about10 − 15 minutes. On average, the SSD and normalized cross correlation similarities for the
registration of the first timepoint were increased by14.52%(±21.93) and1.82%(±3.49), as well as17.49%(±25.3)
and2.11%(±4.32) for the unconstrained version.

For images with present lesion shapes and motion artifacts,detailed views of the deformation were examined. As with
synthetic images, the algorithm effectively reduced motion in the patient data. The inherent linear transformations re-
duced the amount of global image variation, such that the resulting elastic deformation contains mostly local variation.
Figure 3 shows two exemplary registration results computedwith the proposed method. As visible in the deformation
grid, the constrained version of the algorithm penalizes local intensity changes, while the overall elastic deformation
is unaffected and motion artifacts were significantly reduced. Measurement of lesion volume changes to further assess
the influence of volume preservation is currently under way.

4 Conclusion

A dedicated method for motion correction of breast MR mammography was proposed, combining local and global
models into one single iterative scheme. Furthermore, the method was enhanced by the addition of a volume-preserving
force to conserve the topology of present lesions. The combined algorithm sufficiently compensates for larger image
deformations induced by involuntary patient movement, andlocal elastic deformations caused by individual breast
tissue motion. The presented method was evaluated on synthetic and clinical images, demonstrating successful motion
correction and the impact of the additional force. Though employing only an intensity-based similarity measure, the
constrained registration results are promising and demonstrate the potential of the algorithm for a clinical application.

5 Future Work

To enhance performance, we are currently extending usage ofthe employed IntelR© SSE/SSE2 instruction set, and
will additionally utilize recent GPU hardware for registration tasks. Furthermore, a modification and evaluation of the
algorithm w.r.t. advanced similarity measures, such as local cross correlation or normalized mutual information, as
well as image noise will be conducted. Finally, computed results need to be studied more thoroughly, for instance, by
qualitative and quantitative assessment of lesion volumetry changes, as well as evaluation of lesion displacements.
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Figure 3. Application of the proposed algorithm to lesion cases (enlarged views). From left to right: Entire reference
image, enlarged reference image (time-point1), enlarged template image (time-point0), deformation grid for the
unconstrained registration, deformation grid for the volume-preserving registration. Magnitudes of the deformation
fields were enlarged by the same factor for visualization purposes. Corresponding positions are indicated by markers.
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Abstract. The main goal of this work was to evaluate several well-known methods which provide global (BSI and
SIENA) or local (Jacobian integration) estimates of atrophy in brain structures using Magnetic Resonance images.
For that purpose, we have generated realistic simulated Alzheimer’s disease images in which volume changes are
modelled with a Finite Element thermoelastic model, which mimic the patterns of change obtained from a cohort of
19 real controls and 27 probable Alzheimer’s disease patients. SIENA and BSI results correlate very well with gold
standard data (BSI mean absolute error � 0.29%; SIENA � 0.44%). Jacobian integration was guided by both fluid
and FFD-based registration techniques and resulting deformation fields and associated Jacobians were compared,
region by region, with gold standard ones. The FFD registration technique provided more satisfactory results than
the fluid one. Mean absolute error differences between volume changes given by the FFD-based technique and the
gold standard were: sulcal CSF � 2.49%; lateral ventricles � 2.25%; brain � 0.36%; hippocampi � 1.42%.

1 Introduction

Atrophy measurements in some key brain structures, obtained from structural Magnetic Resonance (MR) images,
can be used as biomarkers for neurodegenerative diseases in clinical trials [1], giving complementary information to
cognitive tests. Computational anatomy methods [2] have been developed to analyse longitudinal and cross-sectional
MR data, including quantification of atrophy.

Until recently, the evaluation of these methods has been extremely difficult since there was no reliable gold standard.
Furthermore, semi-automatic or manually traced measurements of regions of interest suffer from lack of reproducibility
and sensitivity, as well as being labor-intensive. Recently, Karacali et al. [3] and Camara et al. [4] proposed two different
approaches 1 aiming to answer this question. The first technique is based on the generation of topology-preserving
deformation fields with Jacobian determinants matching the desired volumetric changes on a specific region of interest.
The main drawback of this technique is that it does not take into account the interrelation of different structures. In
Camara et al. [4], we presented a technique in which atrophy in brain structures is simulated with a thermoelastic model
of tissue deformation. It requires a set of segmented structures to build the input of the FEM solver, unlike Karacali’s
method, which does not necessarily need a segmentation step prior to simulation (the region of interest can be a sphere
centered on a manually selected point in the image). On the other hand, in [4], the biomechanical readjustment of
structures is modelled, using conventional physics-based techniques based on biomechanical tissue properties.

In this work, we have evaluated some well-known atrophy measurement methods with a set of realistic simulated
Alzheimer’s disease (AD) images, providing very valuable information for their use in a clinical context or investigate
their use in drug trials. To the best of our knowledge, this is the first time that such an assessment study, using
plausible simulated brain atrophy to compare several techniques, has been performed. The gold standard data has been
created using an improved version of the methodology presented in [4]. Two popular methods, SIENA [5] and BSI [6],
that provide global estimates of brain atrophy, and Jacobian integration guided by two different nonrigid registration
methods (B-Spline FFD [7] and fluid-based [8] one), that gives local volume changes, were evaluated. A cohort of
pairs of MR scans corresponding to 19 controls and 27 probable Alzheimer’s disease patients was used to guide the
generation of the gold standard data.

2 Atrophy simulation

The methodology for the generation of simulated images involves four main steps: generation of a reference labelled
3D mesh; its adaptation to every subject anatomy; running the FEM solver to simulate regional volumetric change on

�
Corresponding author: o.camara-rey@ucl.ac.uk

1Both authors provide tools or gold standard data at the following addresses: https://www.rad.upenn.edu/sbia/; http://www.
ixi.org.uk
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Figure 1. From left to right: original MNI Brainweb atlas; image with simulated atrophy with old; and new boundary
conditions; subtraction between simulated AD images with old and new boundary conditions.

every subject-specific mesh; and application of the resulting deformation fields to the corresponding baseline MRI.

2.1 Reference volumetric mesh

A reference tetrahedral mesh (868404 elements) was built using the procedure detailed in [4]. In our work, we have
employed a different set of labels, according to the information we had from the cohort of real images (both hippocampi
and whole brain) and the boundary conditions imposed on the FEM model, as explained in Section 2.3. Therefore,
we used labels for the whole brain (Grey Matter and White Matter together), the lateral ventricles, left and right
hippocampus, the subtentorial area, extra-sulcal and sulcal cerebrospinal fluid (CSF), the last three being relevant for
boundary condition purposes. The separation of the extra-ventricular CSF into two different classes was obtained by
applying a brain cortex segmentation tool, available in Brainvisa 2, on the grey-level version of the MNI Brainweb 3

atlas. The outer interface of the resulting segmentation reaches the brain hull, therefore it includes sulcal CSF, which
is isolated using the GM and WM labels of the MNI atlas.

2.2 Subject-specific meshes

In order to generate a cohort of simulated images with neuroanatomical variation representative of the population, the
atlas-based 3D mesh has been adapted to the cohort of real images cited above, thus building a set of corresponding
subject-specific meshes, which will be subsequently introduced into the FEM solver. T1-weighted volumetric MR
images acquired on a 1.5 Tesla Signa unit (General Electric, Milwaukee) using a 256*256 matrix to provide 124
contiguous 1.5mm coronal slices through the head were available for every subject.

The mesh adaptation was performed by applying a Mesh-Warping (MW) technique [9], in which the transformation
resulting from a fluid registration [8] between the grey-level atlas image and every subject MR scan is applied to the
atlas-based mesh. The classical Jaccard overlap measure of semi-automatically obtained brain-masks [10] after fluid
registration was (mean � STD) 0.855 � 0.024 for probable ADs and 0.886 � 0.018 for controls, demonstrating a good
fitting of the subject-specific meshes.

2.3 Finite-Element deformation model

2.3.1 Model

The subject-specific meshes were introduced into the FEM solver, in which volume changes were simulated with
a thermoelastic model of soft tissue deformation, based on the TOAST package, which is freely available 4. After
defining the elastic material properties of every region, a set of thermal coefficients, one per structure, that will result
in differential regional volume changes to be applied, is computed. These were based on semi-automatically obtained
segmentations [10] for both hippocampi and the whole brain between the pairs of MR scans of the cohort described
above.

Homogeneous Dirichlet boundary conditions were introduced using a Payne-Irons method to suppress the displacement
of the mesh nodes corresponding to the surface of the mesh and the subtentorial area. In Camara et al. [4], there was
not any restriction on the labels composed of CSF, since they should fill the space left by brain atrophy. This approach
could result in unrealistic shifts at the top and the bottom of the brain, as illustrated in Figure 1. We addressed this
problem in a different way, by separating the extra-ventricular CSF into sulcal and extra-sulcal CSF, and applying
Dirichlet boundary conditions to the latter, notably improving the realism of the simulated images (see Figure 1). This

2http://brainvisa.info
3http://www.bic.mni.mcgill.ca/brainweb/
4http://www.medphys.ucl.ac.uk/˜martins/toast/index.html
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Figure 2. Gold standard deformation field (left) and zoom into the lateral ventricles (middle, top) and both hippocampi
(middle, bottom). The corresponding Jacobian map (right) is also shown (yellow: volume gain; red: volume loss; blue:
small volume change).

fact raises the question about the behaviour of sulcal and extra-sulcal CSF and their interrelation when atrophy occurs,
which is, to the best of our knowledge, not investigated in the literature.

2.3.2 Gold standard data

The FEM solution consists of a deformation field, defined at each node of the mesh, which produces the desired volume
changes. It can be directly applied to the input mesh or introduced to an interpolation step to generate a voxel-by-voxel
defined deformation.

In [4], the volumetric gold standard data was obtained by integrating over every region the volume differences between
corresponding elements of the original and warped meshes. Therefore, it did not take into account the interpolation
step needed to apply the FEM solution to a grey-level image. In this work, the volumetric gold standard data is obtained
directly from the voxel-by-voxel deformation fields after this interpolation step since they are the ones used to generate
the simulated grey-level images, i.e. they are a more accurate gold standard. The determinants of the Jacobians of
these dense deformation fields were computed and integrated over partial volume Regions of Interest (ROI) defined
with available information about the percentages of every tissue on each mesh element. Figure 2 shows an example of
a gold standard deformation field and its corresponding Jacobian map for a simulated AD subject.

3 Atrophy measurement techniques

3.1 Global techniques (BSI/SIENA)

Freeborough and Fox [6] proposed the Boundary Shift Integral (BSI) technique which computes volume change via
the amount by which the boundaries of a given cerebral structure have moved. A region around these boundaries is
defined with a series of morphological operations, and, subsequently, volume loss is approximated by integrating the
differences in intensities between both MR scans over the defined region, normalized by image intensity means and
bounded by predefined upper and lower intensity values. A rigid registration and a semi-automatic segmentation step
to delineate the targeted structures are needed as pre-processing steps.

The SIENA (Structural Image Evaluation, using Normalization, of Atrophy) technique, proposed by Smith et al. [5],
automatically extracts the brain from a pair of MR images, aligns the brain masked images with an affine transformation
constrained by outer skull segmentations and finally estimates atrophy based on the movement of brain edges. The latter
step is based on finding all brain surface edges in both MR scans, integrating the distance between the closest matching
edge points, multiplied by voxel volume and normalized by the number of points found.

3.2 Local techniques (Jacobian integration)

The main purpose of Jacobian integration strategies is to capture volume changes within the deformation fields re-
sulting from applying a high-dimensional registration technique between two pairs of MR scans. The analysis of the
deformation fields is usually achieved at a voxel-wise level by computing the determinant of their Jacobian matrix,
which gives a point-estimate of volumetric change. Additionally, if regions of interest are available, an integration of
the Jacobians over these regions gives an estimate of their local volume change. Therefore, the accuracy will depend
on the performance of the registration methodology chosen to cope with the deformations between the images. In this
work, we have evaluated, for cerebral atrophy measurement purposes, two well-known and widely used registration
techniques: B-Spline Free-Form Deformations [11] and a particular implementation of a fluid-based method [8].
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Figure 3. Correlation (left) and mean differences (right) between gold standard and SIENA/BSI results for simulated
controls and patients.

The former deforms an image volume by manipulating an underlying mesh of control points. Displacements are then
interpolated using the 3D cubic B-spline tensor. For this work, a multi-level FFD was used [7], by first deforming an
isotropic FFD mesh of 5mm resolution, followed by a further refinement step using a 2.5mm resolution mesh. The
meshes were adapted to exclude deformations outside of the reference brain masks. The similarity measure of choice
was Normalized Mutual Information. For each level, gradient descent optimization for a maximum of 20 iterations, for
4 steps and initial step sizes of 2mm and 1mm, respectively, was performed.

In fluid registration the transformation is modelled as a viscous flow which warps the source image to match the target
image. The driving force was derived from Intensity Cross-Correlation (ICC). The registration was run at half image-
resolution, without any masking of structures, for up to 400 iterations subject to the ICC improving globally at each
iteration. Further details on the implementation can be found in [8].

4 Results

4.1 Global techniques (BSI/SIENA)

Figure 3 shows a good correlation between the gold standard volume changes and SIENA/BSI results, both for controls
and patients. Average absolute differences in brain volume change with respect to the gold standard (-0.39 � 0.74 for
controls and -1.45 � 0.94 for patients) were small, both for controls (BSI of 0.14 � 0.10; SIENA of 0.18 � 0.14) and
probable ADs (BSI of 0.29 � 0.24; SIENA of 0.44 � 0.48).

SIENA and BSI results provided similar accuracy but their behaviour was different since SIENA tended to overesti-
mate brain volume change whereas BSI underreported atrophy consistently, as illustrated in Figure 3 (left). Another
difference can also be observed between the performance of both methods in controls and probable ADs respectively
(see Figure 3, right), the latter being more challenging due to a higher amount of brain volume change.

4.2 Local techniques (Jacobian integration)

Volume change values (mean � STD of percentage of the baseline structure volume), for simulated controls and patients,
from the gold standard and those provided by the FFD and fluid-based techniques, are shown in Table 1.

The FFD-based method provided extremely good accuracy in whole brain and both hippocampi, with larger errors
occurring in the sulcal CSF, as was expected due to the complexity of such a region.

Table 1. Volume changes (mean � STD of percentage of the baseline structure volume) provided by gold standard, FFD
and fluid techniques.

Structures
Controls Patients

Gold FFD Fluid Gold FFD Fluid
Extra-sulcal CSF 1.43 � 3.12 0.95 � 2.65 0.72 � 1.57 4.52 � 2.87 3.27 � 2.92 1.87 � 1.60

Sulcal CSF 1.95 � 4.20 1.13 � 2.50 0.60 � 1.32 6.11 � 4.07 3.61 � 2.94 1.71 � 1.48
Ventricles 2.24 � 5.22 1.96 � 4.91 2.04 � 4.30 6.02 � 4.13 5.09 � 3.94 5.08 � 3.85

Left Hippocampi -0.03 � 1.11 -0.18 � 0.56 -0.11 � 0.31 -4.00 � 2.97 -2.99 � 2.13 -1.90 � 1.29
Right Hippocampi -0.39 � 1.17 -0.35 � 0.57 -0.20 � 0.54 -4.05 � 3.05 -2.80 � 2.08 -1.71 � 1.33
Subtentorial Area 0.09 � 0.19 0.03 � 0.18 0.09 � 0.17 0.30 � 0.20 0.23 � 0.20 0.28 � 0.21

Whole Brain -0.47 � 1.01 -0.40 � 0.78 -0.32 � 0.61 -1.71 � 1.12 -1.36 � 1.02 -1.06 � 0.82
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Figure 4. Jacobian images of gold standard (left) , FFD (centre) and fluid (right) deformation fields (yellow: volume
gain; red: volume loss; blue: small volume change).

The fluid algorithm provided less accurate estimates of volume change for all structures involved in our experiment.
An additional difference with respect to the FFD-based technique is the smoothness of the fluid-derived Jacobian map,
as shown in Figure 4. This figure allows a visual comparison, for one probable AD case, between the Jacobian maps
computed from the gold standard, the FFD and fluid deformation fields. The smoothness of the fluid-based Jacobian
map is due to its intrinsic distribution of the volume change in homogeneous regions.

5 Conclusions

To the best of our knowledge, this work presents the first evaluation of some well-known atrophy measurement tech-
niques with realistic simulated Alzheimers’ disease images. Both global techniques analysed in this paper have been
extensively employed for the neuroimaging community and results presented here confirm the appropriateness of both
of them for global volume change estimation purposes. Regarding local methods, the FFD-based one performed better
than the fluid registration technique, demonstrating results accurate enough for being used in studies such as clini-
cal/drug trials. Future work will be focused on the development of a thermodiffusion model to model brain atrophy.
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Abstract. Computed tomography (CT) is the primary modality for imaging the lung cancer patients. However, the
differentiation of lung atelectasis and malignant tumours is hardly possible due to a very similar visual appearance.
In this paper, we explore the limits of the usefulness of CT image intensity information for discriminating the lung
atelectasis and tumour regions. The statistical significance of intensity differences as a function of voxel sample
size was assessed on CT scans of 40 lung cancer patients using unpaired t-test. The classification accuracy was
evaluated with the help of Hierarchical Clustering, Support Vector Machines, and Random Forests methods using
44000 training and test sets of voxels sampled at random. Visualisation of sample data vectors was performed using
a Multidimensional Scaling technique. The Hierarchical Clustering algorithm was found to be the best suited for
segmentation purposes with its potential segmentation accuracy of 4.1 mm for 2D and 2.0 mm for 3D cases.

1 Introduction

The atelectasis term denotes the collapse of all or part of a lung due to bronchial plugging or the chest cavity being
opened to atmospheric pressure. This can happen when the vacuum between the lung and chest wall is broken, allowing
the lung to collapse within the chest (e.g., pneumothorax), when the lung is compressed by masses in the chest, or when
an airway is blocked, leading to slow absorption of the distal air into the blood without replenishment. In this work we
were dealing with the bronchial compression caused by lung cancer tumours, the most common cause of the atelectasis.

Computed tomography (CT) is the primary modality for imaging lung cancer patients. However, on CT scans the lung
regions with the atelectasis and malignant tumours have quite similar attenuation values. Therefore the visual discrim-
ination and separation of the atelectasis and tumours is hardly possible [1], [2]. Yet an accurate tumour segmentation
is strongly necessary by the following two reasons. First, the correct tumour localisation, segmentation, and precise
measurement of tumour diameter play a crucial role in the therapy planning and choosing suitable surgery technique.
Second, if the radiation therapy is prescribed, an exact tumour border is required for precise targeting and accurate
delivery of the ionising radiation exactly to the tumour but not to the surrounding tissue [3].

This work should be considered as a part of more general project the ultimate goal of which is to develop methods
and software solutions for interactive discrimination and segmentation of cancerous tissue from the atelectasis. In this
paper, we exploring the limits of the usefulness of CT image intensity information alone for differentiation of lung
atelectasis and malignant tumours using statistical and pattern recognition methods. All the analyses were performed
intra-subjectly (eg, the training and test sets of image voxels were sampled from the same patient). This is because we
were mainly interested in performing differentiation of atelectasis and tumour regions in a gradient-like manner [4] for
each particular patient but not in the evaluating existing inter-subject distinctions.

2 Materials

In this study we used 40 CT images of the chest of patients with lung cancer and atelectasis of a portion of the lung
as diagnosed by a qualified radiologist and confirmed histologically. Thirty seven of them were males and remaining
three were females. The age of patients ranged from 41 to 80 years with the mean value of 61.1 and STD of 9.2 years.

CT scanning was performed on a multi-slice Volume Zoom Siemens scanner with the standard clinical kV and mA
settings during the one-breath hold. The voxel size was equal to 0.68 mm in the axial image plane with the slice
thickness equal to the inter-slice distance of 7 mm. No intravenous contrast agent was administered before the collection
of scan data. Typical example of original CT image slice and mean intensity values are shown in Fig. 1.
∗vassili.kovalev@gmail.com (corresponding author), maria.petrou@imperial.ac.uk, skhoruzhik@nld.by
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Atelectasis and tumour regions were segmented manually in each image slice of each patient by a radiologist using
institutional software package called Voligator. Depending on the particular patient, the atelectasis occupied from
4 to 27 axial slices. A narrow manually-adjusted intensity window was used during the outlining atelectasis and
tumour borders as it helps to slightly accentuate the intensity difference between the two region types. Generally, the
tumours were located in the lung more centrally (ie, closer to the mediastinum) while the atelectasis often was located
more peripherally. It was also noticed that the tumour in-plane contours tend to have more bulging shape while the
atelectasis regions were rather bounded by ”piecewise-straight” lines. Finally, it should be pointed out that the manual
segmentation was performed intuitively, solely based on an extensive clinical experience. Nevertheless, in some cases
the correct delineation of the ”true” boundaries may not be guarantied due to the above-mentioned reasons.

3 Methods

The approach followed in this study was to sub-sample image voxels from two types of lung regions at random and to
evaluate the significance of the intensity differences as a function of the sample size. This was done for each patient
separately. The voxels were sampled without replacement. The training and test sets do not overlap. In order to ease
the interpretability of the results, the sample sizes were selected so that they correspond to the number of voxels in
square-shaped image slice patches with the side size of 3, 4, ..., 10, 15, 20, and 30 voxels that is 9, 16, ..., 100, 225,
400, and 900 sample voxels respectively. This does not means that the analysis methodology we developing is 2D-
oriented, though. All statistical and pattern recognition analyses described in this work were performed using R, a
language and environment for statistical computing which is available for free [5]. The atelectasis and tumour classes
were compared by various ways to eliminate possible bias of one singe method. First, the significance of intensity
differences between the two classes was assessed statistically using a two-tailed unpaired t-test with the significance
level of t-statistics set to p < 0.05. The resultant t-values, which depend on the degree of freedom (sample size) were
converted into z−scores to enable direct comparison of statistical significance obtained in different experiments as well
as to calculate the mean significance scores over all 40 patients correctly. For each patient and each sample size the
procedure consisting of random voxel sub-sampling and performing t-test was replicated 100 times in order to obtain
reliable results.

At the second stage, the atelectasis and tumour voxel samples (ie, the vectors of voxels sorted in descending order
and treated as features) were clustered using Hierarchical Clustering [6], Support Vector Machines [7], and Random
Forests [8] methods. For each sample size and each patient the classifiers were trained on a training sets containing
10 atelectasis and 10 tumour samples and tested on the datasets of the same size. Training and test sets were sampled
independently. There was no voxels included in both training and test sets simultaneously. The three classifiers were
run on exactly the same data. Each test was replicated 100 times in order to obtain statistically representative estimates
of the classification accuracy. The classification accuracy was corrected for agreement by chance using the kappa
statistic as implemented in classAgreement function provided with R. For two classes this particularly means that
the minimal accuracy value was 0 but not 50%. The corrected classification accuracy was used as a measure of the
dissimilarity of two lung regions as well as the basic value for estimating possible image segmentation accuracy. The
total number of performed classification tests was: 40 patients × 11 sample sizes × 3 methods × 100 replications =
132000.

Finally, the Cailliez′s version [9] of Multidimensional Scaling (MDS) method [10] was utilized for reducing the dimen-
sionality of the space of voxel sample vectors down to two dimensions in order to produce conventional voxel sample
scatterplots. Note that the multidimensional scaling provides an approximate solution, which is mostly suitable for
visual examination of overlapping object classes. The total computational time (including all overheads) for 132000
classification tests and 40 × 11 = 440 runs of the multidimensional scaling algorithm was 109 minutes on a personal
computer equipped with 1.86 GHz Intel Core 2 Duo processor.

4 Results

Results of statistical assessment of the significance of intensity differences between the atelectasis and tumour regions
of lung CT scans of 40 patients are reported in Fig. 2. As it can be seen from the figure, the fraction of significantly
different voxel samples and the mean significance scores varied considerably depending on the patient. For instance,
for one patient the percentage of significantly different samples exceeds notable 60% already on 9 voxels and achieves
100% with the sample size as little as 36 voxels (see the left panel of Fig. 2) while in other it starts close to zero
with 9 voxels and finishes at about 10% only. Similarly, for some patients the mean z−score achieves the significance
threshold z > 1.96 which is equivalent to p < 0.05 on the sample size of 9–25 voxels (see the right panel of Fig. 2)
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while for others these values remain insignificantly low even on reasonably large samples consisting of 400-900 voxels.

On the contrary, the voxel sample classification results demonstrate much more consistent behaviour (see Fig. 3). As
it can be revealed from the figure, a very useful property of the classification approach for separating the atelectasis
and tumour regions is that the results are converged to 90–100% of the classification accuracy for relatively large
samples in each patient. As for the comparative efficiency of the three classification methods, it is easy to see from
Fig. 3 that the Hierarchical Clustering algorithm outperforms both SVM and Random Forests for each voxel sample
size. Moreover, in case of Hierarchical Clustering, the classification accuracy corrected for the agreement by chance
starts from the value above 50% almost for each patient and achieves 90% on the sample size of 225 voxels for all
40 patients except for 2 outliers. The mean and standard deviation values of the classification accuracy computed
over 40 patients (see the bottom right plot of Fig. 3) make the superiority of Hierarchical Clustering method evident
and renders other two as almost identical in the voxel sample classification task. Considering that the one possible
segmentation technique could be based on a direct voxel sample classification using sliding window of suitable size,
the mean accuracy threshold should be set to a reasonably high value, say 95%. If so, the minimal sample size should
be set to approximately 100-200 voxels. This corresponds to the window size of about 12×12 voxels (ie, the half
window size is 4.1 mm) for 2D and less than 6×6×6 voxels (2.0 mm) for 3D case.

Fig. 4 shows an example of separation of voxel samples in multidimensional space. It should be stressed that this figure
illustrates one single case out of 440 and thus may not be as conclusive as the results represented in Fig.3.

5 Conclusions

In this work we have documented results of patient-wise assessment of CT image intensity differences between the lung
atelectasis and malignant tumour regions. Our results suggest that it is unlikely that the use of statistical significance
scores for separating lung atelectasis and tumour regions would produce good quality discrimination for all the patients.
However, the recent clustering algorithms demonstrate some encouraging classification accuracy on the CT intensity
samples consisting of few hundred voxels. The Hierarchical Clustering method was found to be better suited for
highlighting the border between the two types of regions in a gradient-like way [4] comparing to SVM and Random
Forests classifiers. This is in agreement with other studies where classes overlap in feature space substantially (eg,
[11], [4]). The voxel sample classification accuracy potentially allows to reliably discriminate atelectasis and tumour
regions using relatively small sliding window of 12×12 voxels (ie, the half window size is 4.1 mm) in 2D and no more
than 6×6×6 voxels (2.0 mm) in 3D case.
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Figure 1. Example slice of typical lung CT image with atelectasis (ATL) and tumour (TUM) regions (left panel) and
plots of mean intensity values of the atelectasis and tumour regions for 40 patients (right panel).

Figure 2. Significance of the intensity differences of lung atelectasis and tumour voxel samples for 40 patients (curves)
as a function of the voxel sample size. Left panel: percentage of voxel samples for which the intensity difference is
statistically significant at p < 0.05. Right panel: the mean value of significance score z. In both occasions image
voxels were sampled from atelectasis and tumour regions at random and each measurement is replicated 100 times.
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Figure 3. Dependence of the classification accuracy on sample size of lung atelectasis and tumour voxels for 40
patients (curves) when using Hierarchical Clustering (top left plot), Support Vector Machines (top right plot), and
Random Forests (bottom left plot) clustering methods. Each test was replicated 100 times for the reliability of results.
The mean and standard deviation accuracy computed over 40 patients is given on the bottom right panel.

Figure 4. Example of separation of 120 image voxel vectors (dots) sampled from the lung atelectasis and tumour
regions of a patient with the sample size of 9 (left panel) and 400 (right panel) voxels. In both cases the sample points
spanning the N-dimensional space (N is equal to 9 and 400 respectively) are projected to a plane with two conditional
dimensions using the Multidimensional Scaling method. The scatterplots represent two replications taken at random.
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Information using Sturges’ Histogram Rule
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Abstract. Mutual Information is a common technique for image registration in the medical domain, in particular
where images of different modalities are to be registered. In this paper, we wish to demonstrate the benefits of
applying a common method known in statistics as Sturges’ Rule for selecting histogram bin size when computing
Entropy as a part of the existing Mutual Information algorithm. Although Sturges’ Rule is well known in the field of
statistics it has received little attention in the Computer Vision community. By augmenting Mutual Information with
Sturges’ Rule, we show that this offers an improvement to both the runtime of the algorithm and also the accuracy of
the registration. Our results are demonstrated on images of the eye, in particular, Fundus images and SLO (Scanning
Laser Ophthalmoscopy) images.

1 Introduction

Mutual Information is a widely used measure for performing image registration in the medical imaging domain, due
to its ability to register images of different modalities [1]. Mutual Information relies greatly on a measure known as
entropy, which can be thought of as the amount of information an event provides when it occurs [2]. Mutual Information
is defined as I(A,B) = H(A) + H(B) −H(A,B), where H(A) is the entropy of the template image, H(B) is the
entropy of the section of the reference image at which the template image is currently located and H(A,B) is the joint
entropy of the two. We wish to find the registration transformation that maximises I(A,B).

Computation of entropy is based on the probability of the values within the data set, defined as
n∑

i=0

−p(i) log2 p(i)

where p(i) is the probability of intensity i occuring within the data set n. One possible approach to finding this
probability distribution is by using a histogram. There are alternative methods that exist, such as using a Parzen
Window [3], B-splines or k-Nearest Neighbours [4], along with more recent techniques such as that described in [5],
although using a histogram tends to be the most popular choice due to its simplicity and computational efficiency.

In the Computer Vision literature relating to Mutual Information, very little mention has been made regarding the
selection of histogram bin size. Most papers use a fixed number of bins either equal to or less than the possible
data range [6], but this means that no consideration is given to the data being organised. In [7], they state that no
method exists for predicting the exact number of bins to use for a histogram, which is clearly not the case, as we shall
demonstrate in our work. Even in comprehensive reviews of Mutual Information such as [2], there is no mention of
how bin size should be selected and how this could affect the performance of Mutual Information based registration.
Nevertheless, bin size is a crucial parameter. Excessive quantisation caused by too large a bin size will result in
important information being lost. On the other hand, too small a bin size may result in many bins becoming sparsely
populated, and consequently making the probability density estimates unreliable.

Sturges’ Rule is a well known method used in statistics for histogram binning [8]. Sturges’ Rule is one possible
technique for determining the size of each group that the data should be separated into, to try give the optimum group
size. Another common method in the statistics literature for estimating bin size is Scott’s Rule [9]. Scott’s Rule
is thought to be an improvement over Sturges’ Rule as Sturges’ Rule can over-smooth a histogram which may be
problematic in some applications [10]. We shall consider Scott’s Rule within our study and compare how this performs
alongside with Sturges’ Rule and using 256 bins.

Applying Sturges’ Rule can provide a two fold benefit. Reducing the number of bins will reduce computational cost
and so improve runtime. It can also be seen as cleaning up an image that may contain irrelevant and distracting
detail, consequently improving the accuracy and robustness of the registration process. Sturges’ Rule is derived on the
assumption of normally distributed data, through the application of a binomial approximation. It is not intended for
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use on data that, for example, features several, well-separated peaks. However, our area of research is targeted towards
retinal images, in particular, Fundus images and SLO images [11], where such features of the histogram are not present.
In this paper, we shall demonstrate the effects that Sturges’ Rule has on these images, and evaluate the performance
that this technique offers in Mutual Information based registration in comparison to using 256 histogram bins or using
Scott’s bin size rule.

2 Method

We will begin by stating the formulae for Sturges’ Rule and Scott’s Rule. We will then demonstrate the effects that
Sturges’ Rule can have on an image and its associated histogram. A comparison of number of bins given by Sturges’
Rule and Scott’s Rule can be found in Section 3.1. We will also discuss Histogram Equalization as a method for bin
size selection.

2.1 Sturges’ Rule Definition

Sturges’ Rule is defined as w = r
1+log2(n) where r is the range of values within the data set, and n is the number of

elements within the data set [8]. The result will give the ideal bin width, w, to be used for the histogram (i.e. the range
for each group of values). To find the number of bins for an image, we simply use r/w.

2.2 Scott’s Rule Definition

Scott’s Rule is defined as w = 3.49σn−1/3 where σ is the standard deviation of the data set, n is the number of elements
within the data set [9], and w is the bin width.

2.3 Sturges’ Rule in Practice

In Figure 1, we present a typical 8 bit Fundus photograph of the eye, along with its associated histogram. The effect
that Sturges’ Rule has had on the histogram is clear to see in Figure 2. Although the histogram contains just 16 bins,
the requantized image has retained all the significant detail from the original in Figure 1.

Figure 1. Fundus image with associated histogram

It can be noticed that the new histogram does not capture the exact shape of the original histogram and distinct peaks
have been lost due to binning which may lead to important information being lost. Comparing the actual images shown
in Figures 1 and 2, we can see the difference that Sturges’ Rule has made. Although the images are still very similar in
what they represent, areas that were originally smooth have now become solid areas, with more noticable steps between
intensity changes. This may be useful in some situations where, like here, the background intensities are unclear and
highly varied which may have an adverse effect when it comes to processing the image.

Applying Scott’s rule, the Fundus image is represented using 145 bins. Although this has reduced the number of bins
slightly, there would be much less of a difference to the original image compared with that of the Sturges’ Rule image.
The distinct intensity changes seen in the background of the Sturges’ Rule image would not be evident on the Scott’s
Rule image.
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Figure 2. Fundus image with associated histogram, after applying Sturges’ Rule

2.4 Histogram Equalization

One other method that is related to bin size estimation is histogram equalization [12]. This normally applies a mono-
tonic remapping of intensity values to make the intensity histogram approximately flat, with the aim of improving
visibility of features. As a consequence, adjacent sparsely populated bins are merged, thereby improving probability
estimates and reducing the number of bins. The effects of histogram equalization in essence allow for variable bin
width within a histogram. We shall investigate the effects of histogram eqaulization on registration in our paper.

3 Testing

Mutual Information can be used to effectively perform image registration on two images of different modalities, by
transforming the template image on to the reference image, such that it maximises Mutual Information. Our aim is to
successfully register our image data correctly, with a high rate of accuracy that is also time efficient.

For our work, we have two images captured from the eye, a Fundus photograph which will be our reference image,
and an SLO (Scanning Laser Ophthalmoscopy) image which is our template image. It can be seen in Figure 3 that
the images are of the same source but have different appearances due to the information captured by each camera. For
the benefit of this paper, the images have been rotated and scaled appropriately beforehand, as we will just report on
the effect of Sturges’ Rule on the accuracy and runtime of estimating translation. Similar effects were found for the
remaining transformation parameters.

To find where the correct registration occurs, we have adopted two approaches, exhaustive search and hill climbing.
Exhaustive search will attempt to match the template image to every possible position on the reference image. This
method can cause our search to check areas where we do not wish our images to match at, for instance, in our data
we know that the registration will occur around the centre of the reference so searching the edges is not necessary.
However, it provides a fair result for the image as a whole that does not rely on having any previous knowledge of
the data being registered. Hill climbing is a more common search technique that will start at a given point (in our
case, this point will be the centre of the reference image) and try to improve on the existing result by testing local
neighbouring positions. This provides a much faster search method, although may not give the true result if caught in
a local maximum which differs from the global maximum.

For our testing, we use twenty-six 8 bit greyscale image pairs which we shall perform registration on, using the
traditional 256 bin representation, Sturges’ Rule, Scott’s Rule and Histogram Equalization. The number of bins used
for computing the joint entropy is found by the number of bins used in template image × the number of bins used in
reference image segment, since this is computed by means of a 2-D histogram. The dimensions for the images are
153× 137 for the reference images, and 50× 51 for the template images. In each case, we shall attempt to register the
images using the exhaustive search and hill climbing search methods.

3.1 Results

Following our testing of Mutual Information using our four approaches, we wish to quantify the alignment with respect
to the ground truth manually determined by a clinician. To do this, we have calculated the error of the translation. The
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tables below shows the average translation error, the average number of bins used (represented by (A,B) where A is
the number of bins used for the reference image and B is the number of bins used for the template image), the average
runtime and the number of successful registrations (where a match is found within a 2 pixel radius of the ground truth).

SturgesRule 256Bins ScottsRule HistogramEqualization
Average Translation Error 17.15 24.92 18.96 20.46
Average Number of Bins (14,14) (256,256) (134,79) (60,64)
Average Runtime (secs) 7.38 19.74 13.21 10.54
Successful Registrations 13 2 10 8

Table 1. Results for performing Mutual Information using Exhaustive Search

SturgesRule 256Bins ScottsRule HistogramEqualization
Average Translation Error 10.73 14.15 11.34 12.53
Average Number of Bins (14,14) (256,256) (112,78) (59,64)
Average Runtime (secs) 0.119 0.239 0.172 0.137
Successful Registrations 11 5 8 7

Table 2. Results for performing Mutual Information using Hill Climbing

As can be seen in Table 1, Sturges’ Rule gives the lowest translation errors, compared to the other methods used,
and manages to successfully register 13 of the 26 test images. Histogram equalization provides a fair improvement
over 256 bins by successfully registering 8 of the 26 images. We note that Scott’s Rule can give a large difference
between the number of bins used in the reference image and the template image. In some cases, Scott’s Rule would
give an estimated bin size greater than 256. This is not necessarily a problem, but the results of registration are worse
than Sturges’ Rule. Scott’s Rule manages to register 10 of the images and 256 bins only manages to register 2. It is
surprising that using 256 bins gives such a low success rate, although in comparison with the other methods presented
here, it is likely due to having very sparsely populated bins, especially so in the joint histogram. The joint histogram
would have 65536 possible bins, where as there are at most only 2550 points to be binned (the true value would most
likely be less as this assumes each pixel and its corresponding pixel in the other image be a unique combination).

Comparing the runtime of performing exhaustive search, using 256 bins takes 19.74 seconds compared to Sturges’ Rule
which takes 7.38 seconds. As expected, this reduction is due to the fewer number of bins that the entropy formula has
to be calculated for. It can be seen that Scott’s Rule and Histogram Equalization also offer an improvement to runtime
compared to 256 bins.

Table 2 shows that when using Hill Climbing, Sturges’ Rule manages to successfully register 11 of the 26 images.
Although this is less than the number of registrations by exhaustive search, it can be seen that the translation error
has reduced. This anomaly shows that although Hill Climbing may not register the images exactly, the results are
much closer to the ground truths than when exhaustive search fails to register. This is because exhaustive search can
potentially place the template far away from the desired position due to the nature of the search technique, which is a
common occurrence on the failed registrations. Scott’s Rule and Histogram Equalization experience a similar situation
to Sturges’ Rule when using Hill Climbing, which suggests that the algorithms are caught by local maxima within the
search space. In comparison, when using 256 bins, we notice an increase in successful registrations. This is due to
being caught by local maxima which, in these cases, has been the correct registration. This improvement is purely
coincidental and could not be guaranteed when registering other sources. The runtime of Hill Climbing is reduced
greatly due to the limited nature of the search, with Sturges’ Rule taking 0.119 seconds.

Figure 3. Results of registration using Exhaustive search (256 Bins Vs. Sturges Rule)
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Figure 3 shows a comparison between using 256 bins and using Sturges’ Rule for selecting the number of bins. It
is clear to see that when 256 bins are used, the registration is incorrect. This is likely to be caused by the noisy
background that is detracting from the data that we are actually concerned with (the blood vessels and optic disc).
When using Sturges’ Rule to perform registration, we can see that it is aligned correctly with all corresponding blood
vessels matching up. By using Sturges’ Rule to reduce the complexity of an image, it is shown that we can achieve
better results for registration.

4 Discussion

In this paper we have demonstrated the benefits of using Sturges’ Rule in Mutual Information. It is a common method
in statistics, but has only ever been briefly mentioned with regards to computing entropy. Our testing shows that it has
a large effect as to whether Mutual Information can actually perform the registration correctly, along with improving
the runtime of the algorithm.

In the statistics literature, there are concerns that Sturges’ Rule can smooth the histogram too much [10], and that
Scott’s Rule is a better approach to estimate bin size. In the context of image registration for our data we have found
this not to be the case since Sturges’ Rule consistently outperformed Scott’s Rule, although both methods are still better
than using a traditional 256 bin representation.

Bin size selection is just one aspect that can affect the performance of Mutual Information. We can clearly see from the
results that although Sturges’ Rule offers an improvement on registration, there is still much scope for developing the
algorithm further to give satisfactory results for our data. One drawback of the standard Mutual Information measure is
that it is calculated on a pixel by pixel basis, so much spatial information is lost. Existing techniques have attempted to
resolve this by performing Mutual Information over the neighbourhood of each individual pixel [13] or by combining
the standard Mutual Information measure with local gradient information from the image [14]. We wish to develop on
these methods further to allow for successful registration of our image data.

It has been shown that Sturges’ Rule offers a simple yet effective way to depict the original image histogram that can
be used for determining the entropy result and improve upon the Mutual Information measure, for both accuracy and
efficiency.
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Abstract. We present a technique for model-independent estimation of the inhomogeneity effect across multiple
different acquisitions of the same subject, on the assumption of equal inhomogeneities in each image. The technique
operates by integration of smoothed estimates of the local derivative of the bias field. Combination of evidence
from multiple images is achieved at the derivative estimation stage via statistical weighting. Quantitative analyses
of the approach on simulated data, and qualitative analyses on genuine MR images of the foot and hip, demonstrate
the superiority of the combined image approach over the equivalent algorithm applied to individual images. The
technique has the potential for application to situations where a bias field correction is needed, but likely to be
unstably constructed for the acquisition of interest.

1 Introduction

Magnetic resonance images typically exhibit artefacts in the form of non-anatomic spatial intensity variations, known
as the inhomogeneity effect, bias field, or gain field. Several sources contribute to this artefact, including

���
(static)

field inhomogeneity introduced both by the main magnet itself and by susceptibility effects at tissue boundaries, and���
(radio-frequency, RF) field inhomogeneity in the receiver coil [1]. Many computer-aided image analysis techniques

developed for MR, such as intensity-based segmentation techniques, assume that each tissue can be characterised
by a well-defined mean intensity. Therefore, the correction of significant inhomogeneity artefacts in the images under
analysis is an important pre-processing step in the application of such techniques. The magnitude of the inhomogeneity
effect is dependent on a variety of parameters, including both the physical properties of the object being imaged and
the scanning parameters, including echo time and repetition time [1]. This makes accurate modelling of the effect for
arbitrary objects extremely problematic, and has led to the development of post-hoc correction algorithms. A wide
variety of algorithms have been developed for this task ( [2] and references therein). One significant problem for such
algorithms is that their ability to measure the inhomogeneity is dependent on the signal-to-noise ratio in the image.
Thus, the correction is more difficult in regions of the image containing low average intensities, with the bias field
being estimated here via a process that is effectively a smooth interpolation. In order to increase the statistical power of
the data available to estimate the inhomogeneity effect, several researchers have investigated methods utilising multiple
images e.g. [3,4], on the assumption of equivalent anatomy across the images. However, in some circumstances it may
be possible to acquire multiple images with approximately equivalent inhomogeneity fields. For example, in surface
coil images (and to a lesser extent birdcage coils used in brain imaging) the main source of inhomogeneity is the RF
field inhomogeneity of the receiver coil itself. Therefore, through alteration of the imaging parameters (echo time and
inversion time) it is possible to acquire multiple images of the same object with differing intensities for each tissue,
but with substantially equivalent inhomogeneity effects. This provides a novel method for dealing with the problems
of estimating the inhomogeneity effect in tissues of low average intensity and thus low SNR: a companion image with
high intensities in those regions can also be acquired, and the inhomogeneity estimated from the image pair.

In previous work we have presented a model-independent algorithm (i.e. not based upon a particular assumption of
the tissues present and their expected distributions), for the estimation of inhomogeneity effects in single images. The
issue of model-independence is an important one, since techniques which assume particular distributions may bias the
later interpretation of pathological tissue. Our technique is based on the assumption that an image is composed pre-
dominantly of regions of homogenous tissue, separated by distinct step boundaries. The algorithm therefore estimates
a (statistically weighted) local relative image derivative, taking care to first eliminate boundaries, and integrates this
data to generate the bias field. In this paper, we demonstrate that the approach can be extended to simultaneously
estimate the inhomogeneity effects present in multiple images of the same subject, on the assumption that they are ap-
proximately equivalent. The technique is applied to simulated chequerboard images, and simulated MR brain images
acquired from Brainweb [5], and the superiority of the multiple-image approach over the application of the equivalent
algorithm to individual images is demonstrated. Qualitative results from genuine MR images of the foot and hip are
also presented. We conclude with some observations on the potential applicability of the proposed approach.
�
E-mail: paul.bromiley@man.ac.uk
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2 Method

We assume an image formation process in which a mean regional tissue grey level �	� is corrupted by a smoothly varying
multiplicative gain 
��������� and additive noise ���������� , where  and � are the image plane coordinates

� ������������ � 
����������������������! (1)

If the multiplicative distortion can be reliably calculated in well-measured regions, it is a relatively straightforward
task to interpolate the observed trends across the entire image. The first step in the algorithm involves estimation of
the image noise "$# from the width of zero-crossings in horizontal and vertical gradient histograms [6], followed by
application of a 3x3 median filter to remove outlier noise. A �&%(')�*'+� template is then used to estimate the intensity
shift across adjacent voxels ,�-��������� where ./�0 or � , and normalised to remove tissue dependency, � � , within
homogeneous regions e.g. in the  direction we define

,2143657 ����������
8 
���������:9 8 

��������� �

; , 7 ��������� ���������� � ��<%='>����� �
; � � ��������?% � ��<%='>�������� ���������� � ��<%='>�����  

Error map images for the above calculations are produced using standard error propagation e.g.

"A@CB7 ��������D� � � ��������A� � ��E%F')�������&G
'IH>" B# � � �������� B � � ��<%='>����� B � (2)

A conservative approach to tissue boundaries and regions of low statistical accuracy is taken: the inverse error is set to
0 for voxels of low signal

� ��������KJF"L# , or those with edges M=NPOIQR B . The , 1:365- images are passed through a smoothing
filter S in order to remove the effects of image structure and thus obtain the low spatial frequency variation i.e. the
multiplicative gain map. A smoothing kernel of 5% of the image size is a good rule of thumb across the images studied.
The appropriately weighted mean estimate of smooth local relative gradient is given by

,UT7 ��������D� SWVX, 143657 " @LB7 ��������
SYV�" @CB7 ��������  (3)

where V represents a 2D convolution. The weighting reduces the significance of poorly measured gradients during
convolution, after which they are removed by division. For an image with uniform intensity in homogeneous tissue,
equation 3 is zero for all voxels in a slice. This can be used as the basis for a regularisation term to provide increased
mathematical stability. , T7 becomes

,UT7 ��������[Z SYV\�], 143657 " @CB7 ����������X^ 1436_ �SYV\�`" @LB7 ����������X" @LB1436_ �
 (4)

The factor " 1436_ is calculated at a � ��������b% � ��c%d')�����*ae�fN>"$# . This upper limit on the error constrains the effect of any
voxels with large errors in their gradient calculations. However, the bias introduced towards zero gradient in regions
dominated by noise necessitates a limited number of iterations in order to converge on the correct value of local gain.

At this stage, since error maps for the relative gradient maps are available, the gradient maps from any number of images
with approximately equivalent inhomogeneity effects can be combined in a simple weighted averaging process, and the
error map for the combined data calculated. A 2D map of the inhomogeneities can then be obtained by re-integrating
the  and � gradient maps, using the centre of the image (which is within the region of interest for most MR images) to
provide a relative point of unity gain. In order to prevent “integral wind-up” of errors, redundant information available
from both directions of re-integration is utilised as described in [7]. The inverse of the exponential of the resulting
inhomogeneity map provides the multiplicative correction.

Evaluation of the algorithm comprised two quantitative and two qualitative stages. First, two chequerboard images
with opposite intensities were prepared (Fig. 1) and a 40% multiplicative bias field consisting of a pair of Gaussians
was applied, followed by the addition of 1% random Gaussian noise. The inhomogeneity correction algorithm was
applied to each image individually, and also to the images as a pair. Coefficients of variation (i.e. the ratio of the
intensity standard deviation to the mean) were calculated for the light squares in each image, and used to calculate the
percentage of the original inhomogeneity remaining after correction. An equivalent experiment was then performed
using simulated T1 and T2 brain MR images from Brainweb [5]. Slice 160 of Brainweb inhomogeneity field A was
applied multiplicatively to slice 27 from each volume, followed by the addition of 3% Gaussian random noise, and the
same evaluation procedure used with the chequerboard images was followed, using the Brainweb tissue phantom to
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 1. The original chequerboard images (a,b), individually corrected images (d,e), jointly corrected images (g,h)
and intensity profiles (c, f, i) for each pair along the line shown in h.

identify white matter (WM) and grey matter (GM) in the corrected images. Finally, the algorithm was applied to T1
and T2 MR image pairs of the foot and hip, to demonstrate qualitatively the operation of the algorithm on real data.

Correction Method T1 WM T1 GM T2 WM T2 GM
Individual 47.5 89.0 17.0 28.8
Joint 0.5 8.3 0̃ 2.5

Table 1: Inhomogeneity (as percentage, gih 5%) remaining in the WM and GM after correction in the simulated
Brainweb images.

3 Results

Figure 1 shows the result of individual and joint inhomogeneity correction of the simulated chequerboard images.
As can be seen from the intensity variation along the profiles, the individual corrections fail to remove all of the
inhomogeneity: 31% of the inhomogeneity originally present in Figure 1a and 74% of that in Figure 1b remain after
correction: the performance is worse on the second image as the peaks of the bias field lie predominantly within the
dark squares were the SNR, and so the inhomogeneity after multiplication, is zero. However, when corrected as a pair
the inhomogeneity is completely removed to within the noise level. Equivalent results were obtained with the Brainweb
images (Fig. 2, Table 1). The SNR is lower in the GM of the T1 image and the WM of the T2 image, and correction of
the GM is particularly problematic since it occupies a relatively thin band in the image. Therefore, whilst the original
algorithm corrects the majority of the inhomogeneity in most regions, it removes only 10% of the inhomogeneity in the
GM of the T1 image. In contrast, the combined correction removes all the inhomogeneity to within errors due to the
higher statistical power available in the combined data. Finally, Fig. 3 and Fig. 4 show applications of the correction
individually and jointly to T1 and T2 pairs of hip and foot images. These data are presented only for qualitative
evaluation; however, the joint correction is visibly more stable. This is particularly clear in the upper-left region of Fig.
4: joint correction removes more inhomogeneity (Fig 4f vs. 4e) with less noise enhancement (Fig. 4c vs. 4b).
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(a) (b) (c)

(d) (e) (f)

Figure 2. The T1 (a) and T2 (c) Brainweb images, the multiplicative bias field (e), and the profiles along the line shown
in (c) for the uncorrected (b), individually corrected (d) and jointly corrected (f) images.

4 Conclusion

In previous work [7] we presented a model-free inhomogeneity correction algorithm. Like other model-free techniques,
its successful application is dependent upon having good quality data. In many real-world situations this may prove
a real impediment to use of the technique. This work has demonstrated an extension to simultaneous correction of
multiple images on the assumption of equivalent inhomogeneity. This assumption is approximately valid under certain
circumstances, for example when scanning is performed using a surface coil, where the inhomogeneity artefact is
dominated by the RF inhomogeneity of the coil itself and so is independent of the scanning parameters to a large
extent. Under such circumstance multiple images of the same subject can be acquired with varying intensities in each
tissue through variation of the scanning parameters, without greatly affecting the inhomogeneity, ensuring that high
SNR is present in all tissues across the image set. This increases the statistical power of the data to determine the
inhomogeneity effect, and thus results in superior inhomogeneity correction. The resultant increase in performance
has been demonstrated quantitatively on simulated data and qualitatively on real MR images. We anticipate that this
approach may also be applicable to some modern MR scanning protocols (e.g. [8]) where multi-contrast images are
acquired simultaneously with some sharing of K-space, and so some sharing of inhomogeneity effects.
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(d) (e) (f)

Figure 3. The original (a,d), individually corrected (b,e) and jointly corrected (c,f) MR foot images.

(a) (b) (c)

(d) (e) (f)

Figure 4. The original (a,d), individually corrected (b,e) and jointly corrected (c,f) MR hip images.
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Abstract 

A method of rigid registration of an MR volume to a 2D ultrasound image of the kidney to be used as an aid 
during HIFU therapy is presented.  In both images, kidney boundary points are first segmented to which an ellipse 
is fitted.  Manual segmentation is used in the case of the ultrasound image, whereas an automatic statistical 
intensity based method is applied to each slice of the MR volume.  The MR volume is reduced to an appropriate 
2D slice and the geometric transformation parameters between this slice and the ultrasound image are determined 
using the relevant parameters of the fitted ellipses.      

1. Introduction 

High intensity focused ultrasound (HIFU) is an emerging non-invasive therapy technique for treatment of a variety 
of tumours including the liver and kidney [1].  Tumour tissue is destroyed through the heating of tissue at a cigar 
shaped focus of the ultrasound energy, approximately 12mm in length and 2mm in diameter.  Currently the most 
common intra-operative imaging modality is 2-D diagnostic ultrasound (US).  Although 2D diagnostic ultrasound 
has the advantage of being compatible with therapy delivery and is relatively inexpensive it is inferior to magnetic 
resonance imaging (MRI) in terms of its ability to show tissue differentiation and to perform temperature mapping.  
In order for HIFU to be successful in a clinical setting accurate knowledge of the position of the focus in relation to 
the tumour boundaries is required.  In the planning stages of HIFU therapies at the Churchill Hospital, Oxford, both 
pre-operative MRI and US images are acquired.  The registration of the pre-operative MRI volume to the intra-
operative real-time 2D US images would provide extra structural information for the interventionalist during 
treatment.  In this paper we present a method of rigid registration between a pre-operative MRI volume and a 2D US 
image based on the shape of the kidney.  Due to the necessity to include a water bath between the imaging head and 
the patient skin as well as interference from the treatment field and temperature changes the quality of the images 
acquired during treatment is poorer than in diagnosis.  Thus shape is the dominant feature of the images that can be 
utilised in image registration.  This study focuses on the registration of images of the kidney.  Work on renal volume 
suggests that the kidney outline may be approximated to an ellipse [2].  In this paper an ellipse is fitted to points on 
the kidney boundary separately for each slice in an MR volume and a 2D ultrasound image.  Points are found by 
automatic segmentation for the MR slice and manual segmentation is used for the ultrasound image.  Ellipse 
parameters for each slice in the MR volume and the US image are then compared to find the best geometric 
transformation parameters.       

2. Data Acquisition 

In this paper, we used pre-treatment MR and ultrasound images due to the availability of this data.  However the 
methods used are directly transferable to ultrasound images acquired during HIFU treatment.  Images were acquired 
on patients who were to undergo HIFU treatment at the Churchill Hospital, Oxford.  The ultrasound images were 
acquired using an Acuson Sequoia system with a 4 MHz abdominal probe whereas the MRI images were acquired 
using a GE Medical Systems, Genesis Signa 1.5T model.   

3. Segmentation 

3.1 Ultrasound segmentation 

In this paper, manual segmentation was used for the ultrasound images to provide a proof of principle of the 
registration method.  Future work will look into automating this step. However, it is possible that manual 
segmentation will provide the best results in this case, due to the poor quality of the images acquired during HIFU 
treatment, and the ability for the surgeon to remain in control of the process.  Pre-processing to reduce speckle was 
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found to improve point selection and estimation.  The aim of the pre-processing is to reduce speckle, while 
preserving the organ boundaries.  The “sticks” filter proposed by Czerwinski [3] was used to reduce speckle prior to 
point selection, see Fig. 1.  This was found to give better result than selecting points directly on the original images.  
In this study around 35 points were selected manually as shown in Fig 1c).  Preliminary investigations suggested that 
the number of points could be reduced to 10-20, without significant change to the fitted ellipse.  This number of 
points would be practical for use in HIFU surgery.

  

b) c) a) 

Figure 1: The application of the Sticks Algorithm to reduce speckle in an ultrasound image of the kidney a) original 
ultrasound image b) result of the sticks algorithm c) the manually selected points 

3.2 MRI segmentation 

The kidney boundary was determined from a set of MR images automatically.  Segmentation of MR images was 
done using a statistical intensity based method [4].  This method applies Ostu’s thresholding method [5] to separate 
the image into distinct classes.  The segmentation was then further refined using a Markov random field 
Expectation- Maximization approach as described in [6].  The results for one MR slice are shown in Fig. 2.  The 
algorithm produces a binary image of the segmented regions from which the boundary points can be selected.   

 

b) a) 

Figure 2: Segmentation of MR image for one slice through the kidney 
 

4. Rigid registration 

The registration of a 2D slice, as acquired from a standard ultrasound image, to a 3D volume, the MR image volume, 
is non-trivial.  To avoid a full 3D-2D registration, a 2D oblique slice from the MR volume is selected to reduce the 
problem to a 2D-2D registration.  This step reduces the computational time required for the registration which is an 
important requirement for real-time application, but requires the MR slices to be taken in a direction consistent with 
the imaging plane of the ultrasound as defined by the radiographer.  Slice selection and ultimately the image 
registration is achieved through the use of 2D shape matching.   The segmentation steps described in section 3 
identify boundary points for the kidney in both imaging modalities.  An ellipse is fitted through each set of boundary 
points using a least squares method and the major and minor axes are calculated.  An ellipse was deemed an 
appropriate approximation for the shape of the kidney due to its extensive use in determining kidney volume in 
ultrasound [2].  The fitting of an ellipse to a variety of kidney images, including intra-operative images, showed that 
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this assumption was valid in most cases.  An example of an ellipse fitted through the boundary points of the 
segmented kidney from both ultrasound and MR images is shown in Figure 3.   

 

a) b) 

Figure 3: Ellipse fitted to a) US and b) MR data 

It is assumed in this work that the shape of the kidney undergoes little deformation in subsequent scans and is 
independent of scan position.  From this we can use the shape of the fitted ellipse to select the appropriate MR slice 
from the kidney volume.  This was achieved by selecting the MR slice with the closest major-minor axis ratio to the 
ellipse fitted to the ultrasound data.  Once the MR slice was selected rigid registration of the two images was 
achieved using the parameters of the ellipse, namely the position of the ellipse centre, the angle between the major 
axis and the x-axis and the size of the major and minor axis, to provide the transformation parameters, 
transformation (Tx,Ty), rotation (Rx,Ry) and scale (Sx,Sy).  The results for one patient study are shown in Fig 4.  

An independent measure is needed to determine whether the method does indeed select the correct slice and to assess 
the accuracy of the registration.  The calyceal system appears in both images as a contrasting intensity central region.  
Figure 5 shows the overlay of the registered MR outline on the ultrasound image of the selected slice (Fig. 5 c)) and 
the two previous and the two subsequent MR slices from the volume.  In each case the region of the calyceal system 
has been segmented from the MR images.  A visual inspection shows that this region is mapped most closely in Fig. 
5 c) as expected.  However a close correspondence is also seen in Fig.s 5 b) and 5 d).  It is encouraging to note that 
the greatest deviation is seen in Fig.s 5 a) and 5 d) which are the illustrated slices furthest from the selected slice.        

Registration time (excluding segmentation) is approximately 1 second showing that the registration technique 
provides an extremely fast registration method, which would be applicable to HIFU therapy.  

   

a) MR image of the kidney with 
segmented boundary indicated 

b) ultrasound image of the kidney 
after the application of a “sticks” 
filter 

c) representation of the final 
registration; ultrasound image with 
MR boundary superimposed 

       
Figure 4:  Registration of an MR image to an ultrasound image of the kidney.  The boundary segmented from the 

MR image is shown as an overlay on the ultrasound image. 
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c) b) a) 

 

d) e) 

Figure 5: The registration of MR slices around the slice c) selected as the optimal match by shape matching.  The 
shape of the high intensity central region (the calyceal system) varies across MR images with the closest match to the 

US image being observed in c). 

5. Discussion 

A method of rigid registration of an MR volume and a 2D ultrasound image of the kidney has been presented and 
applied to a single patient dataset to show proof of principle of the method.  The outline of the selected MRI slice 
provides enhanced structural information to the ultrasound images which would be of use during HIFU treatment.  In 
particular the calyceal system within the kidney, is enhanced in the ultrasound image through the overlay of the MR 
boundary.  This region can also be used to assess the quality of the registration method.  Although this shows the 
slice selected from the registration algorithm provides the closest fit to this region, its shape in the previous and 
subsequent slices is not significantly different suggesting further studies are necessary.  It is envisaged that a 
combination of registration from the ellipse parameters and further information from the texture and shape of the 
calyceal system may lead to improved results.  

Further validation of the method is required through application to a greater number of sample images.  It is clear 
that the shape of the boundary provides a good basis for registration and more general shapes could be investigated 
(for example based on fractal measures) that may be applicable to registration of other organs treated in HIFU such 
as the liver. 

Although it is difficult to quantify the error involved in the registration at this stage there are several sources of 
likely error.  First, the reliance on radiographer expertise to provide a good initial direction for MR slice sampling is 
likely to introduce errors into the registration.  It is possible that this could be overcome by searching over the whole 
volume of the MRI for a close fit to the ellipse obtained from the ultrasound image or through the use of a system to 
determine the co-ordinates of the ultrasound probe exactly.  Both these approaches would add computational cost.  It 
is likely that this second method could be achieved when the registration is applied to the real-time ultrasound 
acquired during therapy as the imaging transducer has a fixed geometry in this case.  Second, the assumption that the 
kidney is rigid, though widely accepted, may lead to errors in the registration by this method.  If so, it may be 
necessary to refine the method using a non-rigid approach.  This would also come at the cost of computational time.        

With further validation the speed of the registration and the ability to process the majority of the MR data prior to 
surgery would realistically allow the application of this method to the real-time ultrasound images acquired during 
HIFU treatment.    
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Abstract.
Clinical MRI data is normally corrupted by random noise fromthe measurement process which reduces the
accuracy and reliability of any automatic analysis. For this reason, de-noising methods are often applied to
increase the SNR and improve image quality. Most of these methods work on single channel images by cor-
recting each grey level using an implicit model of the surrounding region, but without taking into consideration
the potential multispectral nature of MR images. In this paper we present an extension of a recently proposed
filter to reduce random noise in multispectral MR images and test it on synthetic and real images. We com-
pare performance to a multispectral approach based upon theimaging physics and published previously at this
conference using real data. We conclude from our results that these methods can be used for de-noising of MR
data.

Introduction

MRI de-noising is a common pre-processing step in many MR image processing and analysis tasks, such as seg-
mentation or registration. Many filtering methods are basedon the signal averaging principle which uses the spatial
redundancy in the image. In this sense, Gaussian filters havebeen largely used in some applications such as fMRI
but they have the disadvantage of blurring edges due to averaging of non similar patterns. In order to avoid this
problem many edge preserving filters have been proposed. Probably the best known is the Anisotropic Diffusion
Filter (ADF) (Guerig et al,1992; A. Samsonov and C. Johnson,2004). Such filters respect edges by averaging
pixels in the orthogonal direction of the local gradient. However such filtering can erase small features and may
change image statistics. Wavelet based filters have also been applied to MRI de-noising (R. Nowak, 1999; J. C.
Wood and K. M. Johnson,1999) but such filters tend to introduce characteristic artifacts that can be very problem-
atic for the clinicians.

Most existing filters work on single channel images without taking into consideration the potential multispectral
nature of MR images. There are few methods that use the multispectral information as basis for the de-noising
process. One of the first attempts to use this information wasthe multispectral ADF proposed by Gerig (Gerig
et al,1992). In their work they propose using the gradient information of the different channels to conduct the
diffusion process. A wavelet base de-noising technique formultispectral images exploiting interscale and inter-
channel correlations has also been proposed (Scheunders, 2004). This technique is demonstrated to outperform
single channel wavelet thresholding techniques. Finally,a partial volume segmentation based approach has been
recently proposed in Thacker (Thacker et al, 2004) where thefiltering is performed using multidimensional data
and a partial volume data density model (MPVM). This approach abandons altogether local smoothness constraints
and achieves noise filtering by enforcing agreement betweenmeasured data using underlying tissue proportions
computed from a physics based image formation model. This work also introduced a new way of characteris-
ing noise filters, which permits direct comparison of filtering techniques on real (as opposed to simulated) data,
thereby obtaining more meaningful measures without the need for a gold standard. This multi-spectral filtering
method was previously evaluated in comparison to single image filtering approaches. At the time a state of the art
multispectral noise filter was not implemented for comparison.

In the present work we extend the application of a new filter recently proposed by Buades (Buades et al 2005)
know as Non-local means (NL-means) to de-noise multispectral MR images. The technique is first evaluated in
the conventional way using simulated data sets, and then compared to the MPVM noise filter using our previously
suggested evaluation method on real data.

Methods

The NL-means filter is an evolution of the Yaroslavsky filter (Yaroslavsky, 1985) which averages similar image
pixels defined according to their local intensity similarity. The main difference between the NL-means and this
filter is that the similarity between pixels has been made more robust to noise by using a region comparison, rather
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than pixel comparison and also that matching patterns are not restricted to be local. That is, pixels far from the
pixel being filtered are not penalised.

Given an image Y the filtered value at a point p using the NL-means method is computed as a weighted average of
neighbouring pixelsNp in the image following this formula:

NL(Y (p)) =
∑

∀q∈Np

w(p, q)Y (q) with 0 ≤ w(p, q) ≤ 1 and
∑

∀q∈Np

w(p, q) = 1 (1)

wherep is point being filtering andq represents any other image pixel1. The weightsw(p, q) are based on the
similarity between the neighbourhoodsNp andNq of pixels p andq. Ni is defined as a square neighbourhood
window centred around pixeli with a user-defined radiusRsim. Theoretically, noise filtering performed must be
considered as an estimation task. Therefore, the process oflinear weighting and the weight factorsw(p, q) can
be regarded as the calculation which computes the most likely noise free grey-level value of the selected pixel,
on the basis of the measured evidence. A simple example whichleads to this form of solution can be derived
using Likelihood, on the assumption that the measurements form each image (Y (q) andY (p)) can be taken as an
independent estimate of the noise free value, drawn from a Gaussian distribution with variance1/w(p, q). The
process of selecting the most effective noise filtering algorithm can be considered as a way of optimising the match
between the assumed computational form and the statisticaldistributions in the data.

In the case of NL-means,w(p, q) is calculated as:

w(p, q) =
1

z(p)
exp(−

∑
i

∑
j Gρ(i, j)(Y (pij)− Y (qij))

2

h2
) =

1

z(p)
exp(−d(p, q)/h2) (2)

z(p) is the normalising constant,h is a exponential decay control parameter andGrho is a normalised Gaussian
weighting function with zero mean and standard deviationρ (generally set to 1), so thatd is a Gaussian weighted
squared Euclidian distance of all the pixels of the neighbourhood. The normalisation factor is defined by:

z(p) =

Np∑
exp(−d(p, q)/h2) (3)

The weighting process penalises pixels far from the centre of the neighbourhood window giving more weight to
pixels near the centre2. To eliminate over-weighting in (1), the original NLM method w(p,p) was calculated as:

w(p, p) = max(w(p, q), ∀q 6= p) (4)

However, this correction can have the disadvantage of blurring singular points (i.e. pixels with no similar patches,
like image corners and peaks or valleys) by averaging them with non similar patches3.

As the acquisition of multispectral sequences is common in clinical practice the above method can be extended
to be used on a multichannel framework. Effectively, the similarity measure can be better obtained by combining
information of various channels. Therefore, we propose to use a multispectral similarity function described as
follows:

w(p, q) =
1

z(p)
exp(

−
∑C

i d(pi, qi)/h2

i

C
) (5)

wherez(p) is the appropriate normalisation factor,C is the number of channels andhi parameter is closely related
with the noise standard deviation of each channel. We will refer to this multispectral method as MNLM.

The NLM algorithm has three parameters and the filter resultsdepend highly on their setting. The first parameter
is the radius of the search window enclosingNP . The second parameter,Rsim, is the radius of the neighbourhood
window used to find the similarity between two pixels. If the value ofRsim is increased the similarity measure

1In principleNp can include the whole image, though efficiency requirementsnormally prevent this.
2The center pixel of the Gaussian weighting window is set to the same value that the pixels at a distance 1 to avoid over-weighting effects.
3To overcome this situation, we apply equation 4 only if the maximum w is above to a fixed threshold. We have fixed this value to 0.002

which corresponds to pixels far more than 2.5 times the imagenoise standard deviation. This modification is especially effective on low noise
conditions.
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will be more robust but fewer similar neighbourhoods will befound. The third parameter, h, is related to the decay
of the exponential curve and controls the degree of smoothing. If h is too small, little noise will be removed while
if h is set too high, the image will be blurred. In our experiments we use an 11x11 search window, which seems a
reasonable value for medical images. The best setting forRsim andh under different noise levels was estimated
to beRsim = 1 andh is set to the estimated standard deviation of image noise.

To conduct the experiments we used a simulated T1-weighted,PD-weighted and T2-weighted, 1mm3 voxel reso-
lution images (8 bit quantization) from the Brainweb phantom (C. Cocosco et al.,1997) (fig 1)4. All experiments
were performed using MATLAB 7.0 (Mathworks Inc.).

Experiments and Results

The accuracy of the filter over typical levels of MR image noise (1 % to 9 %) was evaluated with the mono and
multispectral version of the filter to show the effect of adding multiple channels in the image de-noising process.

Figure 1. From left to right. T1-Weighted synthetic noise free MR image, PD and T2.

Four different methods of the NLM were evaluated, one mono-spectral and three multispectral. The Root Mean
Square Error (RMSE) was used to evaluate the differences between the de-noised image (T1) and the original
without noise. Results are summarised on fig 2. As can be seen,to include multiple channels improves filter

(a) (b)

Figure 2. Fractional removal of RMSE for the different methods evaluated.

performance. The best results were obtained with the combination T1-T2 probably due to a better tissue contrast.

Estimates of noise removal using simulated data have a number of restrictions. The main one of these is that we
can never be sure that a simulation accurately matches the problems seen in real data. How do we know that the the
filter is doing something appropriate at all locations? Secondly, performance figures at low noise levels are diffciult
to interpret, as most simulation data is derived at some point from real data and contains residual noise which will
inevitably be removed by the noise filter, preventing a low RMSE. In figure 2 we might argue that results below
3% noise are underestimating the true capabilites of the filter, and beyond 3 % the performance can be considered
as effectively constant, as expected for an averaging basedscheme.

For this reason it has been suggested that noise filters can beassessed using real image data using two comple-
mentary performance measures. The first, the residual outlier measure (ROM) simply measures the number of

4Although it is well known that magnitude MRI data is Rician distributed, for signals away from zero such as in the region ofthe brain, it
can be well approximated by a Gaussian.

43



image values which have been changed unreasonably by the application of the filter (ie: by more than 3 standard
deviations of the estimated image noise). The second evaluates the efficiency of the noise filter by measuring the
proportion of additional noise which passes the filter. These measures are now given for the multispectral NLM
filter.

To evaluate effectiveness of the multispectral approach, four real images were used (IRTSE, PD,T2 and FLAIR top
row in Figure 3). The noise level in each image was estimated using the LNE technique (Thacker et al, 2003). The
proposed method has been compared with the multispectral partial volume modelling (MPVM) method proposed
by Thacker (Thacker et al, 2003). Although the proposed method does not remove as much noise as the MPVM
method it is less destructive.

LNE MPVM MNLM Gaussian Filter
IRTSE 58.76 0.22 (1689) 0.50 (125) 0.27 (2405)

PD 64.06 0.20 (1804) 0.55 (45) 0.26 (3127)
T2 58.2 0.17 (938) 0.44 (43) 0.26 (1909)

FLAIR 52.4 0.13 (4971) 0.56 (194) 0.27 (3827)

Table 1. Table 1: Monte-Carlo estimate of fraction of remaining noise following Filtering and data lying beyond
3 S.D. of original value following Filtering (brackets). The results for standard Gaussian smoothing with a kernal
width of 1 pixel are provided for comparison.

Figure 3. MNLM results (original, de-noised and residuals)

Images of the filtered images are shwn in Figure 3. Although the MPVM method is seen to have structural patterns
in the estimated noise which are due to the constraints imposed on the estimated tissue proportions across the 4
input images, the MNLM method shows little evidence for tissue dependant changes.

Conclusion

In this paper we have explained how, for a noise filter to be statistically valid, its algorithmic form should be con-
sistent with the statistical distributions present in realdata. In practice, these distributions are often not measured
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but instead algorithms are tuned by directly adjusting for best performance. This process has been applied here for
the application of the method of an NLM noise filter to multispectral data.

The new method of multispectral filtering has been evaluatedin the standard way using simulated data. In addition,
given the limitations of such an approach, we have compared the performance of the filter to other approaches on
the basis of measures computed from real data. There appearsto be sufficient evidence to conclude that empirically
based filters, such as NLM, have superior performance to simple noise filters such as median and Gaussian filtering,
and that also this performance is enhanced if data are combined across multiple MR sequences, in the form of a
multispectral filter. The method can be thought of as a bootstrap filtering scheme which filters on the basis of
recurring stucture in a given image, as opposed to say Bayesian (or any model based) methods which pre-suppose
the same prior expectation for all images. The performance of this filter also compares well with a physics based
approach (MPVM) which reconstructs the most likely image data from estimates of tissue proportions. Though it
is slightly less efficient at removing noise, it seems to be less destructive, particularly for FLAIR images, in which
the MPVM filter also corrects image processes which are not described by a linear model of image formation,
such as flow artefacts. For the chosen control parameters, the level of data modification by the NLM is less than
that predicted by the measured noise level of the image for a perfect noise filter (ie: for Gaussian noise we expect
a value which is the integral of a Gaussian beyond 3 S.D.≈ 1, 200) . Such under-correction errs on the side of
caution for medical data where image details play an important role in medical diagnosis. As the MNLM filter
does not transform the remaining noise on correlated noise (noise-to-noise principle (Buades,2005)) the filter can
potentially be applied iteratively to remove further noisewithout introducing a significant number of outliers.
However, this claim must be moderated by the observation that any averaging process is likely to suppress the
appearance of unique patterns in the data.

The main advantages of NLM are probably the simplicity of this model free approach (certainly in comparison
to MPVM) and its non destructive nature, though execution time may be an issue for some implementations and
setting up the filter is still a process of trial and error. Forsituations where the image formation process matches
a linear process and unique locations need to be preserved, the physics based approach (MPVM) has built in
parameter estimation and superior noise filtering characteristics. These issues may yet be addressed with more
research.
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Abstract: Skin line direction is extracted by skin pattern analysis as a measure of skin pattern 
disruption caused by the lesion. Mathematical morphological processing is used to determine the 
internal and external sub-images of lesion boundary. Gradient variability of skin line direction is 
calculated over the lesion boundary. The mean of this gradient is chosen for lesion classification. Test 
results show that the gradient of skin line direction is promising for distinguishing malignant melanoma 
from benign lesions. 

 
1 Introduction 
As the incidence of skin cancer is rapidly increasing throughout the world, computer automatic diagnosis 
(CAD) of skin lesions using early indicators is crucial to primary clinical care. This is because that 
detection of malignant melanoma at an early stage could reduce the risk of mortality and increase the 
chance of prognosis considerably. In order to achieve this, a set of features enabling accurate 
differentiation between benign and malignant skin lesions needs to be investigated.  
 
In the CAD system it is known that the existed features for lesion classification are ABCD features, that is, 
Asymmetry, Border irregularity, Colour variegation and Diameter of lesion [1]. However the observation 
that skin patterning tends to be disrupted by malignant but not by benign skin lesions suggests that 
measurements of skin pattern disruption on simply-captured white light optical skin images could be a 
useful contribution to a diagnostic feature set [2]. Previous work using skin line direction for lesion 
classification was encouraging [3]. The mean of skin line direction over lesion area is compared to that of 
normal skin to measure the skin pattern disruption. However the skin line direction may vary locally if the 
lesion area is large. Therefore it is more appropriate to measure the gradient variability of skin line 
direction across the lesion boundary.  
 
In the work described in this paper two sub-images which are inside and outside the lesion boundary are 
extracted by mathematical morphological processing. Then the difference of skin line directions between 
inside and outside lesion border is calculated locally across the lesion boundary. The mean of these 
differences is chosen for classification. The result of a classification test on a set of clinical skin lesions 
including 8 malignant and 14 benign lesions is encouraging. 
 
2 Direction of Skin Line 
There are three steps to generate skin pattern [3]. Firstly the skin image is smoothed by convolving with a 
9×9 window with a value of 1/81 and then this smoothed image is subtracted from the original. The result 
is further enhanced by histogram equalization (histogram linearization) and finally the output is inverted so 
that the skin lines are seen as high intensity.  
 
From skin pattern image, the gradient vector is calculated. Then an averaged tensor is computed on a local 
patch centred at pixel ),( ji  with a size of M×N pixels. Skin line direction in this local area is determined 
by the eigenvector corresponding to minimum eigenvalue of this tensor [3].  
 
As two examples, Figure 1 shows, from top to bottom, the optical image, skin pattern and skin line 
directions. The left is that of a benign compound naevus. The right is that of a malignant melanoma with 
regression. The resolution of image is 230×350 pixels and the pixel size is 0.04mm×0.04mm. They are 
chosen to have a reasonable skin area surrounding the lesions. Skin line directions were calculated  over  a 
_________________________________ 
Corresponding author: z.she@newi.ac.uk 
 

46



local patch with 16×16 pixels. It indicates that there is no obvious disruption of skin line direction in 
Figure 1 (e) and a disturbance of skin line direction across lesion boundary in Figure 1 (f). However this 
qualitative description can not be used in the CAD system and a quantitative measure for skin pattern 
disruption needs to be developed. 
 
3 Gradient of Skin Line Direction across Lesion Boundary  
 
A snake-based edge detection technique is used to determine the lesion boundary [4]. The detected 
boundary segments the image into skin area sA and lesion area lA . After the boundary is detected, a 

binary image, ),( lkA  is generated which satisfies 1),( =lkA  if lAlk ∈),(  and 0),( =lkA  
elsewhere. Then the mathematical morphology is applied to extract the two sub-images which are outside 
and inside the lesion boundary.  
 
3.1 Extraction of External Sub-image 
Dilation is an expansion operation. It is used to determine the external sub-image. If B  denotes a 
structuring element, then the external sub-image is determined by 
 

ABAD −⊕=                                                                                                                                 (1)   
 
where ⊕  represents the dilation. 
 
3.2 Extraction of Internal Sub-image 
Erosion is the dual process of dilation. It is a shrinking operation and is utilized to extract the internal sub-
image. The internal sub-image is expressed as 
 

BAAE ⊗−=          (2) 
 
where ⊗  is the erosion.  
 
3.3 Gradient Calculation 
After the internal and external sub-images are extracted, the nearest neighbour patch jE  in the external 

sub-image is found for each patch iI  in the internal sub-image. Then the gradient of skin line direction 
across the lesion boundary is computed locally by  

 
                (3) 
 

where 
iIφ  and 

jEφ  are the skin line directions over patches iI  and jE , respectively. The mean of this 

gradient over the lesion boundary is chosen for lesion classification.  
 
As an example, the optical image of the benign compound naevus as shown in Figure 1 (a) was segmented 
using a fast snake algorithm [4] and its binary image is displayed in Figure 2 (a). The binary image was 
dilated and eroded with a structuring element of disk. The diameter of disk is 16. The difference between 
the dilated image and the binary image, that is, the external sub-image is shown in Figure 2 (b) and the 
difference between the binary image and the eroded image which is the internal sub-image is given in 
Figure 2 (c). The gradients of skin line directions were calculated for the two cases shown in Figure 1. 
They were 11.62o for the benign compound naevus and 21.34o for the malignant melanoma with 
regression, indicating a quantitative measure of skin line disruption by a malignant rather than a benign 
lesion. 
 
4 Classification Results 
 

i
ji EIi ∀−=∇ || φφφ
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The image set used in the experiment of this technique contains examples of several types of lesion 
including 8 melanomas and 14 compound or junctional naevi. The gradients of skin line direction were 
calculated and the distribution of gradient is shown in Figure 3 (a), showing some degree of separation 
between the benign and malignant lesions. There is a tendency to a smaller gradient of skin line direction in 
the benign lesion images compared to that in the malignant melanoma images. Figure 3 (b) shows the 
receiver operating characteristic (ROC) curve and the area under the curve is about 0.86, which is a 
positive improvement over the previous classification results [3].  
 
Feature of skin line direction was combined with that of skin line intensity [5] to enhance the classification 
accuracy. The scatter-plot of 22 lesions in the two-dimensional feature space is given in Figure 4 (a) which 
demonstrates that malignant lesions usually have greater gradients in skin line direction and intensity 
across the lesion border and thus they can be discriminated from benign lesions. A ROC curve was plotted 
using a straight line (a linear classifier) with a slope of -0.36. Figure 4 (b) shows the ROC curve and the 
area under the curve is approximately 0.90, indicating an encouraging classification result. 
 
5 Conclusions 
A new skin pattern characterisation, gradient of skin line direction across the lesion boundary has been 
developed and suggested as a feature to measure the disruption of skin pattern caused by lesions. The 
mathematical morphological processing has been used to extract the sub-images which are inside and 
outside the lesion border for gradient calculation. Classification results indicate that the gradient of skin 
line direction tends to be small for benign naevus but not for malignant melanoma leading that this is a 
promising feature for lesion classification. Future work includes to investigate the performance of the 
proposed classifier using a large image set. 
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Figure 1 Top to bottom: optical, skin pattern and skin line direction image. Left: a compound benign 

naevus. Right: a malignant melanoma with regression. 
 
 

  
 

          (a)                                                                                 (b)   
         Figure 3 Lesion classification using gradient of skin line direction:  (a) Scatter plot of skin lesions 

and (b) ROC curve for lesion classification. 
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(a)      (b) 

 
                                              (c) 
 
Figure 2 Morphological processing: (a) segmented binary image, (b) sub-image outside the lesion border and 

(c) sub-image inside the lesion border. 

 

      

 
           (a)                                                                                 (b) 

         Figure 4 Lesion classification using combined features:  (a) Scatter plot of skin lesions and 
 (b) ROC curve for lesion classification. 
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Abstract. Statistical Shape Models (SSMs) have wide applications in image processing analysis both for image 
segmentation and registration. A main problem in shape modelling has been the need for identification and/or 
placing landmarks. This paper is mainly inspired by the Minimum Description Length (MDL) approach to build 
SSMs automatically. We propose a new approach for automatic landmark identification by optimizing an Entropy 
based cost-function. The algorithm is tested on different 2D datasets and compared with models constructed by 
the original MDL method by using the “one master example” approach. It can be seen from our preliminary 
results that the new proposed Minimum Entropy approach conveys better results on the measurement of 
Generalization Ability and Specificity. Also, the new proposed algorithm shows good potential in solving the so-
called “Pile Up” problem in MDL.  

1 Introduction 

Statistical Shape Modelling (SSM) has turned out to be a very successful and effective tool in image segmentation 
and image interpretation [1][2]. The basic idea behind SSM is that from a given training set of known shapes to be 
able to describe new formerly unseen shapes, which still are realistic. The shape is traditionally described using 
landmarks on the shape boundary. Therefore, a major drawback for SSM is that a solid correspondence between the 
shapes must be established. Manual landmark placement by an expert is sometimes subjective and error prone. 
During the last few years, different researchers have attempted different approaches for tackling this problem [3][4]. 
The most successful method is developed by Davies and Cootes, et al [5]. They developed a technique by using the 
Minimum Description Length (MDL). They argued that a “simple” model preserved the correspondence between 
datasets. Therefore, MDL is used to measure how much information is used to describe the model and the “simplest” 
model is found during optimization. Later, a method was developed by Ericsson [6], which, by deriving the gradient 
of MDL cost function, can speed up the optimization efficiently. Inspired by the above authors, we propose a new 
method to finding correspondence points across datasets automatically by using another branch of information 
theory. Also, similar to the approach proposed by Ericsson, we report an approximation of the gradient to optimize 
our cost function. 

This paper is organised as follows. In section 2, the necessary background on shape models, MDL and our proposed 
Minimum Entropy Model (MEM) are given. The gradient of our method is derived and an algorithm to minimize the 
cost function is proposed too. In section 3, we show some results based on the measurement of Generalization 
Ability, and Specificity between our proposed method and MDL. Compactness is not introduced here, as it is an 
application based measurement. An in-depth analysis on the results of facial profiles is conducted, since in this case, 
MDL encountered the so-called “Pile Up” problem.  The conclusions and future work is shown in section 4. 

2 Shape Model 

2.1 Preliminaries 

The standard shape model used in e.g. [1] describes the variations of a set of points as linear combinations of a set of 
basis vectors found by Principal Component Analysis (PCA). 

Qb+= φφ  (1) 

 

Equation 1 means that the new shape ( )φ  is represented by the mean shape ( )φ  plus the shape variations ( )Qb . 
Where, Q is the eigen-vector captured by PCA and b is a weighting component vector. 
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2.2 MDL 

In 2D case, our shape is represented by a number of parameterised curves [ ] 21,0: Rci → . Therefore, finding the 
correspondence among the shapes is equivalent to re-parameterising the curves. MDL is a concept derived from 
information theory and is, in simple words, the effort that is needed to send the model bit by bit. The basic idea is to 
minimise the length of the message (the description length) required to transmit a full description of the training set. 
The cost function is composed by the simplified version of total description length [7]: 

1
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Where, iλ are the eigen-values of the SSM, cλ is a cut off constant, sn is the number of samples and gn is the 

number of eigen-values which are lager than cλ . By optimizing this cost function, the correspondence is preserved 
in a minimum status. From Equation 2, we can see that the gradient of the description length is directly related to the 
derivatives of iλ . A stunning inference was calculated by Ericsson [6], who gives out the derivatives of iλ with 

respect to the nth control node mnθ on thm  sample by using Single Value Decomposition (SVD).  
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Here S , U and V are output of SVD applied onto shape covariance matrix. For example, the SVD ofφ gives 
TUSVφ = . If φ is zero centred, V will correspond to Q  in Equation 1 and the diagonal TS S gives the eigen-

values kλ . In the implementation, m

mn

φ
θ

∂
∂

 can be estimated using differential approximation.  By searching the 

steepest down hill direction, the cost function can be optimized more efficiently than the previously used simplex 
method in Davies [8].  

2.3 Minimum Entropy Approach 

Rather than using the MDL to control the process of shape re-parameterization, we propose using Entropy which is 
another branch of information theory. In Physics, the minimum Entropy status has attracted many scientists with its 
“mystery” properties. Physicists describe the minimum Entropy status as the most “ordered” status. We argue that 
this “ordered” status generalizes the correspondence.  The method can also be interpreted in another way. It can be 
very useful to think of finding correspondence as trying to maximize the amount of shared information in all images 
within datasets. In a qualitative sense, we may say that if images with correct correspondence are correctly aligned 
then the corresponding structure will overlap furthest. On the other hand, if their correspondence is poor, the images 
will be out of alignment, in which case, we will have duplicate information on the aligned images. According to 
Cootes et al [1], the probability of the element in weighting vector b, in Equation 1, complies the form of a Gaussian 
Distribution. Therefore, the probability of b and Entropy H is in Equation 4. Where n is the number of modes used in 
Equation 1. 
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As opposed to Independent Component Analysis [9], PCA assumes variations which are orthogonal to each other 
but not necessarily independent to each other. Thus, the cost function can not be composed of the sum of all Hs 
directly. We assign a weighting component onto each H. As a result, the cost function is shown in equation 5. 
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Where, the weighting parameter is the corresponding eigen-value. 
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Since H only changes in a small interval, if the control points on the shape boundary are condensed enough. We 
assume that H is “constant” during the optimization process. Consequently, the derivative of the cost function with 
respect to control points can be approximated with the form of Equation 6. 
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Where, iH is the Entropy extracted from the thi variable on each weighting vector b .  

3 Experiments and discussion 

In experiments, initial landmarks are placed equally along the boundary in a hierarchically manner. For example, the 
level i +1 node is in between level i nodes. For all experiments are optimization is done up to level 3 and the rest of 
landmarks are equally placed between control nodes.  For validating this algorithm, experiments were performed on 
different benchmarking 2D datasets from Ericsson [10]. The datasets are metacarpals, femurs, silhouettes of heads 
and some shark shapes. Due to lack of ground truth, it is quite difficult to measure the accuracy of the corresponding 
points. Next we are going to introduce some “Benchmark” comparison criteria which are developed by Davies et.al 
in [8]. They are the Generalization Ability, and Specificity. By using these two objective measurements, researchers 
can compare different approaches objectively and effectively. 

3.1 Comparison Methods 

Briefly, the Generalization Ability (G) of a model measures its capability to represent unseen instances of the class 
of the object model. The G is measured from training sets using leave-one-out reconstruction. The reconstruction 
error for each model is 2 ( )i Mε  with M is the number of the modes used in the model. Here, sn is the number of 
training sets, σ is the sample standard deviation of G(M).  
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Specificity (S) is the ability to measure if the model can generate instances of the object that are close to those in the 
training set. 
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Where iφ is a shape example generated by the model (choosing the value of the weighting parameter randomly in the 

range over the training set), iφ′ is the closest member in the training set to iφ , σ is the sample standard deviation of 
S(M)and N is the number of samples, in our cars, N is 100000. 

We can conclude that if a model A is better in G and S, it will achieve lower value on that ability measurement, for 
more details, it is recommended to read [8]. 

3.2 Pile up problem 

This problem was first introduced in [8][10]. The problem is that during optimization, points can possibly move into 
one location that will actually attain a meaningless minimum avoiding describing other parts of the shape. Davies 
tries to use a fixed master example to avoid piling up. Hans [7] has argued that one fixed example shape would not 
always hold right, since the statistic weight of other examples can overweight the single master example easily in 
some case with large number of dataset. Therefore, Hans has tried to add a compensate component, extracted from 
curvature, onto the MDL cost function to avoid this pile up problem. However, assigning weighting parameters for 
this external cost function according to different applications is not an easy task and no evidence has been shown 
how to solve this problem.   
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3.3 Experimental Results 

For validating this algorithm, experiments were performed on four different datasets; they are Metacarpals, Femurs, 
Silhouettes and Shark contours. In each experiment, Both MDL with one master example and MEM are 
implemented and they all use its corresponding gradient for acceleration purpose. In the experiments of Metacarpals, 
Femur and Sharks contours, correspondence points captured by MEM are shown in Figure 1; comparisons results on 
Generalization ability and Specificity are shown in Figure 2. 

  

Figure 1. From left to right shows the correspondence points captured by MEM, here only control nodes are shown, 
landmarks between nodes are omitted. According to different application, the nodes can be optimized hierarchically.   

 

  

Figure 2. From left to right shows the comparison results on the datasets of metacarpals, femurs and shark shapes 
respectively. From top to bottom shows Generalization ability and Specificity. X Axis represents the number of 

mode used in SSM and Y Axis represents error level of normalized shapes 

When applying MDL in the dataset of silhouettes, we encountered the problem of “Pile Up”. Two control nodes at 
the bottom of the chin area piled up when the MDL cost function finally converged. We show both the MDL and 
MEM results in Figure 3. The inherent difference between MDL and MEM can be derived from the above 
comparison. When piling up occurred during optimization, the MDL cost function will achieve a minimum either 
local of global because the MDL cost function only describes part of the shape model. On the contrary, “Pile up” 
status is a Maximum status for MEM, either local or global. For example, when “pile up” happened; the probability 
( )iP of each element in vector b  will have the trend to be equal to each other. It can be seen from Equation 4 that H 

will be a maximum when iP are the same. In this sense, we can conclude that MEM favors a distributed 
correspondence and MDL prefers a condensed correspondence. 
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Figure 3. From left to right, the first four results are captured by MDL. Results showed one step before MDL cost 
function finally converged. It can be seen that even with the first example fixed, still control points at the chin area 

will piled up eventually.  The last four results are from MEM. It can be seen that compared with MDL, MEM 
“favour” distributed correspondence. 

 
 
4 Discussions and Conclusions 

In this paper, we proposed a new method to compose the homogenous function to build statistical shape model 
automatically. The method is successfully implemented and applied to different datasets for validation purposes. In 
the mean time, comparisons with MDL based on the measurement of Generalization ability and Specificity are 
shown. Our preliminary results showed that our approach have better Generalization Ability and Specificity. Further 
more analysis showed that, the MDL met “Pile up” problem but our proposed method did not when applied the two 
methods to dataset of facial profiles. In this sense, we conclude that our proposed method has better potential to fight 
the “pile up” problem.  
In the future, we are going to incorporate more datasets into our algorithm for validation. Our goal is developing a 
robust automatically shape model building method. Though, moving the method from 2D to 3D is not straight 
forward, 3D method is still one of our future objectives. 
 
 
 
Acknowledgements  
 
We acknowledge Hans for providing MDL comparison method and Ericsson for providing shark contours datasets. 
 
 
 
References 
 
1. T.F. Cootes, D. Cooper, C.J. Taylor and J. Graham. “A Trainable Method of Parametric Shape Description.” Proc. British 

Machine Vision Conference pub. Springer-Verlag, pp 54-61. 1991.  
2. M.A. Walker, J.R. Highley, M.M. Esiri, B. McDonald, H.C. Roberts, S.P. Evans, T.J. Crow: “Estimated neuronal 

populations and volumes of the hippocampus and its subfields in schizophrenia.” Am J Psychiatry; Vol 159: pp 821–828, 
2002. 

3.  A.C.W. Kotcheff and C.J. Taylor, “Automatic construction of eigenshape models by direct optimization” Medical Image 
Analysis, pp303-314, 1998. 

4. A. Hill and C.J. Taylor. “Automatic landmark generation for point distribution models,” 5th British Machine Vision 
Conference, pp 429-438, 1994. 

5. R. H. Davies, T. F. Cootes, C. J. Twining, and C. J. Taylor. “An information theoretic approach to statistical shape 
modelling.” In 12th British Machine Vision Conference, pp 1–10, 2001. 

6. A. Ericsson and K. Åström. “Minimizing the description length using steepest descent.” In Proc. British Machine Vision 
Conference, Norwich, United Kingdom, vol 2, pp 93–102, 2003. 

7. H.H. Thodberg, “ A Minimum Description length Approach to statistical shape modelling ” Lecture note in computer 
science Vol 2732, pp 525-537, 2003. 

8. R.H. Davies, T.F. Cottes, and C.J. Taylor. “A minimum description length Approach to statistical shape modeling” IEEE 
transaction medical Imaging, Vol 21, pp 525-537, 2002. 

9. M. Uzumcu, A.F. Frangi, J.H.C. Reiber and B.P.F. Lelieveldt, “Independent component analysis in statistical shape models”, 
Processing of the SPIE, PTS 1-3, pp 375-383, 2003. 

10. A. Ericsson and J. Karlsson, ``Benchmarking of algorithms for automatic correspondence localisation'', British Machine 
Vision Conference, BMVC  September 2006. 

55



Segmentation of Colour Microscopy Images using an Adaptive Fuzzy
C-Means Algorithm

Daan Zhua∗and Yanong Zhub†

aNational Institute for Medical Research, London, NW7 1AA, UK
bSchool of Computing, University of Leeds, Leeds, LS2 9AU, UK

Abstract.
This paper presents an Adaptive Fuzzy Clustering Algorithm (AFCM) for the segmentation of colour microscopy
images. Intelligent location of a range of colours based on a manually selected reference colour is implemented using
the fuzzy clustering algorithm. The colours within the range have similar colour properties in terms of hue, saturation
and intensity, where the size of the colour range is determined by an adaptive Lagrange parameterλ. Experiments
on a small set of microscopy images show that the AFCM algorithm is able to produce a good agreement with the
segmentation performed by human experts. Meanwhile, the presented adaptive algorithm gives better segmentation
results than the standard non-adaptive FCM algorithm.

1 Introduction

Segmentation of regions of interest is an important and often difficult task in the domain of biomedical image analysis.
This is especially true for colour microscopy images, where the regions are often scattered and small in size, and the
edges are often poorly defined. Due to such characteristics, the application of model-based segmentation methods (e.g.,
Active contour models) and traditional thresholding methods (e.g., [1]) are much limited.

Fuzzy clustering algorithms have been successfully applied in various tasks such as colour lip image segmentation [2]
and medical diagnostic systems [3]. Deng et al. [4] used a fuzzy algorithm to quantize colour into several colour
classes representing the different regions in an image. The original image colours were then replaced pixel by pixel,
with their corresponding colour class labels, thus forming a class-map of the image. More colour classes produce a
more accurate representation of the original image. The traditional Fuzzy C-Means (FCM) algorithm [5] and most of
its variations find the colour centroids and the corresponding colour classes globally. Using this method, at least 30
colour classes were needed to have a reasonable representation of our histological images. Pham and Prince [6] used
an Adaptive FCM (AFCM) algorithm to segment gray magnetic resonance images. Dave and Bhaswan [7] detected
the feather of ellipses using an adaptive FCM algorithm and the results were compared with those of the Hough
transform. However, it appears that there have been a limited number of attempts to apply adaptive fuzzy methods to
the segmentation of colour histological images. There are 16 million different colours in a true colour image with three
8-bit colour channels. An efficient algorithm for the classification of the colours of interest is essential for colour image
segmentation using adaptive fuzzy methods.

In this paper we present an Adaptive FCM algorithm for the segmentation of colour microscopy images. The presented
adaptive algorithm differs from those traditional ones in two ways. Firstly, in our algorithm a local clustering analysis,
rather than the global analysis as in most fuzzy clustering applications, is performed to achieve a better specificity.
Secondly, we adopt a Lagrange parameter, namelyλ, to regularise the manually defined reference colour. Our algorithm
approaches optimum cluster centroids through an adaptive step. Under this regularisation only the colour centroids
which have similar colour properties to the reference colours are selected.

2 Method and Mathematical Formulation

2.1 Colour models

Colour models are mathematical representations of a set of colours, with the most popular models being Red-Green-
Blue (RGB), Hue-Saturation-Intensity (HSI) and Hue-Saturation-Brightness (HSB). The well known RGB model is
used by most visualisation systems. It is defined by a cube subspace on a Cartesian coordinate system. In this cube the
RGB values are at three corners, while the CMY (Cyan, Magenta, Yellow) are at the others. The HSI model defines a
colour space in terms of three constituent components. It is a nonlinear transformation of the RGB colour space. In this
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model, H describes a pure colour, S measures the degree to which a pure colour is diluted with white light. The HSI
colour model is represented by a double prism subspace based on the Maxwell triangle generated by the RGB cube
subspace. The third colour model HSB, also known as Hue-Saturation-Value (HSV), is similar to HSI. HSB is also a
nonlinear transformation of the RGB colour space. The forward and backward transforms between RGB to HSI (or
HSB) are well-defined (see, e.g., [8]). In our work, microscopy images are converted from RGB to HSI or HSB, in
which the optimum colour centroids are identified. The inverse transform is applied to covert the image into RGB
colour space. Our data indicates that segmentation performed in either the HSB or HSI gives similar results.

2.2 Adaptive Fuzzy C-Means Algorithm

The standard FCM obtains segmentation via fuzzy pixel classification. Unlike hard classification methods which force
pixels to belong exclusively to one class, FCM allows pixels to belong to multiple classes with varying degrees of
membership. This leads one its major advantages, which is if a local pixel is corrupted by noise the segmentation will
only be affected to a fractional extent, while for hard classifications, the entire segmentation may be changed [6]. In
the standard FCM algorithm for scalar data, the following objective function is minimised by identifying the optimum
membership functionsuk and centroidsvk:

JFCM =
∑

i,j

C∑

k=1

uk(i, j)q‖x(i, j)− vk‖2 (1)

whereuk(i, j) is the membership value at pixel location(i, j) for classk such that
∑C

k=1 uk = 1, x(i, j) is the observed
image intensity at location(i, j), andvk is the centroid of classk. The total number of classes,C, is normally defined
in advance. The parameterq (q > 1) is a weighting exponent on each fuzzy membership and determines the value of
fuzzy classification (in most applicationsq is set to 2).

Equation (1) denotes the objective function for grey scale image segmentation. To consider the colour channels in
colour images, the above equation is extended to

JFCM =
∑

i,j

C∑

k=1

uk(i, j)q‖xl(i, j)− vl,k‖2 (2)

wherel (1 ≤ l ≤ 3) are the colour channels. Equation (2) is the partition FCM algorithm. The norm operator‖ · ‖2
represents the standard Euclidean distance that defines the distance of the pixel values (three channels) to the current
centroid point.

By introducing an adaptive parameterλ and the reference colour̃xl in Equation (2), we have

JAFCM =
∑

i,j

C∑

k=1

uk(i, j)q‖xl(i, j)− vl,k‖2 + λ‖x̃l − vl,k‖2 (3)

whereλ is the Lagrange parameter used to regularise the reference colour in the global classification sets. The selection
of λ is an adaptive step (see below). The reference colour is selected by the user before the classification.

2.3 Iterative Solution

The objective function (3) can be minimised in a fashion similar to the standard FCM algorithm. Taking the first
derivatives ofJAFCM with respect touk(i, j), vl,k and x̃l and setting them equal to zero results in three necessary
conditions forJAFCM to be at a minimum. Using these conditions, the process of image segmentation using our
AFCM algorithm can be described as follows:

1 Manually select of a reference colour and convergence toleranceε.

2 Set the target number of centroids and initial values for the membership matrix,vl,k, k = 1, · · · , C

3 Update the membership matrix:

uk(i, j) = [
c∑

m=1

‖x(i, j)− vl,k‖
‖x(i, j)− vl,m‖

2
m−1

]−1 (4)

for all (i,j) andk = 1, · · · , c; andl = 1, 2, 3, m is any real number greater than 1.
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4 Update the centroids:

vl,k =
∑c

k=1 uk(i, j)m · xl(i, j)∑c
k=1 u(i, j)m

+ λ ·
∑c

k=1 uk(i, j)m · x̃l∑c
k=1 u(i, j)m

wherel = 1, 2, 3.

5 Estimate the errors:
Two types of errors are involved. The simplest approach is to calculate the iterative difference.

Errort+1(v) =
c∑

k=1

3∑

l=1

‖v(t+1)
l,k − v

(t)
l,k‖2 (5)

wheret denotes the iterations. Another approach to the convergence error is by calculating the Euclidean dis-
tances between the valuesxk(i, j) and the centroidvl,k in the same classified class.

Errort+1(v) =
c∑

k=1

‖xk(i, j)(t+1) − v
(t+1)
l,k ‖2 (6)

6 If the Error < ε, the iteration is converged, then quit. Otherwise, go to step3.

In practice, the membership matrixu is initialised randomly, and the rows of the matrix must be normalised by their
sum. The initial membership matrix may not always guarantee to produce the optimum centroids, which is one of the
known disadvantages of using FCM/AFCM. Two different ways are used to estimate the iterative errors in Step 5. In
equation 5, the error is estimated by computing the Euclidean distance between the current and previous centroids.
This type of error ensures convergence under any conditions. However difficulties arise when equation 6 is used as
the convergence criterion. The optimum solution of FCM and AFCM depends on the initial membership matrixu
and the number of centroids. In cases that the FCM or AFCM fail to yield optimum centroids, Equation 6 will never
reach the convergence tolerance and the algorithm will iterates infinitely. In practice, equation 5 is used to determine
the termination of the iterations, and equation 6 can be used to judge whether a set of optimum centroids have been
reached.

2.4 Calculation of the Lagrange Parameter

We use a Lagrange parameter,λ, to constrain the colours under the regularisation of the reference colour. AFCM
degrades to FCM ifλ is zero. Pham and Prince [6] introduced two regularisation terms with twofixed Lagrange
parameters. In our work, the value ofλ is adjusted based on the previous iterations. The calculation ofλ is an adaptive
step based on the estimated centroids of the previous iteration. This criterion provides the basis for the method used to
selectλ. With increasing number of iterations the value ofλ should converge to a small positive value. Calculation of
λ leads to

λ =

∑
i,j

∑C
k=1 uk(i, j)q‖xl(i, j)− vl,k‖2

‖x̃l − vl,k‖2 (7)

This calculation is self-adapting. At the beginning of the iterations, the value ofλ provides a heavy penalty to the
classification. On the contrary, when the iteration converges to the optimum solution,λ contributes less to the reference
colour.

3 Experiments and Results

Both FCM and AFCM are implemented on a Pentium 4r, CPU 3.2GHz workstation with 2.0Gb of RAM. Figure 1(a)
shows an original image of a pathologic feature in mammalian heart tissue that often needs to be quantified. Hearts
were excised from knockout mice known to develop dilated cardiomyopathy [9] characterised by cardiomyocyte cell
death and extensive fibrosis (i.e. deposition of collagen in damaged areas) and embedded in paraffin. Histological
sections were stained with Massons trichrome that selectively stains collagens (blue), whereas cardiomyocytes and
other cellular components assume a reddish colour. The blue regions need to be segmented and the amount needs to
be quantified. Figure 1 compares the segmentation results for the purple colour using FCM and AFCM. Figure 1(c)
matches more closely the results obtained from medical experts performing the purple colour selection manually.

Figure (3) compares the convergence rates between FCM with different number of centroids, and AFCM. The conver-
gence tolerance here is set to1.0 × 10−3. Figure 3(a) and 3(b) present the convergence curves of FCM with 30 and
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(a) Original image (b) FCM results using 4 colour cen-
troids selected from 30

(c) AFCM segmentation results using 4
centroids

Figure 1. Comparison FCM and AFCM segmentation

5 centroids. After 20 and 11 iterations respectively, FCM with 30 and 5 centroids reach the convergence tolerance.
However it takes 46 iterations for AFCM to reach the same convergence tolerance. These suggest that AFCM has a
slower convergence rate than traditional FCM.

(a) Original image (6.7a) (b) AFCM segmentation using 5 cen-
troids

(c) AFCM segmented result using 7
centroids

Figure 2. Comparison AFCM segmented results with different centroids
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(a) Error plot of FCM, 30 centroids
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(b) Error plot of FCM, 5 centroids
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(c) Error plot of AFCM, 5 centroids

Figure 3. Comparison of convergence rates between FCM and AFCM

Figure (2a) presents a cross-section of the left ventricle of a pathogenic heart. The blue colour stains the collagens
that are characteristic of tissue fibrosis. Figures (2b) and (2c) show the segmentation results of AFCM using 5 and 7
centroids, respectively. The segmented structures in both cases are similar, but it can be observed that by using use of
7 centroids a better definition of the fibrotic network is produced. The results of using 7 centroids relate more closely
to the original pathological image and match the manual analysis performed by an experienced pathologist. This is
further confirmed in Table (1), which compares the results between manual segmentation performed by a pathologist
and our AFCM algorithm for a number of histological images. This comparison indicates that, the AFCM using more
centroids produced a better agreement with the expert. However, it should be noticed that increasing the number of
centroids will also increasing the computational load correspondingly.

4 Conclusions

We have presented an Adaptive Fuzzy C-Means (AFCM) algorithm to classify colours on biomedical images. In order
to efficiently segment the image, a reference colour is manually selected before segmentation. Based on the hue-
saturation-intensity of the reference colour, a regularisation factor Lagrange parameter, is further introduced into the
AFCM. The experimental results suggest that by using this algorithm, colour centroids are found with similar colour
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Table 1. Comparison manual and AFCM segmented results
Images Manual AFCM using AFCM using

IDs segmentation 5 centroids 7 centroids
6.7a 17.99% 18.98% 18.03%
4.2a 1.57% 3.8% 2.8%
9.7a 7.31% 3.34% 8.0%
9.7b 4.62% 1.6% 3.56%

SC13.1b 23.1% 21.57% 22.3%

properties. In comparison to the traditional FCM, the convergent rate of the AFCM is slower for the same number of
centroids.

Using our AFCM, the colour of the image is classified based on the reference colour instead of a global classification
in normal FCM/AFCM methods. Therefore fewer centroids are needed. The computational complexity and space
complexity (memory usage) of both AFCM and FCM areO(n2) andΩ(n) respectively, wheren is the number of
centroids. This means using fewer centroids will save on computational time, and this should compensate the relatively
lower convergence rate of the presented AFCM algorithm.

A disadvantage of both FCM and the AFCM is that the classified results may rely on the initial membership matrix and
the number of centroids. Unfortunately, we never know the optimum number of centroids in advance. Several different
algorithms, such as principal component analysis (PCA) and subtractive clustering [10], may be reviewed to address
this issue. These may improve the automatic estimation of the optimum number of centroids.
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Abstract. For a particularly long time, automatic diagnosis of diabetic retinopathy from digital fundus images has
been an active research topic in the medical image processing community. The research interest is justified by the
excellent potential for new products in the medical industry and significant reductions in health care costs. However,
the maturity of proposed algorithms cannot be judged due to the lack of commonly accepted and representative
image database with a verified ground truth and strict evaluation protocol. In this study, an evaluation methodology is
proposed and an image database with ground truth is described. The database is publicly available for benchmarking
diagnosis algorithms. With the proposed database and protocol, it is possible to compare different algorithms, and
correspondingly, analyse their maturity for technology transfer from the research laboratories to the medical practice.

1 Introduction

Diabetes has become one of the rapidly increasing health threats worldwide [1].Only in Finland, there are 30 000
people diagnosed to the type 1 maturity onset diabetes in the young, and 200 000 people diagnosed to the type 2
latent autoimmune diabetes in adults [2]. In addition, the current estimate predicts that there are 50 000 undiagnosed
patients [2]. Proper and early treatment of diabetes is cost effective since the implications of poor or late treatment
are very expensive. In Finland, diabetes costs annually 505 million euros for the Finnish health care,and 90% of the
care cost arises from treating the complications of diabetes [3]. These alarming facts promote the study of automatic
diagnosis methods for screening over large populations.

Fundus imaging has an important role in diabetes monitoring since occurrences of retinal abnormalities are common
and their consequences serious. The eye fundus is sensitive to vascular diseases and therefore fundus imaging is
also considered as a candidate for non-invasive screening. The success of this type of screening approach depends
on accurate fundus image capture, and especially on accurate and reliable image processing algorithms for detecting
the abnormalities. Numerous algorithms have been proposed for fundus image analysis by many research groups
(e.g. [4–6]). However, it is impossible to judge the accuracy and reliability of the approaches because there exists no
commonly accepted and representative fundus database and evaluation protocol. With a proper protocol, it would be
possible to evaluate the maturity and state-of-the-art of the current methods, i.e. produce the best achieved sensitivity
and selectivity rates. For example, commonly accepted strict guidelines for the evaluation of biometric authentication
methods, such as the FERET and BANCA protocols for face recognition methods [7,8], have enabled the rapid progress
in that field, and the same can be expected in medical image processing related to diabetic retinopathy detection.

The main contribution of this work is to report a publicly available diabetic retinopathy database and protocol, DI-
ARETDB1, which contains training and test set images, expert marked finding ground truth, and a tool kit for method
evaluation. The protocol is demonstrated by a baseline method included to the tool kit. This study provides the means
for the reliable evaluation of automatic methods for detecting diabetic retinopathy.

2 Diabetic retinopathy

In the type 1 diabetes, the insulin production in the pancreas is permanently damaged, whereas in the type 2 diabetes,
the person is suffering from increased resistance to insulin. The type 2 diabetes is a familial disease, but also related
to limited physical activity and lifestyle [1]. The diabetes can cause abnormalities in the retina (diabetic retinopathy),
kidneys (diabetic nefropathy), and nervous system (diabetic neuropathy) [9]. The diabetes is also a major risk factor in
cardiovascular diseases [9].

The diabetic retinopathy is a microvascular complication of diabetes, causing abnormalities in the retina, and in the
worst case, blindness. Typically there are no salient symptoms in the early stages of diabetic retinopathy, but their
number and severity predominantly increase with time. The diabetic retinopathy typically begins as small changes in
the retinal capillaries. The first detectable abnormalities are mircroaneurysms (Ma) shown in Fig. 1(a), which are local
distensions of the retinal capillary and when ruptured, cause intraretinal hemorrhage (H) shown in Fig. 1(b). The disease
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severity is classified as mild non-proliferative diabetic retinopathy when the first apparent microaneurysms appear in
the retina [10]. With time, the retinal edema and hard exudates (He) shown in Fig. 1(c) appear because of the increased
permeability of the capillary walls. The hard exudates are lipid formations leaking from these weakened blood vessels.
This state of the retinopathy is called moderate non-proliferative diabetic retinopathy [10]. However, if the above-
mentioned abnormalities appear in the central vision area (macula), the condition is called diabetic maculopathy [1].
As the retinopathy advances, the blood vessels become obstructed which causes microinfarcts in the retina. These
microinfarcts are called soft exudates (Se) shown in Fig. 1(d). When a significant number of intraretinal hemorrhages,
soft exudates, or intraretinal microvascular abnormalities are encountered, the state of the retinopathy is defined as
severe non-proliferative diabetic retinopathy [10].

The severe non-proliferative diabetic retinopathy can quickly turn into proliferative diabetic retinopathy when extensive
lack of oxygen causes the development of new fragile blood vessels [10]. This is called neovascularisation shown in
Fig. 1(e), which is a serious eye sight threatening state. The proliferative diabetic retinopathy may cause sudden loss
in visual acuity, or even permanent blindness due to vitreous hemorrhage or tractional detachment of the central retina.
After the diabetic retinopathy has been diagnosed, regular monitoring is needed due to the progressive nature of the
disease. However, broad screenings cannot be performed due to the fact that the fundus image examination requires
attention of medical experts. For the screening, reliable automatic image processing methods must be developed.

(a) (b) (c) (d) (e)

Figure 1. Abnormal diabetic retinopathy caused eye fundus findings (in colour): (a) microaneuryms (marked with an
arrow); (b) hemorrhages; (c) hard exudates; (d) soft exudate (marked with an arrow); (e) neovascularization.

2.1 Current evaluation practises

In medical diagnosis, the medical input data is usually classified into two classes, where the disease is either present or
absent. The classification accuracy of the diagnosis is assessed using the sensitivity and specificity measures. Following
the practises in the medical research, the fundus images related to the diabetic retinopathy are evaluated by using
sensitivity and specificity per image basis. Sensitivity is the percentage of abnormal funduses classified as abnormal,
and specificity is the percentage of normal fundus classified as normal by the screening. The higher the sensitivity and
specificity values, the better the diagnosis. Sensitivity and specificity can be computed as [11]:

sensitivity (SN) =
TP

TP + FN
, specificity (SP) =

TN

TN + FP
(1)

where TP is the number of abnormal fundus images found as abnormal, T N is the number of normal fundus images
found as normal, FP is the number of normal fundus images found as abnormal (false positives) and F N is the number
of abnormal fundus images found as normal (false negatives). Sensitivity and specificity are also referred to as the true
positive rate (TPR) and true negative rate (TNR), respectively.

3 Evaluation database

A necessary tool for reliable evaluations and comparisons of medical image processing algorithms is a database includ-
ing a dedicatedly selected set of high-quality medical images which are representative for the problem and have been
verified by experts. In addition, information about the medical findings, the ground truth, must accompany the image
data. An accurate algorithm should take the images as input, and produce output which is consistent with the ground
truth. In the evaluation, the consistency is measured, and algorithms can be compared based on these measures. In the
following, we describe the images and ground truth for the diabetic retinopathy database DIARETDB1.

3.1 Fundus images

The database consists of 89 colour fundus images of which 84 contain at least mild non-proliferative signs (Ma)
according to all experts participated in the evaluation. The images were taken in the Kuopio university hospital. The
images were selected by the medical experts, but their distribution does not correspond to any typical population,
i.e., the data is biased and no a priori information can be devised from it. The diabetic retinopathy abnormalities
in the database are relatively small, but they appear near the macula which is considered to threaten the eyesight.
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Images were captured with the same 50 degree field-of-view digital fundus camera 1 with varying imaging settings and
without preprocessing. The intensity of the camera flash was controlled by the photographer, but other settings such
as shutter speed, aperture, and gain were controlled by the fundus camera. The images contain a varying amount of
imaging noise, but the optical aberrations and photometric accuracy (colour or intensity) are the same. Therefore, the
photometric variance over the visual appearance of the different retinopathy findings can be considered as small. In
the absence of a well-founded procedure for camera characterisation, the data correspond to a good (not necessarily
a typical nor the most general) practical situation, where the images are comparable, and can be used to evaluate the
general performance of diagnostic methods. The general performance corresponds to the situation where no calibration
is performed (no correspondence to the physical measurements), but where the images correspond to commonly used
imaging conditions, i.e. the conditions typically encountered in hospitals. This data set is referred to as “calibration
level 1 fundus images”. A data set taken with several fundus cameras containing different amounts imaging noise and
optical aberrations is referred to as “calibration level 0 fundus images”. To publish an ultimate tool for the evaluation of
diabetic retinopathy, which is the research group’s main objective, it is necessary to study the different calibration levels.
Therefore, the current database was not aimed to be statistically representative, but as one step in the development
process.

3.2 Ground truth

Independent markings from 4 medical experts were collected by using a software tool provided for image annotation.
The computer displays used in the collection process were not calibrated. A person with medical education and solid
experience in ophthalmology was considered as an expert. The experts were asked to mark the areas related to the
microaneurysms, hemorrhages, and hard and soft exudates. The experts were instructed to avoid marking the findings
so that the borders of the marked areas contain any pixels belonging to the finding. The experts were further instructed
to report their confidence and especially annotate the single most representative point for each finding. The ground
truth confidence, {< 50%, > 50%, 100%}, represented the certainty of the decision that a marked finding is correct.
The experts were taught to use the image annotation tool, but they were not instructed how to make the annotations to
prevent a biased scheme; the medical experts learnt their own best practises.

The uninstructed collection process caused significant differences between the medical experts as shown in Fig. 2.
Therefore, it was not possible to use the expert information as such as the ground truth. However, using the original
data the expert knowledge was fused for a better spatial accuracy and suppression of outliers. The fusion was performed
on a pixel basis using the reported confidence levels. Several different approaches for fusing the markings are possible,
e.g., voting, minimum, maximum or sum of values. The first three provide binary classifications, but a normalised
average provides values in the range [0, 1] (Fig. 2(e)). It should be noted that the markings do not provide any absolute
ground truth, but reveal how the medical experts analyse and interpret the retinopathy from the digital fundus images.
Not to discard any information, the approach using the average was selected since it provides a linear confidence scale,
and in the evaluation, the confidence level can be fixed to one or several values. In DIARETDB1, the confidence level
is fixed to confGT = 0.75.
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Figure 2. Example of ground truth (colour decodes the confidence): (a) expert 1; (b) 2; (c) 3 (d) 4; (e) mean.

3.3 Training and test set

89 images were manually assigned into categories representing the progressive states of retinopathy: normal, mild,
moderate and severe non-proliferative, and proliferative. Using the categories, the images were divided into the rep-
resentative training (28 images) and test sets (61 images). In the training set with conf GT = 0.75, 18 images contain
hard exudates, 6 soft exudates, 19 microaneurysms, and 21 hemorrhages. In the test set with conf GT = 0.75, 20
images contain hard exudates, 9 soft exudates, 20 microaneurysms, and 18 hemorrhages

1ZEISS FF 450plus fundus camera with Nikon F5 digital camera
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4 Evaluation protocol

4.1 Performance measures

In the literature, the sensitivity and specificity values are typically reported since they correspond to the current medical
practice and have straightforward interpretations in the medical terms. These values provide the means for analysing
how many diseased and how many healthy patients are correctly diagnosed with a provided method. From the method
comparison point of view, however, these two values are not feasible since the two distributions overlap and the true
accuracy is always a trade-off. Furthermore, in our evaluation protocol we have selected two evaluation principles:
1) the evaluation is image-based and 2) is done separately to different diabetic retinopathy findings (Sec. 2). The first
principle is justified by the fact that it corresponds to the medical practice where decisions are “patient-based”. It should
be noted that spatial area (pixel-wise) based evaluation can be useful in method development. The second principle is
due to the practical fact that most researchers concentrate only on one or several finding types. The image acquisition
process affects the evaluation protocol only through the ground truth, i.e., the marking accuracy of experts depends on
the quality of image acquisition.

4.1.1 ROC

For a proper comparison the sensitivity and specificity values must be combined into a form which can describe the
behaviour over different combinations of the values. Receiving operating curve (ROC) is a natural selection due to
its popularity and proved applicability in similar computer vision tasks, such as face recognition [12], object class
recognition [13] and medical research [14]. The ROC provides a graphical representation for sensitivity (TPR) and
1-specificity (FPR) trade off. The ROC curve provides the means for the optimal analysis when the problem is to
find the best method parameters for the task or compare performances irrespective to operating conditions. In our
evaluation we adapted the practises from [13], where each method is required to provide a score for each test image. A
high score corresponds to a high probability that a finding is present in the image. From provided scores a ROC curve
can be automatically generated.

4.1.2 Weighted error rate (WER)

The ROC curve is a reliable method for comparisons, but often method ranking is also needed, where single perfor-
mance values are necessary. Single valued measures should be derived from the ROC curve, e.g. by computing an equal
error rate (EER) (TPR = TNR) or a total area under roc curve (AUC). Here we prefer the more interpretable EER.
The EER measure however assumes equal penalties for the both false positives and negatives, which is not typically
the case in the medical diagnosis. Therefore, we adapt a measure utilised in [7, 8], where the two measures, sensitivity
(SN) and specificity (SP), are combined to a weighted error rate defined as

WER(R) =
FPR + R · FNR

1 + R
=

(1 − SP ) + R · (1 − SN)

1 + R
. (2)

In (2) R = CF NR

CF P R
is the cost ratio between FPR and FNR. In the DIARETDB1 protocol the following values are

computed: WER(10−1) (FNR is by order of magnitude less harmful), WER(1) (equal) and WER(10) (FNR is by
order of magnitude more harmful). The values are computed using the nearest true ROC points with no interpolation.

5 Evaluation example

5.1 Baseline method

The baseline method is a straightforward implementation of the method proposed by Schwerdt and Crowley [15] and
is based on a principle that the findings can be detected based on their photometric information (colour). The baseline
method was implemented to study the discrimination power of colour information, and to demonstrate the protocol’s
usage. The method utilises the R and G colour channels and intensity normalises them by R + G + B. A class
description for each finding type, Fi, is formed by computing their colour histograms hFi(r, g). The finding histograms
are computed from the normalised pixels in the 8x8 neighbourhood of the most representative points marked by the
experts. The background histogram is formed by computing the total colour histogram, h total(r, g), of each observed
image. By using a ratio of the two histograms Schwerdt and Crowley derived a Bayesian formula for classifying pixels.
We have manually fixed a posterior threshold for every finding type and the image score is the sum of pixels passing
the threshold.
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5.2 Results

Evaluation results for the baseline method are shown in Fig. 3 and Table 1. The ROC graphs also include random
classification results (random score for each test image). The baseline method performs moderately only for the hard
exudates. The results however are the current baseline and every reported method should outperform them.

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

FPR

T
P

R

Baseline
Random

(a)

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

FPR
T

P
R

Baseline
Random

(b)

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

FPR

T
P

R

Baseline
Random

(c)

0 0.2 0.4 0.6 0.8 1
0

0.2

0.4

0.6

0.8

1

FPR

T
P

R

Baseline
Random

(d)

Figure 3. The DIARETDB1 ROC baseline: a) hard exudates; b) soft exudates; c) microaneurysms; d) hemorrhages.

Table 1. DIARETDB1 baseline performance measures.
Baseline method

FPR FNR WER FPR FNR WER

He
0.8049 0 0.0732 R = 0.1

Se
1.0000 0 0.0909 R = 0.1

0.0732 0.2500 0.1616 R = 1 0.1731 0.4444 0.3088 R = 1
0.0244 0.4500 0.0631 R = 10 0 0.8889 0.0808 R = 10

Ma
0.4634 0.1500 0.1785 R = 0.1

H
0.8837 0.2222 0.2824 R = 0.1

0.4634 0.1500 0.3067 R = 1 0.1628 0.8333 0.4981 R = 1
0 0.8000 0.0727 R = 10 0 1.0000 0.0909 R = 10

6 Conclusion

A novel evaluation database and protocol was proposed for evaluating and comparing methods for automatic detection
of diabetic retinopathy. All technical documentaton, images, ground truth and Matlab functionality for the baseline and
computing performance measures are publicly available on the project’s web page (IMAGERET 2, http://www.
it.lut.fi/project/imageret/). Research groups investigating diabetic retinopathy detection methods are
encouraged to report their results using the DIARETDB1 database and according to its evaluation protocol.
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Abstract. The measurement of the internal carotid artery (ICA) is one of the most important criteria of assessment 
and selection of patients for internal carotid endarterectomy. A method is presented and evaluated for 
segmentation of internal carotid arteries using adaptive thresholding in arterial cross sections. Experimental results  
have been obtained for 72 cases (six different slice measurements from each of twelve arteries), and the 
segmentations obtained from the proposed method are evaluated against two experts’ manual delineations, using 
area measurements and Udupa’s et al. evaluation framework. The comparison of the manual and automated 
delineations show that there is a good correspondence, thereby confirming the algorithm’s performance and 
validity.  

1  Introduction 

The measurement of the internal carotid artery (ICA) is one of the most important criteria for assessment and 
selection of patients for internal carotid endarterectomy, a surgical removal of plaque, which obstructs the passage of 
blood and is the most common cause of ischemic stroke. The internal carotid artery is located inside the neck and is 
the main supply of blood from the heart to the brain. Vessel segmentation is the process of effectively distinguishing 
the vessels of interest in an image from the background and the surrounding objects in order to quantify the severity 
of the plaque blockage. Contrast-enhanced magnetic resonance angiography (CE-MRA) is widely used for the 
visualization of the carotid arteries and the quantification of carotid artery disease. In current clinical practice, carotid 
artery disease is estimated by manual inspections of the MR Angiograms. The determination of carotid arterial area 
from MR angiograms is an important, though complicated, issue due to several factors; the main one being partial 
volume effect of contrast containing voxels near the vessel periphery with non-contrast containing vessel wall and 
adjacent tissues. Several authors have studied the segmentation of the carotid arteries. Yim et al. [1] used a semi-
automated deformable model to reconstruct and measure the carotid artery. Bemmel et al. [2] semi-automatically 
segmented stenosed ICAs in CE-MRA images via level-set techniques, using a user-defined central axis as the 
initialization. Kim and Park [3, 4] used thresholding in high contrast axial 3D Time-of-Flight MR angiograms to 
separate the carotid plaque from the blood flow, and quantify the stenosed area of the artery. This approach assumes 
that the maximum stenosis is presented perpendicular to the axial plane, ignoring the 3D geometry of the artery.  
Two major studies have been recently published on methodologies for evaluating medical image segmentation 
techniques; Crum et al. [5] presented overlap measures for evaluating image registration and segmentation 
techniques and Udupa et al. [6] created a framework for evaluating image segmentation techniques. The authors 
previously developed a segmentation technique that uses adaptive thresholds in cross-sectional planes perpendicular 
to the central axis of the artery to delineate the artery [7, 8]. In this paper, the segmentation technique is evaluated 
using Udupa’s framework. Results obtained by applying this algorithm to twelve arteries are presented, and the 
results are evaluated against anonymous experts’ manual delineations. The results of this evaluation study indicate a 
good agreement with expert observers. 

2  Image Acquisition and Pre-processing 

Blackpool Victoria Hospital provided the MRA images used for this study. The data was obtained using a Siemens 
1.0 Tesla Harmony-Siemens MR scanner. The images were acquired in the coronal plane. The original CE-MRA 3D 
data set was used for this work rather than the post-processed Maximum Intensity Projection (MIP) images. The MR 
image acquisition parameters were TR = 4.7 ms, TE = 1.8 ms and flip angle = 25°. The 3D data was partitioned into 
64 contiguous slices, each of thickness 1 mm. The image acquisition involves an interpolation within Fourier space, 
prior to data reconstruction, to permit an acquisition time less than normally required for the 64 slices. The image 
matrix size was 320 

 

512 pixels for an image field of view of 187.5 mm 

 

320 mm, resulting in a voxel size of 
0.6 mm 

 

0.6 mm 

 

1.0 mm. 
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In the pre-processing stage from the entire MRA dataset two sub-volumes are automatically defined, each containing 
a set of the carotids [7]. Within each sub-volume, the artery to be processed (either left or right ICA) is automatically 
defined and the arterial central axis defined [7, 8]. Having identified the arterial central axis, image consecutive 
cross-sectional slices are taken perpendicular to it, in order the arterial cross-sectional area to be measured.  

3  Methods 

Popular image segmentation techniques include threshold-based methods, region-based techniques, and connectivity-
preserving relaxation methods. Local pixel information is utilised for threshold-based methods, which can be very 
successful when the intensity levels of the objects of interest are distinctly different from the background intensity 
ranges, and a threshold is appropriately selected. Connected regions of the image are generated by region-based 
methods, by grouping neighbouring pixels that are similar according to a set of predefined criteria. Iterative region 
growing is a popular technique in this category: however this can produce difficulties in the initialisation and 
termination rule, and is costly in terms of computational load. Connectivity-preserving relaxation-based 
segmentation methods, usually referred to as the active contour models or deformable models, are based on some 
energy function. These methods start with an initial elastic curve (or surface), internal forces (elastic forces) and 
external forces (image and constraint forces), and attempt to dynamically conform the curve to object shapes. These 
forces can be the result of a functional global minimization process or based on local information. In general 
deformable models can not deal with topological changes, while it has problems with initialisation, speed, and poor 
convergence to boundary concavities.  

Thresholding is a pixel classification technique that separates the pixels in the image into two classes based on a 
threshold value, with the classes representing the pixels that belong to the object of interest, and those that belong to 
the background, thereby producing a binary image from (typically) a grey scale image. The selection of an 
appropriate threshold value is crucial for successful segmentation, and can either be performed interactively or 
automatically [7]. However, in most real applications there are significant intensity and contrast variations within the 
input image, and local adaptive thresholding, based on local image characteristics, is preferred. The authors have 
previously demonstrated the need for adaptive segmentation of the carotid arteries [7], and developed a solution 
using a local adaptive thresholding method to achieve fine segmentation of the arteries [8]. This paper focuses on 
validation of the results from this method by comparing results with manual segmentation (assumed here to be the 
reference method) using pixel counts and Udupa’s efficacy measures. 

The segmentation is performed in each consecutive cross sectional slice, as taken perpendicular to the arterial central 
axis, adapting therefore, the thresholding criteria to the local image characteristics. In Udupa’s study [6], a 
framework of evaluation of medical image segmentation techniques is outlined, and this framework is adopted and 
implemented for additional analysis of the performance of the algorithm. The efficacy of a segmentation method in a 
specific application domain can be assessed in terms of three factors: precision, accuracy and efficiency. Precision 
(also called reliability) describes how closely different measurements of the same thing agree with each other, 
therefore tests repeatability of segmentation taking into account the influence of all subjective action that are required 
to produce the result. Accuracy (also called validity) describes how closely the segmentation result agrees with the 
true or most probable value. Efficiency (also called viability) describes the practical viability of the segmentation 
method. The implemented evaluation framework consists of four elements: a) real life MRA data, b) two expert 
manual delineations to be used as reference segmentations to denote ground truth, c) a computed generated 
segmentation algorithm and d) a software tool to incorporate the evaluation metrics (as defined by Udupa) with the 
proposed segmentation technique.  

Metrics of Precision 

Let CO1 and CO2 be manual segmentations of the same object O in two repeated manual segmentation trials. Possible 
variabilities need to be investigated for possible pairs of CO1 and CO2 that occurred from one of the following 
situations: 

 

T1: The same operator segments the same object in the same scene twice (assessing the intra-observer variability) 

 

T2: Two operators segment the same object in the same scene once (assessing the inter-observer variability) 

 

T3: The same operator segments the same object in two corresponding scenes (assessing inter-scan variability) 

The third situation is not applicable for this study, but is mentioned for a matter of completeness. Therefore, for the 
manual segmentation method, all possible pairs of (CO1, CO2) for T1 will provide for the assessment of intra-operator 
precision. In the same way, T2 corresponds to assessment of inter-operator precision [6]. In general, a measure for 
precision for a given method M, that produces a set of segmentations CO1 and CO2 for a situation Ti is given by: 
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PR represents the amount of tissue that is common to both CO1 and CO2 as a fraction of tissue in the union of 

CO1 and CO2. The precision of a method M for a given situation (i = 1,2) can be characterised by measuring the 

coefficient of variation or confidence intervals of the )O(M
Ti

PR values [6]. The precision of any two segmentation 

methods M1 and M2 for each Ti can be compared by comparing the set of )O(M
Ti

PR values by using a paired t-test 

[6], that is if samples are distributed normally, which would allow the use of parametric tests. Alternatively, if the 
samples are not distributed normally, non-parametric tests should be used.  

Metrics of Accuracy 

Let M
dC be the segmentation result of the artery obtained by the automated method M  and let tdC be the 

corresponding scene of ‘true’ delineation, as obtained by the anonymous expert observer. In this case, the False-

Negative segmentation is defined as M
dtdFN CCC ; the False-Positive segmentation is defined as 

td
M
dFP CCC ; the True-Positive segmentation is defined as M

dtdTP CCC ; and the True-Negative 

segmentation is defined as M
dtddTN CCUC . dU constitutes a reference subset with respect to which all the 

delineated regions (true or false) in the image can be expressed as a function of, and ideally should be defined such 
that FNFPTNTPd CCCCU . 

The following measures are describing the delineation accuracy of the automated method M [6].  

M
td

TPM
d

C

C
(O)TPVF        (2) 

tdd

TNM
d CU

C
(O)TNVF

 

      (3) 

True positive volume fraction True negative volume fraction 

(O)TPVFM
d expresses the fraction of total amount of tissue in true delineation tdC that was also covered by the 

delineation with method M. (O)TNVFM
d  denotes the fraction of total amount of tissue in the reference region dU that 

is truly not in the delineation tdC  and was also correctly not segmented by method M [6].  

The false positive and false negative volume fractions, (O)FPVFM
d and (O)FNVFM

d , could similarly be defined [6] 

and the following desirable relationships for the measures above can be determined from the above equations. 

(O)TNVF-1(O)FPVF M
d

M
d        (4) (O)TPVF1(O)FNVF M

d
M
d         (5) 

Since two of the four measures are interdependent, only two measures need to be calculated to assess the delineation 

accuracy of method M. Either (O)TPVFM
d and (O)TNVFM

d  or (O)FPVFM
d and (O)FNVFM

d  need to be specified [6]. 

4  Results and Validation 

Twelve arteries have been analysed and quantified for the purpose of this study. Six cross-sectional slices were 
selected along each artery to be segmented and evaluated. To test the performance of the proposed algorithm, the 
results generated by the segmentation algorithm were compared against the manually segmented images which were 
used as reference. The size of the cross-section slice is 21 x 21 pixels, while the average arterial area for a non-
stenotic part is 40 pixels, and for a stenotic part of the artery is 20 pixels. Note that in extremely narrow cases, 
(where the accurate quantification of stenosis is critical), cross-sectional areas as low as 4 pixels were found.  

Initially the inter-observer agreement was noted. Each clinical expert has created a manual delineation of each artery 
twice. The mean area value from the two manual delineations is measured for each observer and is used as a 
comparison against the other observer. Figure 1 presents the difference in mean area measurements between the 
segmentations from Observer A and Observer B, against the average of the mean areas between the two observers, in 
the form of a Bland-Altman graph. The difference in the two means is randomly scattered around zero with the 
majority of the values within ± 5 pixels difference. Note that for average artery areas below 25 pixels, differences up 
to 10 pixels occur which would result in significant quantification differences. The average percentage difference 
between the area means is 11%. The difference between the two means for Observers A and B is calculated and 
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tested for normality using a Kolmogorov-Smirnov test [11]. The distribution of the difference of the means has been 
found to be normal with P-value > 0.15. A paired t-test has been used to check weather the mean areas for all slices 
from the two observers are the same. The mean hand-segmented area from Observer A is 43.23 pixels and standard 
deviation STD = 24.86, while the mean hand-segmented area from Observer B is 44.56 pixels and STD = 26.27, 
producing a P-value of 0.017, at 90% confidence level (p > 0.01). Therefore there is no significant difference 
between the means of Observer A and Observer B and the inter-observer variability in the area measurements is 
negligible.  

  
M
dTPVF M

dTNVF M
TPR

1 

Obs. A 0.644 ± 0.10 0.99 ± 0.001 0.639 ± 0.1 
Obs. B 0.889 ± 0.15 0.832 ± 0.14 0.83 ± 0.14 

(a)    

M
dTPVF M

dTNVF M
TPR

1 

Obs. A 0.758 ± 0.21 0.98 ± 0.02 0.68 ± 0.19 
Obs. B 0.722 ± 0.23 0.99 ± 0.01 0.68 ± 0.21 

 (b)  

Figure 1: The difference in mean area measurement between 
the two observers. 

Table 1: (a) Intra-observer variability of overlap measures, 
(b) Overlap comparison of observers with algorithm. 

While analysing the intra-observer variability, Figures 2 and 3 present the difference in area measurement between 
the two manual segmentations performed by each of the two observers. From Figure 2 it is concluded that Observer 
A systematically over-segmented the slices the second time, compared to the first time. The average percentage 
difference between the areas measured by observer A is 43%. The standard deviation for Observer A is STD = 8. For 
Observer B, on the other hand, the difference in areas between the two observations is randomly scattered around 
zero. The average percentage difference between the areas measured by observer B is 11% and the STD = 6. The 
difference between the two observations is taken for each observer and tested for normality using a Kolmogorov-
Smirnov test. The difference between the two observations for Observer A have been found not normally distributed 
(p < 0.05) and a non-parametric test was therefore used to check whether the difference of the two observations is 
centred around zero. A 1-sample Wilcoxon [10, 11] test was used and found that there is a significant difference in 
the area measured between the two observations for Observer A (at 95% confidence, p < 0.05), denoting therefore a 
great intra-observer variability in the case of Observer A for the area measurements. The difference between the two 
observations for Observer B have been found normally distributed with P-value = 0.085 (p > 0.05), and a t-test was 
used to test if there is significant difference between the means of the two observations. The mean hand-segmented 
area for observation 1 is 43.72 pixels while the mean hand-segmented area for observation 2 is 45.41 pixels, 
producing a P-value of 0.018 (Sample size: N = 72), at 90% confidence level (p > 0.01).Therefore insignificant intra-
observer variability was noted for the area measurements of Observer B. After this analysis Observer B was selected 
to be used as basis for the evaluation of the segmentation algorithm. In Table 1(a) the intra-observer variability of 
overlap measured described above is displayed. The two numbers in the table represent the mean ± standard 
deviation, of the metric over all the image slices.  

  

Figure 2: The difference in area measurement between the two 
manual delineations of Observer A 

Figure 3: The difference in mean area measurement between 
the two manual delineations of Observer B 

The area measurements obtained from the second observer are compared to the areas obtained from the algorithm. 
The differences from each of the two second observer manual delineation with the algorithm were examined. The 
distribution of the two differences proved that a non-parametric test is required; a Kolmogorov-Smirnov test was 
used and found that P-value < 0.05. A 1-sample Wilcoxon test was used to compare the area measurements from 
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Observer B’s first observation with the area measurements obtained by the algorithm. The resulting P-value = 0.001 
denotes that there is a significant difference between the two measurements. The mean difference of the area 
measurements is 4.81 pixels and STD = 13.54.  Another 1-sample Wilcoxon test was used to compare the area 
measurements from Observer B’s second observation with the area measurements obtained by the algorithm. The test 
produced a P = 0.006 (at 95% confidence, p < 0.05) which again denotes a significant difference between the two 
measurements. The mean difference of the two measured areas is 3.11 pixels, STD = 13.84 (N = 72). Observing the 
results more closely revealed that for nine from the seventy-two cross-sectional slices, the algorithm overestimated 
the cross-sectional area measurement due to touching adjacent arteries. Further improvement is required in the 
algorithm to incorporate the separation of touching arterial structures. This is currently ongoing and will be described 
in future publications. If those cases were rejected and excluded from the statistical tests, the new mean difference 
for observation 1 is 3.47 pixels, the STD = 8.76 and the new P-value is P-value = 0.003, whilst for observation 2, the 
P-value becomes 0.035 with 1.56 pixel mean difference (at 95% confidence) and STD = 7.98 (note that N = 63 if 
these nine samples are excluded from the analysis). It should be noted that the measured mean differences are small 
in relation to the artery cross-sectional area (typically 20-30 pixels), and would not lead to clinically significant 
differences in stenosis quantification. In Table 1(b) the variability of overlap measured between the experts and the 
algorithm is displayed for both Observers. From these values, it was found that the algorithm’s performance was 
comparable to that of the clinical experts. 

5  Concluding Remarks 

A computer-assisted method has been presented to quantify the degree of narrowing in the internal carotid artery 
and evaluated using area and overlap measures. Two clinical experts defined the object boundaries twice, and their 
results were used as reference to assess the accuracy and precision of the algorithm’s performance. The variations 
between algorithm and observers were similar to the inter- and intra-observer variations, thereby confirming the 
validity of the proposed algorithm and forming a good basis for further development of the algorithm and its 
introduction into clinical usage. Future work will include the development of algorithms to correctly segment arterial 
objects at the presence of touching arteries, the more extended evaluation to include more datasets, a comparison 
with other segmentation techniques, and the application of the supplementary evaluation metrics suggested in 
literature [5]. 
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Abstract. Three–dimensional tomosynthesis represents a significant advancement over conventional two–
dimensional mammography, effectively eliminating many of the inherentproblems caused by representing the three–
dimensional anatomy in a two–dimensional image.
Recently, there has been interest in the proportion and distribution of parenchymal linear structures in the breast. The
proportion of linear structures has been linked to mammographic risk. This experiment investigates the proportion
of linear structures detected in raw tomosynthesis images and compares them to the the proportion detected in
corresponding conventional mammograms of the same patient taken atthe same time.
Results show a high degree of correlation (0.866) between the proportions of linear structures detected in the two
image types.

1 Introduction

Conventional two-dimensional projection mammography plays a very significant role in breast cancer detection, diag-
nosis and treatment. However, it is well–known that 2D mammography has several inherent limitations, caused by the
projection of the 3D breast anatomy on to a 2D plane. These include cancers being obscured by superimposed normal
tissue and overlapping normal tissue creating the artificial appearance of densities [1]. These limitations often result in
false–negative or false–positive diagnoses, increasing risk to the patient or exposing them to unnecessary, often painful
follow–up procedures.

Whereas many of these limitations could be overcome by magnetic resonance imaging (MRI), this is a far more
involved procedure and its high cost, inconvenience and lowavailability prevent the use of MRI from becoming
widespread for the detection of breast cancer.

Three–dimensional breast tomosynthesis provides a significant advance over projection mammography. Tomosynthesis
effectively eliminates the effects of superimposed tissueon parenchymal structures of interest [2,3]. This can increase
margin visibility, especially in dense breasts and has beenshown to improve lesion visibility [4].

Breast tomosynthesis acquires a series of projection x–rayimages as the x–ray source moves in an arc around the
fixed breast and digital imaging detector. With the exception of their acquisition angle, the ‘raw’ projection images
are similar to conventional x–ray mammograms, however theyare taken using a significantly lower x–ray dose than
that using for conventional mammograms, such that the overall dose received by the patient is similar for the two
methods [4].

The raw projection images are subsequently reconstructed in to a three–dimensional volume that can be displayed to a
radiologist. Many algorithms have been used in the reconstruction of tomosynthesis images, common examples include
filtered back projection and shift–and–add.

Throughout this experiment we use raw tomosynthesis images(the two–dimensional projection images) rather than
the three–dimensional reconstructed images since a more direct and straightforward comparison can be made between
them and corresponding conventional mammograms.

Figure 1 shows a conventional mammogram and a raw tomosynthesis image of the same breast.

1.1 Linear Structures

Mammographic risk assessment is concerned with estimatingthe probability of women developing breast cancer and
can provide an indication of when to recommend more frequentscreening, which has been shown to improve the
likelihood of the early detection of breast cancer [5]. Breast density is an important indicator of mammographic
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Figure 1. A conventional mammogram (left) and a corresponding raw tomosynthesis image (right).

risk [6] and the best predictor of mammographic sensitivity[7]. However, more recently, it has been suggested that the
distribution of linear structures (ducts, blood vessels, etc.) is also correlated with mammographic risk [8,9]. So farit is
not entirely clear if it is just the density of linear structures (either by percentage area or volume) or if the distribution
of the linear structures plays a role as well.

Tab́ar et al. have proposed a mammographic risk assessment modelbased on four structural components, where the
relative proportions of each component is linked to the riskof developing breast cancer [8–10]. One of the four
structural components is linear density. It has been shown that the proportion of linear structures in the breast can be
used to automatically predict mammographic risk [11,12].

The purpose of this work is to investigate the sensitivity ofthe detection of linear structures in tomosynthesis images
compared to conventional mammograms.

2 Method

Conventional mammograms and tomosynthesis images were taken for 40 patients. For each patient, two conventional
mammograms (left and right breast) and two sets of nine raw tomosynthesis images were taken on the same day.
Of the sets of nine raw tomosynthesis images, the central image represented an orthogonal view and corresponded
most closely with the MLO conventional mammograms, and as such these central images were selected for use in our
experiment. The images were represented as 12–bit greyscale, 1914x2294 pixel DICOM files.

The resulting 80 conventional mammograms and 80 raw tomosynthesis images were processed using the line detector
method (described below), which results in a measure of linestrength and orientation for each pixel in the breast area
of the image.

Finally, for each image the line strength values were thresholded and the proportion of pixels with above–threshold line
strength values in the breast area of the image was calculated.

2.1 Line Operator

A study of various methods for detecting linear structures in mammograms [13] showed that Dixon and Taylor’s line
operator [14] is more accurate than other methods. As such, the line operator was used in our experiments. The method
produces a measure of line strength and orientation for eachpixel in an image.

The line orientation is determined by calculating the mean pixel brightness of a line of pixels running through the target
pixel at a range of orientations. The orientation with the largest mean brightness is taken to be the line orientation. The
line strength,S, is then given by

S = (L−N), (1)

whereL is the mean brightness of the line of pixels, andN is the mean brightness of a similarly orientated square of
pixels.

Our experiment used a line length of five pixels and twelve orientations as suggested by earlier work [13].

A multi-scale approach was used in order to detect lines of a range of thicknesses and the resultant images were
combined to produce line strength values for pixels at the original scale. Scaling of the images was achieved firstly by
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blurring the image using a 3x3 Gaussian kernel and subsequently by subsampling to provide a resultant image of half
the width and height of the original. Our approach comprisedprocessing with the line operator at three scales.

Figure 2 shows the results of the two images shown in Fig. 1 after processing with the line operator.

Figure 2. Line operator results showing a conventional mammogram (left) and a corresponding raw tomosynthesis
image (right). The linear structures have been enhanced fordisplay.

2.2 Thresholding

Following application of the line operator, the line strength results were thresholded to remove background tissue,
aiming to leave only linear structures. The choice of threshold greatly affects the measure of proportion of linear
structures. The thresholds were chosen experimentally to select values that remove most background tissue whilst
leaving most of the linear structure information intact. Two thresholds were used during this experiment – 0.4% and
0.5%.

The thresholds were applied by normalising the line strength values between 0 and 4096 (the maximum greyscale value
for the images used), and then by removing all line strength values below the specified proportion. In the cases used,
all line strength values below 0.4% or 0.5% of 4096 were removed. The overwhelming majority of line strength values
in the images were considerably below the maximum theoretical value. As such, the threshold values used were very
small so as not to remove too much linear structure information.

Figure 3 shows the conventional mammogram and raw tomosynthesis images following application of the line operator
and thresholding at 0.4% and 0.5%.

Figure 3. Thresholded line operator results showing a conventional mammogram (left) and a corresponding raw to-
mosynthesis image (right). The top images have been thresholded at 0.4% and the bottom images have been thresholded
at 0.5%. The linear structures have been enhanced for display.
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3 Results

The graph in Fig. 4 shows the proportion of above–threshold linearity in raw tomosynthesis images against the cor-
responding conventional mammograms. A threshold of 0.5% was used in both the conventional mammograms and
tomosynthesis images in order to achieve the best correlation. This achieved a Pearson product moment correlation
coefficient of 0.866.
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Figure 4. A graph showing the proportion of above–threshold linearity in raw tomosynthesis images against corre-
sponding conventional mammograms at a threshold of 0.5%.

Figure 5 shows the proportions of above threshold linearityin raw tomosynthesis images and mammograms at all
combinations of thresholds used.

4 Discussion and Conclusions

Linear structure information in mammograms has been linkedto mammographic risk and detected linear structure
information has shown promise in improving the specificity of automatic risk assessment [6, 9, 12]. Tomosynthesis
offers the potential for significant improvements over mammograms by eliminating the problems associated with the
representation of the 3D anatomy in 2D [2–4]. The results shown in Fig. 4 show a high correlation between the detected
proportions of linear structures in raw tomosynthesis images compared with conventional mammograms (0.866). This
suggests that the linear structure information in tomosynthesis images may be useful in mammographic risk assessment
investigations.

The selected threshold affected the correlations. Since the contrast varied between the different image types, the
thresholds were selected independently in order to achievethe closest correlation, however the correlations were highest
when both were thresholded at 0.5% (0.866) and when both werethresholded at 0.4% (0.813). A larger sample of
thresholds would need to be used in order to assess whether this is significant. The correlation remained good when
mammograms thresholded at 0.5% were compared with tomosynthesis images thresholded at 0.4% (0.714), however
the correlation was less acute when these thresholds were reversed (0.475).

It is suggested that since the contrast was greater in the mammograms (due to the high x–ray dose), the line strength
values tended to be higher, and as a result, when the mammogram results were thresholded at a low proportion less
background would be removed. Similarly, when tomosynthesis image results were thresholded at a high proportion
more linear structure information would be removed (see Fig. 3). When these combinations are compared, the correla-

74



Proportion of abover threshold linearity at various threshold 
combinations

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0 0.1 0.2 0.3 0.4 0.5

Raw Tomosynthesis Images (T)

M
am

m
o

g
ra

m
s 

(M
)

T 0.4%, M 0.4%

T 0.4%, M 0.5%

T 0.5%, M 0.4%

T 0.5%, M 0.5%

Figure 5. A graph showing the proportion of above–threshold linearity in raw tomosynthesis images against corre-
sponding conventional mammograms at various combinationsof thresholds. In the legend,T indicates the threshold
used for the raw tomosynthesis images andM indicates the threshold used for mammograms.

tion would expected to be poorer than for other combinations.

An obvious subsequent investigation would involve attempting to automatically classify images in to BIRADS classes
based on the linear structure information in the tomosynthesis images. However, this would require that the images be
classified independently by a radiologist, and for clear results, a larger sample size would be beneficial.
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Abstract. Liver biopsy is the gold standard for the quantitative evaluation of steatosis and fibrosis, but is an 

invasive method. A recent research trend is the investigation of novel non-invasive methods for the quantitative 

evaluation of the hepatic tissue in respect to steatosis and fibrosis. The goal is to find the best descriptive features 

and integrate them in reliable classification systems, to accurately determine the steatosis and fibrosis degrees. 

Several types of features and classifiers are reported. Some of them prove good results, but are computationally 

expensive. The computational complexity can be important if one considers implementing such systems in the 

ultrasound machines, which usually are only capable of simple histogram computations, probably due to the 

hardware limitations. Here we investigate the discriminative power of simple intensity and intensity derivative 

features extracted from a region of interest to assess the severity degrees in steatosis and fibrosis, using support 

vector machine classifiers on each feature. Then we build a support vector machine-based classification system to 

improve the assessment accuracy, integrating the most significant individual classifiers. Due to the simplicity of 

the feature extraction, the proposed solution is computationally simple. The experimental results are close to the 

state of the art.     

1. Introduction 

Chronic hepatic diseases (steatosis, non-alcoholic steatohepatitis, viral and autoimmune chronic hepatitis) represent a 

priority in hepatological research. The motivation is obvious, concerning the incomplete knowledge about the 

pathogenesis and the factors influencing the natural evolution of these diseases; also the necessity to identify 

prophylactic and therapeutic solutions. Additionally, chronic hepatic diseases constitute an important public health 

problem, by increased incidence, difficulties in prophylaxis and therapy and especially by the evolution in many cases 

towards cirrhosis and hepatocarcinoma [1], influencing the survival and life quality [2]. Hepatic steatosis is an 

anatomo-clinical entity, considered as a benign disease with limited evolution potential. Lately, it has been 

demonstrated that simple steatosis can evolve towards hepatic fibrosis. The identification of chronic hepatic disease 

evolution stage is essential for diagnosis and for understanding the pathogenesis of disease progression, with 

immediate consequences regarding therapy. In particular, concerning the evolution of liver fibrosis is essential to 

discover the evolutionary sequences: from steatosis/steatohepatitis/chronic hepatitis to cirrhosis. 

The ultrasonography can identify the diffuse hepatic steatosis by pathological increase of tissue brightness and the 

emphasis of posterior attenuation [3]. Contrarily, in liver fibrosis, the interpretation of ultrasound images is more 

difficult and irrelevant, although, probably, liver fibrosis enhances the posterior attenuation phenomenon [4]. In 

addition, both in steatosis and fibrosis, the image interpretation is subjective (operator dependent), impossible to use 

for quantitative evaluation. Therefore, the use of ultrasonography is limited as non-invasive diagnosis method and, 

especially, as time monitoring of hepatic steatosis evolution [5,6,7]. A recent trend is to develop computer-based 

algorithms to extract suitable quantifiable parameters from ultrasound hepatic images, able to describe and 

discriminate reliably between the hepatic tissue modifications, the final target being to be able to develop non-

invasive hepatic tissue evaluation methods with similar performance as the biopsy [8,9,10]. These parameters must be 

invariant to the type of ultrasound device used and patient’s physiological variability and must ensure a good 

discrimination between the different histological characteristics of the hepatic tissue [8].  Several such descriptors are 

reported, starting from simple intensity parameters to more sophisticated ones. These descriptors are extracted from a 

region of interest (ROI) of the ultrasound image, and afterwards used to classify the hepatic tissue typically with a 

supervised classifier [8,9]. Some of them, as texture co-occurrence features or fractal dimension, prove good results 

[9], but are computational expensive. Although not mentioned in literature, the computational complexity can be 

important as it could impact the possibility of embedding the steatosis and fibrosis evaluation in ultrasound machines. 

If simple features extracted from the grey level histogram or grey level derivatives histogram can be used as accurate 

discriminators for different degrees of severity of steatosis and fibrosis, this can ease the diagnosis of these hepatic 

tissue modifications. Unlike most methods which perform feature extraction in a single ROI, we add discriminative 

value to our simple features by considering also their in-depth variation in the ultrasound image.  
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2. The proposed methodology for the quantitative characterization of the hepatic tissue 

modification by ultrasound image analysis 

2.1. Overview 

Most ultrasound image analysis software provides a graphical user interface allowing the user to select the currently 

processed image, display and position the ROI from which the features are extracted. In our method, we developed a 

Windows application in which one can load either the hepatic ultrasound image or the spleen image used as reference 

as described in Section 3. Afterwards the user specifies the position of the ROI, in cm, considering as reference the 

hepatic capsule, between 0 cm and 5 cm. As in most ultrasound machines, we considered a square ROI of small size 

(1cm×1cm = 40×40 pixels). A larger size wouldn’t have allowed for a reliable evaluation of the in-depth variation of 

the extracted features. As standard depths for computing the in-depth variations of the ROI extracted features, we 

consider the values: 0.5, 2, 3.5cm. Once the ROI is set, the application computes the intensity histogram and the 

cumulative total gradient in the ROI; from the intensity histogram, the set of features used for discrimination of the 

degrees of severity of steatosis and fibrosis are computed. Some illustrative samples of ROIs positioned at the three 

depths in the ultrasound image and their grey level histograms, for the three classes of hepatic tissue examined in the 

paper: healthy, steatosis and fibrosis, are presented in Figure 1. One can notice the approximate invariance of the 

histograms for the normal tissue and the most significant change of the histogram shape and median value for the 

severe steatosis. A slight histogram modification is observed in the case of fibrosis.  

       (a)             (b)           (c) 

         
Figure 1. Example ROIs and histograms showing the in-depth variation of the grey levels in ultrasound hepatic 

images for: (a) normal tissue; (b) severe steatosis; (c) severe fibrosis 

 

2.2. The set of features for ROI description 

The features investigated in this paper are a set of simple but widely descriptors of the grey level distribution in a 

ROI, extracted from the ROI histogram and from the gradient of the grey levels in the ROI (this last parameter is only 

used for fibrosis). Considering the ROI size denoted by W×H, we define and measure the following statistical 

parameters used as features: (1) Percentiles of the normalized grey level ROI histogram; we use here the 10
th

 percent 

percentile, denoted as l10, the 90
th
 percent percentile, denoted as l90, and the 50

th
 percent percentile or the median, 

denoted as ml. The median luminance is computed for both hepatic and spleen tissues, the later being used to compute 

the relative median hepatic luminance feature as the difference between ml and the spleen median luminance, denoted 

as ml-s. (2) The standard deviation of the grey levels in the ROI, denoted by sl, and the coefficient of variation of the 

luminance, cvl, which is a normalization of the standard deviation to the mean luminance in the ROI.  (3)  The 

luminance gradient cumulative in the ROI, denoted by gl, is computed for fibrosis discrimination only, since the 

visual examination of the ultrasound image of the hepatic tissue shows an in-depth modification of the tissue 

sharpness for severe fibrosis. This is the most simple quantitative descriptor able to describe the sharpness of the ROI 

texture – the sum of the magnitudes of the luminance gradients in each pixel in the ROI, normalized to the total 

number of pixels in the ROI, WH. To compute the luminance gradient magnitude map, we chose to use a simple and 

rather accurate gradient-based edge detector: the Sobel edge detector [11], although other simple edge detectors 

could be used as well. Considering these 7 features extracted from ROIs placed at the 3 above mentioned depths for 

each hepatic US image, denoted as f0.5, f2 and f3.5, with f – a generic notation for any of the features, we will form for 

each feature a 3-dimensional feature vector in the generic form: [ ] [ ]Tfff 5.325.013 =×f . Thus we will have 7 

spaces with the feature vectors: ml, ml-s, sl, cvl, l10, l90, gl.  

Each of these spaces is examined in respect to its ability to discriminate the severity degrees of fibrosis and the 

severity degrees of steatosis, i.e., the ability to accurately separate the cases with mild steatosis from the ones with 

severe steatosis, and the cases with mild fibrosis as opposed to the ones with severe fibrosis. Considering we do not 

impose a linear separation of the different degrees of severity of steatosis/fibrosis, we can employ also a classifier 

with non-linear separation surface. A good choice can be a support vector machine (SVM) non-linear binary classifier 

[12]. SVMs are powerful binary classifiers from the class of machine learning techniques, based on the optimal 

separating hyper-plane principle, successfully used in pattern recognition applications. In using them for the 
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discrimination of the severity degrees of steatosis and fibrosis, we build a training set and a test set of patterns for 

each case (steatosis/fibrosis), labelling the samples, in each feature space, obtained from the study group as: +1 

(positive examples) for the severe modifications of the hepatic tissue, and -1 (negative examples) for the mild 

modifications of the hepatic tissue. From various kernel functions examined in the non-linear SVMs, the best 

separation performance in the test set was obtained by the Gaussian RBF kernel, with a penalty factor C=100.  

2.3. Building the overall probabilistic classifier through individual SVMs outputs integration 

Although some of the feature spaces examined show a satisfactory discrimination performance between the 

modifications of the hepatic tissue, none of them alone gives a good enough accuracy. We have tried to train an SVM 

classifier on a 21-dimensional feature space forming a joint vector of all features, but since some of them have 

different ranges and significances, the results were not better (sometimes even worse). However we noticed on a 

validation set that the errors of the individual SVM classifiers in the particular feature spaces are unevenly distributed 

among the test patients. Thus the different “SVM experts” can compensate the diagnostic error between them. This 

suggests that a combination of the individual classifier decisions can produce a more accurate classification system. 

The adopted strategy is to first convert the real-valued decision function of the individual SVM classifiers to 

probabilities according to the method given in Platt [13], then to assign weights to individual classifiers according to 

their “reliability” in the evaluation of steatosis/fibrosis (assessed on a validation set), and finally to obtain the global 

probabilistic decision as weighted average of the individual probabilities.   

3. Experimental setup and results 

3.1. The study group 

62 patients (30 women and 32 men) with chronic viral hepatitis B, C and non-alcoholic steatohepatitis (NASH) were 

included in our study, during 9 months (October 2005 - July 2006). The diagnostic was established by standard 

methods, including histopathological liver examination. Each patients went through hepatic and spleen 

ultrasonography in standardized conditions (same machine and examiner) . We used the spleen section as standard 

reference for the patient himself. Ulterior, the patients went through liver biopsy; the fragment was 

histopathologically examined with hematoxilin-eosine staining and also with special stainings (trichrom Masson, 

Gomori for fibrosis, Red oil for steatosis). The severity of necro-inflammatory lesion and liver fibrosis was quantified 

using the Knodell score and for steatosis using the Brunt classification [7]. Histopathologically, the subjects were 

classified in: 40 without steatosis or mild steatosis and 22 with steatosis degree 2-3. Regarding fibrosis, 32 patients 

had mild or no fibrosis (F0-F1) and the remaining 30 had severe fibrosis (F3-F4). 

3.2. Results 

The experiments performed follow two goals: (A) to examine the discriminative power of the different intensity 

distribution and in-depth variation features for the identification of steatosis and fibrosis severity degrees; (B) using 

the best individual feature-based SVM classifiers, combined with confidence ranking in an optimal classification 

scheme for steatosis and fibrosis evaluation, to evaluate the accuracy of their decisions. To do so, we divided the 

study group into a training set and a test set, both relatively balanced in respect of the number of positive and 

negative examples. 30 patients formed the training set (15 representing positive examples and 15 – negative 

examples, for both fibrosis and steatosis – although not necessarily the same patients in the group present 

simultaneously fibrosis and steatosis, thus the training patterns labels will differ in the two hepatic tissue 

modifications examined). The remaining 32 patients were included in the test set. 25 of the patients in the test set 

present rather severe steatosis and 7 of them have almost no steatosis. In respect to fibrosis, 17 of the 32 test patients 

have severe fibrosis, whereas the remaining 15 have almost no fibrosis. Using these data we have trained, in each 

individual feature space, a set of SVM classifiers with Gaussian RBF kernel [12], with different values of the width of 

the Gaussian kernel (between 0.0001 and 10) and different values of the penalty factor C (between 1 and 1000), and 

selected for further use in classification and evaluation of the discriminative performance of that particular feature, 

the one that minimizes the training error at the minimal number of resulting support vectors and smallest C. To asses 

the classification performance of each best SVM classifier and also of the overall classification system (resulting by 

the individual classifiers combination), we compute the following standard parameters [9]: accuracy, sensitivity, 

specificity, the predicted positive value (PPV) and the predicted negative value (PNV) in the test set. Let us denote 

the total number of test patterns by tN , the number of positive test patterns by tN
+ , the number of negative test 

patterns by tN
−

. Similarly we denote the number of positive test patterns falsely classified as negative by FN and 

the number of negative test patterns falsely classified as positive by FP . Then: 
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( ) 100[%] ⋅+= tNFNFPAccuracy ; ( ) 1001[%] ⋅−=
+

tNFNySensitivit ; ( ) 1001[%] ⋅−=
−

tNFPySpecificit ;  (1) 

 ( ) ( )( ) 100[%] ⋅+−−=
++ FPFNNFNNPPV tt ; ( ) ( )( ) 100[%] ⋅+−−=

−− FNFPNFPNPNV tt   (2) 

A. The discriminative power of each individual feature to the severity degrees of steatosis and fibrosis, according to 

the best selected SVM classifier in that feature’s space, can be evaluated examining the 5 classification performances 

in equations (1) and (2), given in Table 1 for steatosis and in Table 2 for fibrosis.  

Feature Accuracy[%] Sensitivity[%] Specificity[%] PPV[%] PNV[%] 

ml 68.75 84 14.29 77.78 20 

ml-s 75 92 14.29 79.31 33.33 

sl 65.63 68 57.14 85 33.33 

cvl 65.63 60 85.71 93.75 37.5 

l10 75 92 14.29 79.31 33.33 

l90 71.88 68 85.71 94.44 42.86 

Table 1.  The discrimination performance of the various features extracted from the ROI and their in-depth variation, 

for steatosis classification/evaluation 

Feature Accuracy[%] Sensitivity[%] Specificity[%] PPV[%] PNV[%] 

ml 59.38 35.29 86.67 75 54.17 

ml-s 46.88 76.47 13.33 50 33.33 

sl 34.38 47.06 20 40 25 

cvl 50 29.41 73.33 55.56 47.83 

l10 46.88 70.6 20 50 37.5 

l90 56.25 94.12 13.33 55.17 66.67 

gl 75 76.47 73.33 76.47 73.3 

Table 2.  The discrimination performance of the various features extracted from the ROI and their in-depth variation, 

for fibrosis classification/evaluation 

Examining the results in Table 1, we can see that, for steatosis, there is no feature giving maximum performance in 

respect to all performance parameters computed. As best among them we should mention the in-depth variation 

vectors of: the 10th percentile of the luminance (l10); the relative median hepatic luminance referenced to the spleen 

(ml-s); the 90th percentile of the luminance (l90), followed by the remaining features. Therefore a weighted 

combination of the classifiers in the individual feature spaces can improve the steatosis degree evaluation 

performances, as shown in the following set of results. A similar evaluation of the results presented in Table 2 shows 

that in the case of fibrosis, the discriminative power of all simple ROI extracted features examined is poorer than in 

the case of steatosis. However in this case, the best performance given by the vector of in-depth variation of the 

luminance gradient cumulative in the ROI (gl), followed by the median of the hepatic luminance vector (ml). A 

weighted combination of the classifiers in the individual feature spaces can improve the fibrosis degree evaluation. 

B. The decision performance of the proposed classification scheme for steatosis and fibrosis, obtain through the 

weighted fusion of the best individual feature-based SVM classifiers probabilistic decisions, is presented in Table 3  

– evaluated again through the parameters in the equations (1) and (2).  The different classifier decisions weights were 

obtained on a validation sub-set of patients.  
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Evaluated 

histopathological change 

Accuracy[%] Sensitivity[%] Specificity[%] PPV[%] PNV[%] 

Steatosis 84.38 88 71.43 91.67 62.5 

Fibrosis 78.13 76.47 80 81.25 75 

Table 3.  The decision performances of the mixed classification schemes for steatosis and fibrosis 

Comparing these results to the state of the art, we can see that they outperform the same performances obtained with 

comparable simple features. In the case of steatosis, the reported accuracies are [10]: with fractal measures– 69%; 

with Fourier measures from the Fourier power spectrum – 82% (inferior to our method). The grey level co-

occurrence matrix-based features slightly outperform our accuracy (87%) and so do the non-separable quincunx 

wavelet transform decomposition features (90% accuracy), but the computation of co-occurrence matrix and of the 

wavelet transform is more expensive than computing 1-D histogram features as we did. In the case of fibrosis, the 

results reported in [9] using the fractal dimension of the texture edge co-occurrence matrix (TECM) are below our 

performances: 54.3% accuracy, 62.6% sensitivity and 51.3% specificity. When the features used are the entropies of 

the TECM, the performances are better than those provided by our method: 82% accuracy, 93.9% sensitivity and 

78% specificity. However the mathematics behind TECM and thus also its computational complexity is higher.  

4. Conclusion 

In this work we investigated a set of simple features, extracted from the in-depth variation of various parameters of 

the intensity histogram and intensity gradient in a hepatic ROI, in respect to their ability to discriminate the severity 

degree of steatosis and fibrosis. Furthermore, based on the results of this examination, we developed a classification 

system based on the weighted integration of several individual SVM classifiers probabilistic decisions, to maximize 

the discrimination accuracy for steatosis and for fibrosis, using these simple features. The experimental results are 

close to the state of the art in the field, even with such very simple tissue descriptors, which can be explained by the 

fact that we take into account also their in-depth variation in the hepatic tissue. In our future work we will try to 

increase the decision performance especially for fibrosis, by considering the use of other parameters, while trying to 

keep the computational complexity of their extraction at a low level. 
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Abstract. In this paper we analyze a set of false positive reduction methods in the field of mammographic mass
detection. The main goal of this false positive reduction process is the discrimination between the true recognized
masses and the ones which actually are normal parenchyma. We describe three different approaches to extract
breast mass image features. The first approach is based on modeling the tissue variation of both kinds of regions
of interest (RoIs) by extracting the principal components (PCA) of a set of already classified RoIs. The second
approach is based on an extension of the PCA approach by using the recently proposed 2DPCA algorithm. Finally,
the third approach is based on Local Binary Patterns (LBP) for representing texture information and preserving at
the same time the spatial structure of the masses. Once those image descriptors are extracted, the system is trained
and used for classifying the unknown RoIs. We evaluate our false positive reduction approaches using a set of 1792
suspicious RoIs extracted from the DDSM database, providing a comparison when using different ratios of number
of RoIs depicting masses and number of RoIs depicting normal tissue, and also when using different mass sizes, a
critical aspect in mass detection systems.

1 Introduction

Breast cancer is one of the most devastating and deadly diseases for women in their 40s in the European Union as
well in the United States. It is estimated that between one in eight and one in twelve women will develop breast
cancer during their lifetime [1]. The most used method to detect breast cancer is mammography, because it allows
the detection of the cancer at its early stages, a crucial issue for a high survival rate. During the last decade several
algorithms have been proposed for the automatic detection of masses in mammograms [2, 3]. However, the main
drawback of these methods is the high number of obtained false positives [4]. A false positive is a Region of Interest
(RoI) – a sub-image containing the suspicious region – being normal tissue but interpreted by the automatic algorithm
as a real mass. Therefore, almost all works trying to detect masses in mammography need a final step in order to reduce
the number of false positives. This is due to the complexity of the internal breast tissue, which induces the detection of
regions which are not masses, but normal variations in tissue characteristics.

In this paper we present three different approaches to perform the false positive reduction in mass detection. The first
one is based on modeling the tissue variation by extracting the principal components of a set of already classified
RoIs [5]. The second approach is based on an extension of the PCA approach by using the recently proposed 2DPCA
algorithm [6]. Finally, our third approach is based on Local Binary Patterns (LBP) for representing texture information
and preserving at the same time the spatial structure of the masses. The idea of this proposal is inspired on the
recent work of Ahonen et al. [7] in which Local Binary Patterns (LBP) are successfully applied to the face recognition
problem. To our knowledge this is the first attempt to use LBP in the field of mammographic mass detection. In
order to analyze these approaches, we perform experiments on a complete set of 1792 RoIs extracted from the DDSM
database, evaluating the results when using different RoI image sizes, and when using different ratios of number of
RoIs depicting masses and RoIs depicting normal tissue in the database.

The rest of the paper is organized as follows. Section 2 presents a briefly state of the art on mass false positive reduction.
Section 3 describes our three approaches for mass false positive reduction. Experimental results are presented in
Section 4. Finally, the paper ends with conclusions.

2 Related work

Different algorithms have been proposed so far for the mass false positive reduction task. Analyzing these algorithms,
we can distinguish between two main strategies. The first one includes the set of algorithms which firstly extracts
image features from the RoIs, usually related to their texture, and subsequently trains the classifier. On the other hand,
a second strategy handles this problem as a template matching algorithm. Each new image is compared to all the
RoIs of the database and then it is classified as an image containing a mass or not. Table 1 summarizes some works
belonging to both strategies.

∗Corresponding author, e-mail: llado@eia.udg.es
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Classifier-Based
Author Year Features Classifier RoIs Results

Sahiner [8] 1996 Texture, Morphologic LDA, NN 168/504 Az = 0.90
Christoyianni [9] 2002 Grey-level, Texture, ICA NN 119/119 88.23%

Qian [10] 2001 Texture, Shape NN 200/600 Az = 0.86
Tourassi [11] 2005 Grey-level NN 681/984 Az = 0.84

Template-Based
Author Year Features Similarity RoIs Results

Chang [12] 2001 Grey-level, shape Likelihood function 300/300 Az = 0.83
Tourassi [13] 2003 Grey-level Mutual Information 809/656 Az = 0.87

Table 1. Summary of the reviewed works on false positive reduction, with the features used, the classifier/similarity
used (where LDA means linear discriminant analysis, NN neural network analysis, and ICA independent component
analysis), the number of RoIs depicting masses vs the number of normal RoIs, and the results obtained. Note that for
all works accuracy is given in terms of Az (the area under the ROC curve) except for the work of Christoyianni et
al. [9] which just gives the correct classification percentage.

For instance, Sahiner et al. [8] extracted a huge set of features, and subsequently used genetic algorithms to select the
most discriminative ones. With this subset of features, a neural net (NN) and a linear classifier (LDA) are trained and
used to classify a new RoI. A similar strategy is used by Christoyianni et al. [9], who extracted grey-level, texture,
and features related to independent component analysis (ICA), and use them to train a neural net. Note also, that
they apply a principal component analysis (PCA) pre-processing step to reduce the complexity of the problem. On
the other hand, Qian et al. [10] analyzed the implementation of an adaptive module to improve the performance of an
automatic procedure which consists of training a Kalman-filter based neural net using features obtained from a wavelet
decomposition.

The works of Chang et al. [12] and Tourassi et al. [13] are based on comparing a new RoI with all the RoIs in the
database (template-based approaches). The two most clear differences between them arise from the similarity measure
and the database used. More specifically, the former developed a likelihood measure which depends on the grey-level
and the shape of the RoIs. Both parameters were compared with the new RoI and the set of RoIs present in the database,
which was only composed by RoIs depicting masses. From this comparison a likelihood measure was computed. On
the other hand, the work of Tourassi et al. [13] consists of comparing all the RoIs of the database (including RoIs with
and without masses) with the new one using a mutual information based similarity measure. Thus, the new RoI will be
labeled as belonging to the closest class.

Note that with the last strategy, the similarity used for classifying has to be re-computed for each new element, as it
measures the difference between the new RoI and all the RoIs in the database. Observe also that among all those works
showed in Table 1, one of the main differences in terms of producing their results is the ratio between the number of
RoIs depicting masses and the total number of RoIs. This is an important issue because the number of wrong classified
RoIs will increase as the number of normal RoIs increases. One should remember that the aim of this step is to reduce
the number of false positives, which is usually higher than the number of true positives. We will analyze this issue in
the experimental results.

3 Approaches to mass false positive reduction

In the following sections, we will present three different approaches to perform the false positive reduction: the first
one based on the use of PCA like in the eigenfaces algorithm; the second one based on the recent developed 2DPCA
decomposition instead of using the typical PCA; and finally, the third one based on the textural features extracted from
LBP. Note that these methods should be grouped into the classifier-based strategy.

3.1 PCA-based false positive reduction

Our first approach to deal with the mass false positive reduction is based on the idea of the eigenfaces approach [14].
We assume that a database of already classified RoIs (RoIs containing masses and RoIs of normal tissue1) is available.
Different instances for each class are included in the database. Their intra class variability is mainly due to grey-level
and texture differences and to the shape and size of the mass or other structures present in the RoI.

1Note that although in this work the database contains only two types of RoIs (masses or normal tissue) this can be extended to include other
RoIs containing microcalcifications or architectural distortions.

82



According to the Karhunen-Loeve transform, the usefulness of the different eigenvectors to characterize the variation
among the images is ranked by the value of the corresponding eigenvalue. Note that in this case, instead of eigenfaces
we should refer them as eigenrois. Thus, the eigenrois span the RoI subspace of the original image space, and each RoI
can be transformed into this space by using them. The result of this transformation is a vector of weights describing
the contribution of each eigenroi in representing the corresponding input image. Therefore, we propose to use this
vectors to construct the models for the training step (see [5] for more details). In our experiments we retained 95% of
the information when computing the eigenrois.

When a new RoI has to be tested, it will be classified as belonging to the most similar class. Although in this paper we
use the k-Nearest Neighbour classifier to perform the classification, in our previous work [5] we also used a Bayesian
combination of this algorithm with the C4.5 decision tree to compare the results.

3.2 2DPCA-based false positive reduction

The 2DPCA approach [15] is a recent improvement of the typical eigenfaces approach. As the authors argue 2DPCA
has important advantages over PCA in two main aspects: firstly, it is simpler and more straightforward to use for image
feature extraction since 2DPCA is directly based on the image matrix, and secondly, it is easier to accurately evaluate
the covariance matrix. In the original eigenfaces approach, each input image of size m×n is transformed into a vector
of size m · n, in contrast to the natural way to deal with two dimensional data, which would be treating it as a matrix.

In [6] we presented an extension of the PCA approach to mass false positive reduction by using the 2DPCA algorithm.
One of the main differences with respect the standard PCA approach is that while for PCA each principal component
is a scalar, for 2DPCA each principal component is a vector. Therefore, it is this set of vectors for image that is used to
construct the feature image. In a similar way to the eigenfaces approach, comparing images means to compare the con-
structed features. As the dimension of the feature space has increased in one dimension respect to the PCA approach,
now the comparison of images is done by comparing matrices (see [6] for the detailed mathematical background).

3.3 LBP-based false positive reduction(LBP)

The original LBP operator was introduced by Ojala et al. [16] with the idea to perform grey scale invariant two-
dimensional texture analysis. The LBP operator labels the pixels of an image by thresholding the neighbourhood (i.e.
3 × 3) of each pixel with the centre value and considering the result of this thresholding as a binary number. When
all the pixels have been labeled with the corresponding LBP codes, the histogram of the labels is computed and used
as a texture descriptor. The authors proposed to derive different LBP operators at circular neighbourhoods of any
quantization of the angular space and at any spatial resolution. Therefore, it is possible to derive the operator for a
general case based on a circularly symmetric neighbourhood of P members on a circle of radius R. Another extension
of LBP was the use of the so called uniform patterns [17]. A LBP is called uniform if it contains at most two bitwise
transitions from 0 to 1 or vice versa when the binary string is considered circular. In this paper, we shall refer the
uniform LBP operator as LBPu2

P,R, where (P,R) indicates the neighbourhood and u2 uniform patterns.

Inherently to the mass false positive reduction problem, and in particular with the images we are dealing with, texture
and the image spatial information play a key role in correctly detecting the masses. Due to this fact, we base this
approach on the use of LBP for representing salient micro-patterns, and an adaptation of these descriptors for preserving
also the spatial structure of the masses. The idea of our proposal has been inspired on the recent work of Ahonen et
al. [7] in which LBP is used to perform face recognition. Our general procedure consists in using the LBP texture
descriptor to build several local descriptions of the RoI and combining them into a global description. Afterwards, this
global LBP descriptor is used to reduce the false positives, classifying the RoIs between true masses and normal tissue.

Initially, the RoI image – which contains the suspicious mass – is divided into several local regions (for instance,
5 × 5 rectangular regions). From these regions, texture descriptors are independently extracted using LBP and then
concatenated to form a global description of the RoI based on the textural information of each region and its spatial
distribution. Note that following this methodology, the basic LBP histogram is extended into a spatially enhanced
histogram which encodes both the local region appearance and the spatial relations (global geometry) of the mass. In
the final histogram, the RoI is described on three different levels of locality: the labels for the histogram contain the
pixel-level texture patterns, the labels are summed over a small region to produce information on a regional level and
finally the regional histograms are concatenated to build a global description of the mass. The final step is the mass
classification. For this purpose we use the well-known Support Vector Machines (SVM) [18] with polynomial kernel
to perform a binary decision between RoIs depicting a true mass and RoIs depicting normal parenchyma.
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Figure 1. Az values obtained with the methods PCA, 2DPCA and LBP+SVM. Each Az value is the mean computed
from the results of different RoI image sizes.

4 Experimental results

The three described approaches have been evaluated using a database of 1792 RoIs extracted from the DDSM mammo-
graphic database [19]. From this set, 256 depicted a true mass, while the rest 1536 were normal, but suspicious tissue.
According to the size of the lesion, we use six different groups of RoI images, corresponding to the following mass
sizes intervals: < 0.10 cm2, (0.10−0.60) cm2, (0.60−1.20) cm2, (1.20−1.90) cm2, (1.90−2.70) cm2, > 2.70 cm2.
The number of masses in each interval were 28, 32, 37, 57, 69, and 33, respectively. The evaluation of our experiments
is done by using a leave-one-out scheme and Receiver Operating Characteristics (ROC) analysis [20]. In such analysis,
widely used in the medical field, a graphical curve represents the true positive rate as a function of the false positives
rate. The percentage value under the curve (known as Az) is an indication for the overall performance of the observer,
and is typically used to analyze the performance of the algorithms.

In order to perform a more global evaluation we compute the Az value for different ratios of number of RoIs depicting
masses and number of RoIs depicting normal tissue (from ratio 1/1 to ratio 1/6). The idea of analyzing these different
ratios is twofold: firstly, to evaluate the performance of our method on different levels of difficulty, and secondly, to
allow the comparison of our proposal with existing methods (see the methods in Table 1). Notice that previous works
only provide results for specific ratios. Hence, analyzing all these ratios will enable the comparison with them.

Figure 1 shows the obtained mean Az values for each specific ratio when testing our proposal at different RoI image
sizes. We include a quantitative comparison with the three described approaches: PCA, 2DPCA and LBP. For the LBP
approach we empirically decided to use the basic LBPu2

8,1 operator with the RoI image divided into 5 × 5 regions,
obtaining an overall mean Az value of 0.88 ± 0.05. With the aim of improving these results and obtaining a more
accurate description of the central area, we added a new set of LBP operators for the 3×3 central regions. In particular,
we computed two new LBP responses varying the radius R according to each RoI image size (i.e. R = 1, 4 and 6 were
used for the first RoI image size). The global descriptor was then obtained concatenating the 43 (25+9+9) histograms
of all the regions and LBP operators. This was the final descriptor we used for the experiments presented in Figure 1
since provided a good trade-off between performance and feature vector length. Observe that the performance of LBP
was clearly better than the PCA method. The results were also better than the 2DPCA approach, specially for the cases
in which we had smaller ratios 1/4, 1/5 and 1/6. Note also that the use of 2DPCA itself allowed to obtain better results
than the original PCA approach. Using PCA we obtained an overall mean Az value of 0.67 ± 0.09 for different RoI
image sizes and ratios, using 2DPCA the Az value was 0.87 ± 0.08, while using the LBP approach the Az value was
0.91 ± 0.04. Note that these results could be used to perform a qualitative comparison – in terms of Az value – with
the rest of the approaches described in Section 2. However, we want to clarify that not all the methods used the same
databases and therefore our aim is only to provide a general view of the performance of our approaches. Note that
using the LBP approach we obtained better results than those reported by the works which used ratios of 1/1 and 1/2,
and similar results than those obtained by Sahiner et al. for the ratio 1/3.

Regarding the behaviour when varying the RoI image sizes, we observed that LBP provided better and more constant
overall results than PCA and 2DPCA methods (see the standard deviations). Finally, Table 2 illustrates the Az values
for the specific ratio 1/3. Note that the three approaches are more suitable for false positive reduction of larger masses
than smaller ones. This is due to the fact that larger masses have a larger variation in grey-level contrast with respect

84



Lesion Size (in cm2)

<0.10 0.10-0.60 0.60-1.20 1.20-1.90 1.90-2.70 >2.70

A
lg

. PCA 0.53 0.70 0.70 0.68 0.72 0.83
2DPCA 0.81 0.83 0.87 0.84 0.89 0.93

LBP 0.86 0.90 0.96 0.91 0.86 0.92

Table 2. Az results (ratio 1/3) for the classification of masses using RoIs extracted from the DDSM database, detailed
per size (in cm2).

to their surrounding tissue than smaller masses, which are usually more subtle, even for an expert.

5 Conclusions

In this paper we have presented three different approaches for the mass false positive reduction problem: one based on
PCA, another based on 2DPCA, and the last one based on LBP. Our experiments have shown that LBP and 2DPCA
features are effective and efficient for false positive reduction at different RoI image sizes, outperforming the traditional
PCA approach. Moreover, LBP provides the best results when using different ratios of number of RoIs with masses
and number of RoIs with normal tissue. Regarding the behaviour when varying the RoI image sizes, LBP also provides
better and more constant results than PCA and 2DPCA methods.
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Efficient Construction of MDL Statistical Shape Models using
Non-Parametric Surface-Based Regularisation
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Abstract. The method of establishing automatic groupwise correspondence for groups of shapes or images by
the optimisation of a Minimum Description Length (MDL) objective function is a well-established technique. It
has been shown to produce qualitatively better models than other approaches. However, the computational cost
of optimisation is high, leading to long convergence times. In this paper, we discuss two techniques that lead to
substantial decreases in convergence times (up to two orders of magnitude). Firstly, we show how topologically
non-trivial shapes can be mapped to regular grids (calledshape images), which simplifies the computational cost of
interpolation. Secondly, we consider regularisation, and show that a non-parametric fluid regularizer can be applied
in a principled manner, acting on the surface of the shape itself, without losing the computational gain made by the
use of shape images. Quantitative evaluation is performed on several biological datasets.

1 Introduction
Statistical models of shape and appearance have proven to be powerful tools for image interpretation and morphological
analysis. A key step in the construction of such a model is establishing a dense correspondence across a training set of
examples of the object to be modeled. It is important that the correct correspondence is chosen, otherwise the model
built from this correspondence will not truly represent the actual variation seen in the training set, for example, by not
being specific enough, or by having poor generalisation ability.

It has been shown previously that for either shapes or images, this fundamental problem of groupwise correspondence
can be solved by treating it as an integral part of the learning process (e.g, [1,2]). The key idea is that the quality of the
correspondence can be evaluated by measuring the quality of the model build using that correspondence. This then casts
model-building into the form of an optimisation problem. The required framework consists of: anobjective function
(which provides a quantitative measure of model quality), a method ofmanipulating the groupwise correspondence
(which enables movement in the search space of our optimisation problem), and finally anoptimisation algorithm.

It has been shown that an objective function based on the information theoretic concept of Minimum Description
Length (MDL, [3]) produces models which are quantitatively better than those produced using other methods, including
manual annotation [1, 2]. Such an MDL approach can be applied to the groupwise correspondence problem for either
shapes or images, but in this paper we will focus on the case of MDL groupwise correspondence for shapes.

In previous approaches, each shape in the training set was first parameterised by mapping it to the corresponding
topological primitive (e.g., the unit sphere). The groupwise correspondence was then manipulated by re-parameterising
each shape in turn, by means of re-parameterisations of the sphere. Although this allowed the topology of the shape
to be maintained, it entailed the computationally-costly step of interpolating triangulated shape meshes on the surface
of a sphere. In this paper, we adapt ideas from the computer graphics literature, which show how triangulated shape
surfaces can be mapped onto regular grids, which we callshape images. Interpolation and numerical differentiation
are much simpler and faster on regular grids, which leads to an order of magnitude decrease in convergence times.

The final issue is the optimisation algorithm used. The groupwise correspondence problem is in general ill-posed, and
insoluble without some form of regularisation. Previous approaches to shape correspondence used parametric regu-
larisation, confining the allowed re-parameterisation transformations to some set of parametric transformations (e.g.,
Cauchy functions [1], B-splines [4], or polynomials [5]). But the limited nature of the allowed transformations can also
make the optimum correspondence difficult to find and represent. By analogy with techniques in image registration [6],
we show that it is possible to use a non-parametric, fluid regularisation method. We also show that it is possible to in-
troduce this regulariser in a principled way, so that the fluid regulariser acts on the shape surface itself, whilst retaining
all the computational advantages of the shape image representation. We perform a quantitative evaluation on biological
datasets, and show that it converges several orders of magnitude faster than previous approaches.

2 Statistical Shape Models
We start with a training set of shapes{Si : i = 1, . . . nS}, whereSi represents the entire shape inR3. We suppose we
have an initialparameterisationor chart ~X ⊂ R2, so that~Si(~x) is a single point of theith shape, with parameter value
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~x ∈ R2 and shape function~Si(·). The dense pointwise correspondence between shapes is then given by~Si(~x) ∼ ~Sj(~x).

The statistical properties of the collection of shapes is then captured by the mean shape~̂S and the shape covariance
matrix~D (with elementsDij):

~̂S(~x) .=
1

nS

nS∑

i=1

~Si(~x), Dij
.=

∫
dA(~x)(~Si(~x)− ~̂S(~x)) • (~Sj(~x)− ~̂S(~x)), (1)

where • is the usual vector dot product inR3, anddA(~x) is the area measure defined on the mean shape (see [2]
for further details). For a linear model, PCA is performed on the covariance matrix, which yields the eigenvectors
(representing the modes of shape variation), and the corresponding eigenvalues{λα}.
2.1 Manipulating Correspondence
The groupwise correspondence across the set of shapes is then manipulated by re-parameterising each shape. For
re-parameterising just theith shape, we have the re-parameterisation functionφi(~x), where:

~x
φi7−→ ~x′ .= φi(~x) & ~Si

φi7−→ ~S′i, where~S′i(~x
′) .= ~Si(~x) ⇒ ~Sj(~x) ∼ ~Si(~x)

φi7−→ ~Sj(~x) ∼ ~S′i(~x) .= ~Si

(
φ−1

i (~x)
)
. (2)

Hence both the shape-functions{~Si(·)} and the groupwise correspondence change under re-parameterisation. The
re-parameterisation is hence valid provided thatφi is a homeomorphic mapping. Manipulating the groupwise corre-
spondence changes the mean shape and the shape covariance matrix (1), hence leads to a different model.

Note that the re-parameterisation functionφi acts on the space of the original chart~X, not on the shape surface it-
self. Hence the problem of constructing valid re-parameterisation functions depends on the initial chart construc-
tion (See§3).
2.2 The Objective Function
A general objective function will be denoted byLS({~Si(·)}), which dependsexplicitly on the set of shape functions
{~Si(·)}, hence onlyimplicitly on the set of re-parameterisation functions{φi(·)}, as described above. In this paper, we
will focus on objective functions based on the MDL principle (e.g., [1,2]), where the explicit dependance is on the set
of eigenvalues{λα} of ~D (1), which we will denote byLS = LMDL({λα}).
3 Coordinate Charts for Shapes: Shape Images
A typical shape will be represented by some finite set of points, where the continuous shape surface is obtained from
these by some sort of interpolation. So, these points could be spline control points. For the simplest case of bilinear
interpolation, the shape is represented by a triangulated mesh. In previous work [1], the initial chart~X was constructed
by mapping the shapes onto the topological primitive (e.g., a sphere). Re-parameterisation functions then act on the
surface of the unit sphere, which maintains the topology of the shape. However, re-constructing the positions of
manipulated points on the shape involves interpolation on the triangulated mesh. Such a procedure is computationally
intensive.

The computational cost could be considerably reduced if instead interpolation could be performed on some regular
grid, which means that our chart would be some region of the plane. It is a well-known result that a sphere cannot
be totally covered by a single such chart, hence using just a single chart will mean that there will be points where
derivatives cannot be defined. Such a chart can be constructed following the work of Praun & Hoppe [8]. As is shown
in Figure 1, the shape is first mapped to the unit sphere (for example, by using the method of method of Brechbühler
et al. [9]). Then the sphere is mapped to the inscribed octahedron using a gnomonic projection [8]. The octahedron
is then unfolded to give the final square chart. Whichever unfolding is used, there are points where derivatives cannot
be defined (the points where an edge of the chart folds back on itself, marked by plus symbols in the Figure), but
these are just a few points. A regular pixel grid is then constructed on this chart. Praun and Hoppe stored information
about texture, colour and geometry at each pixel, and hence christened themgeometry images. We instead store the
coordinates of the corresponding point on the physical shape for each pixel, hence call theseshape images. For theith

shape image, we have the common grid of all pixel positions~X = {~x}. The shape is sampled at each point on this grid
to construct the shape imageSi = {~Si(~x) : ~x ∈ ~X}.
4 Non-Parametric Fluid Regularisation
As mentioned previously, the groupwise correspondence problem is in general ill-posed, and can only be solved if
some regularisation is involved. One approach (the parametric approach), is to consider only re-parameterisation
transformations from some restricted set of parametric transformations (e.g., transformations of the sphere based on
Cauchy kernels [1], B-splines [4], and polynomials [5]). The optimisation then proceeds on the finite-dimensional space
of parameters. This can hence be considered ashardregularisation, in that the subspace, hence allowed transformations,
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Figure 1:Left: The octahedron, Centre & Right: Two unfoldings. The labels show the faces, the gray lines the boundary
conditions, and the gray circles the singular points.

is strictly bounded. But as mentioned previously, the required correspondence may be difficult to find or represent
within the limited space of allowed transformations.

An alternative approach can be thought of assoft regularisation, where the subspace is not held fixed, but can be
expanded provided the evidence from the data warrants it. We hence adopt the fluid-based approach as introduced by
Christensen et al. [6] for the case of image registration, which is a particular form of soft regularisation.
4.1 Fluid-Based Regularisation
Rather than working with the re-parameterisation function directly, we consider the related displacement field~u(~x):

~y + ~u(φ(~y)) .= φ(~y), ~x = φ(~y) ⇒ ~y = ~x− ~u(~x). (3)

The shape part of the objective function then gives a driving force:

~FS(~x) ∝ δLS({~Si})
δ~u(~x)

. (4)

Hence the optimum value of the shape part alone corresponds to zero driving force. The displacement field (hence the
re-parameterisation function) is then made a function of computational timet. The driving force from the shape part
of the objective function is then balanced by a force from the regulariser, based on the viscous forces for a fluid with
displacement field~u(~x, t):

~v(~x, t) .=
∂

∂t

∣∣∣∣
~y

φ(~y, t) =
∂

∂t

∣∣∣∣
~y

~u(φ(~y, t), t) =
∂~u(~x, t)

∂t
+ (~v(~x, t) • ~∇)~u(~x, t). (5)

~F visc(~x, t) = µ~∇2~v(~x, t) + (λ + µ)~∇(~∇ • ~v(~x, t)), (6)

~F visc + ~FS = 0. (7)

~v(~x, t) is the Eulerian velocity of the fluid. The fluid parameters are the shear viscosityµ and second viscosity coeffi-
cientλ (related to bulk viscosity).1

We can calculate the viscous force (6) on the shape image as in [7]. However, it could be argued that given the mapping
between the shape and the shape image, this means that the regulariser does not act uniformly on the shape, but instead
depends on the details of the mapping. A more principled approach would be to calculate the fluid forces directly on
the shape itself, for a fluid flowing on the curved surface of the shape itself. In mathematical terms, this would mean
replacing the ordinary derivatives in (6) by covariant derivatives, which then automatically corrects for the details of
the mapping, and produces an exact derivative on the shape itself.

Let P be a particular point on the shape, with position~SP . The corresponding point on the shape image can, without
loss of generality, be assigned cartesian coordinates(0, 0), with shape image coordinates about this point being(i, j).
We then have the shape difference function aboutP : ~Sdiff

.= ~S− ~SP . It is then a standard result (see [10] for a simple
derivation) that the induced Riemannian metric on the shape atP can be written as:

MP
.=

(
(∇i

~Sdiff )2 (∇i
~Sdiff ) • (∇j

~Sdiff )
(∇i

~Sdiff ) • (∇j
~Sdiff ) (∇j

~Sdiff )2

)
. (8)

1As regards a physical model, this corresponds to a fluid where inertial terms have been neglected, as well as pressure terms, acting under a
driving force. Shear viscosity acts so that if we apply a driving force to one part of a fluid, neighbouring parts tend to get dragged along as well.
Whereas bulk viscosity acts to resist non-uniform compression or expansion.
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Figure 2: Values of the objective function plotted as a function of time.Left: Hippocampus dataset, Centre & Right:
Femur dataset with varying initial mappings to the sphere.
Gray dashed line: Parametric regularisation on the sphere.
Black dashed line:Parametric regularisation on the shape image.
Black solid line: Fluid regularisation on the shape.

This includes only first-derivatives of the shape wrt the shape image coordinates, which are evaluated directly on the
shape image itself. In general, covariant derivatives of vectors or tensors include terms containing christoffel symbols,
which are constructed from first-derivatives of the metric. The christoffel symbols hence includesecondderivatives
of the shape, which can be numerically unstable to compute. We hence make the approximation that the shape is
piecewise linear, and hence neglect the terms involving the christoffel symbols. The viscous force calculated on the
shape can then be approximated by:

(
~F visc

)
c

= µ
[
(M−1

P )ab∇a∇b

]
~vc + (λ + µ)

[
(M−1

P )ca∇a∇b

]
~vb, (9)

where the sub-scripts indicate components in the shape image coordinates. We hence see that the effect of calculat-
ing the viscous forces on the shape itself is that the effective viscous forces on the shape image become a bit more
complicated, where we have a position-dependant mixture of spatial derivatives. Although this mixture depends on
position,M−1

P has only to be calculated once for each sample point in the shape image, since the shape image (and
henceM−1

P ), remains fixed as the displacement field evolves. For exact details of the fluid implementation and the
details of calculating the shape term driving force (4), see [10].

5 Experiments
The aim of these experiments was to perform a direct comparison of the charting method of shape images as compared
to other techniques, and to compare parametric with fluid regularisation, using the same MDL objective function. The
datasets used were a set of 82 surfaces of the left hippocampus, and a set of 15 examples of the distal third of the
human femur. Both were segmented from 3D MR images. We used several methods to map shapes to the unit sphere,
the method of Brechb̈uhler et al. [9], as well as the Consistent Spherical Parameterisation (CSP) method of Davies et
al. [11]. For parametric regulariser, we used a set of parametric transformations based on clamped-plate splines, applied
either on the surface of the sphere (which is very similar to the method used by Heimann et al. [12]) or on the shape
image, with gradient descent optimisation. The final comparison is then with the non-parametric fluid regularisation
on the shape. In Figure 2, we show the values of the objective function plotted as a function of time in seconds. In
Table 1, we show the results for a quantitative comparison of the convergence rates for the graphs shown in Figure 2,
with higher values indicating faster convergence. Starting with the hippocampus dataset (Figure 2,Left ), we can see
that for parametric regularisation (dashed lines), the chart mapping to the shape image improves the convergence rate
considerably when compared to using the sphere. This result is repeated for the femur data, for both methods of
mapping to the sphere.

Table 1: A table showing the convergence rate of the methods for the various datasets, compared to the parametric
case on the sphere. Higher values indicate faster convergence.

Hippocampus Femur
Brechbuller CSP

Parametric on sphere 1 1 1
Parametric on shape image 24 4 9

Fluid on the shape 384 56 153
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When we compare fluid with parametric regularisation (solid line compared to dashed lines), we see that fluid regular-
isation gives an appreciable advantage. If we compare the two methods for mapping the shape to the sphere (centre
& right Figure 2 & Table 1), it can be seen that for this particular dataset, the exact result for fluid regularisation and
rate of convergence does depend on the choice of chart. Note that for fluids, we would expect a possible difference in
convergence rates for different parameterisations, since the scaling criterion depends on pixel size. Hence a region of
the shape where the mapped pixels are small in terms of shape units will give a slower flow that a mapping where the
pixels are larger. But we also might expect an additional effect, given that different initial sphere mappings lead to a
different initial correspondence, hence we have to follow a different path in the space of groupwise correspondence.
We also have to allow for the probability that the algorithm may get stuck in a local minimum. Note however that the
degradation in performance for the Brechbühler et al. mapping as opposed to CSP is seen for both parametric regular-
isation on the shape image, and non-parametric regularisation. We cannot however make a direct comparison between
the two methods of mapping to the sphere, since the values of the objective function cannot be directly compared, as
the differing scales on the y-axes show.

6 Discussion & Conclusions
The results clearly show that for parametric regularisation, the use of shape images improves the convergence rate by
about an order of magnitude. It is clear that using fluid regularisation can give a further improvement, leading to an
overall improvement by up to two orders of magnitude.

What is not clear from this data is the exact effect of choice of initial sphere mapping. It should also be noted that
the femur dataset contains only 15 examples, whereas the hippocampus set contained 82. It could be that some of the
results we are seeing on the femur dataset are the result of this small sample size, and not indicative of the behaviour
for larger datasets.

The possibility of getting stuck in a local minimum should also be considered, and we intend to investigate techniques
for introducing a stochastic element, so that the fluid can be moved out of such a minimum.

Finally, it would also be desirable to perform a full quantitative evaluation of the final models obtained, and analyse
the differences (if any) in groupwise correspondence that these methods give, for a range of biological datasets.

Investigating the detailed behaviour of the fluid regularisation approach, and further refinement of the algorithm forms
the basis of our future research.
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Abstract. Dental panoramic tomograms (DPTs) are one of the most widely used radiological investigations, usually
fior dental purposes. Here we describe a novel application of these images for estimating reduced bone mineral
density (BMD). It has been shown that measurement of the width of the inferior mandibular cortex (IMC) on DPTs is
predictive of BMD in hip and spine osteopenia and osteoporosis. We have trained an active shape model on 132 DPTs
of female subjects and used it to locate and measure the width of the IMC. The method has been tested on a separate
set of DPTs from 664 female subjects whose BMD has been established by dual-energy X-ray absorptiometry. We
demonstrate that widths measured after fully automatic search are significantly correlated with BMD. ROC analysis
for the detection of osteoporosis gives area-under-curve (AUC) values of 0.782 using fully automatic analysis, which
is equivalent to human expert measurement, but with greater reliability. A straightforward user interaction improves
the anatomical precision of the analysis and increases the AUC value to 0.82.

1 Introduction

Osteoporosis is a serious health problem among the elderly. It results in a general loss of bone mineral density (BMD)
leading to an increased risk of fracture. Hip fracture in particular is associated with increased rates of morbidity and
mortality. Definitive assessment of BMD uses dual-energy X-ray absorptiometry (DXA). Referral for DXA is often
based on factors such as previous fracture, family history, and height loss. However, as mandibular BMD is related to
systemic BMD [1] there has recently been interest among dental researchers in the possibility of identifying those at
risk of reduced BMD from dental radiographs.

An example of a dental panoramic tomogram (DPT) of a normal patient is shown in figure 1. The schematic close
up of the right mandible in figure 2 indicates the inferior mandibular cortex (IMC), a region of cortical bone. It has
been shown that careful manual measurements by experts of the thickness of this cortex is correlated with systemic
BMD and hence osteoporosis [2]. This measurement is conventionally made at a point closest to the mental foramen,
and is referred to as the Mental Index (MI) (figure 2); measurement at this site is a better indicator of low BMD than
the equivalent indices at the gonion (GI) and the ante-gonion (AI) (figure 1) [2]. Since the mental foramen is a very
indistinct feature and the endosteal border can become very diffuse in cases of osteoporosis, there is considerable room
for subjectivity in the precise placement of the MI measurement. It is therefore impractical for the measurement to be
carried out by general dental practitioners, and expert radiological attention is required [3].

Figure 1. An example of a panoramic dental tomo-
gram of a normal (non-osteoporotic) patient. The po-
sitions of anatomical points key to manual annotation
and the ball bearing calibration object are shown.

Figure 2. Schematic diagram of the right mandible,
showing the point at which the inferior mandibular
cortex thickness is measured by dentists (mandibular
index MI).

Dental radiographs account for 32% of all medical radiological examinations in the UK [4]. This widespread investiga-
tion opens the possibility of obtaining valuable medical information about patients’ osteoporotic status from a routine
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radiological examination. To be widely applicable, the measurement of cortical width would need to be made routinely
and easily. This paper describes an automatic method of measuring radiographic indices using the Active Shape Model
(ASM) method [5] to locate the upper and lower borders of the inferior mandibular cortex, and hence measure its
thickness.

2 Image Data

In this study we have used separate training and test data sets.

2.1 Training Images:

The training images had been collected for a previous study [6] and consisted of 132 female patients aged 45-55 who
attended the University Dental Hospital, Manchester for routine dental treatment. DPTs were obtained using either a
Cranex DC-3 unit (Soredex Orion Corporation, Finland) or a Planmeca PM 2002C unit (Planmeca, Finland) using the
same film/cassette combination. The films were digitised using a Kodak LS85 digitiser (Eastman Kodak, Rochester,
NY) at a resolution of 25.64 pixels/mm. Manual annotation of these digitised images is described below (section 3.1).

2.2 Test Images:

The test Images consisted of 664 DPTs from female patients recruited from the area surrounding four European centres
(Manchester, Leuven, Athens and Malmö). In three centres images were obtained using a conventional film/cassette
combination and then digitised in the same way as the training data; at the remaining centre the images were captured
digitally. A 3mm diameter ball bearing set in a plastic cube gripped between the teeth was used to normalise the
images for variations in calibration between centres (see figure 1). BMD ground truth was established for each subject
using DXA at the four recruitment centres. The European spine phantom (ESP) was used to standardise measurements
between equipment at different sites using the method described by Pearson [7]. T and Z scores were calculated from
the DXA using Hologic reference data for the lumbar spine and NHANES reference data for the proximal femur [8]
Patients were diagnosed as osteoporotic according to the World Health Organization (WHO) criteria: T-score value
≤ −2.5, i.e. those havng bone mineral density 2.5 SD or more below the mean value of the young sex matched
reference population.

3 Active Shape Model Search

Active Shape Models (ASMs) have been thoroughly described elsewhere [5, 9, 10] and only a brief description will be
given here. The key point is that a Point Distribution Model (PDM) model is ‘trained’ using points placed on a training
set of example shapes, usually manually (see section 3.1), at anatomically consistent locations around the border of the
object. The PDM provides shape constraints on a flexible template search [5]. While a number of search strategies may
be employed, in this application we use a process of iterative local refinement in which the position of each landmark
point is updated to the nearest best grey-level match within the constraints of the PDM, the best match being based on
edge strength and edge direction. The search is divided into two phases: firstly locating the inferior border only, and
using this result to initiate a search using the complete model of the IMC. This two-stage search allowed the rather
faint endosteal (upper) border to be defined robustly by first locating the much better defined inferior border.

3.1 Manual Annotation

To build a PDM a set of consistently-located points need to be placed on the inferior mandibular cortex in each of
the training images. This was done by two experts using a custom-written graphical user interface [11]. Two key
anatomical landmarks, the points closest to the mental foramen, and the points at the ante-gonion (see figure 1),
henceforth referred to as the MF and AG points, were used to define the region to be modelled. Between these a
number of equally spaced points were placed to define the upper and lower borders of the IMC.

The nature of the image formation results in shadows of the spine and other anatomical features being superimposed on
the images, particularly in the centre of the image, between the MF points and laterally beyond the AG. These shadows
make the endosteal border poorly defined in these regions. ASM search was therefore conducted using a model built
from 200 points between the AG and MF points (50 equally spaced points on the upper and lower boundaries on each
side).
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3.2 Experimental Procedure

To test fit accuracy, leave-one-out cross-validation was used on the training set, using the ground-truth provided by
the manual annotations. To evaluate sensitivity to BMD, search was applied to the unseen test set followed by ROC
analysis, using osteoporosis (T < −2.5) as the classification. Two versions of the ASM search described in section 3
were tested experimentally on both data sets:

The first was an unconstrained search, without any manual interaction, employing a coarse-to fine multi-resolution
search strategy [5] initialised at the mean position and pose calculated from the training data. We refer to fits determined
this way as ‘unconstrained fits’ or ‘UFits’.

The second version used four manually defined reference points on the lower mandible edge at the left and right AG
and MF as reference points. The initial configuration for the search was obtained by stretching and positioning the
mean shape so that its AG and MF points matched the reference points. An edge based ASM search was then initiated,
making no further reference to the manual points during the search. The results of this search were then used to
initialise a full endosteal border ASM search by warping the mean example of the full endosteal PDM so that its lower
edge matched the results of the lower edge ASM fit.

The use of this straightforward interaction allowed us to largely decouple the effects of location and shape in ASM
search. Starting the search so close to the true position effectively guarantees that the search will finish up with the
correct pose. The quality of ASM fit is determined solely by the ability of the PDM to represent the variation in shape
that occurs among the images. We refer to fits determined this way as ‘constrained fits’ or ‘4PFits’.

4 Results

To assess accuracy we use the mean point-to-point, and the mean point-to-curve difference between the final point
positions and the manually placed points. Since our goal is to measure mandibular cortical thickness, we also compare
the measurements of thickness derived from model fits with those from manual annotation. The thickness is measured
as the distance between corresponding points on the lower and upper border of the mandibular cortex. The compar-
ison is done using a Bland and Altman analysis [12] in which the difference between two sets of measurements are
plotted against their mean. From this analysis the bias is measured as the mean difference between the two sets of
measurements, and the limits of agreement are the mean difference +/- 1.96 standard deviations.

The sensitivity of the derived measurements to osteoporosis is assessed by calculating the correlation coefficient be-
tween the measured width of the IMC and BMD. Receiver Operator Characteristic (ROC) analysis [13] provides a
method of assessing the sensitivity and specificity of the measures. The area under the curve (AUC) can be used to
quantify the overall diagnostic efficacy of the parameter in question - ranging from 0.5 (no better than chance) to 1.0
(perfect discrimination).

4.1 Fit Accuracy (Training Images)

These tests use the training set of images (section 2.1) to conduct leave-one-out trials of fit accuracy. The accuracy
results are summarised in table 1, showing means and variances of point-to-point and point-to-curve errors between
manual delineation of the IMC and different ASM fits. Four comparisons are made:

1. Manual 1-2 - Comparison of the manual annotation of the two observers.

2. Manual-UFit - Comparison of the mean of the manual points with that of the unconstrained model fit.

3. Manual-4PFit - Comparison of the mean of the two sets of manual points against the results of the four-point
initialised model fit (4PFit).

4. Fit1-Fit2 - This provides an indication of the effect of variation in interactively placing the four initialisation
points for the 4PFit. To estimate the magnitude of this effect we perform two 4PFits, each initialised by a
different observer.

The orthogonal distance of any given point in the model from the border of the IMC is clearly defined by the local
grey level gradient. However there are no features such as edges to define its position along the edge of the mandible.

93



Table 1. Model Fit Accuracy Results (See Text).
Point Difference (mm - µ(σ)) Cortical Thickness (mm)

Comparison point-to-point point-to-curve bias lower lim upper lim

Manual 1-2 2.45 (2.45) 0.31 (0.33) -0.02 -0.77 0.72

Manual-UFit 5.73 (4.57) 0.49 (1.58) -0.30 -1.01 0.40

Manual-4PFit 0.59 (0.54) 0.31 (0.40) -0.25 -0.79 0.28

Fit1-Fit2 2.31 (2.44) 0.14 (0.24) -0.04 -0.21 0.29

The unconstrained fit can only be expected to locate the transverse position of the border, while the correct anatomical
position of the resulting points along the border with respect to the AG and MF points cannot be guaranteed. As a result
the fully automatic method (UFit) results in much larger point-to-point error than the difference between two manual
observers. The relatively low corresponding point-to-curve error shows the correct transverse placement of the model.
The initialisation constraint introduced in the 4PFit results in a much lower point-to-point error than the difference
between two manual observers. The corresponding point-to-curve errors are very similar to those between the two
manual observers. The Bland-Altman results also appear in table 1 and show that the unconstrained fit has similar
limits of agreement to the comparison of manual observers. The constrained fit has rather tighter limits of agreement
than either. Both the ASM methods show a slight bias in tending to measure the thickness as less than the average
human measure. The Fit1-Fit2 measure shows similar point-to-point consistency with human observers, though rather
better point-to-curve consistency. The Bland-Altman results show very little difference in width measurement.

4.2 Sensitivity to Reduced BMD (Test Images)

Once the model is fitted, cortical thickness may be measured at any site between the MF and the AG. The correlation
between measured thickness and BMD varies with measurement site. Figure 3 shows the variation with position along
the mandible of the correlation with BMD measured at the hip for the 4PFit results (for each point along the mandible,
each thickness measurement is the average of the thickness measured at 10 consecutive model points). The cortical
thickness measurements show greatest sensitivity to BMD in the lateral halves of the mandible, and least around the MF
points. This would suggest that the MF points are not the optimal place to measure cortical thickness in the detection
of osteoporosis. The BMD values from the femoral neck and spine show a similar pattern and the minimum T-Score
of the three sites is also shown in the figure.
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Figure 3. Correlation coefficient between cortical
thickness and Hip BMD plotted as a function of po-
sition along mandible.
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Figure 4. ROC curve for reduced BMD using the cor-
tical thickness from the optimal region suggested by
figure 3 as the discriminating parameter.

Using the average cortical thickness over this region as the predictor of osteoporosis results in the ROC curve shown
in Figure 4. The curves for both 4PFit and UFit searches are shown. The figure also shows the curve generated by
measuring the thickness manually from the radiographs - the average of five measurements by expert radiologists at
two of the collaborating sites. AUC measurements for manual and Ufit measurements are 0.76. 4PFit search achieves
a significantly better AUC of 0.82 (p=0.007).
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5 Discussion

We have shown that we can measure the width of the inferior mandibular cortex in panoramic dental tomograms
accurately and reliably using an edge-based ASM. The calibration using the ball-bearing was used to correct minor
differences in image scale-factor between centres. The optimal position for making the measurement is different
from that conventionally used for manual measurement. This is also true if the thickness measurements are made
from the manually-placed annotation points (data not shown). Fully automatic measurement is in specificity and
sensitivity equivalent to expert manual measurement. The greater anatomical precision that results from the four-point
initialisation results in significantly improved prediction of osteoporosis. This initialisation requires only the lower
mandible edge to be identified - a clearly visible feature in all patients - and the points do not require to be placed with
great accuracy. While fully automatic operation would be desirable, the use of this straightforward interaction delivers
benefits.

Osteoporosis diagnosis is not part of everyday dental practice and so any involvement in this task should be facilitated
for the dentist. Measurement of cortical width will only be practical if it is fully automatic or very nearly so. The
limited and straightforward interaction described here may be sufficiently unobtrusive to be practical. However the
results of automatic search indicate that useful measurement can be made without dentist involvement at all. The
improved specificity and sensitivity arising from being able to make measurements at anatomically precise locations
holds out the possibility of improved diagnostic performance.
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Excitation/emission resolved fluorescence imaging with FR-IsoMap 
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Abstract: Fluorescence imaging has been demonstrated to be able to detect and diagnose different tumour types in 
a range of biological tissues including cervix, lung, and along the gastrointestinal tract. An approach based on 
laser induced tissue autofluorescence may be applied minimally invasively using endoscopes, although there is a 
high degree of overlap in endogenous fluorophore excitation/emission spectra. This paper presents a tuneable laser 
induced fluorescence imaging system that is able to increase specificity through simultaneous variation of 
excitation and emission wavelengths. The method is validated using fluorescent laser dyes with data analysis 
being performed with fixed reference isomap (FR-IsoMap). The method is compared to principle component 
analysis (PCA) for dimensionality reduction to demonstrate the improved specificity and sensitivity achieved 
based on one-way Multivariate Analysis of Variance (MANOVA). 

 

1. Introduction 

Fluorescence spectroscopy is widely used for the characterization of pre- and early malignant tissue transformations. 
Although the application of light illumination for the study of tumour fluorescence was first pioneered by Policard in 
the early 1920s, there has been a recent increase in the use fluorescence spectroscopy as a diagnostic technique in 
modern biology and medicine [1, 2]. Tissue autofluoresce when excited by light in the ultraviolet and visible regions 
of the electromagnetic spectrum due to the presence of naturally occurring biomolecules known as endogenous 
fluorophores. Different fluorophores are excited by different ranges of excitation wavelengths [3]. Fluorescence 
contrast arises when endogenous fluorophores vary in concentration and distribution between different tissue types as 
well as between different regions and layers of the same tissue [4]. Studies have shown that many endogenous 
fluorophores are either closely related to the structural matrix of tissues or involved in cellular metabolism [5]. 
Examples of the former comprise of structural proteins like collagen and elastin, whose fluorescent properties are the 
result of cross-links between amino acid chains that confer high tensile strength to the protein [6]. Fluorophores that 
have a role in cellular metabolism include co-enzymes like the pyridine nucleotide NADH and the flavoprotein FAD, 
both of which play an important role in the electron transport chain during ATP synthesis. Other endogenous 
fluorophores include the aromatic amino acids tryptophan, tyrosine and phenylalanine, certain groups of vitamins 
(e.g. vitamins A, K, D and some B6 compounds), lipopigments (e.g. lipofuscin, ceroids and phospholipids) and 
various porphyrins [7]. Endoscopic fluorescence imaging approaches have been employed by many groups for the 
detection and diagnosis of carcinomas of the colon [7, 8, 9] and oesophagus [10, 11], which are known to develop 
from premalignant lesions. As these are along regions of the gastrointestinal (GI) tract where non-invasive 
techniques can be employed for the early detection of such lesions, an endoscopic approach may be used. 

The purpose of this paper is to increase the specificity of the fluorescence signal through excitation and emission 
resolution. A tuneable source based on a supercontinuum fibre laser system is incorporated into an endoscopic device 
for the characterization and screening of cancerous tissues. As an initial system validation, the analysis of fluorescent 
dyes of known excitation and emission wavelengths at different concentrations and in different mixtures by using 
FR-IsoMap [12] is presented. Results obtained were then compared to that of PCA [13, 14] to demonstrate the 
improved specificity and sensitivity achieved, based on one-way Multivariate Analysis of Variance (MANOVA). 
 

2. Materials and Methods 
 
The fluorescent dyes (and absorption maxima) consisted of Coumarin 334 (C334, 450 nm), Fluorescein (Fl, 512 nm), 
Rhodamine 6G (R6G, 530 nm), Rhodamine B (RB, 552 nm) and Cresyl Violet (CV, 601 nm) dissolved in 99% 
ethanol at various concentrations. These were then pipetted into 100-µl multi-well glass bottom PCR plates for 
excitation/emission spectroscopic imaging. Two sets of validation tests were carried out: the first consisting of single 
dyes of varying concentrations (0.3 µM, 1.0 µM, 3.0 µM and 10.0 µM) and the second consisting of mixtures of 2 
dyes in varying proportions to a total of 3.0 µM concentration. Fluorescence was induced by a supercontinuum fibre 
laser, which had been previously demonstrated for fluorescence and fluorescence lifetime imaging applications [15, 
16], and emitted broadband (400 – 1800 nm) pulsed light generated in highly nonlinear holey fibre. The output from 
the supercontinuum fibre laser source (Fianium SC450-2) was passed through a computer controlled spectral filter 
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consisting of a dispersive prism (SF2) and motor controlled slit. The spectrally filtered light was then coupled into 2 
m of high NA (numerical aperture) polymer clad 200 mm core diameter optical fibre (Thorlabs BFL37-200) using a 
×20 achromatic microscope objective. The fibre was chosen to efficiently deliver the light to the sample and 
illuminate a large field of view. It was positioned 120 mm from the horizontal sample, pointing upwards at the 
underside of the wellplate.  Fluorescence emitted from the wellplate was imaged onto a CCD camera (QImaging 
Retiga Exi) by two achromatic lenses with focal lengths of 100 and 50 mm, respectively. For emission wavelength 
selection, an electronically controllable filter wheel was placed between these two lenses so that the 5 mm thick 
interference filters caused only small lateral translations of the image at the CCD chip. The 5 different excitation 
wavelengths used are shown in Fig. 1 and these were paired up with longpass interferometric filters with cut-on 
wavelengths of 500, 550 and 600 nm as shown in Table 1. 

 

      
 
 

 
The main advantage of the proposed fluorescence laser system is its ability to use several combinations of acquisition 
parameters (e.g. excitation and emission wavelengths), which increases its discrimination capability. The analysis of 
the acquired data, however, is not straightforward due to the high dimensionality of the problem. To overcome this 
difficulty, a solution is to reduce the number of dimensions to a few underlying axes such the variability induced by 
the data is preserved, with the aim to produce a new intuitive format for tissue characterisation. For example, by 
reducing the dimensionality of the problem to three factors, a colour map which exhibits the different constituents 
can be constructed by using the new 3D coordinates as RGB channels. For this purpose, one of the most popular 
methods for dimensionality reduction is PCA [13, 14]. By considering the cloud of points generated by the pixel 
data, the technique aims to find directions which exhibit the maximum of variations. The technique uses eigen-
decomposition to extract a set of orthogonal axis from the covariance matrix. A linear model which incorporates the 
axis with the main variation can be generated to describe the data. This linear model, however, may not be optimal 
when the cloud of points in question lies on a more complex manifold with non-linear characteristics. In this case, 
non-linear dimensionality reduction is required and a set of techniques have been developed in the recent years. 
Amongst them, isometric mapping (Isomap) [17] is a technique capable of producing a low-dimensional mapping for 
the data such that the inter-point dissimilarity relationships in the manifold are preserved in a way similar to 
multidimensional scaling (MDS), but by using the geodesic distances to describe the shape of the manifold and thus 
the non-linear characteristics of the manifold. The method, however, when applied to different datasets of the same 
tissue type, can produce results which are not comparable. This is because Isomap produces an optimal embedding 
up to a geometrical transformation of the axes. Therefore, a fixed-reference Isomap (FR-IsoMap) is developed which 
is capable of generating consistent embedding between samples. The method is based on the construction of a fixed 
coordinate system using Isomap from a training sample selected such that the main variability and tissue 
characteristics are well represented. For new test data, instead of reapplying Isomap, a mapping is computed for each 
pixel such that the inter-point distances to the nearest neighbours in the training samples are well preserved. This 
allows the generation of consistent mappings across samples and therefore meaningful and comparable colour maps 
for tissue characterisation. More technical details about the method can be found in this paper [12].  
 
 
 

3. Results  

Figs. 2(a) and (b) show all 5 fluorescent dyes at concentrations of 0.3 µM, 1.0 µM, 3.0 µM and 10.0 µM. Figs. 2(c) 
and (d) show wells where dye solutions of 3.0 µM concentration were mixed in different proportions. These images 
represent the excitation spectroscopy images of the dye solutions obtained after processing with PCA (Figs. 2(a) and 
(c)) and FR-IsoMap (Figs. 2(b) and (d)) respectively. 
 

Excitation 
wavelength (nm) 

Excitation  
bandwidth (nm) Emission filter 

470 10 Longpass 500 nm 
490 20 Longpass 500 nm 
490 20 Longpass 550 nm 
510 20 Longpass 550 nm 
530 25 Longpass 600 nm 
560 35 Longpass 600 nm 

Table 1. Combinations of excitation/emission wavelengths used Figure 1. Normalised excitation spectra 
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Figure 2. Processed images of single dye solutions at different concentrations (marked in µM) (Figs. 2(a) and 2(b)) and 2-dye 

mixtures (Figs. 2(c) and 2(d)) obtained after processing with PCA and FR-IsoMap. 
 
For detailed quantitative analysis, MANOVA was applied to images obtained through PCA and FR-IsoMap. 
MANOVA evaluates the null hypothesis that the means of colour pixels of laser dyes in each well are the same n-
dimensional multivariate vector, and that any difference observed within each well is due to random chance. For this 
test, a region of approximately 1900-2000 pixels was chosen manually from each well as the test sample. 
Information obtained after testing included d, the number of dimensions being measured, the p values for each 
dimension, a vector of Mahalanobis Distances (MDs) from each pixel to the mean of its region as well as a matrix 
consisting of the average MDs between pairs of pixel region means. The MD is a measure of similarity between 
variables by which different patterns can be identified and analysed.  
 
In this study, MANOVA results for images (Figs. 2(a) and 2(b)) gave values of d=3 and p<0.005 signifying the 
accurate identification of the 3 RGB colour channels by both PCA and FR-IsoMap. Table 2 shows the average MDs 
obtained between the dye pair combinations of 0.3 µM concentration as well as the average MD from each pixel to 
the mean of its region within each dye. This low concentration was chosen for comparison so as to determine if PCA 
and FR-IsoMap could accurately separate the various dyes in this ‘worst-case scenario’ of least fluorescence.  
 

 
  

Coumarin 334 Fluorescein Rhodamine 6G Rhodamine B Cresyl Violet 

Coumarin 334 7.56/             
0.17 

155.58/              
534.78 

342.34/  
1534.00 

445.75/  
1476.04 

610.43/ 
1317.62 

Fluorescein 155.58/         
534.78 

7.38/              
0.19 

104.15/  
1337.89 

228.42/  
1311.31 

382.92/ 
1128.52 

Rhodamine 6G 342.34/       
1534.00 

104.15/  
1337.89 

0.23/                     
0.24 

63.19/          
161.59 

308.05/ 
498.41 

Rhodamine B 445.75/     
1476.04 

228.42/  
1311.31 

63.19/           
161.59 

0.48/              
0.28 

131.14/ 
109.31 

Cresyl Violet 610.43/  
1317.62 

382.92/  
1128.52 

308.05/  
498.41 

131.14/     
109.31 

19.99/ 
0.08 

 
Table 2. Average interpixel Mahalanobis distances within and between dyes of 0.3 µM concentration after analysis by PCA 

(normal text) and FR-IsoMap (bold text). 
 

It can be observed from the results in Table 2 for the 0.3 µM dye solutions that a larger average interpixel distance 
between almost all dyes is obtained when FR-IsoMap analysis is applied, signifying that dye types were better 
separated when using this technique of analysis compared to PCA. Interpixel distances within the same dye for FR-
IsoMap were also much smaller compared to PCA for almost all dyes. MANOVA was subsequently applied to PCA 
and FR-IsoMap analysis results of 1.0 µM, 3.0 µM and 10.0 µM concentrations from the first validation test set. 
Results showed that the FR-IsoMap performance decreased as dye concentration increased from 1.0 µM to 10.0 µM, 
with decreased average interpixel distances between almost all dyes and increased interpixel distances within the 
same dyes. At 10.0 µM dye concentrations FR-IsoMap performed significantly poorer than PCA, implying that FR-
IsoMap performs best at low dye concentrations up to a threshold of about 3.0 µM i.e. at low levels of fluorescence.  
 
MANOVA was next applied to PCA and FR-IsoMap images obtained from the second validation set which consisted 
of 2-dye mixtures (Figs. 2(c) and 2(d)). Values of d=3 and p<0.005 from MANOVA analysis were obtained across 
all images with MDs having much larger values than the first validation set. To determine which analysis method 
best distinguished the dye mixtures, MD values obtained from analysis of PCA and FR-IsoMap images of selected 
dye mixture transitions were plotted and compared as seen in Fig. 3. This gives a clearer indication of the spread in 
MD values for both analytical methods as the analysis moves from one dye-pair to the next. From Fig. 3, it is evident 
that FR-IsoMap (red line) gives a wider spread of MD values. In some cases, these values are also more than 1.5 
times that obtained from PCA.  

  (a)    (b)    (c)     (d) 

103



 4 

 
          (a)              (b)     (c)                     (d) 

 
Figure 3. Graphical representations of the Mahalanobis distances from 4 different groups of dye mixture transitions, where red 
and blue curves represent FR-IsoMap and PCA respectively. Transitions are shown for (a) Fl to R6G to RB; (b) R6G to RB to 

C334; (c) Fl to C334 to RB; (d) C334 to Fl to R6G. For each transition group, the central dye is taken as the origin that is used to 
measure the Mahalanobis distances to the means of other dye mixtures. 

 
To establish if acquisition parameters such as camera exposure timings had an effect on the outcome of PCA and FR-
IsoMap analysis, individual well regions of PCA and FR-IsoMap images captured at 25 ms and 80 ms were manually 
selected for comparison of their mean RGB values and standard deviations. It has been shown that increasing the 
exposure timing from 25 ms to 80 ms does not appear to have an effect on the PCA results, with similar RGB values 
and standard deviations obtained under both conditions. On the other hand, RGB values obtained from FR-IsoMap 
analysis appear slightly different. For example, analysis of Fl by FR-IsoMap gives similar R and G values under both 
conditions. The difference here is the B value, which greatly decreases by almost six-fold with this exposure time 
increase. A similar observation can be made for the FR-IsoMap analysis of R6G: In this case the R and B values 
remain similar under both conditions whereas the G value increases by almost 40-fold when exposure time increases 
from 25 ms to 80 ms. 
 
To investigate if changes in dye concentration affected PCA and FR-IsoMap analysis methods, dye images of 0.3 
µM, 1.0 µM, 3.0 µM and 10.0 µM concentrations from Figs. 2(a) and (b) were subjected to MANOVA tests. Results 
in Fig. 4 indicate that both methods demonstrate a slight change in MDs as concentrations increase from 0.3 µM to 
3.0 µM for most dyes. Larger increases in MDs occurred at 10.0 µM concentration levels for both analysis methods, 
with FR-IsoMap showing a larger change than PCA. This implies that both analysis methods are relatively 
independent of concentration changes within the range of 0.3 µM to 3.0 µM.   
 

 
  (a) C334     (b) R6G        (c) RB            (d) Fl 

 
Figure 4. Change in Mahalanobis distances measured in PCA (blue curve) and FR-IsoMap (red curve) images as individual dye 

concentrations of C334, R6G, RB and Fl increase from 0.3 µM to 10.0 µM. 
 

4. Conclusions 

We have presented in this paper the results of excitation/emission resolved fluorescence imaging with FR-IsoMap. 
Data analysis results were compared to that of PCA based on MANOVA tests. The results demonstrate that both 
techniques provide accurate separation of dyes. FR-IsoMap analysis produced larger separation values between dyes 
and smaller interpixel distances within dyes when compared to PCA at lower dye concentration levels, indicating 
that dye types were better distinguished with FR-IsoMap under these conditions. This implies that FR-IsoMap would 
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be able to better discriminate the different endogenous fluorophores in biological tissue at low fluorescence 
intensities. In addition to being able to discriminate between dye mixtures, FR-IsoMap was also shown to be 
relatively independent of concentration at lower concentration levels, hence demonstrating the robustness of this 
technique under normal physiological conditions. Further investigation is required on the effect of system acquisition 
parameters on the results obtained. Future work will include further analytical work with FR-IsoMap for biological 
tissue where the real test will be discriminating between the myriad of endogenous fluorophores present in the tissue. 
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Medical Image Computing Algorithms for Understanding Early
Brain Development

Simon K. Warfield∗
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Abstract. In the last trimester before birth the developing brain undergoes tremendous changes as it grows. Prema-
ture birth during this period is associated with an increased risk of adverse outcomes, with up to 50% of very low
birth weight infants going on to develop cognitive and motor deficits.
The analysis of magnetic resonance images has a crucial role to play in characterizing normal brain development,
and in understanding the impact of early brain injury upon the path of later brain maturation. However, there are
a number of unique challenges in quantitatively assessing early brain MRI due to the limited contrast between
different types of tissue, the rapid progression of brain maturation, and the logistical challenges of imaging newborn
infants. Particular challenges include overcoming the effects of image acquisition artifacts, imaging system noise,
and patient-specific normal and pathological variability.
Advances in image acquisition and medical image computing algorithms now enable sophisticated characterization
of early brain development. We describe recent work developing and evaluating image analysis algorithms that
improve our capacity to characterize early brain maturation and early brain injury and enable us to assess potential
therapeutic interventions.

1 Introduction

A full-term baby is born after approximately 40 weeks (38–42 weeks) of gestation. In the United States, 12% of
neonates are born prematurely (< 38 weeks gestation) each year, and the incidence of children born with very low
birth weight was 7.9% in 2003 [1, pp. 17]. Preterm birth is a leading cause of infant death and is associated with
nearly one-half of all congenital neurological deficits, such as cerebral palsy. The most rapidly growing segment of the
preterm population is the 47% of premature infants born between two and three months too early and weighing less
than 1500g (3lbs 3oz). Over 50% of these children go on to have significant learning disabilities. In addition, around
10% will have cerebral palsy and a further 15-40% have more moderate motor control disability [2]. Prevention of these
consequences of perinatal brain injury will require a better understanding of the pathogenesis and subsequent alteration
of the brain development process and brain plasticity. The two major forms of perinatal brain injury in the premature
neonate are 1.) forms of intraventricular hemorrhage and 2.) focal and diffuse injury to the white matter [2,3,4,5].

The motor control and learning difficulties in these premature infants are associated with brain changes. The brain
undergoes an incredible structural transformation during the 16 weeks or so preceding a full-term birth, and continues
to rapidly develop for the next several years and on into adulthood. Brain dysfunction is thought to result from increased
vulnerability of unmyelinated and myelinated white matter, cortical and deep gray matter, and specific cerebellar
changes during the last trimester of pregnancy, the time of most rapid glial cell migration and brain connective tissue
development.

Outcomes for premature infants have been associated with brain changes. We have previously developed automatic
MRI segmentation algorithms which carry out tissue classification [6, 7]. Utilizing tissue classification, we have been
able to identify risk factors for later adverse developmental outcomes [8]. Similarly, a recent study using MRI acqui-
sition and tissue classification of originally premature and control subjects at eight years of age found that preterm
birth is associated with regionally specific, long-term reductions in brain volume and that morphological abnormalities
are, in turn, associated with poorer cognitive outcome [9]. More work needs to be done to provide effective tools that
can improve our understanding of what brain changes occur in premature infants, how these changes arise, and what
interventions and treatments can ameliorate the effects of these changes.

Tissue classification is a critical procedure in quantitative assessment of brain maturation [8, 10]. Tissue classification
may be an effective MRI biomarker of later neurodevelopmental outcome, and a means of assessing potential interven-
tions. We can expect that more accurate predictions of later outcome will be derived from more accurate and robust
tissue classification procedures. In particular, the sensitivity, specificity and predictive value of a tissue classification
algorithm are key indicators of quality.

∗Email: simon.warfield@childrens.harvard.edu
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Unfortunately, in clinical imaging studies such as MRI of newborns, there is no widely accepted reference standard
against which different algorithms may be compared. We have developed and utilized an algorithm called STAPLE,
for simultaneous truth and performance level estimation, which allows us to estimate a reference standard from a
collection of segmentations of a particular image. We simultaneously compute performance parameters which in the
case of binary segmentations are estimates of sensitivity and specificity, and the natural generalizations of these in the
case of multiple unordered labels (for example gray matter, white matter and CSF). From these we can also estimate
predictive values and these enable us to assess different methodologies for tissue classification.

One common approach used with clinical imaging data is manual tracing of key structures by neuroanatomical experts.
Manual tracing is often time consuming, and therefore expensive, while also being tedious for the expert, and exhibits
intra-expert and inter-expert variability. Automated and semi-automated algorithms can capture expertise through
expert initialization or parameter setting, and then operate fully automatically to achieve deterministic segmentations
with perfect reproducibility. Different algorithms may achieve the same perfect reproducibility while operating at a
different level of accuracy — the algorithms may have different levels of bias or systematic error. We seek to identify
algorithms that generate results with an accuracy indistinguishable from that of human experts while maintaining
perfect reproducibility (or very high reproducibility compared to human experts in the case of stochastic algorithms).

2 Materials and Methods

2.1 Data Acquisition

Five data sets were selected at random from over 200 MRI scans acquired in previous studies. All scans were acquired
on 1.5T clinical MRI scanners, and typically included a T1-weighted SPGR (spoiled gradient recalled acquisition in
the steady state) and a T2-weighted FSE (fast spin echo) sequence. The scans were acquired in the coronal plane,
consisting of 256x256 voxels in-plane with slices covering the entire brain, and having a resolution of approximately
0.7mm× 0.7mm with a slice thickness of 1.5mm for the SPGR and 3.0mm for the FSE.

2.2 Interactive MRI Segmentation

Each T2w scan was aligned with the SPGR by rigid registration, computing a transformation by maximization of
mutual information. A mask of the intracranial cavity was created using signal intensity and connectivity information
as described in [11]. A single coronal slice near the center of the brain was selected, and utilizing the T1w and
T2w scans, an expert traced the boundaries of the following structures: cortical gray matter, sub-cortical gray matter,
unmyelinated white matter, myelinated white matter and cerebrospinal fluid. This was repeated approximately once a
week for five weeks, in order to obtain five repeated segmentations of each of the five subjects.

2.3 Computation of Reference Standard

We computed a probabilistic reference standard from each set of five segmentations, of each subject using STAPLE
[12]. This models the reference standard as an unknown random variable, and considers each segmentation as an
attempt to generate the true segmentation which is different from the true segmentation in a manner that depends on the
inherent performance of the segmentation generator responsible for each segmentation. The algorithm is formulated as
an instance of the Expectation-Maximization algorithm [13].

Detailed descriptions of the EM algorithm and generalizations are available [13,14]. The essence of the EM algorithm
is the observation that certain maximum likelihood estimation problems would be considerably simplified if some
missing data were available, and this is the case for our problem. The observable data, the segmentation decisions at
each voxel, is regarded as being incomplete and is regarded as an observable function of the complete data.

Thecompletedata consists of the segmentation decisions at each voxel, which are known, and the true segmentation,
which is not known. If we did know the true segmentation, it would be straightforward to estimate the performance
parameters by maximum likelihood estimation. Since the complete data is not available, the complete data log like-
lihood cannot be constructed and instead must be estimated. Doing so requires evaluating the conditional probability
density of thehiddentrue segmentation given the segmentation decisions and a previous estimate of the performance
level of each segmentation generator. The expectation of the complete data log likelihood with respect to this density
is then calculated, and from this estimate of the complete data log likehood, the performance parameters are found by
maximum likelihood estimation. We iterate this sequence of estimation of the conditional probability of the true seg-
mentation and performance parameters until convergence is reached. Convergence to a local maximum is guaranteed.
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Consider a brain MRI tissue segmentation application where we are interested to identify the true label as one of white
matter, gray matter or cerebrospinal fluid. We allowT to take on one ofL labels whereTi ∈ {0, 1, . . . , L − 1}
and similarly the segmentation decisions may also be one of theseL labels,Dij ∈ {0, 1, . . . , L − 1}, andD is
anN × R matrix describing the decisions made for each segmentation at each voxel of the image. In this case, we
characterize each rater performance byθj , anL×Lmatrix of parameters where the element of the matrix characterizes
the probability raterj will decide labels′ is present when the true label iss. The perfect rater would have a performance
matrix with 1 on the diagonal and 0 in each off-diagonal element.

In order to evaluate the conditional expectation of the complete data log likelihood for this case, we need to compute
the conditional probability that the true label at voxeli is s given the set of segmentations and the previous estimate of
the performance characteristics. We find [12] that

W
(k)
si ≡ f(Ti = s|Di, θθθ

(k))
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∏
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j )∑
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∏
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(k)
j )

With this conditional probability, we can evaluate the expected value of the complete data log likelihood function,
with the goal of identifying the performance parameters by maximum likelihood estimation. Considering each rater
separately, we find the new parameter estimatesθ
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3 Results

Figure 1 illustrates one slice from one T1w newborn MRI, and shows the STAPLE estimate of the optimal tissue
classification together with four of the five interactive segmentations carried out on this subject.

Table 1 shows the values of the posterior probabilities for each repeated segmentation of each tissue class. This table
illustrates how we can examine the variability intrinsic to manual segmentation with respect to the reference standard
computed by STAPLE.

Table 2 reports the mean posterior probability for each tissue class over five segmentations of all five subjects. The
table illustrates the variability of the mean posterior probability across different subjects and across different types of
tissue, indicating that some subjects and some tissue classes are more challenging to segment than others.

4 Discussion

We have estimated a reference standard segmentation for five subjects, from five repeated segmentations carried out by
an expert. The reference standard was estimated using STAPLE in each case. The visual appearance of the estimated
reference standard appears more regular than the individual segmentations, with fewer isolated voxels having a tissue
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(a) T1w MRI (b) STAPLE estimate (c) Segmentation 1

(d) Segmentation 2 (e) Segmentation 3 (f) Segmentation 4

Figure 1. Illustration of (a) newborn T1w MRI, (b) STAPLE estimate of the true segmentation and (c-f) manual
segmentations.

Table 1. Evaluation of five manual segmentations of a newborn MRI with STAPLE. The performance of the segmen-
tation of each tissue class is summarized with the posterior probability, which is the probability that the true label is
T = t when the manual segmentation wasD = t. The tissue classes considered are background, cortical gray matter,
cerebrospinal fluid, myelinated white matter, unmyelinated white matter and subcortical gray matter in turn.

Segmentation BG CGM CSF MWM UNWM SCG
1 0.997 0.763 0.945 0.889 0.914 0.904
2 0.998 0.937 0.926 0.961 0.899 0.920
3 0.999 0.939 0.903 0.911 0.922 0.985
4 0.999 0.958 0.923 0.900 0.973 0.945
5 0.998 0.871 0.911 0.934 0.913 0.954

label different from their neighboring voxels, and labels that more closely follow the signal intensity boundaries in the
MRI than the individual segmentations.

STAPLE estimates performance parameters for each segmentation in terms of the probability of a correct segmentation
decisionD = d when the true segmentation isT = t. In the case of binary labels, we can recognize Pr(D = 1|T = 1)
and Pr(D = 0|T = 0) as sensitivity and specificity. These measures, and the generalization to multi-category labels
Pr(D = t|T = t) are valuable indicators of performance. These probabilities vary with the amount, or relative
proportion or prior probability, of each labelT = t in a given image. Furthermore, it is sometimes of interest to know
the posterior probability Pr(T = t|D = d), the probability that the true label matches the segmentation, and these
can be computed from the performance parameters of each segmentation generator and an empirical estimate of the
prior probability of each tissue class. Since the relative proportion of each tissue class is accounted for, such posterior
probabilities can readily be combined and compared.

An excellent indicator of overall performance is the mean posterior probability. Table 2 above illustrates this measure,
and indicates that cortical gray matter and myelinated white matter (both structures with complex boundaries) are more
difficult to segment than other structures, such as subcortical gray matter or unmyelinated white matter. We can use
this data to estimate the reliability of predictions of later outcomes from newborn MRI, and to judge the quality of
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Table 2. Evaluation of 25 manual segmentations of five newborns with STAPLE. The performance of the segmentation
of each subject and tissue class is summarized with the mean posterior probability over the repeated segmentations.
The tissue classes considered are background, cortical gray matter, cerebrospinal fluid, myelinated white matter, un-
myelinated white matter and subcortical gray matter in turn.

Subject BG CGM CSF MWM UNWM SCG
1 0.998 0.894 0.922 0.919 0.924 0.941
2 0.999 0.881 0.935 0.931 0.921 0.949
3 0.998 0.918 0.947 0.982 0.988 0.959
4 0.999 0.912 0.927 0.971 0.946 0.951
5 0.998 0.916 0.939 0.897 0.930 0.960

segmentation algorithms designed for this task.
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Abstract. Fmiso-PET is a non-invasive modality used for the assessment of tumour hypoxia, and increasingly for
planning radiotherapy. However, the availability and contrast properties of Fmiso are not ideal. Recent efforts to
compare FDG binding with that of Fmiso, in order to ascertain FDG’s potential as a marker of hypoxia, have met with
mixed results. The potential reasons for correlated and disparate binding patterns between the two tracers have been
postulated, but not formally outlined as yet. We present a model of a key component of the image formation process
- tracer pharmacokinetics. This involves a series of coupled PDEs, describing the interplay between concentrations
of oxygen, glucose, HIF, Fmiso and FDG. We use this model to assess the general feasibility of FDG as a surrogate
marker of hypoxia and find that its utility is dependent on activity of oncogenic pathways.

1 Introduction

One of the current challenges in molecular imaging is the non-invasive imaging of tumour hypoxia. Determining the
oxygenation status of a tumour is crucial as hypoxia both affects the efficacy of radiotherapy and is also indicative of a
malignant phenotype.

Positron Emission Tomography (PET) offers a non-invasive means of assessing tumour hypoxia. Its utility is dependent
on the specificity and sensitivity of the tracer used. The standard hypoxia tracer [18F]-fluoromisonidazole (Fmiso), is
specifically reduced in hypoxic tissues, becoming covalently bound to intracellular molecules. However, this specificity
is compromised by poor distribution kinetics. The lipophillic nature of the compound means that it distributes into all
tissues, with typical tumour-to-blood ratios of approximately 1.2.

Far better distribution characteristics are exhibited by the metabolic tracer, [18F]-fluorodeoxyglucose (FDG), a hy-
drophillic molecule, whose entry to cells is transporter-mediated. Conveniently, FDG has a direct link to tumour
hypoxia, as the transcription factor hypoxia-inducible factor (HIF) controls regulation of genes encoding glycolytic
enzymes [1]. Recently, there have been several attempts in the clinic to assess the feasibility of FDG as a surrogate
marker for hypoxia [2] [3]. These have demonstrated mixed results, with some correlation between Fmiso and FDG
reported within cancer types, but less correlation within individual cancers.

Elevated levels of HIF are found in the nucleus within minutes of cellular exposure to hypoxia. Glycolytic enzymes
are upregulated and glycolysis increases approximately 2 and a half fold.

The regulation of glycolysis in tumours is complex and extends beyond HIF. The Warburg effect, where cells utilise gly-
colysis even under aerobic conditions, can be initiated both via and in the absence of HIF by oncogenic pathways such
as the Akt pathway [4]. Akt upregulates glycolysis by both stabilising HIF and, independently, activating hexokinase-2
and glucose transporters.

In this paper, we describe a key component of the imaging process - tracer pharmacokinetics. We present a formal
model of both HIF- and oncogenic pathway-mediated glycolysis and use this as a basis to describe FDG and Fmiso
kinetics in response to hypoxia.

We use our model to (i) investigate the relationship between the microenvironmental oxygenation and tracer binding,
and (ii) to compare the different effects of oncogenic pathway activation on FDG binding. Finally, based on the results
of these studies, we discuss the feasibility of FDG as a surrogate marker of hypoxia.

∗Email: ckelly@robots.ox.ac.uk
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2 MODEL

A simplified model of HIF-mediated metabolic response to hypoxia is presented in Figure 1. The two main processes
mediated by HIF are (i) the upregulation of glycolysis and (ii) the downregulation of oxidative phosphorylation, the
former clearly leading to increased FDG avidity. The activation of oncogenic pathways (e.g. Akt) has two potential
effects. The first is stabilisation of HIF levels. The second is the HIF-independent upregulation of glycoysis. The latter
suggests a potential divergence between hypoxia- and oncogene-mediated FDG binding.

Figure 1. Proposed model of HIF- and oncogenic pathway-mediated glycolysis and the relationship with FDG and
Fmiso binding. Molecular components (e.g. tracers) are shown in white boxes. Regulatory and diffusive processes are
shown in black boxes. Oncogenic pathways can affect glycolysis (and thus FDG binding) directly through upregulation
of enzymes, or indirectly through HIF stabilisation.
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The model dynamics are described using the system of non-dimensionalised PDEs outlined in Equations 1-5. The
main variables are HIF (H), Oxygen (O), Glucose (G), FDG (F ) and FMISO (M ). H is produced and retained
intracellularly in response to local oxygen concentration. Nutrients (O and G) and tracers (F and M ) are supplied by
the blood and then diffuse through a network of ‘cells’, being metabolised or bound, depending on local environmental
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conditions and the oncogenic state of each cell.

Activation of the oncogenic pathway is represented as a random occurrence. Once activated, two processes are affected,
(1) Degradation of HIF is inhibited (stabilisation), (2) Glycolysis is upregulated (Warburg). These are represented as a
decrease in the maximal rate of HIF degradation (d?

H ) and an increase in the basal rate of glucose consumption (d?
G).

Under normal conditions these are dn
H and dn

G (normal), and under oncogenic activation these are da
H and da

G (akt). As
little comparative quantitative data yet exists for HIF-dependent and independent Akt-mediated glycolysis, values for
da

H and da
G are estimated as multiples of their normal counterparts, i.e. da

H = 1
αdn

H and da
G = βdn

G. To investigate
the relative effects of each pathway on tracer uptake, we compare profiles of FDG and Fmiso for α = 1, β = 1 (no
oncogenic regulation), α = 2, β = 1 (HIF stabilisation) and α = 1, β = 2 (HIF-independent regulation of glycolysis).

The concentrations presented here are normalized by the maximal plasma or intracellular level of each component, to
give relative quantities e.g. F is the concentration of FDG relative to its maximum plasma level. By looking at relative
quantities, trends and relationships are often clearer. Equations were scaled to a time scale of 1 minute to best represent
changes during a conventional PET scan, and a spatial scale of 1 cell width (20µm). Full parameterisation is available
in the appendix (Section 6). As tracer pharmacokinetics are conventionally analysed using compartment modelling
techniques, we parameterise a 2-compartment model using FDG curves for each condition (Akt-active/inactive, HIF-
dependent/independent, Hypoxia/Normoxic) and, assuming irreversible kinetics, calculate the metabolic rate of glucose
(MRgluc = K1k3

k2+k3
).

Our model equations were integrated in Matlab using the finite difference method. We model our physical system
as the simple one-dimensional case in which a single vessel supplies tissue. Boundary conditions are Dirichlet at the
vessel and Neumann at the distal end of the grid.

3 RESULTS

3.1 Molecular Profiles

We initially present profiles of the non-dimensionalised concentrations described above, as a function of increasing
distance from a blood vessel, in the absence of oncogenic pathway activation. Profiles for total concentration are
shown in Figure 2 (tracers will exist in free and bound states, but imaging will only show the combined concentration).
Oxygen and glucose are both depleted as distance increases. Oxygen is almost fully metabolised after only a few cells
widths, in agreement with previous calculations [5]. HIF increases with distance, although levels plateau. Both Fmiso
and FDG show an increase in total concentration.

Inspection of the temporal profiles of total Fmiso and FDG for normoxic (cell adjacent to blood vessel) and hypoxic (8
cells away from blood vessel) tissue is shown in Figure 3. Contrast between activity in hypoxic and normoxic tissues
develops at later time points. Due to the slower diffusive properties of Fmiso, contrast is obtained later than using
FDG. Maximum contrast (at 120 minutes) during the scan period is higher for FDG than for Fmiso (1.65 and 1.19
respectively).

3.2 Effect of Oncogenic Pathways

Profiles in the previous section are generated under the assumption that increased glycolysis is entirely hypoxia medi-
ated. In this section we present profiles of FDG in the presence of oncogenic pathway activation.

Figure 4 shows the normoxia/hypoxia temporal profile of FDG where α = 2 and β = 1, i.e. when the oncogenic
pathway acts through HIF stabilisation alone. Figure 5 shows the normoxia/hypoxia temporal profile of FDG where
α = 1 and β = 2, i.e. when the oncogenic pathway acts through HIF-independent upregulation of glycolysis. These
figures show that hypoxia:normoxia contrast is reduced in both instances (from 1.65 to 1.52 for HIF-dependent Akt
activity, and 1.32 for HIF-independent Akt activity), but that the action of HIF stabilisation, as it is represented in our
model, is relatively small compared to the dominant effect of HIF-independent upregulation of glycolysis.

Table 1 shows the MRgluc for each condition, calculated using a standard 2-compartment model. In all cases, MRgluc

increases in hypoxia, but the hypoxia:normoxic ratio decreases under Akt-active conditions, particularly when upreg-
ulation of glycolysis is HIF-independent. Also evident from Figure 5 and Table 1 is that FDG levels in Akt-regulated
normoxic tissue could potentially match or even supersede those in HIF-regulated hypoxic tissue, depending on the
value of β.
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Figure 2. Concentration profiles with increasing distance
from blood vessel at 120 minutes post-injection. Dashed
lines indicate normoxic (adjacent to vessel) and hypoxic
(8 cells from vessel) regions.

Figure 3. Temporal Profiles of FDG and Fmiso for
normoxic and hypoxic tissue. Dashed lines indicate
hypoxia:normoxia contrast at conventional scan times
(60 and 120 minutes respectively). Contrast FDG: 1.6,
Fmiso: 1.19. (Max contrast FDG=1.65 at 120 mins)

Figure 4. Temporal Profiles of FDG for normoxic
and hypoxic tissue under Akt-mediated HIF stabilisation
(α = 2, β = 1), compared to Akt-inactive tissue (α = 1,
β = 1). Max contrast Akt-inactive: 1.65, Akt-active:
1.52.

Figure 5. Temporal Profiles of FDG for normoxic and
hypoxic tissue under Akt-mediated upregulation of gly-
colysis (α = 1, β = 2) compared to Akt-inactive tissue
(α = 1, β = 1). Max contrast Akt-inactive: 1.65, Akt-
active: 1.32.

4 DISCUSSION AND SUMMARY

This model highlights several significant differences between what can be inferred, regarding hypoxia, from FDG and
Fmiso images. Figure 3 would suggest that in the absence of other glycolytic regulators, FDG would be a sound
candidate for a surrogate marker of hypoxia, as proposed previously [6]. Its uptake is increased in the presence of
hypoxia and less time is required to achieve contrast than when using Fmiso. However, regulation of glycolysis by
other factors is an issue. Akt acts via both stabilisation of HIF levels and direct upregulation of glycolytic enzymes,
and has been shown to enhance FDG uptake in mice transfected with Akt-active cells [4]. Whilst HIF stabilisation has
a minor effect on FDG uptake, Figure 5 demonstrates that HIF-independent regulation of glycolysis (Warburg Effect)
could be a key factor in lack of correlation between FDG and Fmiso binding in clinical images. Any non-hypoxia
mediated regulation of FDG may potentially lead to a reduction in hypoxia:normoxia contrast.

Although FDG is only an independent marker of hypoxia for hypoxia-regulated tumours, this in itself is potentially
useful. If FDG and Fmiso are used in conjunction with one another, the pattern of correlation may provide further
tumour characterisation. High correlation between tracers may indicate a lack of oncogenic pathway activation and
thus a better prognosis. Low correlation, where FDG binds and Fmiso does not, may indicate enhanced oncogenic
activity. These are presently just hypotheses and require further investigation.
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Table 1. MRgluc for each condition
Akt Status Oxygen Status MRgluc

Akt-inactive Normoxia 0.004
Akt-inactive Hypoxia 0.008
Akt-active (HIF) Normoxia 0.007
Akt-active (HIF) Hypoxia 0.012
Akt-active (Gly) Normoxia 0.015
Akt-active (Gly) Hypoxia 0.025

To summarise, in the absence of alternative regulation, our model would suggest that FDG is a good candidate for
a surrogate marker of hypoxia. However, when other regulating factors are considered, it becomes clear that FDG
can no longer act as an independent hypoxic marker. The potential exists for using Fmiso and FDG as complementary
imaging agents, to provide a more complete tumour characterisation. This complementarity presents a strong argument
for image fusion.
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6 APPENDIX

Symbol Value Details

rH 6.9 · 10−3 Maximum HIF production rate constant
dn

H 5.1 · 10−2 Maximum HIF degradation rate con-
stant

kH 0.4 Oxygen concentration at half maximum
degradation rate

dO 2.8 Oxygen consumption Vmax

kO 0.15 Oxygen consumption km

γ 0.99 Proportion of reduction
DO 2.2 · 102 Oxygen diffusion coefficient
dn

G 9.4 · 10−3 Glucose consumption Vmax (normal
tissue)

kG 1 · 10−2 Glucose consumption km

kA 4 Effect of HIF on Glycolysis rate con-
stant

DG 84 Glucose diffusion coefficient
dM 0.09 Maximal Fmiso binding Vmax

km 3 · 10−2 Fmiso consumption km

DM 8.4 Fmiso diffusion coefficient
τ 9.6 · 102 Transcriptional delay
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Improving the Contrast of Ultrasound Images using an
Autoregressive Model Based Filter
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Abstract. An autoregressive model has been employed to recover from the backscattered RF-signal a tissue har-
monic image which is not degraded by harmonic leakage.A significant overall improvement of the image quality
has been achieved with the filtered image, where measurements have shown a significant (up to 45 %) increase in
contrast between cancer masses and benign tissue.

1 Introduction

Ultrasonic imaging has become an indispensable tool for medical diagnosis due to its noninvasive nature, low cost,
portability and real time image formation. However, despite its widespread use, even for skilled radiologists it is very
challenging to correctly interpret ultrasound images. This is due to strong image artifacts characteristic to ultrasound
imagery, such as attenuation, speckle, shadowing and general low contrast.

Of these effects, the speckle texture reduces the perceived spatial resolution, reducing the effectiveness of ultrasound
to identify subtle tissue features. Speckle is a form of locally correlated multiplicative noise [1], which both corrupts
the image and conveys important information. Speckle is furthermore the main contributor to the low SNR (signal to
noise ratio) exhibited by ultrasound images.

Recent advances in signal processing have reduced the effect of speckle on the overall image appearance with the
introduction of new techniques such as dynamic beam focussing and tissue harmonic imaging. However, speckle still
remains the predominant texture feature in any ultrasound B-mode image. A lot of research has gone into speckle
reducing filters, with one of the most recent ones being the Speckle Reducing Anisotropic Filter [2] derived from the
Frost and Lee filters [3, 4]. Despite their general effectiveness in reducing speckle, they tend to oversmooth the image,
and are consequently rarely used for diagnostic breast ultrasound.

Other attempts to improve the ultrasound image are based on deconvolution methods which try to estimate the point-
spread function of the underlying tissue [5–7]. However, results of these methods have so far been unconvincing for
improving the general image quality of ultrasound images, and their application for clinical use remains very limited.

Of all methods mentioned above, the only widely used clinical method appears to be harmonic imaging [8]. Conse-
quently, our approach is motivated by this idea.

1.1 Tissue Harmonic Imaging

Due to the nonlinear nature of tissue, the back-scattered signal from an ultrasound pulse interacting with its target will
contain, besides the fundamental frequency of the emitted pulse, also higher harmonics. These higher harmonics are
mostly generated due to the peaks of transmitted pulse travelling faster than the troughs due to tissue having different
velocities for sound wave propagation in compressed tissue as opposed to relaxed tissue. This effect causes very weak
harmonics which are accumulated as the emitted ultrasound pulse propagates through tissue [9]. Hence, the signal
received at the ultrasound transducer is made up of the fundamental frequency generated by direct reflections of the
ultrasound pulse at tissue interfaces and inhomogeneities, and the higher harmonics generated by the tissue itself, called
here the tissue harmonic signal.

The signal arising from the tissue harmonics has several advantages over the signal from the fundamental frequency.
The distortion of the emitted ultrasound pulse is caused to a large degree by the skin and body wall of the patient. In
theory at least, the tissue harmonic signal is not affected by this distorting first pass through the skin layers, as the signal
is generated directly in the tissue itself, and not by the transducer. Correspondingly, the tissue harmonic signal will
contain less noise and especially less lateral blurring than the signal from the emitted pulse. Additionally, the tissue
harmonic signal is much more focused as the higher harmonics are generated mainly in the centre of the emitted beam
where the acoustical pressure is maximal, again causing an improved lateral resolution.

∗etienne@robots.ox.ac.uk; Wofson Medical Vision Lab, University of Oxford, Parks Road, Oxford OX1 3PJ
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There are two established methods for harmonic imaging, the first one is based on using the pulse inversion tech-
nique [10], and the other one is by the application of finite impulse response (FIR) filters to filter out the fundamental
harmonic and second harmonic of the received signal. While the pulse inversion technique in very effective in reducing
the effects of harmonic leakage from the fundamental harmonic, it has the major disadvantage of halving the effective
frame rate and being more susceptible to motion artefacts. With the other method one has the problem that harmonic
leakage of the fundamental harmonic effects the higher harmonics [11], adding additional noise to these harmonics. In
theory one can overcome this problem by emitting a very narrow band pulse. However in practise one cannot avoid
side lobes to the emitted pulse and any pulse will become more broad band as it propagates through tissue due to the
above mentioned non-linearity of tissue.

2 Method

One way to overcome the effects of harmonic leakage is to develop a linear predictive model of the emitted pulse and
then consequently using parametric spectral estimation to both estimate the spectral contents of the emitted pulse and
the remaining tissue harmonic signal. In the case one has found the proper parametric model, the advantage of using
such a model compared to Fourier transform based methods is its ability to detect peaks at superresolution, greater re-
sistance to spectral ringing and reduced computational complexity. In several pieces of work [12,13] an autoregressive
(AR) model of the received RF-signal has been used to estimate various tissue parameters from ultrasound data. The
output y(n) of such an AR-model of order M is defined as the output of the following linear filter driven by white
Gaussian noise η(n):

y(n) = η(n)−
M∑

k=1

a(k)y(n− k) (1)

where a are the AR coefficients of an order M AR-model. Intuitively, most users of ultrasound devices regard the
B-mode image as a two dimensional representation of the power of the reflected signal of an insonified target. With
this observation and using the model in (1), one can directly compute the power spectral density (PSD) Pyy(f), and
consequently the power of the signal, as:

Pyy(f) =
rp

‖1 +
∑M

k=1 a(M)(k)e−2jπfk‖2
(2)

In linear predictive modelling this model will correspond to an all-poles model, whose power spectrum will be a series
of peaks, corresponding to the AR coefficients a(M), among a general flat noise level, whose power is defined by the
residual rp. The received signal of the emitted pulse can be modelled very closely by an all-poles model, as its power
spectrum is, by design, a Gaussian bell-curve. Any noise in the received signal will be due to non-linear interaction of
this pulse with tissue, hence corresponding to the signal of the tissue harmonics, as described in the previous section.
Using this model, the power of the received tissue harmonic signal is defined by the residue rp, which can be directly
displayed to yield an estimation of the tissue harmonic signal without the noise introduced by harmonic leakage.

In its current implementation a(M) and rp are estimated from RF-data using Burg’s iterative algorithm [14], using an
AR-model order of seven, following the recommendation from [12]. Experiments have shown that the results are very
robust to the chosen AR-model order. As the resulting residue signal has still a very high dynamic range, the dynamic
range has been compressed by applying the Gamma-Brightness correction function, as it is used in analogue screens,
to the data before displaying it:

Pyynew
= Pyy exp(1/γ) with γ = 4.5 (3)

The value for the parameter γ = 4.5 was experimentally chosen to give, in the experiment, a sufficient contrast to
detect subtle image details in the filtered image. The value for this variable is image dependent and in our experiments
can be adjusted between 3.5 and 5.0 depending on the desired contrast and viewing preferences of the user.

3 Methods for Evaluation

Unfortunately, due to the cross-patient variability of ultrasound data one cannot compare directly the image statistics of
ultrasound data across individual image sets. In order to evaluate any improvements the filtering technique has on the
ability to distinguish lesions from healthy tissue, the following procedure was used: various image classifiers computed
from a region within a cancer mass and a region of healthy tissue with fully developed speckle were compared in each
image. For each image, the contrast to noise ratio (CNR) of each classifier was computed as:

CNR =
‖µc − µh‖√

σ2
c + σ2

h

(4)
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where µc and µh are the mean of the classifier in the cancer and healthy tissue regions, and σc and σh are the standard
deviation of the classifier in the cancer and healthy tissue regions, respectively. Having calculated both the CNR of the
filtered image CNRf and the original B-mode data CNRb, one can calculate the percentage fractional improvement of
the classifier fracimp as:

fracimp = (CNRf/CNRb) ∗ 100 (5)

3.1 Intensity Based Statistics

Using the above method, one can directly compute and compare the general gray-scale contrast between cancer masses
and healthy tissues. Furthermore, one can also compute the SNR of both the cancer region SNRc and healthy region
SNRh by [1]:

SNR = I/σI (6)

with I being the mean intensity and σI being the standard deviation of the intensity of the region of interest. However,
as the physical principles causing speckle cannot be removed, one should not expect any significant improvement of
the SNR by filtering the image, and it will remain by definition close to unity. The main purpose of the SNR is to
quantify the amount of speckle in the region of interest.

3.2 Texture Measures

Due to the texture created by speckle, any trained clinician will not evaluate a region of interest solely on its image
intensity, but rather on the general appearance of image texture. Hence, the 1st order statistics give only a very incom-
plete picture of the performance of the filtered image. One of the texture based metrics chosen for the validation of this
method is the Neighbourhood Gray-Level Difference Matrix (NGTDM) [15] and the metrics derived from this statistic.
The details on how to populate the NGTDM matrix s(i) can be read in [15]. Using this matrix one can calculate the
contrast fcont, busyness fbusy , complexity fcomp and coarseness fcoar of a texture.

4 Results and Discussion

4.1 Experimental Set-up

Since tissue phantoms cannot reproduce the subtleties of real diagnostic ultrasound data, and the main advantage of
harmonic imaging is the ability to identify subtle features, all experiments were done on an existing database of breast
ultrasound RF-data with histological proven cancer cases. All data has been recorded during a study in breast cancer
screening, on an Analogic AN-2300 with a BK-Medical 8805 probe using a centre frequency of 4.0 MHz, and recording
the RF-data at a sampling frequency of 40 MHz. A subset of 25 cancer cases were randomly chosen from the database
and analysed using the methods described in Section 3. As the filtered image will be displayed in a similar resolution
to that of B-mode data and has to be compared to B-mode data, the filtered image has been downsampled in axial
direction to the same resolution as that of the B-mode data used for the experimental analysis. In all datasets analysed,
the regions of interests have been manually selected for both in-lesion and healthy tissue regions, having an extent of
30 pixels in lateral direction and 50 pixels in axial direction.

4.2 Results

As can be seen in Fig. 1, when comparing the filtered image to classical B-mode, the quality of the filtered image
is significantly better. One cause of the improved image quality is the increased axial resolution of the image due to
the much higher sampling rate of the RF-data sets. Besides of the increased image resolution, the contrast has been
significantly improved and speckle texture is much finer grained. This visual impression is also strongly supported by
the image intensity based statistics shown in Table 1, with the fractional improvement of the CNR being on average
145%. This large improvement in the CNR was found for almost all images. However there were still some images,
such as the first set displayed in Figure 1, where there was no improvement. Surprisingly, the SNR improved with
an average fractional improvement of the SNRc being 105% and the SNRh being 118%. This increase of the SNR
appears to be still in a similar order of magnitude as the variance within the data, showing that the filter could not
significantly reduce the general presence of speckle. From Table 2, depicting the performance of the texture classifiers,
only the contrast and coarseness classifiers have shown consistent results, as the individual values for the busyness and
complexity measures have shown a too large variance across the set of images to make any conclusions possible. It
appears that these two measures do not well describe the image textures found in ultrasound data. The improvement of
the contrast measure of the NGTDM in the filtered was caused by the reduction of speckle inside most cancer regions,
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producing a very low contrast texture compared to the surrounding tissue. The reduction of speckle inside most cancer
regions is also responsible for the improvement of coarseness CNR, as the coarseness of the cancer texture in the
filtered image has been reduced by a factor of 10, while the coarseness of the surrounding tissue still remains similar
to the values for the B-mode data.

(a) (b)

(c) (d)

Figure 1. the image quality improvement is easily noticable between classical B-Mode images a) and c) and the filtered
images b) and d)

119



Table 1. Experimental Results: Intensity based metrics
meanbm meanfilt σbm σfilt fracimp %

CNR 0.82 1.19 0.052 0.13 145
SNRc 0.94 0.99 0.017 0.014 105
SNRb 0.98 1.16 0.008 0.025 118

Table 2. Experimental Results: Texture based metrics
CNRbm CNRfilt fracimp %

fbusy 0.23 0.49 216
fcont 2.7 7.9 297
fcoar 0.094 2.4 2539
fcomp 1.33 1.27 95

5 Conclusion

Both visual inspection and quantitative analysis have shown that the filtered image has in the majority of the clinical
datasets a much higher contrast between the cancer masses and its surrounding tissue. Especially the improvement of
the image intensity CNR is a notable result, and encourages the possibility of developing a segmentation algorithm
for segmenting lesions and malignant masses using this filtered image data. The algorithm is not computationally
demanding, and could be readily implemented in real time on current hardware. Hence, the next step of our research
is to implement this filter on to an ultrasound machine, to assess the degree to which the measured increase in contrast
effects the diagnosis of breast cancer in clinical practice.

This work is funded by the Engineering and Physical Sciences Research Council (EPSRC);

EPSRC Reference: GR/S94575/01
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Abstract. An automated unsupervised technique, based upon a Bayesian framework, for the segmentation of low 

light level imagery is proposed. Primarily, Mixture Modelling is used to provide a baseline estimate. This estimate 

is then refined to consider spatial correlations using Markov Random Field (MRF) Modelling. The technique has 

been implemented assuming low-light level Poisson statistics, and the results compared to the more widely used 

assumption of Gaussian statistics. Investigations revealed the Poisson technique quantitatively outperforms the 

Gaussian technique for synthetic low light imagery, both before and after avalanche multiplication via the 

multiplication register of a Low-light Level Charge Coupled Device (L3CCD). The technique was then applied to 

the task of segmenting a biomedical dataset obtained from a L3CCD, containing intra-cellular bodies, Green 

Fluorescent Protein (GFP) labelled telomeres, in an inter-phase cell nucleus. Qualitative results were promising, 

again showing improvement over the Gaussian technique. 

1 Introduction 

The recent development of L3CCD sensors has enabled biomedical experiments, which would have previously been 

impossible. One such experiment is the tracking of intra-cellular bodies, called telomeres, using a confocal 

microscope that employs an L3CCD.  Tracking telomeres should help biomedical scientists gain insight into how and 

why they move in relation to each other, and the cell nucleus as a whole [1]. This knowledge could have implications 

in anti-aging and anti-cancer therapy. A novel aspect of the multidimensional datasets produced by an L3CCD is that 

they are Poisson distributed.  Using this knowledge, we investigate the applicability of a Poisson Maximum a 

Posterior-MRF (MAP-MRF) approach to the segmentation of telomeres.  Related works [2-5] typically adopt a 

Gaussian MAP-MRF approach to segmentation; however, very little previous work has been done on integrating 

Poisson models into MAP-MRF schemes [6].  To the authors' knowledge, no segmentation techniques have been 

previously applied to this class of imagery.The paper is organised as follows. In section 2, our Poisson MAP-MRF 

approach is defined. In section 3, results obtained are reviewed and analysed. Finally, conclusions and future work 

are discussed in section 4.  
 

2 Poisson MAP-MRF Approach 

2.1 Low Light Level Statistics and L3CCD Theory 

At low light levels (up to approx. 50 photons per pixel per integration time), photon counts are distributed according 

to the Poisson distribution  

 ( ) ( ) ( )( )| exp log log !p y y yµ µ µ= − −  (1) 

where y is a non-negative number of occurrences, and µ the mean number of occurrences. L3CCDs contain a 

multiplication register which implements electron avalanche multiplication so that a large mean gain can be realised 

prior to the conventional readout amplifier. When the photon input level is small and the gain large, the L3CCD 

output can be estimated by providing the probability distribution of the L3CCD with (1), giving 

 ( )
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−
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=

− −
=
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This is the probability the output will be x when the mean light level is µ , the input number of photons is n, and the 

mean gain g [7].  
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2.2 Derivation of Poisson MAP-MRF Technique 

Using Bayes estimation, a risk is minimized to obtain an optimal estimate. In terms of the segmentation problem, 

according to the Bayes rule, the posterior probability of a labelling estimate X given an observation Y can be 

computed by P(X|Y) = P(Y|X)P(X) / P(Y) where P(X) is the prior probability of X, P(Y|X) is the likelihood function of 

X for fixed Y, and P(Y) is the density of Y. The minimal risk estimate is therefore ( )* arg max |
X

X P X Y= , the MAP 

estimate. As P(Y) is a constant for fixed Y, the MAP estimate is equivalently found by 

 ( ) ( ){ }* arg max |
X

X P Y X P X=  (3) 

In many applications, an initial estimate for X is obtained using mixture modelling, assuming a mixture density of 

Gaussian distributions. However, taking into account the Poisson nature of the low-light level imagery we wish to 

segment, we model the intensity distribution as a mixture of Poisson distributions, given by 

 ( ) ( )
1

| , |
K

i k k i k

k

f Y f Yθ λ λ θ
=

= ∑  (4) 

where K is the number of assumed Poisson distributions, Yi = observed value at pixel i, 
kθ = the set of mean vectors 

{ } ( ); |k k kfµ θ⋅  is a Poisson density with mean
kµ ; ( )1,. . . , kθ θ θ=  and ( )1,. . . , Kλ λ λ=  is a vector of mixture 

probabilities such that 0kλ ≥  ( )1,. . . ,k K= and 
1

1
K

k

k

λ
=

=∑  [2]. 

The algorithm used in practice to find the mixture of distributions that best model the dataset is the Expectation 

Maximisation (EM) algorithm, first introduced by Dempster et al. [8]. This is an iterative algorithm, which estimates 

the parameters via a Maximum Likelihood (ML) criterion. The mixture density returned can then be used to associate 

pixel observations with a Poisson density k using a simple ML estimation. 
 

In MAP-MRF labelling, P(X|Y) is the posterior distribution of a MRF. The prior model P(X) takes into account 

spatial correlations present in an image, and is dependent upon the type of scene. Assuming our scene to be a 

piecewise constant surface, we consider an indicator function, I(Xi,Xj) = 1 if Xi = Xj and otherwise = 0. The Potts 

model can be described by ( ) ( )( ),
e x p ,

i j
P X I X i X jφ∝ ∑ , where the sum is computed over all neighbour pairs. 

Spatial homogeneity in the model is expressed using a parameterφ , small values implying randomness, and large 

values implying uniformity [9]. The prior energy can then be defined as the negative of the sum of all clique 

potentials over X [10] 

 ( ) ( )
,

,i ji j
i S

E X I X Xφ
∈

= −∑ ∑  (5) 

where S is the set of all pixel sites, i is the site currently under consideration, and i,j the set of all pair-wise cliques 

with respect to i. 

 

The likelihood model P(Y|X) depends upon physical considerations. With the traditional approach, we assume Y to be 

degraded versions of a MRF realization X due to independent additive Gaussian noise. Taking a Gaussian distribution 

as a special form of a Gibbs distribution, we take advantage of a MRF’s equivalence to a Gibb’s distribution [10] to 

then define the likelihood as ( ) ( )( ) 2| exp | 2 i

i S

P Y X E Y X πσ
∈

= − ∏  where 2

iσ is the variance of the estimated 

Gaussian distribution at pixel i, and 

 ( ) ( ) 2| 2i i i

i S

E Y X X Y σ
∈

= −∑  (6) 

is the likelihood energy. Instead, we assume low-light statistics, taking each observed pixel value to be the sum of the 

true grey level value and independent Poisson noise. We then take (1) as a special form of the Gibbs distribution, as 

opposed to the Gaussian distribution; and again take advantage of a MRF’s equivalence to a Gibb’s distribution to 

define the likelihood as 

 ( )( )( | ) exp |P Y X E Y X=  (7) 

where 

 ( ) ( )( )( | ) log logi i i i

i S

E Y X Y X X Y
∈

= − − −∑  (8) 

is the likelihood energy. Finally, we can add the prior and likelihood energies to yield the posterior energy 

 ( ) ( )( ) ( )
,

( | ) l o g l o g ,i i i i i ji j
i S i S

E X Y Y X X Y I X Xφ
∈ ∈

= − − − −∑ ∑ ∑  (9) 
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The MAP estimate can then be found by then minimising the posterior energy. Practically, this can be performed by 

the use of the Iterated Conditional Modes (ICM) algorithm, originally introduced by Besag [11]. This is an iterative 

algorithm that begins with the observed scene Y, and the initial estimate of the true scene X from mixture modelling. 

It then proceeds to provide a new estimate of the true scene at each iteration, updating φ  for each iteration until 

convergence is reached, or a maximum number of iterations complete. 

3 Results and Analysis 

3.1 Segmentation of Low-Light Data 

The proposed technique was initially applied to synthetic data with mean gain set to 1 for analytical purposes. In the 

first case, an image is produced by the creation of a binary random pattern, by convolving a normally distributed 

256x256 random array with a Gaussian filter. This allows us to quantify the spatial dependencies within the data by 

comparison of the Full Width at Half Maximum (FWHM) parameter of the filter used (The greater the FWHM, the 

greater the spatial dependencies). Pixels are then labelled depending upon value. This provides us with our “true 

scene” X
Λ

that we wish to recreate via our segmentation technique. Poisson noise is then added to each pixel, the 

mean Poisson value being dependent upon the initial labelling, to give low-light synthetic data. Fig. 1 shows 

examples of both, as well as qualitative results showing the initial estimate returned from the mixture modelling step, 

and the application of the MAP-MRF technique. Here, Poisson noise is added to the true scene with means equivalent 

to light levels of 4 and 10 photons/pixel/integration time, dependent upon the initial labelling. The application of the 

MAP-MRF technique shows considerable improvement over the initial estimate returned from the mixture modelling 

step, as well as a close approximation to the true scene we are attempting to recreate.  

      
         (a)                 (b)    (c)        (d) 
 

Figure 1. Automated Segmentation of Synthetic Data (a) ‘True Scene’ with FWHM = 11.77 (b) ‘Observed Scene’ 

(‘True Scene’ with Poisson Noise Added) (c) Output - Mixture Modelling Segmentation of b (d) Output - Poisson 

MAP-MRF Segmentation of b 

 

Fig. 2 shows quantitative results obtained from the MAP-MRF technique compared to the initial estimate returned 

from the mixture modelling step, as φ is increased over 10 iterations of the ICM algorithm for different initial true 

scenes with increasing spatial dependencies from 2(a) through 2(c). Quantitative results were found by comparing 

returned estimates X with the true scene using the error rate ( )1 n

i S

err M S
∈

= −∑ ,where Sn is the total number of  

 
    (a)            (b)     (c) 
 

Figure 2.  Output Error Rates obtained from technique over 10 iterations varyingφ  (Solid Curve) compared to output 

from mixture modelling alone (Dotted Curve). Data created with Poisson distributed values of 4 and 10 

photons/pixel/integration time (a). FWHM = 0.47. (b) FWHM = 2.4 (c) FWHM = 5.9 
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pixels and M = 1 if Xi = iX
Λ

, M = 0 otherwise. The minimization of the error rate corresponds to the best input 

prediction, i.e. an ideal segmentation should give an error rate of err = 0. It can be seen in each case that an optimal 

value for the error rate improves upon the error rate returned from mixture modelling alone. Convergence of the ICM 

algorithm is shown in each case where the error rate is minimised, i.e. where the Potts model with a value ofφ best 

represents the spatial dependencies present in the input image. The figures also show that as the spatial dependencies 

increase from 2(a) through 2(c), improvements in the corresponding results can be clearly seen. We can see that the 

optimal error rates returned are improved as the spatial dependencies within the original true scene are increased, and 

that the error rate is better than that returned with mixture modelling alone over a larger percentage of chosenφ . 

These results are intuitive with what we would expect, and were replicated for all synthetic imagery with average light 

levels less than 100 photons/pixel/integration time. 
 

Fig. 3 shows the average percentage improvement of our Poisson MAP-MRF technique over the more widely used 

Gaussian MAP-MRF technique in terms of optimal error rate returned. Results were obtained from averaging optimal 

error rates returned from both approaches with varying synthetic images. The figure clearly shows that the Poisson 

approach outperforms the Gaussian approach as the average light level decreases. This follows intuitively, from our 

earlier investigation of low-light level statistics. 

 
Figure 3. Average Percentage Improvement with Poisson MAP-MRF over Gaussian MAP-MRF as a function of 

average light level for low-light level Synthetic Imagery 

 

3.3 Segmentation of L3CCD Imagery 

Synthetic imagery was then created to approximate the output from a L3CCD sensor with varying mean gains. This 

was achieved by replicating the avalanche multiplication process applied by the multiplication register of a L3CCD 

on the low light synthetic imagery. Fig. 4 shows the average percentage improvement of the Poisson MAP-MRF 

technique over the Gaussian MAP-MRF technique in terms of optimal error rate returned; with differing mean gains 

applied. The figure again clearly shows that the Poisson approach outperforms the Gaussian approach for all mean 

gains shown, improving as the average light level decreases. We can also see that, in general, as the mean gain 

increases, the percentage improvement decreases somewhat due to the fact the distributions present in the data tend to 

Gaussian as the gain increases. 

 
 

Figure 4. Average Percentage Improvement with Poisson MAP-MRF over Gaussian MAP-MRF as a function of 

average light level for Synthetic L3CCD Imagery created with varying mean gains of 100 (Solid Curve), 500 (Dotted 

Curve), and 700 (Dash-Dotted Curve). 
 

Finally, the technique has been applied to the segmentation of data obtained from a L3CCD sensor; consisting of 

telomeres in a cell nucleus. The ability to track these components via this initial segmentation step should help gain 

insight into their implications in anti-aging and anti-cancer therapy [1]. In each automated case, the number of total 

components in an image was chosen via Bayesian Information Criterion analysis, and the value of φ  chosen via 
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Pseudo-likelihood Information analysis. Both are automated Bayesian techniques that consider the ratio of 

likelihoods of output models to determine the optimal model. From left to right, Fig. 5 shows a cross-section of the 

original dataset, the output from manual segmentation, and the outputs from the MAP-MRF techniques. It clearly 

shows that the Poisson MAP-MRF technique provides a result closer to that obtained via the manual segmentation 

technique than the Gaussian MAP-MRF technique, with quantitative results comparing the automated outputs to the 

manual output reflecting this. The output of the Gaussian segmentation technique on a dataset consisting of the square 

root values of the original dataset is also included for comparison. We conclude that the assumption of Poisson 

statistics allows us to better model the true distributions present in the L3CCD datasets.  
 

     
    (a)             (b)        (c)               (d)          (e) 
 

Figure 5. Segmentation of cross-section of L3CCD Dataset (a) Cross-section of original dataset (b) Output form 

Manual technique (c) Output from Gaussian MAP-MRF technique - Error Rate of 0.0036 compared to b  (d) Output 

from Square Root Gaussian MAP-MRF technique - Error Rate of 0.0035 compared to b (e) Output from Poisson 

MAP-MRF technique - Error Rate of 0.0012 compared to b 
 

4 Conclusions and Future Work 

We have presented a novel technique, using a Poisson MAP-MRF approach for the segmentation of low-light 

imagery which, to our knowledge, has not previously been applied to the described classes of imagery. We have 

shown that the technique provides improvement over the simpler approach of mixture modelling, and that improved 

results are seen as the spatial dependencies within the data are increased. We have also shown that the technique 

shows improvement over a Gaussian MAP-MRF approach at low light levels. The technique has been applied to data 

output from a L3CCD, with successful results. Future work shall include further investigations to take fuller 

advantage of the distributions present within L3CCD datasets. Application of the technique to 3D and 4D imagery 

shall also be implemented. 

Acknowledgements  
 

Funding was provided by Andor Technology and DEL NI. 

References 
 

1. Y. Cong, W. E. Wright, & J. W. Shay, “Human telomerase and its regulation”, Microbiology Molecular Biology Review, 

66(3), pp. 407-425, September 2002. 

2. D. Montgomery, A. Amira, & F. Murtagh, “An automated volumetric segmentation system combining multi-scale and 

statistical reasoning”, Proceedings of the IEEE International Symposium on Circuits and Systems, Kobe, Japan, 4, pp. 3789-

3792, May 2005. 

3. Z. Peng, W. Wee & J. Lee, “MR brain imaging segmentation based on spatial Gaussian Mixture Model and Markov Random 

Field”, IEEE International Conference on Image Processing, 2005. 

4. H. Deng & D.A. Clausi, “Unsupervised Image Segmentation Using A Simple MRF Model with A New Implementation 

Scheme”, In Pattern Recognition, 2004. ICPR 2004. Proceedings of the 17th International Conference on, 2, pp. 691-694, 

IEEE, August 2004. 

5. J. Goldberger & H. Greenspan, “Context-based segmentation of image sequences”, IEEE Transactions on Pattern Analysis 

and Machine Intelligence, 28(3), March 2006. 

6. M.K. Nguyen, H. Guillemin, & C. Faye, “Regularized restoration of scintigraphic images in Bayesian frameworks”, 
International Conference on Image Processing ICIP 99, pp. 194-197, 1999 

7. G. Basden, C. A. Haniff & C. D. Mackay, “Photon counting strategies with low-light level CCDs”, Mon. Not. R. Astron. Soc, 

345, pp. 985-991, 2003. 

8. A. Dempster, N. Laird, & D. Rubin, “Maximum likelihood from incomplete data via the EM algorithm”, Journal of the 

Royal Statistical Society, 39(1), pp. 1-38, 1977. 

9. D. Stanford & A. E. Raferty, “Approximate Bayes factors for image segmentation: The pseudo-likelihood information 

criterion (PLIC)”, IEEE Transactions on Pattern Analysis and Machine Intelligence, 24(11), November 2002 

10. S. Z. Li, Markov Random Field Modelling in Computer Vision. New York: Springer-Verlag, 2001. 

11. J. Besag, “On the statistical analysis of dirty pictures,”, Journal of the Royal Statistical Society, Series B (Methodological), 

48(3), pp. 259-302, 1996. 

 

125



2-D to 3-D image registration of EPID and CT images for patient
setup prior to radiation therapy treatment and evaluation with 4-D

CT signal.
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Abstract. During the delivery of radiation therapy the human body may move and this can compromise the treatment
outcome. Margins are used in treatment planning to compensate for motion and other radiobiological uncertainties.
Advances in imaging and the use of intensity-modulated radiation therapy has brought about renewed interest in
understanding and compensating for the effects of motion. One of the goals of EU FP6 project MAESTRO is to
investigate strategies for the management of intrafraction respiratory motion. This paper focuses on work in progress
and investigates 2-D to 3-D image registration for patient localisation and setup prior to treatment. The approach is
evaluated using a unique oscillating phantom captured using 4-D CT.

1 Introduction

The effectiveness of intensity modulated radiation therapy (IMRT) in delivering a high-dose distribution to the target
while minimising the dose to surrounding organs at risk (see review by Bortfeld [1]) can be compromised by organ
motion [2, 3]. Due to the relatively higher dose compared to conventional radiation therapy the need to understand
and compensate for the motion of organs during treatment is acute. This has driven researchers to review existing
protocols and develop new methods for motion management. Much current understanding of organ motion is based
on research using fiducial markers, implanted in the organ and observed with fluoroscopy or electronic portal imaging
devices (EPID). The most comprehensive publication on organ motion and its management by Langden and Jones [4]
collated tables for liver, diaphragm, kidneys, pancreas, lung, bladder, rectum and prostate from 66 studies. Respiratory
motion is a major cause of intrafraction variation and a particular problem for radiation therapy treatment of lung and
breast tumours. Studies by Shiratoet aland Shimizuet al [5,6] showed that with free breathing, implanted lung tumour
markers moved up to 16 mm.

The most common type of respiratory motion compensation in clinical use are respiratory beam gating systems. The
treatment beam is gated by a signal either derived directly from a spirometer or indirectly by tracking external markers
placed on the skin. The success of the latter approach relies on an understanding of the correlation between internal and
external motion. In a series of studies Vadamet al [7,8] have shown that for the diaphragm internal marker motion can
normally be predicted from the motion of external markers fixed to the skin with an accuracy of about 3 mm., however,
the authors report observing unacceptable variations of up to 9 mm.

Image-guided radiotherapy treatment (IGRT) attempts to track organ motion and compensate for it by moving the
treatment beam. Neicuet al [9] demonstrated that accurate tumour localisation can be achieved by tracking implanted
gold markers in real-time using gantry mounted X-ray systems. This information is used to gate and translate the
beam in an approach called synchronized moving aperture radiation therapy (SMART). Recently, Rohlfingel al [10]
published the first example of markerless real-time tracking using a Cyberknife radiosurgery system (Accuray, Inc.,
Sunnyvale, CA) employing orthogonal X-ray projection images. The system is used to track the motion of spinal
vertebrate in X-ray image frames acquired at 1 min. intervals.

Accurate and fast localisation of a predefined target region inside the patient based on one or more X-ray images is an
important component in IGRT that is referred to as the 2-D to 3-D registration problem. The 2-D to 3-D registration
problem [11] involves taking one or more X-ray projection (2-D) images of the patient’s anatomy and using those
projections to determine the rigid transformationT (rotation and translation) that aligns the coordinate system of the
CT (3-D) image with that of the X-ray projection images and thereby the coordinate system of the linac. A schematic
overview of this process is shown in Figure 1. Unfortunately, the registration scheme shown in Figure 1 will not operate
in real time (25 frames/sec.) as DRR images take about 1-2 seconds to compute. Novel approaches for fast computation
of DRR images is the focus of current research [12].

EU FP6 project MAESTRO (Methods and Advanced Equipment for Simulation and Treatment in Radio-Oncology)
is investigating a real-time markerless tracking approach for intra-fraction motion compensation. To avoid the need

∗email:{mhf, sy}@cmp.uea.ac.uk
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Figure 1. Schematic overview of the 2-D to 3-D registration process. For intensity-based 2-D to 3-D registration,
the reference image is an intra-operative projection (2-D) image. It is used as is, with little or no processing. The
floating image is a CT (3-D) image. It is processed by generating digitally reconstructed radiographs (DRR - an X-
ray projection image derived from CT data) for various orientations of the CT image relative to the X-ray imaging
system. The optimizer searches for the rigid transformationT that produces the DRR most similar to the real X-ray
projection image. The optimal transformation is used to align the CT coordinate system with that of the operating room
(from [12]).

to compute 2-D to 3-D registrations at the frame rate, a well documented processing bottleneck [10], we adopt a
hybrid active shape model ASM-H [13]. However, there is still a need to verify patient set up and initialise the ASM
search. This paper investigates the feasibility of 2-D to 3-D registration for this purpose. We evaluate several image
similarity metrics within a 2-D to 3-D registration framework using X-ray DDR projections derived from 4D-CT of a
reciprocating phantom simulating a respiratory cycle. The paper proceeds as follows: Firstly, we define the similarity
metrics used and describe the registration algorithm, then we define the experimental methodology used to evaluate
them and present results. Finally we draw conclusions.

2 Registration Algorithm

We use a 2-D to 3-D registration scheme to initiallise our ASM-H tracker. We have initially focused on intensity-based
measures of image similarity since these are well documented and have been shown to perform well in another recently
published study into the feasibility of markerless tracking of structures in portal images by Meyeret al [14]. The
reader is referred to [15] Chapter 4 for a more extensive review of image similarity metrics. Following Meyeret al
we have implemented four similarity measures: Mean-Sum-of-Squared-Difference (MSSD), Mutual Information (MI),
Correlation Coefficient (CC) and Correlation Ratio (CR). These are defined as follows:-

MSSD(Iref , Ij) =
1

N − 1

N∑
i=1

(Bi − Ai)2 (1)

CC(Iref , Ij) =
∑N

i=1(Ai − A) · (Bi − B)√
(
∑N

i=1(Ai − A)2) · (
∑N

i=1(Bi − B)2)
(2)

MI(Iref , Ij) =
N∑

i=1

P (Ai, Bi)log
P (Ai, Bi)

P (Ai)P (Bi)
(3)

whereA is a region in the reference (template) imageIref andB is a corresponding region in the floating imageIj . N
is the total number of image pixels.

The correlation ratio (CR) proposed by Rocheel al [16] is another similarity measure that attempts to improve on MI
by taking account of the spatial relationships between pixels in the two images. CR is defined as:

CR(Iref , Ij) = 1 − 1
Nσ2

N∑
i=1

Niσ
2
i (4)
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whereσ2 andσ2
i represents the total and conditional variance of B.

Optimisation strategy:We currently use a simple best neighbour search strategy to find the optimum transformation
T. The 12 neighbours in parameter space (x, y, z, α, β, γ) are computed by varying each parameter by some given
step size. Then each transformationTi is evaluated by generating DRRs and computing the similarity between the
DRR and the reference X-ray projection. The search is performed hierarchically, (coarse-to-fine) at four scales using a
Gaussian filter withσ = 0.5 pixels (about 0.25 mm).

In the next section we evaluate the similarity metrics for object localisation and pose estimation using the 2-D to 3-D
image registration scheme.

2.1 Experimental Method

Firstly DRR images from static 3-D pelvic CT data set (3 mm. inter-slice spacing) obtained from the Norfolk and
Norwich University Hospital (NNUH) were registered to ROI cropped from the simulator X-ray of the same patient.
Figure 2 shows the X-ray template and matching DRR. To evaluate the sensitivity of the system we perturb the CT
volume by applyingTx,y and then recover the transform parameters (x,y) by image registration.

Figure 2. Pelvic CT data set: X-ray template (left); (ROI) matched to DRR (right)

Next, data from a multi-slice 4D CT scanner (1 mm. inter-slice spacing) Somatom Sensation Open (Siemens Medical
Solutions, Erlangen, Germany) was provided by Institute Gustave Roussy, Paris. The data comprised 22 3-D CT frames
of a phantom acquired at respiratory phases (0-100% exhale, 0-100% inhale). The phantom (Figure 3b), a homoge-
neous housing into which a combination of geometric shapes each with its own attenuation coefficientµ is inserted,
was placed on a reciprocating platform (Figure 3a)), driven by a stepping motor controlled by a digitised respiratory
signal (Figure 3a),c)). Hence, the displacement of the phantom in the y direction (Ty) is directly proportional to the
‘ground-truth’ signal. A set of A-P DRR frames are derived from the 4-D CT sequence (an example frame is shown in

a) b)

c)
Figure 3. a) Reciprocating Platform, b) Phantom, c) Respiratory gating signal

Figure 4a)) using ray-casting algorithm implemented in C++ [17]. The DRR simulates an image formed using a Varian
as500 EPID (512x384 pixel) system (Varian Medical Systems, Palo Alto, CA). These are registered to a ROI cropped
from the A-P X-ray image (Figure 4b)). The error between the recovered transform parameterTy and the stepper
motor control signal (ground-truth) is then used to evaluate the similarity measure used by the registration algorithm.
Note: motion artifacts visible in some DRR frames are due to synchronisation errors in the 4-D CT acquisition ( [18]
provides a detailed discussion).
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a) b) c)
Figure 4. a) A-P DRR, b) A-P X-ray, c) Template (ROI)

3 Experimental Results

Figure 5 plots x,y values recovered using CC and MI similarity measures (Note: the y and z directions are transposed
in the linac co-ordinate frame) and values of the similarity measure for neighbouring transform parameters (x,y) (i.e. to
explore the correlation/similarity surface). These results confirm that the x-translation of the PSS can be recovered with
a higher degree of accuracy than the y-translation, as y pixels are interpolated from more sparsely sampled z-slices.
Interpolation artifacts are probably also responsible for the sidelobes evident in Figure 5b).

(a) (b)
Figure 5. Recovered PSS translation using (a) CC and (b) MI similarity measures.

Figure 6 shows the position of the ROI in each DRR frame recovered by registering the template ROI using CC, CR,
MSSD and MI similarity metrics compared to the ground-truth drive signal. The results of an error analysis show
that MSSD, and CC similarity metrics perform much better than CR, or MI (RMS errors: 2.99, 4.12, 32.9, 155.3 mm
respectively).

(a) (b)
Figure 6. (a) displacement recovered by image registration using CC, CR, MSSD, MI similarity metrics; (b) error
analysis (CC similarity metric)

3.1 Conclusions

Our results are consistent with the conclusions drawn by Meyer et al. [14] (i.e. MSSD is the best candidate for real-time
object tracking in portal images), but because several seconds are needed to render DRR images the approach cannot
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currently be used for real-time image registration, and other techniques (such as ASM-H) must be used for tracking.
Nevertheless we can conclude the approach would be suitable in supporting/reinitialising the ASM-H tracker we have
developed. Note: During the work we noticed that the motion vectors recovered depended on where we cropped the
template. We concluded that motion artifacts present in the DRR were probably compromising the evaluation (i.e. the
registration tool was evaluating the integrity of the 4D-CT).

3.2 Further Work

Approaches for fast DRR rendering recently proposed by Russakoff et al. [12] should enable 2D-3D image registration
to be computed in less than a second. These will be incorporated in the next version of the software.
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When Less is More: Improvements in Medical Image Segmentation
through Spatial Sub-Sampling
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Abstract. Segmentation is a common task in medical image analysis. It is frequently solved by fitting an intensity
model, consisting of distributions for each pure tissue and each partial volume tissue combination, to the intensity
histogram of the image data. However, this approach discards any spatial information present in the data. We present
a method that recovers some of this information via regional sub-sampling during the fitting process. Experiments
are performed on simple simulated data, simulated MR images from Brainweb, and real MR data from eight young
normal subjects. The spatial sub-sampling procedure is shown to significantly improve the segmentation stability.

1 Introduction

One of the most common tasks in medical image analysis is segmentation: separating an image into individual tissue
regions. This task is frequently performed (e.g. [1, 2]) by generating a model of the intensity distribution of the data,
containing terms for each pure tissue and often terms for partial volume contributions (where a single voxel contains
more than one pure tissue), and fitting this to the intensity histogram, using for example an Expectation-Maximisation
(EM) algorithm [3]. However, this approach discards spatial information. Some researchers have investigated methods
for recovering this information e.g. histograms built from local image phase [4] or Gaussian scale-space derivatives [5]
have both been investigated in the context of image registration. In this work we propose using spatial maps of tissue
locations to aid in the estimation of unstable parameters via a process of sub-sampling. The approach is similar to the
use of spatial Bayesian priors, but bootstraps the maps from the data to avoid bias.

The segmentation algorithm used as a basis for the work described here has been presented previously at MIUA [6–10],
and so we provide only a brief overview. The algorithm is based on a model of the intensity distribution for each
tissue, consisting of pure tissue components represented by Gaussian distributions, and partial volume components
(assumed uniform between pure tissue) represented for computational reasons by Gaussian distributions convolved
with triangular distributions. Each pure tissue component contains parameters for the mean, the standard deviation,
and a prior term representing frequency of occurrence, giving a total of four parameters. Unlike more conventional
mixture models, the partial volume distributions are constrained by the parameters of the pure tissues they contain,
which determine the mean and standard deviation, and therefore only contain only one additional free parameter, the
frequency of occurrence. Partial volume can be set to zero for combinations of tissues that are known a-prior not to
occur. This model is fitted to the intensity histogram of the data using the Expectation-Maximisation (EM) algorithm,
providing a map of the volume of each tissue within each voxel.

Tissues tend to occur in contiguous blocks and for some sub-regions of the image pure tissue peaks can be easily
identified. In principle the model we require is that which would provide a good fit to any sub-region of the image
following estimation of the tissue normalisation parameters. Fitting a single combined histogram will not enforce this
constraint, and the amount of information lost may be significant. We could attempt multiple simultaneous fits of
disjoint regions, with common distribution parameters. Sampling would need to be done without replacement in order
to avoid statistical over-fitting, and we can imagine that there will be some subsets which will maximally constrain some
parameters. A simple experiment is provided here to illustrate the problem of regional contamination on the density
fitting process. Logically, we would predict that if it were possible select a-priori all of the voxels containing one tissue
this would provide the most accurate estimate of its parameters. For practical exploitation of this observation, we take a
bootstrap approach, the aim being to generate sub-sampled data which consists primarily of one tissue type, providing
a clearer peak to fit than is present in the histogram of the data as a whole. We believe that this approach is justifiable
within the context of an EM fitting algorithm, as changing the sample selected for the estimation of parameters should
not introduce bias, provided the model is still valid for the sub-sample. The standard proof of convergence for the
EM algorithm therefore extends to scenarios in which parameters are iteratively updated individually, but for a set of
separate likelihood functions defined according to their own data sub-set rather than a likelihood defined for the entire
data set. It is the theoretical freedom this provides, together with the regional coherence of data, which we exploit for
improved parameter stability.
�
E-mail: paul.bromiley@man.ac.uk
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(a) (b) (c)

Figure 1. The synthetic data (a) with 10% noise, histogram at 10% noise (b) and histogram at 100% noise.

In order for sub-sampled regions to be suitable for parameter estimation they must satisfy the sampling requirements of
the original density model. We can not therefore simply use a threshold on tissue probability to select data as this would
impose hard cut-offs on the intensity histograms, which would not be described by the model. Instead we degrade an
initial estimate of the tissue boundaries by blurring and quantisation in order to de-correlate the process of sampling
with the grey-level values. The sample of a given tissue is therefore enhanced and close to a pure tissue sample, but the
overall histogram distribution still conforms to the assumed model. The parameters of each pure tissue obtained from
their individual sub-samples of data are then recombined to produce a complete tissue model, and the process iterated
until convergence. Results from both Brainweb simulated MR images and real MR data, presented below, indicate that
significant improvements in parameter stability can be gained through incorporating spatial information in this way.

2 Method

The mathematical formulation of the algorithm, and the parameter update equations, can be found in our previous
publications [6–10]. The algorithm is capable of segmenting multi-dimensional data, and also of incorporating gradient
information into the intensity histogram and model, although neither of these features were used here. In this work,
we investigate the inclusion of spatial information into the above framework. At each step of the EM optimisation,
the current tissue model can be used to generate tissue maps showing the volume of each pure tissue within each
voxel. These can be binarised at the 50% level to produce maps of the spatial locations of each tissue type. These
masks are blurred slightly by expanding each pixel to a 3x3 region, on the assumption that the main axes of the image
do not align with any tissue boundary over the whole image plane and that over distances of a few pixels the tissue
can switch entirely from one class to another. These masks are then used to sub-sample the original data set; tissue
frequencies are maximised on each sub-sample to take account of the changing amount of data, and an expectation
step is performed. The mean and standard deviation of each pure tissue is optimised from its respective sub-sample
of the data. The parameters of each tissue are then recombined into a complete model, and estimation of the tissue
frequencies is performed again prior to the next expectation step. The process is iterated until convergence.

Three sets of experiments were performed in order to determine whether the incorporation of spatial information in the
above framework improves the accuracy of the segmentation. In each set of experiments, a consistent starting point for
the EM optimisation was enforced by using a hand-written initial tissue model, prepared through visual examination
of the image histograms. 40 iterations of EM optimisation were applied in all segmentations; this was determined to
be sufficient to ensure convergence to within 1% in all experiments.

In the first set of experiments, the synthetic data set shown in Fig. 1 was used, consisting of two blocks of uniform
intensity, each 128 pixels wide by 64 pixels high, and having intensities of 100 and 200 grey-levels respectively (the
darker region will be referred to as tissue 1, the brighter as tissue 2). 1000-iteration Monte-Carlo experiments were per-
formed, in which independent Gaussian noise fields were added to the data prior to each iteration, and EM segmentation
was performed, optimising only the parameters of tissue 1, holding the parameters of tissue 2 constant. Experiments
were performed at each of ten levels of added noise, varying from ������� to �������	� (i.e. from 10% to 100% of the
separation in intensity between the two tissues. Sample histograms at the extremal noise levels are shown in Fig. 1.
This procedure was then repeated a further 16 times, removing 8 columns from the right-hand side of the image each
time, in order to simulate the effect of spatial sub-sampling of the data. Note that in the final experiment, the width
of the tissue 2 region was reduced to 1 column rather than 0, to allow the use of the same, two-tissue, initial model.
These experiments were intended as a form of calibration: they show the change in the accuracy of the optimised
parameters for tissue 1 gained through reducing the contamination of the intensity histogram with tissue 2, for a range
of different noise levels or, equivalently, separations between the mean intensities of the tissues. Note, however, that
application of the spatial sub-sampling to real data would involve simultaneously masking-out and fitting each tissue.
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(a) (b) (c)

Figure 2. The Brainweb data (a), histogram at 2% noise (b) and histogram at 10% noise.

(a) (b) (c)

(d) (e)

Figure 3. An example of one of the real MR data sets (a), its intensity histogram (b), and the spatially sub-sampled
histograms for CSF (c), GM (d) and WM (e).

This experiment does not simulate the simultaneous optimisation of the parameters of tissue 2, which would introduce
errors into the combined process, and thus under-estimates the errors on the tissue 1 parameters and also therfore, the
gains achieved through application of the spatial sub-sampling to real MR data.

Simulated MR images obtained from Brainweb [11] were used in the second set of experiments. A simulated T1
volume with 0% inhomogeneity and 0% image noise, consisting of 1x1x1 mm voxels, was obtained. In order to reduce
the processor time required, a single slice was selected from the data set, as shown in Fig. 2, and skull-stripping
was applied using masks prepared from the Brainweb tissue phantoms, such that the segmentation was limited only
to the cerebro-spinal fluid (CSF), white matter (WM) and grey-matter (GM). 100 iteration Monte-Carlo experiments
were then performed, in which independent Gaussian noise fields were added to the data prior to each iteration, and
EM segmentation was performed both with and without spatial sub-sampling of the data. Five such experiments
were performed, with the standard deviation varying from 2-10% of the intensity of the brightest tissue, in steps of
2%. Coincidentally, these values are also approximately 20-100% of the separation between the GM and WM peaks.
Sample histograms are shown in Fig. 2.

The final set of experiments used real IRTSE MR scans from eight young (34-46 years, mean age 40) normal subjects,
each consisting of 1x1x3 mm voxels. For reasons of speed, single structure-rich slices from approximately the same
anatomical region were selected from each volume, and segmentation was limited to the CSF, GM and WM (located
using hand-drawn binary masks). A sample slice and its intensity histogram are shown in Fig. 3. 100 iteration Monte-
Carlo experiments were then performed, in which independent Gaussian noise fields with standard deviations equal
to the that of the intrinsic image noise (estimated from the width of zero-crossings in horizontal and vertical gradient
histograms) were added to the data prior to each iteration, and EM segmentation was performed both with and without
spatial sub-sampling of the data. Fig. 3 shows example histograms produced by the spatial sub-sampling of the CSF,
GM and WM at the start of the EM optimisation (i.e. prior to any optimisation of the hand-written model parameters).
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Figure 4. The RMS error on the tissue 1 mean in the experiments on synthetic data, plotted against the level of
contamination of the intensity histogram with tissue 2. Power-law fits are shown. The lines are for 10-100% image
noise, in steps of 10%, reading upwards from the bottom of the graph.

(a) (b) (c)

Figure 5. The standard deviations of the CSF (a), GM (b) and WM (c) mean intensities in a 100 iteration Monte-Carlo
experiment on the Brainweb data, plotted against the total image noise (as a percentage of the dynamic range), for
segmentations with and without the spatial sub-sampling of the data.

(a) (b) (c)

Figure 6. The standard deviations of the CSF (a), GM (b) and WM (c) mean intensities in a 100 iteration Monte-Carlo
experiment on the real data, plotted against the subject no., for segmentations with and without the spatial sub-sampling
of the data. The lines show the means across subjects, and the symbology is the same as in Fig. 5.

3 Results

Fig. 4 shows the RMS error on the estimated mean intensity of tissue 1 in the experiments on simulated data. When
the noise level is low, and so the tissues are well separated in the histogram, sub-sampling the data has no effect; this
indicates that, at least on this example, the sub-sampling procedure does not introduce bias. However, at higher noise
levels the spatial sub-sampling begins to have a marked effect: significant improvements in segmentation accuracy
are gained. The results from the Brainweb data (Fig. 5) are broadly consistent; as the noise level is increased and
the tissue intensities begin to overlap, sub-sampling significantly improves the stability of the segmentation (note the
Brainweb does not provide mean intensity values for the simulated tissues, preventing any absolute tests of accuracy
beyond e.g. simply measuring the volumes of segmented tissues or the degree of overlap of the segmentations with the
phantoms). The results from the real data (Fig. 6) are significantly better than those obtained with the Brainweb data:
whilst absolute segmentation accuracy cannot be measured without a gold-standard, parameter stability is improved
by a factor of 2-4 through the application of spatial sub-sampling. The effect is greatest in the GM, since this is the
most obscured tissue in the intensity histogram, forming a shoulder on the low-intensity side of the WM. Similarly, the
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effect is least marked in the WM, since this tissue forms a distinct peak in the histogram. The marked improvement
of the sub-sampling performance on the real compared to the Brainweb data, particularly for the GM, may be due to
sampling problems in the Brainweb simulation: spurious peaks were noted in the partial volume distributions in the
histogram of the noise-free data, which are not consistent with typical partial volume distributions in real MR data.

4 Conclusion

Three main conclusions can be drawn from the results presented here. First, in situations where the intensity distribu-
tions of pure tissues overlap significantly, significant improvements in segmentation accuracy can be gained through
recovering spatial information using the procedure described here. It should be noted that the initial tissue model,
and thus the masks used to sub-sample the data, need not be highly accurate: hand-written models were used in the
experiments, prepared simply from visual inspection of the intensity histograms.

Second, the spatial sub-sampling procedure discards large proportions of the data in the estimation of the tissue model
parameters for each pure tissue, and furthermore the data samples change as the optimisation proceeds. Therefore, the
results presented here demonstrate that the data sample can vary between the iterations of an EM optimisation without
introducing biases or preventing convergence, as long as the sub-sampling procedure does not affect the goodness-
of-fit of the model. This concept was adopted in our original segmentation algorithm, on which the current work is
based, through the procedure of discarding the partial volume data in the parameter update step in order to reduce the
sensitivity to the partial volume model used. The current work, using a much more aggressive sub-sampling of the
data, demonstrates the general validity of this concept more fully. Furthermore, whilst not explored here, the potential
computational benefits of sub-sampling the data and isolating specific model components for optimisation are clear.

Finally, it has been noted by many medical image analysis researchers that three of the main problems in the field,
namely segmentation, registration, and shape modelling, can be viewed as three facets of an overall, unified problem,
in that the results from any one of them can be used to perform the other two. The work presented here can be viewed
as a first step towards the unification of segmentation and shape modelling: effectively it uses a crude, non-parametric
shape model to sub-sample the data for segmentation. The improvements to segmentation accuracy gained indicate
that further research in this direction could prove fruitful.
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Abstract. In this paper, we examine the use of a hidden Markov model for regional heart function assessment 

based on stress echocardiography. We developed models for normal and abnormal hearts and performed the 

experiments on rest, stress and rest-to-stress sequences. We achieved a good accuracy of classification, 

particularly for the normal data but with also promising results for the abnormal case. 

1 Introduction 

Analysis of left ventricular (LV) regional function is important for diagnosing heart disease, especially to detect 

myocardial ischemia (a disease of heart muscle). In current clinical practice, the analysis mostly relies on visual 

assessment by experienced cardiologists. This makes the diagnosis of regional heart function disease a highly 

subjective and operator-dependent problem. While much has been done to attempt to automate the task of wall 

motion analysis on rest image sequences, there is a very small literature on analysis of stress echocardiography. Stress 

sequences (where the heart has been stressed by exercise or use of a pharmacological drug e.g. dobutamine) are more 

difficult to automatically analyse as the non-rigid motion of the heart is more challenging to track. Further, to our 

knowledge there has been no prior attempt to automatically classify heart motion based on the combined information 

derived from a rest and a stress sequence. This is the subject of this paper. 

The first step of automated regional heart function analysis is to detect the heart wall borders. Many techniques have 

been developed to detect and automatically track both the interior (endocardial) and exterior (epicardial) borders of 

the LV. Current automated 2D echocardiography image tracking technology is now sufficiently well-developed for 

application on good-to-medium quality rest data [1]. However, further studies need to be done to show that this is 

also true for stress echocardiography. As a result, in the work reported here, we used manually derived contours as 

our initial focus has been on classification not automated tracking. 

The second step of automated regional heart function analysis is classification of heart segmental function as either 

normal or abnormal based on the extracted contours (heart wall borders). This is the focus of this paper. Prior work 

on automated classification has looked, for example, at average motion of wall segments or using ICA to identify 

abnormal motion. In the literature we are only aware of work looking individually at either rest or alternatively stress 

data but not the combination of both [2]. 

This contribution investigates the use of a Hidden Markov Model (HMM) as a tool for stress echocardiography 

classification. Hidden Markov models are especially known for their application in temporal pattern recognition such 

as speech [3], handwriting [4] and bioinformatics [5] because of their ability to successfully learn the time-varying 

characteristics of signals. Therefore, we would like to employ an HMM approach since the cardiac data inherits the 

time-varying and sequential properties. To the best of our knowledge, there is no other published work incorporating 

HMMs with regional heart function analysis. The most closely related work is the use of a HMM for shape analysis 

[6]-[8], particularly [7] which implemented a HMM for spatio-temporal pattern recognition. 

2 Hidden Markov Models (HMMs) 

A detailed tutorial on HMMs can be found in [3] and a brief description based on that paper is given here. A hidden 

Markov model (HMM) is a probabilistic model which describes the statistical relationship between an observable 

sequence O and a “hidden” state sequence S. The hidden state is discrete, but the observation values may be either 

continuous or discrete in nature [5]. 

An HMM is characterized by the following parameters: 

1) The number of states of the model, N. 

2) The state transition matrix, A 

3) The observation probability distribution, B = {bN} for each state N 

4) The initial state distribution, π 

However, for convenience, the HMM λ is parameterized by A, B and π, with the notation: λ = (A, B, π). 

 

136



There are three basic problems associated with HMMs: 

1. The classification/evaluation problem 

Given a model λ and a sequence of observations O, we would like to compute the probability that the 

observations are generated by the model, p(O| λ). This problem can be solved by a ‘forward-backward’ 

procedure [3]. 

2. The decoding problem 

Given a model λ and a sequence of observations O, we would like to find the most likely sequence of hidden 

states that could have generated the observations. This problem is typically solved by the Viterbi algorithm 

[3]. 

3. The learning/training problem 

Given a set of observation sequences, we would like to adjust the model parameters, λ = (A, B, π) to 

maximize the probability of the given dataset. This problem is typically solved by the EM algorithm [3]. 

 

In our work we deal with the first and third problems. A regional heart function model needs to be learned from a 

training set by the EM algorithm before using the forward-backward procedure for classification of a new dataset. 

 

3 Methodology 

3.1 Patient Data 

The available database consisted of 20 studies of Contrast DSE (Dobutamine Stress Echocardiography) data acquired 

by two cardiologists as standard B-mode ultrasound image sequences. Each study contained: 

• 4 planes: 2-chamber, 3-chamber, 4-chamber and short-axis views. 

• 3 stress stages: rest (no dobutamine), intermediate (low-dose dobutamine) and peak (the maximum dose that a 

patient can take). 

In this paper, we utilized the 2-chamber view (2CV) data at the resting phase and at the peak level of stress. Each data 

was recorded over a cardiac cycle, starting from the end of diastolic (ED) phase to the end-of-systolic (ES) and back 

to the ED phase.  

Clinical regional wall functional assessment evaluates systolic thickening and endocardial wall motion. A normal 

(healthy) myocardial segment shows systolic thickening
1
 and also endocardial movement towards the centre of the 

cavity. The clinical assessment describes each segment as being either normokinetic (healthy), hypokinetic (reduced 

contractility), akinetic (dead) or dyskinetic (moving outward). 

In our work, the 17 segment model was used for wall scoring classification [9] and therefore the 2CV data had 

scoring reported on six segments. We selected 10 normal (healthy) cases and 10 cases identified as having regional 

function abnormalities as determined by wall scoring analysis. Epicardial and endocardial contours were manually 

traced by one of the 2 cardiologists in each case on each frame of the cardiac cycle. 

3.2 Feature Vector / Observation Representation 

Figure 1 shows the change of the myocardium thickness over a cardiac cycle for normal (top row) and abnormal 

(bottom row) patients. As we can see from Figure 1, the myocardial area increases in each segment from ED to ES for 

a normal heart. In contrary, there is not much heart wall contraction for an abnormal one. This is known as a wall 

thickening abnormality, which may be caused by an injured myocardium. 

For this reason, for individual rest or stress sequence analysis (cases 1 and 2 respectively in our study) we used the 

six-segment myocardial area for each frame within a cardiac cycle as the feature/observation vector. This is computed 

as the area between the epicardial and the endocardial border. 

We used a different feature vector for analysing combined rest-and-stress sequences (case 3). In this case we want to 

model the functional change of the heart from rest to stress.  Before defining our choice, we first consider temporal 

alignment of rest and stress data. 

There can be a large difference in heart rate between the rest and stress sequences, as the heart rate increases during 

stress testing. Consequently, the number of frames in a stress sequence is always smaller than that in the rest sequence 

since the rate of an ultrasound acquisition stays fixed. Temporal alignment needs to be done to generate the same 

number of frames for both rest and stress sequences. We used a non-linear interpolation method to do this as follows. 

                                                           
1
 The myocardial wall thickening during systole (the contraction of the heart) phase 
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The stress phases were manually matched to equivalently rest phases (refer to Figure 2), and the missing stress frames 

were then linearly
2
 interpolated in between. After temporal alignment, the area between the two endocardial contours 

was extracted as the feature/observation vector. We chose this as our feature vector following discussions with our 

clinical collaborators who argued that endocardial motion is the strongest single cue that they use in visual stress 

echocardiography assessment. 
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Figure 1: Epicardial and endocardial contours of LVat 2CV, showing the changes of the myocardium area over a 

cardiac cycle of normal (top row) and abnormal (bottom row) patients. 
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Figure 2: Phase matching between rest and stress sequences for the temporal interpolation (the thin and thick lines 

represent the endocardial contours of rest and stress data respectively) 

 

                                                           
2
 Non-linear interpolation might lead to better results in some cases and this will be looked at in future work. 
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3.3 Training 

The sequential nature of the heart phases can be well modeled by a left-right HMM. We developed two models: one 

for normals and another for abnormals. Each model is comprised of three hidden states. In our case, the states of the 

HMM do not have a true physical meaning – they simply reflect common statistical properties of the observation 

vectors in the feature space. We could have employed more states but that would require more training samples for an 

accurate estimation of the model parameters [5]. 

We trained the two HMMs (one for normals, one for abnormals) in an unsupervised manner. Prior to training, the 

datasets (for normals and abnormals, respectively) were resampled to have 30 frames per patient. We then extracted 

the six-segment myocardial area feature vector for each frame, as previously described. Each dataset therefore 

consisted of 10 patients, with 30 six-dimensional feature vectors per patient.  

In the first stage of training, we initialised the model parameters as follows. For each patient in the dataset, the first 

ten frames were assigned to state 1, the next ten to state 2 and the final ten to state 3. The parameters of the transition 

matrix aij were then initialised using the maximum likelihood estimates, based on the following equation (1) 

∑=

k

ikijij nna  (1) 

where nij is the total number of transitions from state i to state j over all of the label sequences. 

 

The observation probability densities bi (which were Gaussian) were initialised by fitting a multivariate Gaussian to 

the set of six dimensional features extracted from the frames assigned to each state i. 

 

Following initialisation of the HMM parameters, we then ran the EM algorithm to update the model parameters until 

the change in the log likelihood was less than 0.01% (indicating convergence). 

 

4 Results and Discussion 

The new approach was evaluated using leave-one-out cross-validation. Recall that we have a total of 20 sequences, 

10 for each model. In a leave-one-out cross-validation one of the 10 sequences for the model being tested is held out 

and the remaining 9 sequences are used to derive the HMM. The held-out sequence is then tested on this HMM and 

the other fully trained HMM. This procedure is repeated leaving out each sequence consecutively on its own. 

Classification results are presented using a confusion matrix. Tables 1 to 3 show the results for the rest, stress and 

‘rest-to-stress’ cases. The diagonal entries (in bold) indicate the accuracy of each model. 

Table 1. Percentage Confusion Matrix for ‘rest’ sequences (feature vector is myocardium area) 

 Normal Abnormal 

Normal 80% 20% 

Abnormal 40% 60% 

 

Table 2. Percentage Confusion Matrix for ‘stress’ sequences (feature vector is myocardium area) 

 Normal Abnormal 

Normal 60% 40% 

Abnormal 50% 50% 

 

Table 3. Percentage Confusion Matrix for ‘rest-to-stress’ sequences (feature vector is the area between the two 
endocardial contours) 

 Normal Abnormal 

Normal 70%  30% 

Abnormal 40% 60% 
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In each experiment, the classification accuracy for the normal model is higher than for the abnormal case. This is 

because the wall motion of healthy hearts is better-defined than for the abnormal case which really covers 

subcategories of abnormal functional behaviour i.e. hypokinetic, akinetic, dyskinetic. Since we had a limited number 

of patient datasets for the current study, we grouped all the abnormal cases into just one model. For a more accurate 

classification, they should be modelled according to each abnormal category. 

Comparing experiments, the stress sequence has the lowest accuracy. This may be explained in part by the relatively 

large movement of the heart during stress. Furthermore, the image quality is often poor for this type of acquisition 

which affects the accuracy in tracing the myocardial borders. The analysis of rest-to-stress sequence had higher 

accuracy than that of the stress sequence which is encouraging evidence to further pursue the combined analysis of 

rest-and-stress data. 

5 Conclusions 

In this paper, a new approach to regional functional analysis of stress echocardiography data has been proposed based 

on HMMs. Two HMMs have been trained for the normal (healthy) and abnormal cases. A good accuracy of 

classification was achieved despite the limited number of data used. These encouraging results could be improved 

further by: 1) increasing the number of training data, for example at least 50 patients for each model, 2) developing 

different models for different types of abnormality and 3) investigating other possible observation vectors. The 

general approach would be equally applicable to 3D stress echocardiography which is receiving a lot of interest from 

the cardiology community at the current time. Finally, the methodology is not modality specific and could be equally 

applied to stress MRI. 
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Abstract We employed a multiscale line operator (MSLO) approach in order to segment blood vessels in digital fundus 
images. Separately, a median filter technique was used in order to provide results that were compared to those of the 
MSLO. Both sets of results were further enhanced by subsequently employing a simple “randomly seeded” region-
growing algorithm. We applied this approach to the images in the STARE retinal image archive 
(www.ces.clemson.edu/~ahoover/stare/). The STARE dataset contained both healthy (10 images) and diseased eyes (10 
images). We determined receiver-operator characteristic (ROC) curves, and the areas under the curve (AZ) were obtained. 
A large increase in efficiency for our MSLO algorithm was observed for the entire dataset (AZ=0.953) compared to basic 
thresholding (AZ=0.753). Interestingly, the median filtering algorithm followed by region growing also performed well 
(AZ=0.947). The best results were found for the healthy subjects. Our results were found to compare very favourably to 
those results of previous segmentation procedures for the STARE dataset.  

1  Introduction 
Methods of blood-vessel segmentation in medical images [1] range from pattern recognition (multiscale approaches, 
skeletons, region growing, ridge-based approaches, blood-vessel tracking, matched filters, differential geometry, and 
mathematical morphology), model-based approaches (e.g. active snakes), tracking systems, to artificial intelligence 
and neural networks. Many of these approaches utilise image information at a variety of length scales. The multiscale 
line operator [2-4] (MSLO) has been used with great success in detecting linear structures in mammograms. In the 
context of blood-vessel segmentation in retinal images, one might expect it to work well because of the 
approximately linear nature of blood vessels locally. This method has the additional advantage of being conceptually 
straightforward. The MSLO algorithm is fast and is also relatively straightforward to implement. A number of 
algorithms have been used previously to carry out retinal blood-vessel segmentations [5-19]. For example, these 
methods include adaptive thresholding [6] and matched filter approaches that employ Gaussian profiles [8-12]. 
Subsequent adaptive threshold probing of a matched filter response has also been used [13] in order to track blood 
vessels with much success. Mathematical morphology and curvature estimation [14,15] and ridge-based vessel 
segmentation procedures [7,15] have also been used to segment blood vessels in fundus images. Model-based [16] 
methods and a scheme based on fuzzy logic [17] have been used for vessel segmentation. Indeed, many such vessel 
segmentation techniques often use image information at a variety of length scales (see, e.g., Refs. [5,18,19]). 
 
2  Method 
 
2.1 The STARE Retinal Image Archive 
The STARE dataset is an archive of fundus images that is publicly available (see 
www.ces.clemson.edu/~ahoover/stare/). We use the same dataset as in previous treatments [5-7] that contains 20 
images with healthy, diabetic, and AMD image features. According to information provided by the above website, 10 
of these images were classified as normal and 10 as abnormal. The images were in colour and were 700×605 pixels 
in size. Two independent observers created manual tracings of the blood vessels using a graphical user interface, and 
these tracings were also downloaded from the STARE website. As in previous studies [7], we use the manual 
tracings of the first such observer as our “gold standard” for the STARE dataset. The images in the STARE dataset 
were used to test our segmentation algorithms only. The green channel of the fundus images is used in order to find 
the blood vessels.  
 
2.2 Receiver-Operator Characteristic (ROC) Analysis 
In order to quantify the accuracy of our results we performed an ROC analysis. We were able to determine the 
number of pixels classified as “positive” by our automated routines that were, in fact, either “true” or “false” 
compared to a “gold standard” provided by manual segmentations of the blood vessels. The entire vessel width was 
used here. We were able to find the true positive (sensitivity) and false positive (1-specificity) fractions. Hence, we 
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were able to perform an ROC analysis by plotting the true positive fraction on the ordinate axis against the false 
positive fraction on the abscissa. The area under the curve (AZ) was also determined. 
 
2.3 Median Filter 
Digital fundus photographs obtained using flash photography often exhibit unequal levels of illumination across the 
image. A simple and common way of countering this effect adaptively at each pixel location is to find the mean or 
median greyscale value over some locale and then use this value as our threshold. This is called adaptive 
thresholding. Here, we divided the greyscale value of a central pixel by the median value of the greyscale values of 
pixels in a square locale of size L×L. A global threshold was then applied to the entire image in order to obtain an 
initial segmentation. Thus, by varying this threshold, we were able to form a succession of such binary images. The 
true positive and false positive fractions were obtained for each value of the threshold and thus an ROC curve could 
be formed. The results of this procedure shall be referred to here as those of “median filtering.”  
 
2.4 Multiscale Line Operator (MSLO) 
We also implemented the MSLO [2-4] in order to enhance the retinal blood vessels in the image. For each pixel in 
the original image at point (i,j), the average value, P, of the greyscale values of a line of pixels centred on (i,j) is 
obtained (Figure 1). However, we also determine the average greyscale value, Q, of those pixels in a rectangular area 
surrounding this line (Figure 1). The response, S, of the line operator at point (i,j) at a given orientation of the line 
(and scale) is given by, S=P-Q. In order to keep our treatment fully consistent with those calculations outlined in 
Refs. [2-4], we used a line operator of length 5 pixels obtained at 12 orientations. The largest value of S for all 12 
orientations is taken to be the value of the line operator at that pixel. The subtraction of the mean greyscale value of 
local environment, Q, from the mean value for the line, P, ensures that changes in background illumination should 
also be removed in the filtered image.  

 

 
 
 
 
 
 
Figure 1: The line operator is applied by determining the difference, S, in mean greyscale values between the shaded 
squares and the unshaded squares. The result for the central pixel is the largest value of S over 12 orientations of the 
line. 
 
The line operator is applied at varying levels of scale by constructing a “pyramid of images” at consecutively coarser 
scales via Gaussian sampling. The number of levels of the Gaussian pyramid was taken to be an explicit variable 
here. The final result for the MSLO was the sum of all line operator filtered images in the Gaussian pyramid. Equal 
weighting was given to each length scale in the final MSLO image. A threshold was then applied to the final image 
in order to provide an initial segmentation of the blood vessels. The line operator therefore enhances linear features 
in the image. Moreover, blood vessels of varying width are, in principle, treated on an equal footing. This algorithm 
was speeded by saving those configurations or “masks” for the line of central pixels and its neighbours in the 
“rectangular environment” (used in finding P and Q, respectively) at the 12 different orientations at the start of the 
entire run in a look-up table. The number of operations involved in the application of the line operators was thus kept 
to a minimum. The interested reader is referred to Refs. [2-4] for more detailed reviews of the MSLO algorithm.  
 
2.5 Region Growing 
The initial segmentations after thresholding of the filtered images demonstrated noise. The blood vessels tended to 
form long extended structures whereas the noise features were generally much smaller in size. A simple way of the 
decreasing the number of these noise features was to use a simple region-growing technique. If the initial binary 
segmentation from thresholding alone is a two-dimensional array of binary numbers denoted I and the final 
segmentation is a binary image called J (initially containing zeros only) then the algorithm is given by: 
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1. Choose a “positive” pixel in I randomly. 
2. Trace recursively all “positive” pixels that are connected contiguously to this   

initial starting point and save the result to a new binary image array called K. 
3. Let J be the union of J and K. 
4. Let I be I minus K. (This removes the segmented feature in K from I). 
5. Repeat from step 1 M times. 

 
The contiguous “positive” pixels were traced recursively in Step 2 by using a predefined routine in the interactive 
data language (IDL) software (www.ittvis.com). The region-growing approach worked in practice because the 
probability of choosing a large extended structure (i.e. assumed to be a vessel) in I at any point is much greater than 
that of choosing a smaller feature (i.e. assumed to be due to noise). Clearly, this procedure reduced the false positive 
fraction at the cost of some small reduction in the true positive fraction. 
 
3  Results 
A colour fundus photograph of a normal subject is shown in Figure 2a. A blood-vessel segmentation (shown in 
white) found after applying the MSLO with three levels to the green channel is superimposed on the original colour 
image. The edge of the optic disk was sometimes found to lead to false classifications. The centre of the macula in 
some healthy subjects was found to be particularly dark and this lead to some false classifications; again, 
predominantly in “normal” subjects. A colour fundus image of an “abnormal” subject with a similar blood-vessel 
segmentation superimposed on it is shown in Figure 2b. Lesions were found to be the main cause of false 
classifications in the abnormal images; the edges of the bright disease feature caused false classifications to be made, 
as may be observed in Fig. 2b. Haemorrhages were another general and strong source of artefacts in the vessel 
segmentations. Microaneurisms were also seen in some images. These appear as small reddish features and were also 
found to lead to falsely classified pixels. 
 

 
Figure 2: Extracted blood vessels (shown in white) using the MSLO superimposed on the original colour fundus 
image. a) Normal subject. b) Abnormal subject. 
 
An ROC analysis was carried out for our blood-vessel segmentations compared to a “gold standard” of blood vessels 
traced out by a retinal image interpretation expert. The ROC figures for the entire STARE dataset are shown in 
Figure 3. The results of the MSLO were found to lie above those of basic thresholding. Median filtering also 
appeared to perform well.  
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Figure 3: (a; left) ROC results for the multiscale line operator (MSLO) with 3 levels in the image pyramid and 
median filtering (MF) with L=20 are shown for the STARE dataset. Fifty region-growing (RG) steps were also used 
in both cases (M=50). ROC results are compared to results of Ref. [5]. (b; right) ROC results for the STARE dataset 
(normal images; abnormal images) for the MSLO with 3 levels in the image pyramid and basic thresholding (BT). 
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By visual inspection of Figure 3a, we see that our results compared well to those the results of another segmentation 
algorithm of Ref. [5] for the STARE dataset. The results for the area under the curve (AZ) for the entire STARE 
dataset are shown in Table 1. MSLO results provided larger AZ values than those of basic thresholding. The median 
filter also provided good results. The best results for region growing were found for M=50, although only small gains 
in the area under the curve were obtained. Table 1 indicates that our results compare well to those results of other 
methods [6,7] for the area under the ROC curve (AZ) for the STARE dataset.  
 
 

RG Steps: M 0 50 100 
MF L=10 0.930 0.938 0.939 
MF L=15 0.942 0.945 0.946 
MF L=20 0.945 0.947 0.947 
MF L=25 0.944 0.945 0.946 

MSLO 1 Level 0.865 0.876 0.876 
MSLO 2 Levels 0.933 0.937 0.936 
MSLO 3 Levels 0.953 0.953 0.953 
MSLO 4 Levels 0.940 0.940 0.940 

Basic Thresholding 0.753 
Ref. [6] 
Ref. [7] 

0.930 
0.961 

 

Table 1: Areas under the curve (AZ) for ROC analysis of the entire STARE dataset compared to results of Refs. [6] 
and [7] and basic thresholding. (MSLO = Multiscale Line Operator; MF= Median Filter; RG = Region Growing.) 
 
 

 
 Normal Abnormal 

RG Steps: M 0 50 100 0 50 100 
MF L=15 0.956 0.958 0.960 0.928 0.933 0.934 
MF L=20 0.960 0.961 0.961 0.929 0.932 0.933 
MF L=25 0.959 0.960 0.960 0.929 0.930 0.931 

MSLO 2 Levels 0.949 0.951 0.952 0.917 0.921 0.920 
MSLO 3 Levels 0.966 0.966 0.966 0.939 0.940 0.939 
MSLO 4 Levels 0.957 0.956 0.957 0.923 0.923 0.924 

Basic Thresholding 0.769 0.737 
Ref. [7] 0.969 0.950 

 

Table 2: Areas under the curve (AZ) for ROC analysis of the STARE dataset for the Normal (10 images) and 
Abnormal (10 images) subsets compared to results of Ref. [7]. (MSLO = Multiscale Line Operator; MF= Median 
Filter; RG = Region Growing.) 
 
ROC curves for the different image types (normal; abnormal) in the STARE dataset are presented in Figure 3b, and 
corresponding values for the areas under the curve are given in Table 2. Better results were obtained for the normal 
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images with respect to the abnormal images, as expected. The application of the median filter took approximately 30 
seconds on a 2 GHz CPU with 256 MB of RAM. On the same machine and for the same images, the MSLO typically 
took 2 minutes to run for an image pyramid with 3 levels. The majority of the processing time was spent applying the 
line operator at the finest level of detail in the image pyramid. The region-growing step took another 5-10 seconds 
for approximately M=150 such steps. These calculations were carried out using the interactive data language (IDL) 
for ease of algorithm prototyping.  
 
 

4  Conclusions 
We have proven that the application of multiscale line operator (MSLO) techniques can lead to enhanced blood 
vessel segmentation in digital fundus images compared to basic thresholding. Interestingly, application of a median 
filter followed by a simple region-growing technique appeared to work well also. Our results were found to compare 
very favourably to those results of previous segmentation procedures [5-7] for the STARE dataset. We conclude that 
the new methods perform equally well to these previously described techniques. We note that speed of use is crucial 
to any practical real-world application of automated blood-vessel tracing at the point of image capture, e.g. as a 
screening tool for retinal eye disease. It is a non-trivial problem to decide at which point any algorithm is “good 
enough” in terms of accuracy of segmentation and is “fast enough” for clinical use.  
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Abstract. Three dimensional (3-D) selective-scale texture analysis has been developed for visual and quantitative 
assessment of ventilated and vascular lung tissue from computed tomography (CT). This may aid in the diagnosis 
of pulmonary disorders with altered vasculature. Prior to texture analysis, an initial automated segmentation 
procedure to include only lung parenchyma and generation of isometric volume were carried out. Furthermore, 
ventilated and vascular lung regions were separately selected. Texture analysis comprised two stages a) volume 
filtration using 3-D Laplacian of Gaussian filtering to highlight fine to coarse texture using different pass-band 
regions within ventilated and vascular lungs followed by b) quantification of texture. Quantification of texture was 
also performed on an unfiltered CT lung dataset. Volume rendering and image fusion of ventilated and vascular 
lung texture were employed for visualisation. 3-D filtered ventilated texture quantified as mean grey-level 
intensity was higher in emphysematous lung than non-emphysematous lung, possibly indicating ventilation 
defects. 3-D filtered vascular texture, in particular coarse texture, demonstrated a descending trend in entropy (or 
an ascending trend in uniformity) for normal lung, followed by pulmonary embolism and finally pulmonary 
disorder in the presence of both embolism and emphysema, possibly indicating the degree of vascularity 
associated with these different causes of altered pulmonary vasculature. Image fusion of ventilated and vascular 
lung texture highlighted areas of mismatched and matched defects in patients with pulmonary disorders. This 
feasibility study demonstrated that 3-D selective-scale texture analysis can potentially aid in the diagnosis of 
pulmonary disorders with altered vasculature.   

1 Introduction 

Recent advances in pulmonary imaging are having a pronounced impact on the ability to detect, characterize and 
quantify pulmonary disorders, providing both morphological and functional information. Furthermore with the 
development of digital chest radiography, computer-aided diagnosis (CAD) is now becoming feasible and 
increasingly important [1]. Several disorders such as pulmonary emphysema and pulmonary embolism (PE) are 
associated with alterations in the distribution of airways and blood vessels within the lungs. The diagnosis of PE 
depends on imaging findings as there are no reliable clinical features or laboratory tests [2, 3]. Computed tomography 
pulmonary angiography (CTPA) has become the initial imaging study of choice for evaluating patients with suspected 
PE. Diagnosis of these disorders from spiral CTPA however involves more than 100 sectional images, with additional 
images obtained using MPR and MIP. Also diagnosis frequently becomes difficult in sectional images due to 
anisotropy. Furthermore CT can demonstrate pathological changes in the lung associated with the presence of other 
disorders such as pulmonary emphysema, complicating the diagnosis of PE. CAD based techniques can provide 
visual and quantitative assessment of pulmonary disorders [1]. Automated volumetric visual analysis is a recognized 
CAD approach in the detection of PE from CTPA images [4]. Quantitative texture analysis (TA) of single planar 
perfusion lung scan indicated the presence of PE using ANNs [5, 6], while texture from computer simulated lung scan 
has shown to reflect homogeneity [7]. Adaptive TA technique outperformed simple mean lung density method and 
histogram analysis in classifying normal and emphysematous tissues from individual CT images [8]. 3-D selective-
scale TA could selectively extract and quantify texture features based on scale and intensity variations to highlight 
areas of ventilated lung and enhance small and less conspicuous pulmonary vessels. In this feasibility study we 
employ this approach to identify potential texture correlates for ventilated and vascular lung on CTPA images. This 
may aid in the diagnosis of PE and distinction from other causes of altered pulmonary vascularity.  

2 Texture Analysis Methodology 

We studied CTPA examinations of 4 patients, of which one had normal lungs with no evidence of lung disease or PE 
and the remaining three were diagnosed with PE. Out of the three patients with PE, two were diagnosed with only 
embolism (PE1 and PE2) while the third patient had embolism and emphysema (PEE) as diagnosed by the 
radiologist.  
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2.1 Automated region of interest (ROI) selection containing only the lung  

The chest CT image contains the heart, liver, spleen, kidney, fat, muscles and bones. Therefore an automated 
boundary detection algorithm was devised for selection of ROI containing only lung from each slice. Step-by-step 
implementation of this algorithm is shown in the Figure 1.  
The generally employed thresholds for lung segmentation are ideally equal to the average lung density [9] which in 
our study was close to -200 HU. From the initial CT image (Figure 1A), this grey-level threshold was employed to 
highlight all pixels above this threshold and mask out the rest (binary image). The main boundaries were traced from 
this binary image but only the largest region i.e. the chest wall was selected and superimposed onto the original image 
(Figure 1B). This preliminary segmentation excluded the air outside the patient’s body. The penultimate step was to 
trace only the lungs within this initial segmented region for which only pixels below -200 HU were highlighted. From 
this binary image boundaries were traced which included only the right and left lungs (Figure 1C). The final step 
involved masking out all the pixels except the right and left lungs (Figure 1D).   

 

Figure 1. The process of automated segmentation of the lungs from the rest of the image is illustrated for the cross-
section of the volume along the z-axis. 

2.2 Re-sampling of whole lung for generating isometric volume 

The 3-D LoG filter is a spherically symmetrical isometric filter, whereas the lung volume datasets for all the patients 
were not isometric with regard to both the physical size and sampling rate. Isometric voxels are critical for correct 
implementation of this filter to highlight only those features in the lung that match the filter tuning parameter (σ ). 
The normal lung volume contained 222 slices while lungs with PE1, PE2 and PEE contained 200, 224 and 238 slices 
respectively, each having slice thickness of 1.25 mm. These lung volumes were first down-sampled in the axial plane 
(x-y direction) by a factor of 0.4923 (normal), 0.5625 (PE1), 0.6016 (PE2) and 0.664 (PEE) using cubic 
interpolation, which modified the sampling rate to give a sampling interval of 1.25mm in the x-y direction for all the 
lung volumes. The cubic interpolation works best, reducing sampling error, when interpolating for a factor less than 
3, as was the case in this study. The modified volume sizes in voxels after down-sampling were 252x252x222 
(normal), 288x288x200 (PE1), 308x308x224 (PE2) and 340x340x238 (PEE), with a uniform sampling rate of 
1.25x1.25x1.25 (mm) in all the three axes, thus obtaining isometric voxels. Thus texture features highlighted by the 
3-D LoG filter for a given filter parameter (σ ) would be of the same scale and therefore comparable in each of the 
lung volume analysis. Even though the resolutions of the original volumes were decreased, this approach was 
employed instead of up-sampling in the coronal plane (z direction) due to the increased computing required to 
evaluate 3-D volume filtration. The next requirement is to obtain equality in the physical sizes of the lung volumes in 
the three orthogonal directions. This was achieved by adding zero-padding where necessary: 256x256x256 (normal) 
and 340x340x340 (PE1, PE2 and PEE). 
 
2.3 Texture analysis of pulmonary airways and / or vasculature 

PE is associated with thrombus obstructing a blood vessel [10] while emphysema is associated with abnormal 
enlargement of the air spaces accompanied by destructive changes to alveolar walls [11]. Separate texture analysis of 
ventilated and vascular lungs may provide additional and more precise assessment of patients with PE and 
emphysema. To achieve this segmentation, for each patient from within the whole lung, voxels having CT attenuation 
values between -500 and -950 HU were considered as ventilated lung while voxels above -500 HU were taken to 
contain pulmonary vessels. The lower threshold of -500 HU in the segmentation of pulmonary vessels was employed 
to include the effects of partial volume of small vessels that may have attenuation as low as -500 HU. 3-D texture 
analyses with and without filtration was carried out to independently assess texture within these segmented lung 
volumes highlighting ventilated and vascular lung. For filtered texture analysis of the ventilated lung, the grey-level 
contrast of unprocessed volume was reversed prior to filtration for enhancing airway defects or holes.  Matched 
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defects occur predominantly in emphysema cases where airway defects are also accompanied by perfusion deficit 
whereas mismatched defects occur predominantly in embolism cases where perfusion deficit are generally not 
accompanied by ventilated defects.  
2.4 Computation of 3-D LoG filtration of the lung volume 

The 3-D Gaussian distribution (g ) obtained from its 2-D representation [12] is formulated as follows:  
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where ( )zyx ,,  is the spatial coordinates of the volume matrix,  

                  σ  is the standard deviation. 

g2∇  is the volumetric Laplacian of Gaussian (LoG) filter, whose distribution in 3-D spatial domain is given below: 
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From the expression for this circularly symmetric filter at different sigma (σ ) values, the number of voxels 
representing the width between the diametrically opposite zero-crossing points in this filter can be calculated. The 
lower the sigma value, the smaller is the width of the filter in the spatial domain and the larger is the pass-band region 
of the filter in the frequency domain, highlighting fine details or features in the filtered volume in the spatial domain. 
Thus the filter can be tuned so as to highlight fine (σ = 0.5, filter width: 2 voxels or 2.5 mm) and coarse (σ = 1.5, 
filter width: 6 voxels or 7.5 mm) textures or features within the ventilated and vascular lung. This width can be 
considered as the scale at which the structures in the whole lung will be highlighted and enhanced whilst structures 
below this scale will become blurred. Frequency domain filtration reduces computational time. The 3-D Fourier 
transform of the LoG filter and the lung volume were computed by taking the Fourier transforms of the 3-D spatial 

filter ( g2∇ ) and the lung volume ( )h  along the three orthogonal directions. Figure 2 shows the cross-section and 

sub-volume representation of the 3-D LoG filter. The inverse Fourier transform of the filtered spectrum gives the 
resultant filtered volume in the spatial domain. Expression for the 3-D filtered volume is given by equation 3. 
 

( ) ( ){ }),,(),,(),,( 21 zyxhFzyxgFFzyxh f ∗∇= −                                       (Equation 3) 

 
Figure 2 A) Cross-sections of the 3-D LoG filter in the spatial and frequency domain and B) Volume rendering of the 

sub-volume of the of the 3-D LoG filter in the frequency domain at a sigma (σ ) value of 1.5. 
 

2.5 Quantification of Texture 

The following statistical and spectral parameters were used to evaluate the unfiltered and filtered texture within the 

volume of interest V  in each filtered volume( )zyxa ,, : (a)Mean grey-level intensity, (b)Entropy, and 

(c)Uniformity, indicating how close the volume is to a uniform distribution of the grey-levels. These parameters are 
defined below where N  the total number of voxels inV , l  is the grey-level (for example l =1 to k  indicates grey-
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level from 1 to k ) in V  and )(lp  the probability of the occurrence of the grey-level l  based on the histogram 

technique: 
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3 Results 

Texture quantification of ventilated and vascular lung is shown in Table 1 in all the 4 patients. 3-D filtered texture 
quantification showed greater sensitivity, as compared to no filtration, in enhancing subtle variations in ventilated and 
vascular lung texture in patients with pulmonary disorders. Filtered ventilated texture quantified as mean grey-level 
intensity of emphysematous lung (PEE) was greatly different from that of normal while these textures were 
comparable in non-emphysematous lungs (normal, PE1 and PE2). Mean grey-level intensity value was highest for 
PEE possibly indicating ventilation defect. Filtered vascular texture, in particular for coarse texture quantified as 
entropy and uniformity, of patients with pulmonary disorders (PE1, PE2 and PEE) was different from normal. A 
descending trend in entropy (or ascending trend in uniformity) values was observed for normal tissue, followed by PE 
and finally for PEE, possibly indicating degree of vascularity (or perfusion) associated with different causes of altered 
pulmonary vasculature. Image fusion of ventilated and vascular lung texture highlighted areas of mismatched and 
matched defects in patients with pulmonary disorders (Figure 3). 

 

 

 

 

 

 

 

 

 

 

 

      
Table 1. Texture quantification of ventilated and vascular lung volume on CT (% change in magnitude from normal). 

 
 
 

Texture Parameter Normal  PEE PE1  PE2  
Mean  -836 -862  (3.11 ↑)  -788 (5.74 ↓) -841 (0.6 ↑)  
Entropy 7.8125 7.8556 (0.55 ↑) 8.1036 (3.73 ↑) 7.8308 (0.23 ↑) 

Without 
Filtration 
(Ventilated) Uniformity 0.0061 0.0057 (6.56 ↓) 0.0045 (26.23 ↓) 0.0058 (4.92 ↓) 

Mean  119.6 329.8 (175.75 ↑) 99.58 (16.74 ↓) 124.56 (4.15 ↑) 
Entropy 7.2884 9.3777 (28.67 ↑) 6.6164 (9.22 ↓) 7.3616 (1.00 ↑) 

Fine 
(Ventilated) 

Uniformity 0.2012 0.1109 (44.88 ↓) 0.2539 (26.19 ↑) 0.1979 (1.64 ↓) 
Mean  175.88 536.18 (204.86↑) 132.16 (24.86↓) 172.68 (1.82↓) 
Entropy 5.9293 8.1417 (37.31↑) 4.9260 (16.92↓) 5.8950 (0.58↓) 

Coarse 
(Ventilated) 

Uniformity 0.3609 0.2299 (36.30↓) 0.4552 (26.13↑) 0.3642 (0.91↑) 
Mean  -214 -267 (24.77 ↓) -283 (32.24 ↓) -259 (21.03 ↓) 
Entropy 0.6600 0.5380 (18.48 ↓) 0.8324 (26.12 ↑) 0.6929 (4.98 ↑) 

Without  
Filtration 
(Vascular) Uniformity 0.9160 0.9317 (1.71 ↑) 0.8898 (2.86 ↓) 0.9104 (0.61 ↓) 

Mean  129.12 76.94 (40.41 ↓) 123.58 (4.29 ↓) 115.32 (10.69 ↓) 
Entropy 1.2401 0.8549 (31.06 ↓) 1.3382 (7.91 ↑) 1.1886 (4.15 ↓) 

Fine  
(Vascular) 

Uniformity 0.8782 0.9174 (4.46 ↑) 0.8672 (1.25 ↓) 0.8833 (0.58 ↑) 
Mean  468.6 293.94 (37.27↓) 405.16 (13.54↓) 417.62 (10.88↓) 
Entropy 3.1621 2.2932 (27.48↓) 2.8722 (9.17↓) 2.8578 (9.62↓) 

Coarse 
(Vascular) 

Uniformity 0.6901 0.7737 (12.11↑) 0.7179 (4.03↑) 0.7202 (4.36↑) 
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Figure 3 The coronal, left and right sagittal views of the fusion of ventilated and vascular lung texture extracted by 
3D fine filtered texture analysis in (A) normal lung, (B) pulmonary embolism (PE1), and (C) pulmonary embolism 
and emphysema (PEE). The arrows point to areas of mismatched (PE1 and PEE) and matched (only PEE) defects. 

4 Discussion 

The results of this feasibility study demonstrate the potential of 3D selective-scale texture analysis of CTPA to 
provide texture correlates for ventilated and vascular lung, thereby demonstrating it to be a useful non-invasive tool in 
the assessment and distinction of PE from other causes of altered pulmonary vascularity. This technique higlighted 
and quantified areas of ventilated defects and enhanced small and conspicuous vessels associated with perfusion 
deficit, based on scale and variation in image intensity. This is otherwise lost when analysing global lung features in 
pulmonary disorders. Furthermore CTPA examinations, being readily available and more commonly employed for 
patients suspected with PE, are suitable for this 3D texture analysis on account of the generation of thin CT slices and 
use of contrast agents. Nevertheless, the findings in this feasibility study need to be confirmed in a larger series of 
patients for further clinical evaluation. In summary, 3D selective-scale filtered ventilated and vascular texture analysis 
has the potential to be a novel visual and quantitative tool in the diagnosis of pulmonary disorders. 
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1.Abstract 
 

Malignant melanoma (MM) is a life-threatening dermatological disease, the successful treatment of 
which relies heavily on early recovery and diagnosis. It is proposed that early MMs tend to have larger 
3D topological magnitude and direction disruptions than benign lesions. With a view to capturing these 
3D indications, a 6 light photometric stereo device has been developed to recover reliable 3D skin 
texture in the form of surface gradients. In order to characterise the 3D skin texture, two separate 
numerical methods have been proposed which quantify surface direction and magnitude disruption. A 
true 2D centroid which is the projection of the real 3D centroid on the image plane has been used to 
determine the reference angles and the surface direction disruption using minimum error estimation. 
This is a more accurate method than the conventionally defined centroid which is susceptible to 
intensity distortions. Preliminary studies on 30 lesions (of which 5 are MMs) have resulted in 80% 
specificity with all 5 MMs separated from benign lesions. 

2.Introduction 
 
Employment of non-invasive analysis comprises a potentially useful method for obtaining several important 
indications. Conventional non-invasive analysis has focused on finding the ABCD (Asymmetry, Border, Color and 
Diameter) features [1] of melanoma. Recently, some attention has been given to the analysis of skin line patterns [2]; 
where local transformations are used to find 2D skin line patterns from the image gradients. Variations in the skin 
line patterns are then used as a measure of the skin characteristics. The separation criterion is that both skin line 1) 
magnitude difference and 2) direction difference between skin and lesion tend to be larger in melanoma than in 
benign lesions. Similar criteria have also been sought using electrical impedance [3].  Other techniques include 
those employing spectral analysis from a dermatological imaging device such as SIAscope [4] where colour 
variations are used to analyse the distribution of melanin and blood in relation to skin thickness.Those techniques can 
provide reasonably good results for clinical diagnosis, however, it should be understood that due to the large range of 
dermatological diseases and various forms of MM, the complexity of the problem makes a clear distinction between 
melanoma and benign lesions a very challenging task, and so far no single technique has been able to achieve fully 
accurate diagnosis alone. Hence further improvement is always being sought as additional dimensional information 
or feature descriptors become available.  
 
Photometric stereo was first described by Woodham in 1978 [5]. The theory of this technique is to use surface 
reflectance properties to recover the surface’s physical properties (orientations and reflection rate) under the rule of a 
particular reflectance model (e.g. Lambertian or Phong). In order to recover the three dimensional surface normals 
(x- y- and z-), at least three images, each captured from a static viewpoint (camera) but under differently positioned 
illuminants, are required. In terms of computational complexity, the difficult problems of image registration and 
finding correspondences between pixels in different images are avoided. The surface normal vector can later be 
transferred to surface gradient vectors triangularly. By integrating the surface gradients, surface height can be 
recovered. However, this process can introduce errors and is subject to some limitations. So this work investigates 
direct analysis of the 3D information in the form of surface gradients which is another way of describing the 3D 
information. 
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3.3D skin texture analysis 

3.1. Skin analyser 
Figure 1 depicts a 6-light photometric stereo device known as skin analyser which is used as the data acquisition 
system. Its schematic configuration is illustrated in Figure 1(Left) and the developed device is shown in Figure 1 
(Right). When used in clinical trials, it is placed with its axis perpendicular to the skin surface and a camera takes 6 
color images with each under a different LED illumination, the operation takes less than 1 second, hence it meets the 
demand of the static setup required by photometric stereo. 
 
For an ideal Lambertian surface, the image irradiance equation can be expressed as: 

2 2

( ( , ), ( , ),1)( , ) ( , ) (cos sin ,sin sin ,cos )
( , ) ( , ) 1

Tp m n q m ni m n m n
p m n q m n

ρ α β α β β− −=
+ +

                    1) 

Where α and β  are slant and tilt directions of the illuminants, the partial derivatives ( , )p m n and ( , )q m n  are the 
x-axis (indexed by m) component and y-axis (indexed by n) component of the surface gradients at image position 
(m,n) respectively, and ρ   is the surface reflection rate (albedo).  
The triangular relation between unit surface normals and surface gradients is [6] 
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Where ( , ), ( , ), ( , )x y zn m n n m n n m n are unit surface normals in x-, y- and z- axis. Substitute 2) into 1), we have 

( , ) ( , )( ( , ), ( , ), ( , )(cos sin , sin sin ,cos )T
x y zi m n m n n m n n m n n m nρ α β α β β=                 3) 

Since the modular of unit surface normal is equal to 1, i.e. 2 2 2( , ) ( , ) ( , ) 1x y zn m n n m n n m n+ + = , so only three 

variables are unknown including the albedo and any two from the ( , ), ( , ), ( , )x y zn m n n m n n m n . So we need at least 3 
lights to solve the equation.  All other lights have abundant information which could be used for specular and 
shadow detection and recovery. The criteria used to determine whether a pixel is within shadows or specularities is 
based on the same on used by Barsky [8]. The accuracy of the system has been demonstrated [7] and its application 
for better lesion segmentation using albedo images has been described [9]. 
 

  

Figure 1 Left: Schematic to scale; Right: developed handheld colour photometric stereo device known as the 
‘Skin Analyzer’. Only two of the six LED light sources are shown in either picture. 

The surface gradients acquired by skin analyser are 3D skin texture which belongs to surface texture [10] which 
should not be confused with image texture. Most conventional skin texture based techniques e.g. the skin line pattern 
technique, employ image texture, which inherently are the features formed by pixel intensities under a particular 
illumination direction, and are illumination-dependent. This is in contrast with surface textures, which are intrinsic 
physical properties of an object, (comprising the reflection pattern – which is a 2D surface texture described by 
albedo map and surface topology which is a 3D surface texture described by normal/gradient map), and it is 
illumination-invariant. Our 3D texture analysis is also rotation-invariant as no assumption regarding the rotational 
direction of the image is made as long as the imaging surface (skin) is perpendicular to the imaging device. 
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3.2. Statistical analysis 
 
In this preliminary research, differences between some benign lesions and MM in both direction and magnitude of 
the 3D surface texture have been observed. As evident in Figure 2, the benign Seborrhoeic Keratosis (SK) has a regular 
directional distribution of surface gradients, while some regions within MM have abrupt changes in directional 
distribution; similarly, the magnitude distribution within the Benign Compound Nevus (BCN) is more regular 
(smaller divergence) than that of MM. Here we describe the separation criteria: Only the lesions with both irregular 
direction and magnitude gradient distributions are regarded as suspected melanoma, while lesions which only meet 
one or less irregular criterion are regarded as benign lesions. 
 

  

  
Figure 2 Top left: a sample column of surface gradient directions of a benign Seborrhoeic Keratosis; Top 
right: a sample column of surface gradient directions of a malignant melanoma; Bottom left: a sample row of 
surface gradient magnitude of a benign compound nevus; Bottom right: a sample row of surface gradient 
magnitude of a malignant melanoma 

3.3. Surface direction disruption 
 
To quantify the surface direction disruption, we have to establish a standard reference model to compare with current 
lesion in terms of surface direction errors. The reference model can be found by targeting a specific reference point 
or through neural training of numerous benign lesions. In this paper, we choose the former approach, where the 
centroid is chosen as this specific reference point. To formulate this problem, we define the direction deviation as the 
sum of directional errors between the estimated reference directions and gradient directions across all image 
positions. 

* * *

( , )

( , ) arg min || ( ( , ) ( , )) ||
l

c c r s
m n A

m n m n m nθ θ
∈

= −∑                               4) 

where * *( , )c cm n  is the estimated centroid, lA  denotes the lesion region,  denotes the Euclidean distance, sθ  is 

the surface gradient direction and *
rθ  is the estimated reference direction at position. The idea is to firstly find an 

initial centroid estimate * *
1 1( , )c cm n , then compute the sum of directional errors between the reference directions and 

surface gradient directions within the lesion region lA . This process will generate the directional errors for the 

current centroid estimate * *( , )c cm n . This process will be repeated for all the other center estimates within the 

lesion, * * * * * *
2 2 3 3{( , ),  ( , ),  ..., ( , )} .c c c c cN cN lm n m n m n A∈ Finally, the centroid estimate that gives the minimum errors will 

be chosen as the determined center, * *( , ).c cm n   
 
To explain the reference direction more clearly, let’s refer to Figure 3(Middle), the reference direction depends on 
the relative positions between the current position ( , )m n , and the estimated center of directions * *( , )c cm n . Given the 
x-axis as the reference direction, then the reference direction *

rθ  at ( , )m n  can be computed as 
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Figure 3 Left: surface gradient direction; Middle: Estimated reference direction; Right: The difference in 
direction between surface gradient direction and estimated reference direction  

It should be noted that the estimated centroid using 4) gives a more accurate 2D centroid which is important to 
asymmetry analysis. This is because the image of a 3D object depends on its shape, its reflectance properties, and the 
distribution of light sources, large specular reflection distortion on the 2D lesion image surface is a problem for 
conventional 2D intensity-based techniques. As shown in Figure 4, the true 2D center can be accurately located by 
our proposed method which does not suffer from reflection problems and therefore is inherently more robust. 

 
Figure 4 Left: a Seborrhoeic Keratosis image; Right: its gradient distribution and the estimated center of 
directions (true 2D centroid) marked as “○”, while the conventionally calculated centroid using intensities is 
marked as “□” 

Here the surface direction disruption dE  is defined as the average of the minimum errors associated with the 
determined center of directions. 
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where A is the number of pixels within the lesion. 
 

3.4. Surface magnitude disruption 
 
We take a different approach of defining the magnitude deviation, where firstly we calculate the mean magnitude 
within a lesion, Then the surface magnitude disruption CR is calculated as the sum of absolute errors between current 
magnitude R(m,n) and the mean magnitude R  
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4.Experiments 
Our experiments include 30 lesions which includes 25 benign lesions and 5 MMs. All of these lesions have been 
captured at our collaborating institutes using the skin analyser. The lesions are classified as either benign or 
malignant according to both surface direction and surface magnitude disruption. As shown in Figure 5, the best 
results that can be achieved with 3D skin texture analysis is 100% sensitivity and 80% specificity. Each lesion type’s 
classification rate has also been listed in Table 1. We compare it with the SIAscope [4] which is widely employed in 
the UK. The difficulty of identifying seborrhoeic keratosis as benign using the SIAscope has been acknowledged 
during our clinical trials at collaborating clinics. The reason is that those lesions also have intradermal pigmentation 
which may be seen by SIAscope as melanin penetration in the dermis and be recorded as suspected melanoma. In 
contrast, 5 out of 7 seborrhoeic keratosis have been successfully recognised as benign lesions in our studies which 
will certainly reduce the number of suspected “wrong” melanomas identified by the SIA scope. 
 

 

Type of lesion No. of Successful 
classification as benign or 
malignant/No. of lesions 

Malignant melanoma (MM) 5/5 
Benign compound nevi (BCN) 6/8 
Seborrhoeic keratosis  (SK) 5/7 

Intradermal nevi (IN) 4/4 
Dermatofibroma (DF) 2/2 

Hyperkeratotic squamous papilloma 
(1 HSP) 

1/2 

Blue nevus (BN) 1/1 
Unidentified benign lesion 1/1 

 
Table 1 Lesions with neural network classification rate 

 

Figure 5 Scatter plot of lesions in 2D feature 
space (3D surface magnitude disruption vs 3D 
surface direction disruption) 

5.Discussion 
 
This paper has successfully demonstrated an interesting and important application of 3D skin features for automated 
MM diagnosis. This visualisation nature of this technique enables good interpretation of lesion anisotropy and 
regularity. The separation criteria based on surface gradient differences are independent of existing techniques and 
hence provide a distinct method for MM diagnosis. Building upon two existing classes of lesions with regular 
directional and magnitude distribution, further work is being carried out to study the difference in surface gradient 
anisotropy within each class to further improve classification. 
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Abstract. A new lossless image compression algorithm is proposed. Algorithm is based on a highly adaptive

predictor that uses blending context obtained using simple classification technique. This allows modeling of more

complex image structures that occur often in medical images such as non–trivially oriented edges and the periodicity

and coarseness of textures. The prediction step is followed by contextual error modeling which removes remaining

statistical redundancies in the residual image data. Finally, error image is entropy coded. Results obtained with

proposed compression method on a large set of medical images are very encouraging, beating several well known

lossless compression methods. Algorithm can be efficiently applied for natural images as well.

1 Introduction

New approaches in medical imaging such as 3D and 4D bio–modeling produce a great amount of image data. For

efficient storage and transmission of those data, compression is mandatory. Lossy compression techniques generally

achieve better compression, but reconstructed image data is not as same as the original. Furthermore, in medical

imaging, at least certain parts of images are required to be stored and transmitted without any loss of information.

Thus, we propose that lossless algorithm is employed for at least those vital parts of interest. [1].

Predictive image coding in which the prediction error of the current pixel is coded has shown to be the most effective

technique in lossless image compression. If employed predictor can effectively model the spatial correlation among

neighboring pixels, remaining prediction error will be mostly decorrelated and easily coded with an entropy coder.

On the other hand, it is well known that image data are nonstationary, i.e. properties of image regions vary all over

the image [2]. Accordingly, it is necessary to adapt the predictor to the changing image characteristics. Another

assumption of local stationariness is very well applied to the image data. This means that for arbitrarily small image

regions, the predictor adapted to the dominant local property will predict well inside the region. In this paper a new

predictive model for image compression is proposed. The model is based on classification and blending of predictors

and contextual error modeling. The classification is performed in order to capture and model higher order redundancies

inside the local image region. On the causal set of classified neighboring pixels, the set of selected static predictors is

dynamically blended to produce the prediction.

2 Proposed method

Proposed lossless compression algorithm is composed of three main steps as shown in Figure 1:(1)Prediction of the

current pixel; (2) Contextual modeling of prediction error; and (3) Entropy coding. Image is treated as two-dimensional

array I(x, y) of pixel grey intensity values with the width W and the height H , where 0 ≤ x < W and 0 ≤ y < H .

Pixels are observed sample by sample in raster scan order, from top to bottom, left to right. In the assumed backward

adaptive approach, the encoder is allowed to use only past information that is also available to decoder. This means

that for forming the prediction only previously observed pixels are used, as shown in Figure 1. In fact, only small

subset of previously encoded pixels is used to form the causal template. Predictor from Figure 1 uses causal context of

surrounding pixels for the prediction of the current pixel :

Î(x, y) = f(Ω(x, y)) (1)

For simple predictors the compass point notation is used. For example N denotes North pixel, W denotes the West

pixel from the current pixel, NE North-West, etc. Instead of coding the real pixel value, the pixel prediction Î(x, y) =
f(Ω(x, y)) is performed and the prediction error e(x, y) = I(x, y) − Î(x, y) is produced. In our approach we treat

image as a composition of regions with varying dominant properties such as edges, textures, smooth regions, noisy

regions etc. Those properties pose different and conflicting constraints on the prediction function. The main properties

of image regions and their requirements on the predictor are given in [3, 4]. If we consider linear prediction function:

Î(x, y) = f
(

Ω(x, y)
)

=
∑

I(i,j)∈Ω

ai,j · I(i, j), (2)

∗E-mail:josip.knezovic@fer.hr, Tel: +385 1 6129 619
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Figure 1. Block scheme of predictive image coding
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Figure 2. Contextual elements of proposed predictor

then we can put following constraints on the predictor coefficients {ai,j} depending on the dominant property of the

current region: 1. Smooth regions: The intensity of pixel doesn’t change and it is required that
∑

ai,j = 1. For planar

region at least one of ai,j needs to be negative so that the gradient can be estimated; 2. Noisy regions: Require that the

least magnitude of noise is introduced into prediction, i.e.
∑

|ai,j | should be as small as possible. The best approach

is to use of averaging prediction function; and 3. Edges and textured regions: The most important visual part of

images [3]. Edges require adaptation in the predictor for edge detection and orientation. Textures are more difficult

to model and can be considered as combination of noise and edges [4]. Image regions can be viewed as composed

of structures mentioned before with one dominant property. The effectiveness of any prediction scheme depends on

its ability to adapt to dominant properties in image regions. Heuristically tuned switching predictors such as GAP

(CALIC algorithm) [5], MED (LOCO-I, JPEG-LS standard) [6] have the drawback which is the lack of robustness in

the presence of nontrivial structures such as those found in medical images.

2.1 Proposed Predictor

In order to efficiently model different image structures we propose adaptive predictor based on the idea of predictor

blends. The blending predictor is extended with dynamic determination of blending context on a pixel–by–pixel basis.

The set of predictors F = {f1, f2, · · · , fN} is composed of N static prediction functions adjusted to predict well in the

presence of specific property. For example simple predictor fW = I(x− 1, y) is known to predict well in the presence

of sharp horizontal edge. The classification process determines the set of neighboring pixels on which the blending of

predictors from F is performed [4]. Figure 2 depicts basic elements of proposed prediction scheme. ΩC denotes the

causal context used by the predictor. It is a rectangular window of radius R composed of previously encoded pixels

on which the search procedure for classification is performed. Each pixel from the ΩC and currently unknown pixel

I(x, y) is associated with its vector template v(x, y) that is composed of d closest causal neighboring pixels as shown

in Figure 2(b). As an example, the vectors of size d = 4 (v4(x, y)) and d = 10 (v10(x, y)) are shown. In Figure 2

the vectors of size four are used. The Euclidean distance between associated vectors will be used for classifications of

pixels into cells of similar elements, just like in VQ design. In order to reduce the complexity of proposed scheme some

basic simplifications are introduced. First, only the current cell in which the current pixel lies needs to be calculated.

Next, the cell population, i.e. number of pixels that go into the cell together with the current pixel’s vector, is set as

constant M at the beginning of the coding process. Proposed prediction scheme operates as follows:
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1. Classification: For each pixel I(i, j) ∈ ΩC compute the Euclidean distance D(i, j) between its corresponding

vector v(i, j)=w and the current pixel’s vector v(x, y)=v:

D(i, j) = ||v(i, j) − v(x, y)|| = ||w − v|| =

d
∑

k=1

|wk − vk|
2
. (3)

Based on the computed distances, determine M pixels from ΩC that belong to the current cell, i.e. with the

smallest vector distances from the current pixel’s vector. The current cell will be used as blending context ΩB

for F . This step is similar to nearest neighbor selection in VQ design.

2. Blending: On the blending context ΩB perform the blending of the set F = {f1, f2, · · · , fN} of predictors, as

described in [3]. For every predictor fk the penalty Gk is calculated by the following equation:

Gk =
∑

I(i,j)∈ΩB

(Îk(i, j) − I(i, j))2, (4)

where Îk = fk(i, j) is the prediction of fk ∈ F for the pixel I(i, j) ∈ ΩB . Based on the penalties we form the

prediction for the current pixel Î(x, y) as:

Î(x, y) = F (x, y) =





(

∑N

k=1
1

Gk

· Îk(x, y)
)

∑N

k=1 1/Gk



 . (5)

The prediction for the current pixel is the weighted sum of predictions of all the predictors from F with weights

inversely proportional to corresponding penalties. The penalty of predictor reflects its efficacy on the blending

context. If the predictor predicts well, its contribution in the final prediction will be higher. The predictors that

do not predict well on the current blending context will eventually be blended out by associated large penalties.

The denominator in (5) normalizes the final prediction so that the sum of weights equals to 1.

3. Error correction: On the blending context ΩB calculate typical error of the final predictor as:

ē(ΩB) =
1

M

∑

I(i,j)∈ΩB

(F (i, j)− I(i, j)). (6)

Based on the typical error of blending predictor F the final prediction for the current pixel is further refined as:

İ(x, y) = F (x, y) + ē = Î(x, y) + ē. (7)

This final step of proposed predictor captures typical bias of the blending predictor F on the classified set of

pixels ΩB that are the part of similar structure as current pixel.

Through the classification and blending process, proposed predictor adjusts itself to the dominant local property. The

blending allows other non–dominant properties to be modeled in the prediction, although with less contribution. This

is crucial difference compared with switching predictors that don’t have the capability to model nontrivial image struc-

tures with mixture of properties. Pixels from the search window that do not belong to the region with the same dominant

property as the region in which current pixel is will not be included in the current cell and thus they will not be part of

the blending context.

2.2 Contextual Error Modeling

Although the prediction step removes statistical redundancies within image data, there are remaining structures in the

error image [2]. Those structures are removed using contextual modeling of prediction error, where the context or

the state is the function of previously observed pixels, errors or any other relevant variables. As reported by Wu,

the heuristic method that uses both, previous pixels template and causal error energy estimate is best suited for this

purpose [5]. Wu’s contextual model is composed of two different submodels: (1) Model with large number of states that

is used for prediction error feedback; and (2) Model with low number of states used for error probability estimation. On

the other hand, Wu’s predictor is a heuristic predictor with low degree of adaptation and our proposal is highly adaptive

predictor with already built in error feedback mechanism (error correction step in the prediction). This implies that

we need smaller and less complex contextual model for estimation of error probabilities. Therefore, our error model

is built using error discriminant [5]: ∆ = dh + dv + 2|ew|, where dh = |W − WW | + |N − NN | + |N − NE|,
and dv = |W − NW | + |N − NN | + |NE − NNE|, are horizontal and vertical gradients around the current pixel,

and ew is the prediction error on the west pixel W from the current pixel. ∆ is uniformly quantized into eight levels to

produce the state of the model [5]. Every state contains the histogram table which is used for probability estimation of

the prediction error in the current state.
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(a) Zero order entropy vs. radius
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CT lomb MR head MR head1

MR knee OT an7 OT colon

(b) Representative set of medical images

Figure 3. Average zero order entropy of prediction error

Radius R Cell size M Vector size d

5 7 4

Table 1. Working parameters for CBP

3 Experimental Results

In order to evaluate the performances of the proposed predictor we exhaustively run tests on the large set of various

2D medical images [7], [8]. For the purpose of demonstration, we chose a small set of 9 medical images with 8

bits per pixel precision shown in Figure 3(b). Proposed scheme has several parameters that can be varied in order to

balance between the compression ratio and the computational complexity. Those are:(1) Radius R of the classification

context that defines the size of the classification template on which the current cell is estimated (Figure 2). Increasing

R, the algorithm has more chance to capture the structure of the current region, but at the cost of higher complexity;

(2) Population size M of the current cell. Captures the similar pixels to the current pixel for blending of predictors.

If this parameter is too small the resulting predictor is overspecialized. On the other hand, higher value of would

result in pixels in the current cell that are not similar to the current pixel;(3) The size of the vector template d.

Vector template is composed of closest already observed pixels. In proposed predictor we experimented with the

vector size 1 to 10 as shown in Figure 2(b). The larger vector size, the better capability to capture more complex

structures and the larger number of computations. (4) Set of predictors F . Exhaustive tests on a large amount of

various medical images had shown that the set F should contain simple static predictors that are suited to various

regions, such as oriented edges, planar regions, smooth regions etc. Our experiments resulted in best choice for set

F to be: F = {N,W,NW,NE,N + W − NW,GW , GN}, where GW = 2N − NN and GN = 2W − WW .

The set includes simple predictors suited for edges, planar predictor and predictors with gradient modeling for planar

regions. Through the blending process the final predictor has the form of averaging predictor which is suited for noisy

regions and for modeling higher structures such as textures. Inclusion of additional, more complex predictors in F
resulted in negligible increase of compression efficacy and substantial increase in complexity. Although the set F was

a result from our empirical investigations on an extremely large set of medical images, it reveals the universality of the

approach: every predictor from the resulted set is a representative for specific property such as horizontal and vertical

edges, planar structures and gradient regions.

Figure 3(a) shows the average zero-order entropy of the proposed predictor on a selected set. We show zero-order

entropy in bits per symbol (bps) versus radius of the classification template and with the cell population M as a

parameter. Vector template is set to four, since it showed to be the best tradeoff between compression and complexity.

As can be seen, the entropy saturates for R > 6 and M > 6 and increasing those values above results in negligible

increase in compression.

Following the results shown in 3(a) and from our experiments, Table 1 shows experimentally chosen working param-

eters of the CBP predictor that showed to be the best tradeoff between compression and performances for exhaustive

set of medical images (over one thousand). Using those values, we designed a complete lossless image compression

algorithm that incorporates CBP predictor, contextual error modeling described section 2.2 and arithmetic coding. We

call it Classification and Blending Predictive Coder (CBPC). Table 2 shows the results of our CBPC coder compared

with the results of popular lossless coders for our test set. We show the bitrate as an average number of bits per pixel
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Image CALIC JPEG–LS JPEG200R CBPC

CR Chest 2.35 2.39 2.52 2.27

CT Abdo 2.27 1.89 2.59 1.92

CT Brain 1.24 1.29 1.42 1.10

CT Lomb 2.21 2.34 2.38 2.17

MR Head 4.27 4.44 4.47 4.18

MR Head1 4.44 4.62 4.71 4.33

MR Knee 4.98 5.08 5.11 4.92

OT An7 3.70 3.67 3.97 3.62

OT Colon 3.21 3.20 3.45 3.10

Average 3.18 3.21 3.40 3.07

Table 2. Comparison of coders in achieved bitrate (bpp)

or symbol (bps) required to encode the image. The results correlate well with a complete set of medical images used

in our experiments. The first column shows the bit-rates of the CALIC algorithm [2], the second column the JPEG-

LS results [6] and the third column shows the results of JPEG 2000 lossless compression that uses reversible wavelet

transform [9]. We didn’t include the results of dictionary based compression methods because those techniques can’t

give comparable results for medical image data [10]. The CBPC coder outperformed all other coders by at least 0.11

bps on average. Although this decrease in bitrate seems negligible, it shows its benefit on a large amount of image data.

4 Conclusions

The results obtained with our proposed compression algorithm are encouraging. Although we showed the results

on whole images, proposed method can be applied on image regions of interest as well for lossless compression of

selected regions [1]. Proposed approach of modeling the image as composed of regions with the mixture of dominant

and non–dominant properties has shown to be efficient for lossless image compression. Our predictor is moderately

more complex than predictors used in contemporary lossless compression algorithms such as CALIC and JPEG-LS.

Also, computational complexity of proposed method can be tuned for both goals: better compression and faster time

by changing its parameters on a image by image basis.
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Medical Image Segmentation by Water Flow 
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Abstract. We present a new image segmentation technique based on the paradigm of water flow and apply it to 
medical images. The force field analogy is used to implement the major water flow attributes like water pressure, 
surface tension and adhesion so that the model achieves topological adaptability and geometrical flexibility. A 
new snake-like force functional combining edge- and region-based forces is introduced to produce capability for 
both range and accuracy. The method has been assessed qualitatively and quantitatively, and shows decent 
detection performance as well as ability to handle noise.  

1. Introduction 

Segmenting anatomical structures from medical images is a fundamental step in analysing medical data. For example, 
the retina vessel structures can provide useful information like vessel width, tortuosity and abnormal branching which 
are helpful in diagnoses. Manual delineation of the structures is ineffective and inefficient especially when the 
number of images is large. Therefore, automatic analysis is needed. However, the complexity and variability of the 
anatomical features, together with the imperfections of typical medical images such as intensity inhomogeneities and 
imaging noise which cause the boundaries of structures of interest discontinuous or indistinct, make the automatic 
segmentation very challenging.  

Many methods have been proposed in medical image segmentation. Active contours or snakes [1] are one of the 
powerful segmentation techniques. An active contour is essentially a parameterized curve which evolves from an 
initial position to the object’s boundary following some rules so that a specified energy functional can be minimized. 
The methods achieve many desirable features including inherent connectivity and smoothness that counteract object 
boundary irregularities and image noise. Therefore, they provide an attractive solution to the medical image 
segmentation problem. However, there are still many limitations. Classical parametric snakes use edge information 
and need good initialization for a correct convergence. Moreover, they cannot handle topological and geometrical 
changes like object splitting or merging and boundary concavities. Many methods have been proposed to overcome 
these problems. The balloon models [2], distance potentials [3], and gradient vector flow (GVF) [4] have been 
developed to solve the problems of initialization and concave boundary detection. Snake energy functionals using 
region statistics or likelihood information have also been proposed [5, 6]. A common premise is to increase the 
capture range of the external forces to guide the curve towards the boundaries. For complex topology detection, 
several authors have proposed adaptive methods like the T-snake [7] based on repeated sampling of the evolving 
contour on an affine grid. Geometric active contours [8, 9] have also been developed where the planar curve is 
represented as a level set of an appropriate 2-D surface. They work on a fixed grid and can automatically handle 
topological and geometrical changes. However, many methods solve only one problem whilst introducing new 
difficulties. Balloon models introduce an inflation force so that it can “pull” or “push” the curve to the target 
boundary, but the force cannot be too strong otherwise “weak” edges would be overwhelmed. Region-based energy 
can give a large basin of attraction and can converge even when explicit edges do not exist but it cannot yield as good 
localization of the contour near the boundaries as can edge-based methods. Level set methods can detect complex 
shapes well but also increase the complexity since a surface is evolved rather than a curve.  

Many region merging and growing techniques rely on the assumption that adjacent pixels in the same region have 
similar characteristics such as intensity, texture or colour. They test the statistics inside different adjacent regions and 
then decide whether or not they can be merged according to the specified homogeneity criterion. The methods are 
free of topological changes since they are pixel-wise techniques without smoothness constraints [10]. However, this 
feature tends to yield irregular boundaries and small holes, especially for noisy images [11]. Besides, the region 
statistics comparison standards on which they are based can lead to inaccurate contour detection.  

Another shortcoming of active contours and region merging methods, both of which are mathematical models, is the 
difficulty of explaining the abstract operation principles, model variables and parameters. In comparison, physical 
models have the fundamental advantage that the working principles, input and output are all explicit and material and 
hence are easy to interpret and debug. The physical model we propose is based on water flow analogy because the 
features of water like fluidity and surface tension can lead to topological adaptability and geometrical flexibility, as 
well as contour connectivity and smoothness. In this paper, the force field analogy [12], which is highly robust to 
noise, is adopted to define the resultant force of water pressure, surface tension and adhesion, instead of the binary 
convolution method and the gradient of ‘clipped’ edges [13, 14]. This provides a more solid and complete theoretical 
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basis for the framework. The method shows encouraging performance on synthetic and real images. A quantitative 
performance evaluation is also presented to show noise robustness of the new operator, compared with the level set 
method based on region statistics [6]. 

2. Water flow model 

The new technique aims to detect objects with closed shapes (simple or complicated) accurately whilst retaining a 
smooth shape. We thus use the analogy to water flow, which is a compromise between several factors: the position of 
the leading front of a water flow depends on pressure, surface tension, adhesion/capillarity. There are some other 
natural properties like turbulence and viscosity, which are ignored here. Image edges and some other characteristics 
that can be used to distinguish objects are treated as the “walls” terminating the flow. The final static shape of the 
water will describe the related object’s contour.  

The flow is determined by pressure and the resistance. The relationship between the flow rate fr, the flow resistance R 
and the pressure difference, is given by: 

( )i orf P P R= −                     (1) 

where Pi and Po are pressure of the inflow and outflow, respectively. The pressure difference drives the flow and  

r effectivef AV=                     (2) 

where A is the cross-sectional area and Veffective is the effective flow velocity. Hence the velocity can be related to 
force and resistance through equations (1) and (2).  

There are small discontinuities or weak regions existent on the contours which may lead to “leakage” of water. The 
surface tension, which can form a water “film” to bridge gaps, is then applied to overcome the problem. There is an 
attractive force, named adhesion, existing between water and walls. It is also adopted in the new technique so as to 
assist surface tension to bridge edge gaps and allow flow into narrow braches. 

2.1 Framework of the water flow analogy 

One pixel in the image is considered to be one basic unit of the water. The water pressure is defined as the resultant 
force of the repulsive forces between the water elements. The elements on the water contour, however, are considered 
to attract other contour elements, and hence generate surface tension. The image edges that are not flooded produce 
attractive forces and the total attraction is defined as the adhesion.  

The flow process is assumed to be made up of two separable steps. The first stage is acceleration: the contour 
element achieves a velocity due to the presence of the water pressure, surface tension and any adhesive force, and the 
ultimate value is given by equations (1) and (2). The next step is exterior movement where the moving element is now 
free from the influence of other water elements and suffers only external image forces. This is not consistent with real 
action but is sufficient for the digital image analogy and greatly simplifies the algorithm.  

The water element can move outwards in any direction for which the component of velocity is positive. However, 
only if the velocity is sufficiently large, can the element break through the image resistant forces and ‘flood’ an 
adjacent ‘dry’ position. To reconcile the flow velocity with forces, dynamical formulae are used. Here, the definitions 
of kinetic energy and resistant work are used. Given an element with mass m, a positive velocity v on a particular 
direction and is acted by the force F during the process, if the element can arrive at the direction-related position after 
a displacement S, then this inequality must be fulfilled: 

2 2 0FS mv+ ≥                  (3) 

where force F is scalar that is positive when it is consistent with velocity v, and negative otherwise. The inequality 
means that only if the initial kinetic energy given by water forces could exceed the resistant work given by the image 
force, can the element finally flow to the target position. 

2.2. Force field, water forces, and flow velocity 

In this new water flow model, each water element is treated as a particle exhibiting attraction or repulsion to other 
ones, depending on whether or not it is on the surface. The adhesive force, essentially, is determined by the attractive 
forces from the adjacent edge points. These facts demonstrate a link between the new model and the force field 
analogy [12]. Both water elements and the image pixels that are not flooded are treated as arrays of mutually attracted 
or repelled particles acting as the source of a Gaussian force field. Gauss’s law is used as a generalization of the 
inverse square law which defines the gravitational and electrostatic force fields. Denoting the mass value of pixel with 
position vector ri as L(ri), we can define the total attractive force at ri from other points within the area W as 
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The equation can be directly adopted in the water flow model, provided the mass values are properly defined. The 
magnitude of a water element is set to 1, and that of an image point equals to the corresponding edge strength. The 
water contour points and the image pixels should be set positive, and the interior water elements should be negative 
because equation (4) is for attractive forces. 

From equations (1) and (2), the flow velocity is inversely proportional to the resistance of water. In a physical model, 
the resistance is decided by the viscosity, the flow channel and temperature etc. Since this is a physical analogy which 
offers great freedom in selection of parameter definitions, we can relate the resistance definition to certain image 
attributes. For instance, in retina vessel detection, if the vessels have relatively low intensity, we can define the 
resistance to be proportional to the intensity of the pixel. If we derive the resistance from the edge information, the 
process will become adaptive. That is, when the edge response is strong, resistance should be large and the flow 
velocity should be weakened. Thereby, even if the driving force set by users is too “strong”, the resistance will lower 
its influence at edge positions and the problem in balloon models [1], where strong driving forces may overwhelm 
“weak” edges, can be suppressed. We first write an equation of velocity by (1) and (2): 

( )( )i i A R= ⋅V Fr r                  (5) 

where V(ri)is the resulting flow velocity. In this paper, A is set as a constant, and R at position (u, v) is determined by 
exp{ ( , )}R k u v= ⋅E                  (6) 

where E is the edge strength matrix and k controls the fall of the exponential curve. If we assign a higher value to k, 
the resistance would be more sensitive to the edge strength, and a lower k will lead to less sensitivity. 

2.3. Image force 

During the exterior movement step, the moving element is acted solely by the image force, which is a combination of 
edge-based and region-based force functionals. The edge potential force is defined as the gradient of an edge 
response map since it gives rise to vectors pointing to the edge lines [4]. The force is large only in the immediate 
vicinity of edges and always pointing towards them. The potential force on a contour element (xc, yc) is given by:  

( , )t tP x y= ∇F E                  (7) 

where ∇ E is the gradient of the edge map, and (xt, yt) are the coordinates of the flow target because the potential force 
is presumed to act during the second stage of flow where the element has left the contour and is moving to the target. 

The forces defined above work well as long as the gradient of edges pointing to the boundary is correct and 
meaningful. However, as with corners, the gradient can sometimes provide useless or even incorrect information. 
Unlike the method used in the inflation force [2] and T-snake [7], where the evolution is turned off when the intensity 
is bigger than some threshold, we propose a pixel-wise regional statistics based image force. The statistics of the 
region inside and outside the contour are considered respectively and thus yield a new image force:  

2 2( ) ) ( ( ) )
1 1

( , ,int ext
S t t int t t ext

int ext

n n
F x y x y

n n
µ µ− −= − +

+ −
I I                (8) 

where subscripts “int” and “ext” denote inner and outer parts of the water, respectively; µ and n are the mean intensity 
and number of pixels of each area, separately; I is the original image. The equation is deduced from the Mumford-
Shah functional used by Chan’s level set operator [6] and the derivation has been shown in [13, 14].  

Edge-based forces provide a good localization of the contour near the real boundaries but have limited capture range 
whilst region-based forces have a large basin of attraction and relatively low detection accuracy. A convex 
combination method is chosen to unify the two functionals:  

SP FFF )1( αα −+=                 (9) 

where all terms are scalar quantities where a positive value means the direction is from the origin to the target flow 
position, and α (0≤α≤1) is chosen by the user to control the balance between them. 

2.4. Movement decision process 

If the acceleration stage gives an initial velocity pointing outwards, inequality (3) will be used to determine whether 
or not the element could reach the target position in the second flow stage. Each possible target position will be tested 
separately. As all the terms in inequality (3) are scalars, the velocity given by equation (5) will be decomposed. The 
scalar terms will be positive if they point from the origin to the target. In inequality (3) and equation (5), there are 
parameters like m, S and A which are defined as constant. For simplicity, we divide the two sides of inequality (3) by 
S, combine all the constant parameters and hence get the movement decision processor:  

163



   

    
(a) LS (MSE: 0.83)           (b) WF (MSE: 0.13)          (c) LS (MSE: 1.02)           (d) WF (MSE: 0.31) 

Figure 1. Quantitative evaluation and detection examples for level set method (LS) and water flow operator (WF). 

2 0Fvλ + ≥                (10) 
where λ, the combination of mass m, displacement S and area A, is a regularization parameter set by users controlling 
the trade-off between the two energy terms. In total, if the initial flow velocity v is positive, and inequality (10) can be 
satisfied, the water element will move to the corresponding direction and flood the target position. 

3. Experimental Results 

3.1. Quantitative evaluation 

A quantitative result assessment is performed as shown in figure 1. The level set method based on region statistics [6] 
is chosen for comparison. The test image is synthetic in order that the ideal result can be achieved. The object of 
interest is designed with a boundary concave to increase the detection difficulty. Different levels of Gaussian and 
Impulsive noise are added. The mean square error (MSE) is used to measure the performance under noise.  

2

1
m ax( , )

I D

k D I
k

M SE d I I
=
∑=               (11) 

where II and ID are the number of ideal and detected contour points respectively and dk is the distance between the kth 
detected contour point and the nearest ideal point. For both noise, the performance of the water flow model is 
markedly better than the level set operator especially when the noise contamination is severe (SNR less than 10dB). 
The performance superiority of the new operator under noisy conditions is further illustrated qualitatively by the 
segmentation results for Gaussian noise (SNR: 13.69) and impulsive noise (SNR: 11.81), see figure 1 (a) to (d). This 
robustness to noise is desirable for medical image segmentation as discussed in Section 1.  

3.2. Natural medical images 

    

(a)               (b)    (c)        (d) 
Figure 2. Segmentation results in real medical images: a) femur in MR knee image, b) brain in a sagittal MR image, c) 
carotid artery in a MR carotid MRA image and, d) grey/white matter interface in MR brain image slice.  
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(a)         (b)          (c) 

Figure 3. Segmenting vessels in retinal images with low resolution and quality (k=50, α=0.5, λ=1) 

We applied the new model to natural medical images. Figure 2 presents the segmentation results for MR images. The 
water sources are all set inside the object of interest and parameter are chosen as k=50, α=0.5, λ=1. The resultant 
contours are relatively smooth by virtue of surface tension. The operator can find weak-contrasted boundaries as 
shown by figure 2 (b) where the indistinct interface between the brain and the spine is detected. This is achieved by 
combining a high value of k that gives the operator a high sensitivity to edge response and the region-based forces. 
The fluidity of water leading to topological adaptability and geometrical flexibility is fully realised. Figure 2 (c) and 
(d) illustrate this – the complex structures and irregular branches are segmented successfully.  

Retinal vessel segmentation plays a vital role in medical imaging since it is needed in many diagnoses like diabetic 
retinopathy and hypertension. The irregular and complex shape of vessels requires the vessel detector to be free of 
topology and geometry. Furthermore, digital eye fundus image often have problems like low resolution, bad quality 
and imaging noise. The water flow model is a natural choice. Figure 3 shows the segmentation results. In figure 3 (a), 
only one water source inside the vessels within the optic disk is initialised. We can see that the major vessel structure 
has been detected, and the result is a single, connected structure. By setting multiple initialisations, more complete 
results can be achieved as shown in figure 3 (b) and (c). In figure 3 (b), multiple flows of water merged, leading to a 
single vessel structure. In 3 (c), some flows merged and some remained separated. This can be improved by post-
processes like gap-linking techniques.  

4. Conclusion 

This paper combines the water flow model with force field analogy. This provides the physical framework a more 
theoretically sound and complete basis. The desirable features of water such as fluidity and surface tension are gained, 
leading to topological adaptability, geometrical flexibility, and segmentation smoothness. The immunity to noise 
which is enhanced by embodying force field paradigm also helps to make it suitable for medical image processing. 
The application of the model to MR and eye fundus images illustrates great potential of the method. Note that this is a 
general framework and can be combined with more refined edge/region detectors to achieve better performance, and 
the physical feature of the model makes it straightforward to be extended to the segmentation of 3D volumes.  
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Abstract. We present a novel variational level set method to automatically segment the left ventricle (LV) in real time
3D echocardiographic images. The motivation for our research is to assist a clinician to track the motion of the LV in
a cardiac sequence for the diagnosis of heart disease. The image phase gradient (rather than the intensity gradient)
is employed as the edge indicator function. The motion continuity across the cardiac sequence is constrained by
a region-weighted parameter in the external force. Incorporating image local phase into the variational level set
method without re-initialization proposed in [1] enables an implementation with a simple finite difference scheme
and allows for flexible and efficient initialization. The preliminary results on one volunteer dataset are shown in a
qualitative and quantitative manner.

1 Introduction

Real-time three-dimensional echocardiography (RT3DUS) is receiving a lot of attention at the current time for cardiac
diagnosis and therapy. Unlike previous 3D echocardiography modes: rotational probes and free hand probes, third
generation 3D echocardiography is a truly real-time acquisition modality which generates a pyramidal volume data set
with a 2D array of transducer elements. Although RT3D has lower spatial resolution than cardiovascular MR (CMR),
ultrasound machines are portable and relatively cheap; acquisition times are fast, hence there is a drive to find roles for
this imaging modality in clinical practice.

Tracking the structure and motion of the left ventricle (LV) is of great clinical interest in the quantitative assessment
of heart function. Early segmentation approaches focused on single frame (2D) endocardial border tracking to derive
measures such as the ejection fraction for the diagnosis of heart diseases. However, since the heart moves non-rigidly
and the speckle pattern associated with the deforming tissue decorrelates across the cardiac cycle, it is natural and
logical to view segmentation of the LV as a spatio-temporal problem [2]. For example, Mulet-Prada and Noble [3]
proposed to use a feature asymmetry measure derived from the local phase to automatically detect the endocardium in
a spatio-temporal space. Friedland et al. [4] represented the contour using polar coordinates and modeled the temporal
continuity using a Markov random field (MRF). The tracking problem was formulated as the minimization of an
energy function and optimized by a simulated annealing algorithm. Dias et al. [5] proposed a similar algorithm but
took into account the speckle statistics in joint endocardial and epicardial border detection. A spatio-temporal version
of Deriche edge detection was developed by Herlin and Ayache [6] to track the cardiac boundary. Active contour
has been proposed as an alternative approach for tracking the LV boundaries. Mikic et al. [7] proposed a knowledge-
guided segmentation approach in which the optical flow estimates were used to guide the propagation of the fitted
curve from one frame to another. Chalana et al. [8] employed an active surface model to represent the LV endocardial
and epicardial borders as two planar curves. The image gradient was used as the attracting force, while the motion
between consecutive frames was constrained by an external energy term. Lin et al. [9] developed a novel variant of
level set method that combined the region and edge information across spatial scales but required a well located curve
extraction at a high pyramid level.

In this paper, we propose a novel variational level set approach to segment the LV in a RT3D echocardiograhic se-
quence. The image phase gradient is used as the external force for the contour to converge to the exact LV bound-
aries and motion continuity across the cardiac cycle is constrained by a region-weighted parameter, provided that the
maximum contraction frame is detected by cross-correlation. A penalizing energy that can completely eliminate the
re-initialization step is employed as the internal energy. The proposed method has been implemented in a simple
numerical solution with flexible initialization of the level set function. Experimental results show its ability to spatio-
temporally segment the LV boundaries in both short axis (SA) and long axis (LA) views of RT3D echocardiographic
images.
∗{weiwei,noble,jmb}@robots.ox.ac.uk and chunming.li@vanderbilt.edu
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2 Segmentation Method

The level set method [10] is a useful tool for image segmentation. The key idea behind the method is to represent
the moving front C as the zero level set C(t) = {(x, y)|φ(x, y, t) = 0} for a higher dimensional level set function
φ(x, y, t). In the variational level set method [11], the curve evolution equation is the gradient flow of the level set
function that minimizes certain energy functionals:

∂φ

∂t
= −∂E

∂φ
(1)

where ∂E
∂φ denotes the Gateaux derivative (or first variation) of the functional E(φ). The variational method is superior

to the pure PDE-driven method not least with respect to incorporating prior knowledge (region-based or shape-prior
information) into the functional. In this paper, we propose the following total energy functional to be minimized:

E(φ) = Eψ(φ) + P(φ) (2)

where Eψ(φ) is the external term based on local phase information to attract the level set towards the object boundaries
and P(φ) is the internal term that penalizes the deviation of φ to a signed distance function. Due to the penalizing
effect of the internal term, the gradient flow that minimizes the functional E(φ) is able to enforce the signed distance
property of φ during the evolution and the re-initialization step can be completely eliminated (see section 2.2).

2.1 Phase Gradient as the Edge Indicator Function

Most edge-based segmentation approaches depend on an external force to stop the level set evolving at the nearest
maxima of the input image gradient. This requires that the image be presmoothed (by a Gaussian kernel) at a certain
spatial scale in order to create a large basin of attraction for the level set to converge, which is usually defined by an
edge indicator function 1. However, the Gaussian convolution blurs the location of edges so that the contour is not
well attracted to the exact object boundaries. In particular, in RT3D echocardiographic images, the LV boundary is
usually not well identified due to speckle orientation dependence of acquisition and intensity dropouts in the shadow
zones. A purely intensity-based approach is rarely successful in segmenting the LV. The local phase is an alternative
image descriptor that better describes a detected image feature, such as an edge or ridge in a signal (rather than signal
magnitude) [12]. It has previously been advocated as a good representation for ultrasound image analysis [2,3]. In this
paper, we propose to use the image phase gradient instead of the intensity gradient as the edge indicator function gψ:

gψ = exp(−|∇ψ(x, y)|), ψ(x, y) = tan−1

(
b√

(h1 ⊗ b)2 + (h2 ⊗ b)2

)
(3)

where ψ is the local phase estimated using the monogenic signal [13] and b is the bandpass filtered image b = f ∗ I .
In our work, the log-Gabor filter is chosen as the bandpass filter f . h1 and h2 are a pair of vector valued filters that are
odd and distributed with isotropic energy in the frequency domain [13].

The external energy based on the local phase information can be defined as:

Eψ(φ) = λLgψ
(φ) + νAgψ

(φ) = λ

∫

Ω

gψδ(φ)|∇φ|dxdy + ν

∫

Ω

gψH(−φ)dxdy (4)

where λ > 0 and ν are the constants; δ and H are the Dirac function and Heaviside functions respectively. The
geometric meaning of the energy Lgψ

(φ) is the length of the zero level curve of φ in the conformal metric. The energy
functional Agψ

can be considered as the weighted region of Ω−φ = {(x, y)|φ(x, y) < 0}. Depending on the relative
position of the initial contour, the coefficient ν can be defined as a positive or negative value to control the movement
of the contour. In our case, the motion of the heart in the cardiac cycle can be divided into two main stages: diastole
(expansion) and systole (contraction). In order to track the LV boundaries automatically in a sequence, we first use
cross-correlation to detect the maximum contraction frame [14]. If the initial contour is placed outside the LV, the
coefficient ν can be set to a positive value, so that the contour can shrink toward the LV boundaries from the beginning
of the sequence to the maximum contraction frame. After the maximum contraction frame, the coefficient ν should be
set to a negative value in order that the contour can expand till the end of the sequence.

1g = 1
1+|∇Gσ∗I|2 where I is the input image and ∇Gσ is the Gaussian kernel with standard deviation σ (or scale).
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2.2 Level Set Evolution Without Re-Initialization

In the traditional level set method, a re-initialization step is necessary and unavoidable in order to maintain a stable
evolution. The solution is to keep the evolution of the level set function close to a signed distance function,2 especially
in a neighborhood around the zero level set. However, in practice, the re-initialization process is computationally
expensive and breaks the agreement between the theory of the level set method and its implementation [15]. Li et al. [1]
proposed an energy functional with an internal energy term that penalizes the deviation of the level set function to a
signed distance function. Therefore, the signed distance property can be maintained in the evolution, which is the
gradient flow that minimizes the energy functional, and hence there is no need for re-initialization. It is well known
that the key property of a distance function is |∇φ| = 1. Any function that satisfies |∇φ| = 1 is equal to a signed
distance function plus a constant. Therefore the penalizing energy can be defined by:

P(φ) = µ

∫

Ω

1
2
(|∇φ| − 1)2dxdy (5)

where µ is a positive constant. Equation (5) is actually a metric that characterizes how a function φ approximates a
signed distance function in Ω ∈ R2. The effect of equation (5) is to automatically maintain the level set function as an
approximate signed distance function during the evolution of φ, so that the re-initialization is no longer necessary.

In summary, the total variational functional E is now updated to combine the external and internal energy as outlined in
the above sections. To minimize the energy functional E(φ), we use the standard gradient descent (also called steepest
descent) method by solving the gradient flow equation:

∂φ

∂t
= λδ(φ)div(gψ

∇φ

|∇φ| ) + νgψδ(φ) + µ[4φ− div(
∇φ

|∇φ| )] (6)

where 4 is the Laplacian operator, div is the divergence operator and div( ∇φ
|∇φ| ) computes the mean curvature of the

level contours.

3 Implementation

3.1 Initialization of Level Set Function

Since the re-initialization step is eliminated in our approach, the level set function is no longer required to be initial-
ized as a signed distance function. Thus it allows for a more flexible initialization scheme. Following the efficient
initialization scheme proposed in [1], we initialize the level set function as:

φ0(x, y) =




−ρ, (x, y) ∈ Ω0 − ∂Ω0

0 (x, y) ∈ ∂Ω0

ρ Ω− Ω0

(7)

where Ω0 is a subset of the image domain Ω and ∂Ω0 is the boundary of Ω0. The ρ is a positive constant larger than
2ε, where ε = 1.5 is the width of the regularized Dirac function: δε = 0, when |x| > ε and δε = 1

2ε [1 + cos(πx
ε )],

when |x| ≤ ε.

3.2 Numerical Implementation

Equation (6) can be numerically implemented by defining the iterative update equation:

φk+1
i,j = φk

i,j + τL(φk
i,j), L(φk

i,j) =
φk+1

i,j − φk
i,j

τ
(8)

where τ is a time step, and L(φi,j) is the approximation of the right hand side in equation (6) by using the central
difference scheme to estimate spatial partial derivatives. There is a tradeoff between the time step and accuracy in
boundary tracking. The larger the time step, the more quickly the contour evolves and the more errors in the boundary
location. Moreover, in the numerical implementation of equation (6) the time step τ and the coefficient µ must satisfy
τµ < 1/4 in order to ensure a stable iteration. We have empirically determined that the combination of the parameters
(λ = 6, µ = 0.2, ν = ±2.5, τ = 1) yields a good segmentation result.

2 ∂φ
∂t

= sign(φ0)(1− |∇φ|) where φ0 is the function to be re-initialized, and sign(φ) is the signed distance function.
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4 Results

One volunteer dataset has been used to date in the experiments. The RT3D echocardiography was acquired using a
Philips Sonos 7500 and contained 18 frames in one cardiac cycle for the volunteer. The mid short axis (SA) and mid
long axis (LA) slices were taken from a RT3D apical acquisition.

Figure 1 (top row) shows the results for the SA view over one cardiac cycle (Due to the paper space constraint, we
selected number 1, 4, 8, 11, 15 and 17 frames in the figure). The initial contour was roughly placed outside the LV.
The final contour from one frame is automatically applied to the next frame as the initial contour. The ν in equation
(4) is defined as ν = 2.5 for the first frame to the eighth frame and changed to a negative value after the maximum
contraction frame. Figure 1 (bottom row) shows the results on the LA view over one cardiac cycle. Figure 2 shows
the 3D segmentation results on the ED and ES volumes, which were obtained from multi-slice segmentation by the
proposed method.

Figure 1. Result on the LV segmentation of SA and LA views over one cardiac cycle.

Figure 2. Extension to the 3D segmentation of the ED and ES volumes and an example of the validation method.

5 Validation

We validated our proposed segmentation method by comparing the results with a set of the LV contours in the cardiac
cycle that were manually traced by an expert cardiologist. After the segmentation, the image domain can be divided
into two regions: k = {Ωseg ∈ Ω} where the pixels are inside the LV and q = {Ω − Ωseg} where the pixels are
outside the LV (or the image background). Therefore, the Dice Similarity Coefficient (DSC) can be used to evaluate
the performance of the local phase based segmentation method [16]:

DSC =
2 · |CAuto ∩ CManual|
|CAuto|+ |CManual| =

2 · TP

(TP + FN) + (TP + FP )
=

2 · TP

2 · TP + FP + FN
(9)

where CAuto denotes the LV area segmented by the proposed automatic approach and CManual denotes the LV area
segmented by the expert manual segmentation. We also define the true positive (TP) as the pixels correctly assigned
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to k by both methods; the true negative (TN) as the pixels correctly assigned to q by both methods; the false positive
(FP) as the pixels correctly assigned to k by the manual segmentation but assigned to q by the proposed segmentation
and the false negative (FN) as the pixels correctly assigned to q by the proposed segmentation but assigned to k by the
manual segmentation. The mean values of DSC are 92.83% and 93.85% for the SA and LA views respectively.

6 Discussion

In this paper, a novel variational level set method is presented to automatically track the LV boundary in a RT3D
echocardiographic sequence. The preliminary results have shown that the edge indicator function using the local
phase gradient can well preserve the edge information despite the strong presence of speckle noise so that the contour
can arrive at the exact boundary. Apart from the elimination of re-initialization step, one advantage of incorporating
the penalizing energy is to allow for a flexible initialization scheme, such as registration-guided initialization of the
level set function. Since the segmentation of other modality cardiovascular image such as cardiovascular MR (CMR) is
relatively easy, co-registration of CMR image with echocardiographic image can provide a rough estimate for the initial
level set function to efficiently converge to object boundaries. In the future, we will investigate the co-registration of
CMR and RT3D echocardiographic images to assist the LV segmentation and the clinical validation and application.
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Abstract. We present an image analysis algorithm to detect vascular leakage in retinal fluorescein angiographic
image sequences. The key contribution is a two-step spatio-temporal detection technique exploiting the evolution
of intensity levels in hyper-fluorescent leakage regions. The rationale is that where haemorrhaging is present there
will be a characteristic evolution of the intensities over time, in the simplest case an increase of fluorescein in later
frames in comparison to areas of normal perfusion. The specific nature of the intensity profiles is determined using
an AdaBoost learning algorithm. Such a classifier is trained using a varied set of ground-truth image sequences and
tested on unseen images.

1 Introduction

This paper presents an algorithm for detecting vascular leakages in retinal fluorescein angiographic (FA) sequences by
exploiting the evolution of intensity levels over time. Vascular leakage in the retina is a serious condition that may
be caused by vascular disorders such as diabetic retinopathy and retinal vein occlusions. An automated method to
detect the resulting haemorrhages could have the advantage of being more objective than manual inspection and being
repeatable and reproducible.

Our algorithm adopts the plausible detection paradigm introduced by Trucco and Kamat [1], whereby a detection
task is approached by first collecting a set of acceptable (plausible) candidates, including possible false positives but
avoiding false negatives, then applying specific knowledge to filter out false positives. Our study makes use of image
sets obtained from the Optos Panoramic 200MA scanning laser ophthalmoscope in fluorescein angiography mode. The
crucial advantage of this imaging modality is that it captures up to a 200◦field of view of the retina, much greater than
conventional fundus cameras. The images have dimensions of 3900× 3072 pixels with 256 grey levels. The wide field
of view is valuable to clinicians, particularly when identifying regions of interest in the retinal periphery [2].

This paper is organised as follows. Previous work is summarised in Section 2, our algorithm is outlined in Section 3,
results are presented and discussed in Section 4 and finally we conclude with a summary of our work.

2 Related Work

To our knowledge, all previous approaches to leakage detection in retinal fluorescein angiograms have followed a
simple concept; that of analysing the temporal change in intensity between an early and a late frame. The Ophthalmic
Imaging Research Group at Aberdeen University developed an automated method to detect macular leakage in fundus
images by this principle [3–5]. An image pair is aligned by semi-automatic registration and the macular region analysed
on a pixel-by-pixel basis using grey level thresholding and region growing. They detect and quantify leakages into five
levels of severity. A majority voting scheme is also proposed using three pairs of early and late frames [4, 5]. The
most recent paper [5] incorporates a principled method for correcting uneven background illumination, which respects
macular shading and significant retinal structures to allow for more robust results. Likewise, the work of Martinez-
Costa et al. [6] aligns an early-late image pair and then detects pixels with a high difference in grey level. This work
exclusively analyses the central foveal area for macular leakage. The fovea centre is manually located in order to define
a region-of-interest, with concentric circular areas representing severity of leakage centred on the fovea.

However, only using a pair of frames (or three pairs in the case of majority voting) overlooks considerable information.
As a result such methods are limited by the initial image pair selection, requiring that both images are of good quality
with minimal artefacts or occlusions; should this not be the case, the result could be misdetections. An approach
deriving information from multiple frames should be more robust to intermittent occlusions and artefacts. Whereas
previous studies have used models of fluorescein decay in their analysis, our approach is to estimate the characteristic
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intensity change over time from real data. Cree et al. [5] constructed a realistic exponential model of fluorescein decay,
whereas Phillips et al. [4] employed a simple linear model. In contrast, our technique captures the changes in intensity
from real FA sequences with and without leakage. A learning algorithm automatically selects the criteria to distinguish
between leakage and non-leakage regions. Furthermore, previous work has assumed a clear increase of fluorescence in
the late image compared to the early frame. However, this simple criterion will not necessarily allow to distinguishing
between hyper-fluorescent leakage and potential false objects such as late filling vasculature, scars from laser surgery
and late ‘staining’ of the optic disc. Our proposed scheme to exploit the evolution of intensity over time should be able
to distinguish better between these false objects.

3 Methodology

We aim to locate regions of hyper-fluorescent leakage on the surface of the retina. We do not intend to distinguish
between different sources of leakage, e.g. incompetent vessels, neovascularisation. The algorithm is outlined in Figure
1 and detailed in the following sections.

Figure 1. System architecture

In summary, the pre-processing phase consists of downscaling frames followed by alignment. Then plausible detection
acts in two steps. The first step consists of computing the average intensity frame and locating plausible leakage
candidates. The purpose of the second step is to apply contextual knowledge (intensity change over time) to filter out
as many false positives as possible. The evolution of the image intensity of leakage regions follows a characteristic
pattern which is, however, difficult to capture with a mathematical model. This pattern can be learned by a supervised
classifier and used to distinguish true leakage regions from false positives included by the first step.

An FA image sequence (I1, . . . , In) has associated capture times (T1, . . . , Tn) from injection of the fluorescein dye.

3.1 Pre-processing

Illumination normalisation
Simple illumination normalisation is performed to compensate partially for effects of varying illumination and instru-
ment adjustment. Each pixel value is normalised, I(x, y) = (I(x, y)− µ)/σ, where µ is the mean value of the image
pixels and σ the standard deviation over the whole frame. The normalised frames are then used in all further analysis.

Downscaling
To reduce computational cost, frames are downscaled by a factor of four using bicubic interpolation. Fourfold down-
scaling does not destroy the intended targets. In addition, the impact of sensor noise is reduced.

Image registration
The frame alignment algorithm considers each pair (Ii, Ii+1) of consecutive frames and matches control points (vessel
bifurcations) between image pairs. In brief, a vessel mask is constructed for each frame by applying matched filtering
to enhance linear structures followed by grey-level thresholding. Bifurcations are located by skeletonisation and ap-
plication of rules in an 8-connect pixel neighbourhood over the skeleton image [7]. A bifurcation matching algorithm
then searches for corresponding pairs of control points. Correspondences are computed by contextual feature matching;
attributes include branching angles, vessel widths, vessel cross-profiles and the displacement vectors to neighbouring
bifurcations. Finally, a global affine transform identified by the correspondences is estimated by least squares and ap-
plied. Rigid registration provides an approximate solution sufficient for this initial study but which ought to be replaced
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by a more sophisticated scheme offering improved registration accuracy.

Any frame which cannot be reliably registered with its predecessor (i.e., the number of matched correspondences does
not exceed a minimum threshold) is discarded from the sequence. This type of registration failure occurs with large
patient motion or in the presence of significant ciliar occlusions. This strategy helps to remove such unusable frames
from further analysis.

3.2 Step 1: Plausible candidates

Average image generation
In this step we consider only frames occurring after 30 seconds, after which hyper-fluorescence begins to appear. A
pixel-wise average over such frames (I1, . . . In) is performed to obtain a composite image, C. We record the mean
intensity value rather than the maximum to avoid bright, intermittent artefacts (eyelids). Each pixel of C is calculated

C(x, y) =
n∑

i=1

Ii(x, y)/n (1)

Plausible candidate selection
Any regions of hyper-fluorescent leakage and possible false targets will appear with high intensity in the composite
image. An initial set of plausible candidates Ĉ is obtained by simple grey-level global thresholding applied to C.
Following the plausible detection paradigm, this step captures all real leakages and possibly false targets. Given the
dataset used, it was determined that the mean value of C is a suitable threshold level ensuring that all true hyper-
fluorescent regions are kept while discarding much of the retinal background.

3.3 Step 2: Final detection

In this final step we identify the most likely leakage candidates in the plausible set. As a result of dye dilution in the
bloodstream pixel intensities will change over time. The assumption is that areas of leakage should have a characteristic
intensity evolution distinguishing it from other areas. In normal areas the intensity over time would be expected to
peak, level off and then gradually decrease. In leakage areas the intensities show a slower rate of decrease and may
even continue to increase due to the excess fluorescein pooling in that area. Notice that the intensity profiles of ciliar
occlusions and other possible false targets are inconsistent with those of leakages; for instance intensity changes in
areas of ciliar occlusion tend to be erratic.

In the following steps, we first extract features of the time-intensity profile at certain absolute times and a learning
algorithm finds the criteria to distinguish between leakage and non-leakage intensity profiles.

Feature definition
Each pixel of a candidate region has corresponding pixels throughout the sequence (T1, . . . Tn) which define the time-
intensity profile capturing the change in intensity over time. Additionally, as each pixel of Ĉ is equivalent to an area of
4× 4 pixels in the original images (before downscaling) we reduce the effects of noise on these profiles.

The features we consider are simply the averages of the profile values in five adjacent intervals (bins) spanning the
profile. We observed that capture times vary for each session, i.e., the k-th frame of different sessions may be captured
at different times from injection. Consequently, before further analysis we must obtain a measure of the signal at
certain absolute times. For this reason we perform binning of the frames into defined time windows. The chosen time
windows are (in seconds): before 30; 30-59; 60-149; 150-299; after 300. Each bin may contain from 3 to 10 frames
approximately, depending on the sequence. Then for each bin b an average value x(b) is calculated. The result for each
pixel of the candidate image Ĉ is a 5-dimensional feature vector, x(1), . . . , x(5). Additionally, we use the differences
between x(b) and x(b− 1) for b = 2, . . . , b = 5, capturing the relative intensity change between windows. As a result,
the final feature vector is a 9-dimensional vector.

Training the classifier
We address leakage detection as a binary classification task assigning a candidate profile (feature vector) to one of
two classes, leakage or non-leakage. Ground truth data with leakage regions accurately marked out was used for
training. The training data consists of a set of 9-dimensional feature vectors x1, . . . ,xN with corresponding target
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Figure 2. Two detection examples showing: late FA frame from input sequence; overlay of final predictions

labels t1, . . . , tN where tj ∈ {−1,+1}.

AdaBoost [8], an adaptive boosting scheme is used to combine a series of weak classifiers into a powerful committee
classifier. For this study each weak classifier is a decision stump, equivalent to a simple threshold on one of the
input variables. In brief, during training AdaBoost creates a series of weak classifiers over a number of rounds m =
1, . . . ,M . For each round a distribution of weights is updated indicating the importance of examples in the data
set where the weights of incorrectly classified examples are increased. In this way the next classifier focuses more
on those examples. The result is a series of weak classifiers h1, . . . , hM and corresponding weighting coefficients
α1, . . . , αM , with greater weights assigned to more accurate classifiers. Effectively we employ AdaBoost to select the
most informative criteria with which to distinguish between the two classes given the supplied features.

Classification
An unseen test sequence must undergo the steps above including pre-processing, candidate selection and feature ex-
traction to derive a set of compatible feature vectors y1, . . . ,yN . This data is supplied to the trained classifier which
queries each of the weak learners, effectively making a weighted majority vote. The result is a prediction H(yi) for
each test example yi, where the sign denotes the class as positive or negative (Equation (2)). Changing the parameter
θ (normally set to zero) makes the prediction more conservative or more speculative. Setting θ negative will decrease
false negatives, but increase false positives.

H(y) = sign

(
T∑

t=1

αtht(y)− θ

)
(2)

Post-processing segmentation
Predictions are recorded in a final image, where regions of positive predictions are considered as regions of leakage.
One-pixel regions are considered as outliers and discarded. Morphological closing is then employed to minimize
small areas of background noise. Accepted regions can be characterised by area and level of severity defined by the
magnitude of their score from Equation (2).

4 Experimental validation

For the purpose of this preliminary study we acquired ten anonymous FA sequences (eight with haemorrhages and
other pathologies, and two without pathology). The sequences contain 15 to 60 frames captured over approximately
6 minutes from injection of the fluorescein dye. Ground truth data for all sessions was obtained by manually tracing
leakage regions on registered frames. The annotation procedure was performed with guidance from a retinal specialist
after observation of sequences in whole. This dataset was used to train and test the classifier using a leave-n-out
procedure so that testing was always performed on unseen image sequences. This involved training on seven randomly
selected sequences from the set and testing on the three held out sequences. The procedure was repeated five times
and the classification results on the test sequences averaged. Training of the classifier proceeds as described in Section
3.3. We observed that there is no real benefit in further training after approximately 25 training rounds. The best
generalization performance on unseen images is obtained within the first few rounds. This indicates that the decision
boundary in the feature space is relatively simple.

Two examples of final detections are presented (Figure 2). All test predictions were evaluated against the ground-truth
data. A test pixel with the same class as its corresponding ground truth is regarded as correct and counts were made of
error rate, false positive and false negative predictions. The average classification error (averaged over the five rounds)
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is 0.42%. The average sensitivity is 85.11% (ranging between 64.60% and 99.14% over the test cases). The average
specificity is 99.90%. Higher sensitivity could be achieved by decreasing the parameter θ (Equation (2)). In this context
it may be preferable to decrease the rate of false negatives, with the rationale that it is better to raise a limited number
of false alarms (to be checked by clinicians) than missing some pathology altogether.

In comparison, Phillips et al. [3,4] evaluate their results on simulated data and on example angiograms and report their
method to be robust with large areas but less dependable with multiple small areas (accurately estimating the area to
within 3.6%) tested over ten FA sequences. They do not report sensitivity or specificity measures. It must be noted that
the method is also limited by the rudimentary image capture, digitization and computational restrictions of the time.
Martinez-Costa et al. [6] report sensitivity between 82% and 98% when comparing manual and automatic predictions
tested over 21 FA sequences.

After inspection of test results we conclude that some errors arise from image acquisition (e.g. incorrect patient
position, eyelids), others from the subjective nature of the ground truth, e.g., noisy region boundaries. It is crucial to
achieve accurate alignment of frames - any significant misalignment can result in missed detections. Severe cases have
required manual intervention. In the worst cases some small hyper-fluorescent regions are missed entirely. Inspection
of the results for the two healthy retinal sequences reveals no false alarms for one sequence, but some false positives
for the other in a particularly difficult area to classify (late ‘staining’ surrounding the optic disc).

5 Conclusion

We presented a preliminary image analysis algorithm to detect vascular leakage in retinal angiographic sequences by
exploiting the evolution of intensities over time. Our system pinpoints the location of leakages, making it possible to
overlay angiograms with areas of hyper-fluorescent leakage. Additionally, whereas previous studies have only analysed
the macular region, by the use of wide-field imaging our study also allows detection in peripheral regions. It is apparent
that wide-field imaging is crucial for observing such peripheral pathology.

Results compare well with the current literature. The principle of analysing intensity change over time allows for clear
discrimination between areas of increasing fluorescence and non-leakage areas. We expect to improve performance by
exploring alternative feature representations and with larger sets of representative FA image sequences.
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Abstract. In this paper, we describe the analysis of the effects of mammographic semantic information in
breast cancer diagnoses. A brief description of relations between semantic information and image features are
given. We demonstrate the experiments based on mammographic semantic information and MIAS database.
Each mammogram was annotated by expert radiologists with semantic information and a an NHSBSP five-
point score. Two kinds of classifiers were applied to classify the mammogram according to NHSBSP five-point
score by the semantic information and radiologists also classified them by their annotated semantic information.
The analysis of the experiments results provided further understanding the effects of using the mammographic
semantic information on breast cancer diagnosis. It also provided a common knowledge base can be both
understand by computers and human experts.

1 Introduction

Breast cancer is still a significant cause of cancer death in women in the world. The likelihood of survival is
increased when detected at an early stage and mammography is currently the most effective method for breast
cancer detection [1]. This process is conducted by expert radiologists through reading and interpreting the image
information of mammograms. Currently, Computer Aided Diagnostic (CAD) techniques are being developed
and are aimed at improvement of the sensitivity and specificity of the diagnostic process [2]. However, these
CAD techniques are using different kinds of extracted image features/textures in classification [3], little sematic
information is used in these CAD techniques, and the effect of semantic information on the breast cancer diagnosis
has not been evaluated. The semantic information covers the vocabulary and/or concepts in the mammographic
domain and the relations between them and can be viewed as an additional higher concept level on top of the
level representing the image features. Including the semantic information in the diagnostic process is, potentially,
a way to increase the sensitivity and specificity of mammographic CAD systems. In this paper, we demonstrate
experiments based on mammographic semantic information and the MIAS [4] database. Each mammogram was
annotated by expert radiologists with semantic information and an NHSBSP five-point score [5]. Two kinds of
classifiers (linear and non-linear) were applied to classify the mammogram according to the NHSBSP five-point
score by the semantic information. These results were compared with those of radiologists using by their annotated
semantic information (so without image information) to classify the mammograms. The analysis of the results
provided further understanding of the effects of using the mammographic semantic information on breast cancer
diagnosis.

2 Material and Methods

It should be noted that the aim of our proposed experiments is to evaluate the effects of semantic information on
breast cancer diagnosis, not to improve the sensitivity and specificity of the diagnosis performance. We are trying
to understand how human, radiologists in particular, execute the diagnosis procedure and the information they use
in this process.

2.1 MIAS Data

The Mammographic Image Analysis Society (MIAS) database is used in the described experiments [4]. The images
in this database were scanned with a Joyce-Loebl microdensitometer SCANDIG-3, which has a linear response in
the optical density range 0-3.2. Each pixel is 8-bits deep and at a resolution of 50µm× 50µm. The total database
contains 322 images and 321 are viewable (file mdb295ll is damaged). Each image has a confirmed ground truth
of either benign or malignant.
∗ddq04@aber.ac.uk
†rrz@aber.ac.uk
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2.2 Semantic Information and Image Features

The mammographic semantic information is based on a developed mammographic ontology [6, 7]. The mammo-
graphic ontology contains most of the vocabulary in the domain of mammography and is a mixture of is-a and
semantic relations. Is-a relation represents the relationship between class and subclass and semantic relation repre-
sents the relationship between class/subclass and its features. The final part of a mammographic ontology consists
of semantic aspects, which include a) a description of how the values of the attributes, in combination with specific
abnormality classes, lead to classification of the abnormality [8], b) spatial relationships and associations between
abnormality classes [9], c) synonyms for abnormality classes and attributes [10], d) spatial relationships between
abnormalities and image location [11]. The specific values of the attributes and the association between the various
abnormalities in combination with some suitable logic will determine the classification of the mammographic im-
ages. According to NHSBSP guidelines for breast cancer screening assessment [5], a five point score scale would
be: B1. normal tissue, B2. benign lesion, B3. lesion of uncertain malignant potential, B4. suspicious, and B5.
malignant. Such classification will determine the subsequent process.

2.3 Experimental Design

The overall aim of this set of experiments is to evaluate if the mammographic semantic information can be benefi-
cial in the mammographic decision process, i.e. for use of both CAD systems and radiologists. Three experiments
were designed, which are described as:

Experiment 1: Classify MIAS images according to NHS Breast Screening Programme [5]

This experiment is aimed at obtaining the performance benchmark of the observers for the MIAS database. Each
observer views the images through the image display interface (Fig. 1) and assigns an NHSBSP five-point score to
each image. The results provide the performance of each radiologist when compared to the ground truth. Moreover,
the results from subsequent experiments will be compared to these benchmark results.

Figure 1. MIAS image display interface.

Experiment 2: Provide detailed abnormality features using the ontology

This experiment is aimed at obtaining detailed semantic information about the type and morphology of the abnor-
malities based on the provided ontology. The resulting morphological specification will be used to assess if the
provided information is sufficient for automatic classification approaches to distinguish between the various types
of abnormalities and their NHSBSP categories. To simplify the case at this stage, all features were assigned either
0 or 1, which resulted in a binary vector for each image. These vectors will be used in Equation 1.

Experiment 3: Classify MIAS images based on semantic information

This experiment is aimed at obtaining NHSBSP five-point score for the MIAS images simply based on all semantic
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information from Experiment 2. No images are provided and the assessment is based on text records only. This
experiment will be based on the information as provided by the same observer.

2.4 Automatic Classification

As mentioned above, we are not trying to improve performance of diagnosis, so the two kinds of basic classifiers
used in this paper are not expected to be optimal (see also Discussion). Firstly, the linear classifier calculated the
distance between test data and the mean of each training set and the test data is assigned to the closest training set.
Secondly, the nearest neighbor rule [12] is used, which is a non-linear classifier. In both cases a Euclidean distance
was used, which is given by

Dij =
√

(xj −mi)T(xj −mi) (1)

where xj represents the jth data vector, mi represents mean vector of the ith category from the training data,
for the linear classifier, and mi represents the ith training sample for the non-linear classifier. A leave one out
methodology was used to obtain the experimental results. The training set came from the results of Experiment 2
with a class label to each image from those of Experiment 1.

3 Results

Three expert radiologists completed the experiments. They are all mammographic experts and were working in
mammography when conducting these experiments. They have been working in mammography from 10 years
to 6 months. It should be noted that the image display interface (Fig. 1) that was used for Experiments 1 and 2
deviated from the image viewing conditions in mammographic screening and as such the experimental results are
no indication of the performance of the radiologist in such a programme.

The first row in Table 1 shows the percentage of correctly classified cases when comparing the results from Ex-
periment 1 for each radiologist with the MIAS ground truth. The percentage of correct cases is determined by the
number of correctly classified cases divided by the total numbers of cases. As mentioned in Sec. 2.3, the MIAS
ground truth has only two categories - benign and malignant, we therefore grouped the NHSBSP categories into
two, where category 1-3 map to benign and category 4-5 map to malignant. The experiments were carried out
sequentially. From Table 1, expert 1 has the highest correct classification rate while expert 3 has the lowest. This
is strongly correlated with the experience of the experts, as Expert 1 has 10 years of experience while Expert 3 has
only 6 months and Expert 2 has experience situated between the other two.

Expert 1 Expert 2 Expert 3
% of correct cases from Experiment 1 89.41% 84.74% 76.64%
% of correct cases from Experiment 3 81.62% 78.50% 77.57%

Kendall tau rank CC 0.78 (p < 0.001) 0.83 (p < 0.001) 0.87 (p < 0.001)

Table 1. Percentage of correctly classified cases from Experiment 1 and 3 when comparing the results with the
MIAS ground truth and Kendall tau rank CC between two experiments

The performance correlation between each radiologist can be valued by Kendall tau rank correlation coefficient
(CC) [13, 14]. Its value ranges from −1 to 1, which indicates the relation between two variables is from perfect
inverse concordance to perfect concordance. Zero means the two variables are independent. Table 2 shows these
coefficients for the radiologists’ performance. The performance between expert 1 and expert 2 has the highest CC
value (0.56) of all, it indicates these two experts gave the most similar results in Experiment 1. Meanwhile, the
performance between expert 1 and expert 3 produces less than 0.5 correlation coefficient, which indicates these
two experts hold most differences between each other in the results of Experiment 1.

The results of Experiments 3 from each radiologist indicate the effects of mammographic semantic information
on the diagnostic procedure. The second row of Table 1 shows the correct classification rate of the results from
Experiments 3 compared with the MIAS ground truth. The performance simply based on ontology without
viewing images was decreased in the cases of expert 1 and expert 2. The rate of expert 3 is slightly, but not
significantly, increased. Table 3 also shows the Kendall tau CC of the radiologists’ performance in Experiment 3.
The highest CC value is the correlation of performance between expert 2 and expert 3, which is 0.47. In the other
hand, the correlation of performance between expert 1 and expert 2 is less than 0.40. All the CC are less than 0.50.
The performance of the experts in Experiment 3 deviated from each other more than those in Experiment 1.
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Expert 1 Expert 2
Expert 2 0.56 (p < 0.001)
Expert 3 0.48 (p < 0.001) 0.51 (p < 0.001)

Table 2. Kendall tau rank CC among radiologists’
performance on Experiment 1

Expert 1 Expert 2
Expert 2 0.39 (p < 0.001)
Expert 3 0.40 (p < 0.001) 0.47 (p < 0.001)

Table 3. Kendall tau rank CC among radiologists’
performance on Experiment 3

The third row of Table 1 shows the CC of each expert’s own performance in the Experiment 1 and Experiment
3. All the CC indicate high correlation between each expert’s performance in both experiments. The highest CC
value is from expert 3, who has the lowest correct classification rate among the three experts. Meanwhile, the
lowest CC value is from expert 1, who has the highest correct classification rate of all. This situation could be
explained as: a) the semantic information provided is more in line with expert 3 than with expert 1, b) an increase
in experience can be linked to the use of a mental examples of abnormalities library that determine the classification
process instead of a simple description, c) some subtle aspects of the classification process are not captured by the
semantic information which tend to be used by expert 1 (hence the decrease in classification results) and less so by
expert 3 (and hence less influenced by their lack).

As mentioned in Sec. 2.3, the results of Experiment 1 can also be considered as a benchmark of the results
from other experiments and automatic classification. Tables 4 and 5 show the confusion matrices between the
benchmark of expert 1 and the result based on the two classifier using the semantic information provided by the
same expert in Experiment 2 (the full results from expert 2 and expert 3 are not shown due to page limitations but
are summarized in Table 6). The diagonal of the matrices indicates the correctly classified cases, the part under
diagonal indicates the number of under-scored cases classified by automatic classifiers and the part above diagonal
indicates the number of over-scored cases.

Linear Classifier results - Expert 1
1 2 3 4 5
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1 146 1 2 0 0
2 7 26 6 0 0
3 28 3 61 5 4
4 9 0 4 0 14
5 1 0 0 0 4

Table 4. The confusion matrix providing a com-
parison between the benchmark and linear clas-
sifier result from Expert 1

Non-linear Classifier results - Expert 1
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1 146 1 2 0 0
2 4 32 2 1 0
3 14 2 80 4 1
4 4 0 21 2 0
5 0 0 5 0 0

Table 5. The confusion matrix providing a com-
parison between the benchmark and non-linear
classifier result from Expert 1

Table 6 shows the summary of percentage of correctly classified cases and Kendall tau CC when the results from
Experiment 3, linear classifier and non-linear classifier respectively compared with the benchmark of the same
expert. We can see the effects of mammographic semantic information on the manual and automatic classification
process. Given the mammographic semantic information without image information, the classification of radiol-
ogists and non-linear classifier have the similar percentage of correct cases and CC for both expert 1 and expert
2. On the other hand, the manually classification in Experiment 3 is more similar to the linear classification than
non-linear classification for expert 3. The reasons could be: a) with increased experience, radiologist tends to
behave much more like a non-linear classifier than a linear classifier, b) the non-linear classifier used in this paper
did not reflect the diagnosis procedure for expert 3.

4 Conclusion and Discussions

We have demonstrated the experiments completed by mammographic radiologists and automatic classifiers and
analyzed the results, which provides a thorough understanding of the effects of using mammographic semantic
information on breast cancer diagnosis procedure. Based on the mammographic semantic information, manual
classification results show strong correlation to those with image information (Table 1). Automatic classification
results show a strong correlation with the benchmark (Table 6) and indicate that they provided an appropriate level
of descriptiveness in most areas. Areas that were not completely sufficient will be re-iterated and re-evaluated in
subsequent steps of the development process. The difference between automatic classification results indicated
that the performance does depend on the experts’ assessment, which will need further investigation.
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Classification based on semantic information by Expert 1
Experiment 3 Linear Classifier Non-linear Classifier

% of correct cases 80.06% 73.83% 81.00%
Kendall tau CC 0.78 (p < 0.001) 0.68 (p < 0.001) 0.78 (p < 0.001)

Classification based on semantic information by Expert 2
Experiment 3 Linear Classifier Non-linear Classifier

% of correct cases 72.59% 69.78% 77.26%
Kendall tau CC 0.83 (p < 0.001) 0.73 (p < 0.001) 0.84 (p < 0.001)

Classification based on semantic information by Expert 3
Experiment 3 Linear Classifier Non-linear Classifier

% of correct cases 80.69% 75.70% 71.34%
Kendall tau CC 0.87 (p < 0.001) 0.83 (p < 0.001) 0.79 (p < 0.001)

Table 6. Percentage of correctly classification and Kendall tau correlation coefficient for all the results compared
with the Experiment 1 of the same expert

It should be noted that we are not expecting to gain high accuracy in the diagnostic performance, because classifing
mammograms purely based on semantic information is not expected to be sufficient. However, as we mentioned
in Sec. 2.2, there exist relations between semantic information and image features. Take micro-calcification as
example, the image features include the positions of calcification in the image, the area and perimeter of each
calcification, their roughness, compactness, length, width, elongation, the distribution of calcifications, and so on.
Our future work will focus on finding the link between the mammographic sematic information and the extracted
mammographic image features. Mammographic image feature extraction and feature selection methodology will
be used to obtain the relevant image features. In next stage, we will apply this process to Digital Database for
Screening Mammography (DDSM) [15] as well, because DDSM provides more categories than MIAS does. More-
over, different automatic classifiers will be applied to the linked information and their discriminate power will be
investigated in the future work.
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Abstract. MR-to-transrectal-ultrasound (TRUS) image registration achieved by matching features, such as the cap-
sule surface, and anatomical landmark points provides a useful benchmark for the achievable accuracy of rigid
registration in the prostate. However, this approach is impractical in the intraoperative situation given the unaccept-
able length of time required to accurately segment TRUS images. In this study, the accuracy of this registration
approach was evaluated and compared with a gradient-based feature-to-image registration technique, which would
require minimal user interaction during a procedure. The results indicate that the gradient-based technique is very
accurate when the assumption of rigidity is satisfied, but is highly sensitive to gland deformation, mainly due to
the presence of the TRUS probe. We conclude that although this technique shows promise, further development is
required to achieve clinically acceptable registration accuracy in the presence of deformation.

1 Introduction

In the United Kingdom prostate cancer is the most common cancer among males with over 30,000 new cases each year
(Cancer Research UK, 2007). Conventional treatment for prostate cancer is somewhat binary, in that either watchful
waiting or full gland treatment, such as radiotherapy or radical prostatectomy, is the current standard of care. Recently,
a number of minimally invasive therapies have become available that make focal treatment realisable. These include
high-intensity focused ultrasound (HIFU), photodynamic therapy (PDT) and cryotherapy [1–3]. Potential advantages
of such interventions include reduced morbidity and the possibility of repeat treatment, although more data is needed
to fully determine the efficacy of targeted focal treatment [4].

Transrectal ultrasound (TRUS) is the standard method for guiding biopsy and treatment. The modality provides high
temporal resolution during surgery but lacks diagnostic information in the majority of cases. Preoperative magnetic
resonance (MR) imaging, on the other hand, can indicate the spatial distribution of cancer and identify areas most likely
to contain disease [5]. However, MR is acquired hours, days or even weeks before the patient enters the operating
theatre. Augmentation of real-time TRUS data with pathological information from the MR would enable targeting of
suspicious anatomy during biopsy and focal therapy. Central to achieving this is accurate, fast registration of the two
datasets.

Kaplan et al. [6] attempted rigid MR-TRUS registration in the prostate using a set of six corresponding points located at
the superior, inferior, anterior, posterior, left and right extremes of the gland. Later Reynier et al [7] presented both rigid
and elastic registration using point cloud surfaces to define the border of the prostate capsule. Both experiments were
performed using very sparse TRUS datasets (5mm slice spacing) and MR images were acquired using an endorectal
coil. We present two registration methods: The first uses a combination of surfaces and points [8], whilst the second
is our implementation of a more automated technique, originally proposed by Wu et al. [9], that does not require
ultrasound segmentation. This both saves time and reduces interobserver variability, which can be significant [10].
Semi-automatic segmentation methods have been investigated previously but still require an significant level of user-
intervention [10–12]. Other relevant studies have focused on MR to interventional-MR registration [13, 14].

2 Method and Materials

2.1 Patients and MR Imaging

Patients were recruited to either PDT or HIFU focal ablation trials, both approved by the local ethics committee of
University College Hospitals NHS Foundation Trust. TRUS data was acquired prior to a transperineal template-guided
biopsy or PDT using a Hitachi EUB500 US scanner with the EUP-U533 5-9 MHz transrectal probe (Hitachi Medical
Systems, Wellingborough, UK) with an in-plane resolution of 0.16 mm. Corresponding T2-weighted turbo-spin-echo
transverse MR images were obtained on a Siemens Avanto (Siemens Medical Solutions, Bracknell, UK) with a slice
thickness of 3.0 mm and resolution of 0.39 mm in-plane. No endorectal coil was used.

∗d.morgan@ucl.ac.uk
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2.2 TRUS Protocol

Three-dimensional TRUS datasets were acquired using a mechanical stepper mechanism (Tayman Medical Inc., MO,
USA) to translate the TRUS probe and image capture used a frame grabber connected to a laptop computer. A series
of transverse images was obtained, typically with a 2 mm spacing between slices. Care was taken to collect all images
in one sweep due to the possibility of hysteresis in the stepper thread. The setup was such that movement is along the
long axis of the TRUS probe in order to prevent inconsistent deformation.

2.3 Feature-based Registration

The surface-based approach required both datasets to be manually segmented by defining control points on the prostate
capsule border using a custom-designed software tool written in MATLAB (The MathWorks Inc., MA, USA). Seg-
mentation was carried out independently for each slice in which the observer deemed the border to be adequately
visualised. Between 25 and 40 control points per slice were identified and between 6 and 12 slices were contoured;
the exact number varied according to the gland volume, complexity of shape, and imaging modality. The points were
resampled using a periodic, cubic interpolating spline to provide a smooth continuous contour. Five paired datasets
were segmented by both an expert and a relatively inexperienced observer.

At the base and apex (the superior and inferior extremes) of the gland it is difficult to confidently delineate the capsule
due to the complexity of the anatomy in these regions. This confined the segmentation into a ‘band’ around the
mid-gland rather than over the whole surface introducing non-physical symmetries into the problem and affecting the
robustness of the registration.

To overcome this, and to improve the accuracy in the superior-inferior direction, points defined at the base and apex
of the prostate were additionally included in the registration. These are the locations at which the urethra enters the
superior and inferior extremes of the gland, respectively.

Registration was performed in the TRUS co-ordinate space by minimising the distance between the set of resampled
MR contour points and the TRUS surface in a least-squares sense. A Euclidean distance transform (DT) was applied to
the TRUS volume to give the MR-point-to-US-surface distance and a cost function then calculated by taking the value
of the DT at each of the transformed MR points using trilinear interpolation. The locations of the points are determined
by the rigid transformation, T , relating MR to TRUS co-ordinates.

The cost function, C, defined as

C =
N∑

i=1

(D[T (xi)])2 + w(d2
A + d2

B)

was minimised using the non-linear least-squares optimiser provided within the MATLAB environment’s Optimisation
Toolbox and based upon the interior-reflective Newton method. w is the point weighting and shifts the emphasis
to either points or surfaces. dA and dB are the apex and base distances. D[x] is the Euclidian distance transform,
computed using the method of Maurer et al. [16], at a point x. xi are the locations of the N contour points.

To reduce the registration time and improve robustness, the centroids of the two sets of contours were automatically
aligned before registration, assuming zero rotation. This is justified by the fact that relatively little rotation occurs about
the axis perpendicular to the sagittal plane between the acquisition of each set of data.

2.4 Gradient-based Feature-to-image Registration

In preoperative to intraoperative registration, all significant time constraints are effective only after intraoperative data is
acquired; processing is acceptable on the MR image but must be kept to a minimum on the TRUS. Accurate contouring
by hand can take up to 30 minutes, far longer than is acceptable within the operating theatre. This motivated us to look
for a method in which manual segmentation is performed only on MR, with registration automatic thereafter.

We have implemented the method of Wu et al. [9] in which an organ surface is registered directly to the greyscale
intensity information within an ultrasound image. Registration was achieved through alignment of the MR surface nor-
mal vectors with the gradient vectors of the TRUS image. Image gradients were calculated using Gaussian derivatives
filters. These filters include a level of smoothing that must be specified through choice of the width of the Gaussian
kernel.
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Due to the sparseness of slices, only gradients in the x and y directions, i.e. in-slice, were considered. Surface normal
vectors were approximated as the radial vectors from the MR contour centroid to a point on that contour and normalised
to unit length. TRUS image gradient vectors were not normalised.

The cost function, S, defined as

S =
N∑

i=1

~ni · ∇I(xi)

was minmised, where ∇I(xi) is the gradient of image I , ~ni the surface normal, and xi is the ith pixel location,
determined by the current pose. Gradients were approximated using trilinear interpolation. S was computed over the
larger resampled set of points from a periodic, cubic interpolating spline. Numerical optimisation was performed using
the pattern search (PS) and genetic algorithm (GA) methods. When using PS a starting estimate must be provided.
This is optional for GA.

2.5 Validation

A target registration error (TRE) was computed for each original and final rigid transformation by calculating the
distance between one or more anatomical landmarks, defined manually in both the TRUS and MR images. The differing
nature of the modalities, and the two most readily identifiable points being used in the registration algorithm, made
definition of landmark pairs challenging. Consequently, we relied upon idiosyncrasies in a given individual’s anatomy
by identifying, for example, cysts and calcification as points for TRE calculation.

3 Results

3.1 Feature-based Registration

Table 1 shows a comparison between the expert and inexperienced observers in both mean TRE and success rate,
based on a visual assessment of registration accuracy. Registration was deemed to be successful if both the position
and orientation were such that TRUS contours were very close to the capsule border when viewed overlaid on an
interpolated MR volume. All slices were looked at and a decision was made based upon the volume as a whole It
should be noted that, due to deformation, the TRS contours will rarely perfectly delineate the MR gland boundary
and hence ‘success’ is inevitably based upon observer interpretation. The residual refers to the final RMS value of
the distance between the points and the surface. Results are the ‘unregistered’ TRE from centroid alignment and the
corresponding post-registration TREs associated with varying the point weighting w.

Method Mean TRE (Range) Residual Success Rate Success TRE
Unregistered 9.93 (3.59 - 23.9) - - -

Inexperienced w = 0 2.84 (1.70 - 3.78) 1.77 60% 2.21
Observer w = 20 3.24 (2.11 - 4.36) 1.87 80% 2.96

w = 50 4.22 (2.35 - 5.57) 2.13 60% 3.95
Unregistered 8.77 (2.79 - 22.5) - - -

Expert w = 0 3.03 (1.68 - 3.90) 1.78 80% 2.84
Observer w = 20 3.66 (1.21 - 4.85) 2.02 100% 3.31

w = 50 4.93 (1.32 - 7.19) 2.66 40% 4.94

Table 1. Summary of results averaged for 5 patients. All distances are in mm.

It can be seen that although the inclusion of points with an intermediate weighting of 20 has increased the mean TRE,
the success rate has been improved and hence this should be considered the most successful method.

3.2 Gradient-based Registration

In our first experiment to test the gradient-based method, TRUS-derived surfaces were registered back to the images
from which they were segmented. Eliminating deformation and providing a known ground truth in this way acts as
a useful test of the principle. Results using an unseeded GA optimisation and a Gaussian derivative filter of width 3
pixels are presented in Table 2. The base and apex points were additionally used to calculate the TRE as they were no
longer used for registration. The very low TRE values confirm that the gradient-based cost-function was a valid choice.

Using the same method for intermodal registration proved less successful. A variety of numerical optimisation schemes

183



Patient No. TRE / mm Apex Distance Base Distance
1 0.14 0.40 0.16
2 0.11 0.34 0.40
3 0.10 0.15 0.21
4 0.24 0.16 0.27
5 0.26 0.25 0.29

Mean 0.17 0.26 0.26

Table 2. Results of TRUS surface to TRUS image registration. All distances in mm.

were tested including PS and GA, varying the Gaussian width, seeding the GA with a starting estimate and interpolating
the contours to increase the number of points. Table 3 shows the results for the two most successful techniques - GA
with Gaussian width 3 pixels, interpolated contours and an aligned centroid starting estimate. The results were obtained
after running the registration 10 times. The corresponding values for a PS optimisation with the same parameters are
given for comparison.

Genetic Algorithm Pattern Search
Patient No. Success TRE (Range) Success Rate TRE / mm Visual Assessment

1 7.30 (3.80 - 12.6) 10% 23.6 Failure
2 4.33 (1.10 - 6.95) 50% 3.84 Success
3 4.81 (1.28 - 10.4) 100% 3.88 Success
4 5.36 (2.90 - 7.98) 60% 4.10 Success
5 4.34 (2.83 - 5.55) 90% 4.77 Failure

Table 3. Results of MR surface to TRUS image registration. All TREs are in mm.

The results in Table 3 indicate that the MR-TRUS registration using the gradient-based technique does not perform
as well as the surface-to-surface method. We found that the registration tended to fail for datasets where significant
deformation had occurred between MR and TRUS imaging. It is visually apparent that the majority of deformation is
caused by the TRUS probe and is localised in the posterior region of the gland, near to the rectal wall.

4 Discussion and Conclusions

When interpreting the results obtained for intermodal registration care must be taken to put the TRE values in context.
It should be noted that there is deformation in the gland and as such a localistation error is introduced into the points
used to calculate the TRE. Further to this, the thickness of the MR slices and also the marked difference in intensity
characteristics of the same anatomy between the two modalities reduce the TRE accuracy further. More work needs
to be done to quantify these errors. The rigid-body assumption also does not account for errors due to localised
deformation. Deformations affecting registration accuracy are caused by the US probe, bladder filling and difference
in anatomical position (supine for MR versus lithotomy for TRUS) [15].

Work is currently underway to find a more accurate method of validation. This could be similar to that of Reynier
et al. [7] who inserted a catheter in order to render the urethra visible in both MR and TRUS images. In our study,
a catheter was already present during TRUS acquisition, but not during MR imaging. Consequently, the urethra was
not visualised in MR in most cases. Using an MR-visible catheter would allow urethral displacement to be measured
but sensitivity to rotation in the axial plane and displacement in the superior-inferior direction may be diminished. A
more invasive solution would be to implant seeds within the prostate providing a number of accurate TREs spread
throughout the gland. However, this is undesirable for ethical reasons and it can be difficult to localise seeds in the
ultrasound volume.

Another source of inaccuracy is in identifying base and apex points and the relative weighting used in the optimisation
step should reflect this. One possible solution is to compute a weighting automatically, possibly as a function of the
difference in base-to-apex distances between the two modalities.

As highlighted earlier, accurately contouring the superior and inferior extremes of the prostate was found to be very
challenging in the majority of patients. This forces contours into a band around the mid-gland. Incorporating coronal
acquisitions might provide a more complete surface, and how best to combine two such sets of orthogonal contours is
currently being investigated.
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Feature-to-image registration removes the time-consuming contouring of the prostate TRUS images intraoperatively.
Interobserver inconsistency is also eliminated. If deformation or movement of the gland occurs during the procedure
(for example, due to repositionng of the TRUS probe, gland swelling as a response to therapy, or patient movement),
invalidating the registration, a new registration can be readily performed without the need to resegment the TRUS
images. The method is, however, more sensitive to deformation than the feature-based approach. The accuracy of
interpolating gradient vectors between slices is also an area for improvement. In order to optimally use the TRUS
gradient information, it is desirable to reslice the surface through any given plane. A parametric surface (for example,
using spherical harmonics) would allow this and work is ongoing to incorporate such a representation to improve
accuracy.

The robustness in the feature-based registration was excellent - 100% success rate with expert defined contours. The
centroid alignment gives a reliable starting estimate. The lack of robustness is currently a significant obstacle in the
gradient-based registration; a 60% overall success rate needs to be improved upon. For gradient-based registration, a
starting estimate could be simply obtained in the clinical setting by including minimal user-intervention to define the
approximate centroid of the gland. This would not add significant time to the registration procedure.

Acknowledgements

The authors would like to thank Enrico DeVita for his assistance in providing the MR scans for this study.

References

1. C. Chaussy, S. Thuroff, X. Rebillard et al. “Technology insight: High-intensity focused ultrasound for urologic cancers.” Nature
clinical practice urology 2(4), pp. 191–198, 2005.

2. C. Moore, T. Nathan, W. Lees et al. “Photodynamic therapy using meso tetra hydroxy phenyl chlorin (mthpc) in early prostate
cancer.” Lasers in surgery and medicine 38(5), pp. 356–363, 2006.

3. V. Mouraviev & T. J. Polascik. “Update on cryotherapy for prostate cancer in 2006.” Current opinion in urology 16(3),
pp. 152–156, 2006.

4. B. Akduman, A. B. Barqawi & E. D. Crawford. “Minimally invasive surgery in prostate cancer: current and future perspectives.”
Cancer J 11(5), pp. 355–361, 2005.

5. A. P. S. Kirkham, M. Emberton & C. Allen. “How good is mri at detecting and characterising cancer within the prostate?”
European urology 50(6), pp. 1163–1175, 2006.

6. I. Kaplan, N. E. Oldenburg, P. Meskell et al. “Real time mri-ultrasound image guided stereotactic prostate biopsy.” Magn Reson
Imaging 20(3), pp. 295–299, Apr 2002.

7. C. Reynier, J. Troccaz, P. Fourneret et al. “Mri/trus data fusion for prostate brachytherapy. preliminary results.” Med Phys
31(6), pp. 1568–1575, Jun 2004.

8. C. R. Maurer, R. J. Maciunas & J. M. Fitzpatrick. “Registration of head ct images to physical space using a weighted combina-
tion of points and surfaces.” IEEE Trans Med Imaging 17(5), pp. 753–761, Oct 1998.

9. R. Wu, K. V. Ling, W. Shao et al. “Registration of organ surface with intra-operative 3d ultrasound image using genetic
algorithm.” In MICCAI, pp. 383–390. 2003.

10. H. Ladak, F. Mao, Y. Wang et al. “Prostate boundary segmentation from 2d ultrasound images.” Medical Physics 27(8),
pp. 1777–1788– EF, 2000.

11. S. D. Pathak, V. Chalana, D. R. Haynor et al. “Edge-guided boundary delineation in prostate ultrasound images.” IEEE Trans
Med Imaging 19(12), pp. 1211–1219, Dec 2000.

12. I. B. Tutar, S. D. Pathak, L. Gong et al. “Semiautomatic 3-d prostate segmentation from trus images using spherical harmonics.”
IEEE Trans Med Imaging 25(12), pp. 1645–1654, Dec 2006.

13. B. Fei, J. L. Duerk & D. L. Wilson. “Automatic 3d registration for interventional mri-guided treatment of prostate cancer.”
Comput Aided Surg 7(5), pp. 257–267, 2002.

14. B. Fei, J. Duerk, D. Sodee et al. “Semiautomatic nonrigid registration for the prostate and pelvic mr volumes1.” Academic
Radiology 12(7), pp. 815–824, 2005.

15. T. E. Byrne. “A review of prostate motion with considerations for the treatment of prostate cancer.” Medical dosimetry 30(3),
pp. 155–161, 2005.

16. J. Calvin R. Maurer, R. Qi & V. Raghavan. “A linear time algorithm for computing exact euclidean distance transforms of
binary images in arbitrary dimensions.” IEEE Transactions on Pattern Analysis and Machine Intelligence 25(2), pp. 265–270,
2003.

185



Sub-Voxel Reconstruction of Fibre Orientations
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Abstract. In this paper, we present a new method for finding accurate fibre orientations and volume fractions of
fibre populations on a sub-voxel scale from a 3D diffusion MRI acquisition in order to distinguish between various
fibre configurations such as crossing, kissing, fanning and bending. We use our method with differently sub-sampled
datasets to find the best way to accurately reconstruct fibre population information.

1 Introduction

Diffusion MRI provides an insight into the microstructural architecture of tissue by observing the restricted and hin-
dered displacement of water molecules undergoing Brownian motion in vivo [1]. By looking at the probability density
function p of displacements over a fixed period of time t, inferences can be made about the tissue microstructure. In
some regions of the brain, the barriers to diffusion have no preferred orientation, resulting in isotropic diffusion. An
example of an isotropic region in the brain are the ventricles which contain cerebrospinal fluid (CSF). As there are
few barriers to water-molecule mobility, water displacement is equally likely in all directions. Grey matter consists of
dense tissue containing many barriers to water mobility, such as cell walls and membranes. However, the barriers in
grey matter often have no preferred orientation and so hinder the water displacement equally in all directions, again
resulting in isotropic diffusion. In other regions of the brain, water molecules are constrained by organised fibrous
structure, causing diffusion anisotropy. Water molecules in white matter (such as the pyramidal tracts and the corpus
callosum) move on average further along fibres than across them, resulting in anisotropic diffusion.

Diffusion-Tensor MRI (DT-MRI) is the most common diffusion MRI technique [2]. DT-MRI computes the apparent
diffusion tensor based on the assumption that p is a zero-mean tri-variate Gaussian distribution with covariance propor-
tional to the diffusion tensor D, a positive-definite, symmetric and second-order tensor. DT-MRI is often used for map-
ping fibre orientations. However, DT-MRI is only capable of recovering a single fibre orientation in each voxel. Other
reconstruction algorithms, such as PAS-MRI [3], q-ball [4] and spherical deconvolution [5] have appeared that can
resolve crossing fibres; however, these more complex algorithms are generally less successful in correctly identifying
the orientation of single fibres and are more computationally demanding than DT-MRI. Also, existing reconstruction
methods identify multiple fibre populations, but not how they relate to each other; fibre-orientation reconstruction at
each voxel is independent of other voxels, and does not use information available from the neighbourhoodenvironment.

We present a new method for finding accurate fibre orientations and volume fractions of fibre populations on a sub-
voxel scale from a 3D diffusion MRI acquisition which can be used to distinguish between various fibre configurations
such as crossing, kissing, fanning and bending. We use our method with differently sub-sampled datasets to find the
best way to reconstruct accurate fibre population information.

2 Method

We treat the task of finding accurate fibre orientations and volume fractions on a sub-voxel scale as a general inverse
problem, which we solve by regularization and optimization.

2.1 Problem Outline

For a set of voxels li, i = 1 . . . L and wavenumbers qk, k = 1 . . .M , we have measurements A(li, qk). From these
measurements, we want to find p(sh), a set of model parameters in each of a set of high-resolution voxels s h, where
h = 1 . . .H . The forward problem is to estimate the measurements A(l i, qk) from p(sh). Measurement estimates on
the high-resolution grid come directly from the model parameters p(s h), and we can estimate the measurements at li
by:

Ã(li, qk) =
H∑

h=1

μhiA(sh, qi) (1)

∗Email:S.Nedjati-Gilani@cs.ucl.ac.uk.
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where μhi is a weighting coefficient that accounts for partial overlap between sh and li and factors such as the point-
spread function and the slice profile. The inverse problem finds the model parameters from A(l i, qk). We solve
the inverse problem using optimization to minimize a distance metric between the true and estimated measurements,
subject to spatial coherence. For image I , we minimize the objective function:

J(I) = αT (I) + E(I) (2)

where T (I) is a smoothing term ensuring that transitions of fibre populations of neighbouring sub-voxels are smooth,
α is a weighting coefficient, and E(I) is the error component defined as

E(I) =
L∑

i=1

M∑
k=1

(A(li, qk) − Ã(li, qk)
A(li, qk)

)2

. (3)

2.2 Model Fitting and Initialization

We use Behrens’ model [6], which consists of two components: one modelling the isotropic diffusion of free water in
the voxel, and another modelling the anisotropic diffusion along the fibres. We assume a maximum of two anisotropic
fibre populations in each voxel, so that

A(li, qk) = f0e
−td|q

k
|2 + f1e

−td(e1·qk
)2 + f2e

−td(e2·qk
)2 (4)

where (f1, e1) and (f2, e2) are the respective volume fractions and orientations of the fibre populations in the voxel,
d is the diffusivity, t is the diffusion time, and f0 = 1 − (f1 + f2). The model parameter set for sh is p(sh) =
{d, f1, f2, e1, e2}. We fit the model to the data to find initial values for p(l i), and interpolate linearly for p(sh), such
that

p(sh) =
L∑

i=1

ρhip(li) (5)

where ρhi is the partial overlap fraction of sub-voxel sh in voxel li.

2.3 Smoothing

For each sub-voxel sh, we define the smoothing function T1 as:

T1(sh) =
∑

∀n∈N(s)

[√
fsh1fn1 |esh1 · msh,n|2|esh1 · en1 |2

+
√

fsh2fn2 |esh2 · msh,n|2|esh2 · en2 |2

+
1
3

√
fsh0fn0(1 − |fn0 − fsh0 |)

]
(6)

where N(sh) is the 6-neighbourhood of sh, msh,n is the vector between the centres of voxels sh and n, and fsh0 and
fn0 are the isotropic volume fractions of sh and n respectively (shown in Figure 1).

The value of T1(sh) is invariant to the model parameters, and is constant when the fibre populations and orientations
of all neighbouring voxels of sh are identical to that of sh, i.e. p(n) = p(sh) for ∀n ∈ N(sh). There are three factors
contributing to T1(s):

• Similarity of fibre orientations of the fibre populations of s with those of its neighbours, quantified by |e s1 · en1 |2
and |es2 · en2 |2.

• Similarity of volume fractions in s with those of its neighbours, quantified by 1− |f n0 − fsh0 |.
• The alignment of the voxels relative to the fibre orientation, quantified by |e sh1 ·msh,n|2 and |esh2 ·msh,n|2. If a

neighbouring voxel is more closely aligned to the fibre orientation, we penalize differences in the fibre orientation
more. This reflects the idea that it is more important for voxels following the path of the fibre-orientation to have
a similar fibre-orientation.
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Figure 1. Illustration of a sub-voxel s with two voxels of its 6-neighbourhood, and associated fibre populations.

We also define a second smoothing function based on the normalized difference of d compared to neighbouring values:

T2(sh) =
|dsh

− dn|√
dsh

dn

. (7)

We can now define the smoothing term:

T (I) =
H∑

h=1

(
T1(sh)

)−2 + β
(
T2(sh)

)2
(8)

where β is a weighting coefficient, which allows us to control the relative contribution of T 2(sh) to the smoothing term.

2.3.1 Fibre Matching

To compute T1(sh), we need to associate the fibre populations of sh with those in the neighbouring voxels to decide
which pairs of fibres match. If {(fx1, ex1), (fx2 , ex2)} are the fibres in voxel 1 and {(fy1 , ey1), (fy2 , ey2)} are the fibres
in voxel 2, we consider the two available possibilities:

• Possibility 1: (fx1 , ex1) corresponds to (fy1 , ey1) and (fx2 , ex2) corresponds to (fy2 , ey2).

• Possibility 2: (fx1 , ex1) corresponds to (fy2 , ey2) and (fx2 , ex2) corresponds to (fy1 , ey1).

We evaluate both possibilities with:

H1 = (1 − |fx1 − fy1|)(1 − |fx2 − fy2 |)(fx1fy1 |ex1 · ey1 |+ fx2fy2 |ex2 · ey2 |)
H2 = (1 − |fx2 − fy1 |)(1 − |fx1 − fy2 |)(fx2fy1 |ex2 · ey1 |+ fx1fy2 |ex1 · ey2 |). (9)

In Equation 9, the first and second terms in parentheses increase the value of the result if the associated voxel fractions
are close together. The third term will have a high value if the corresponding fibre orientations from the pair of voxels
are similar; the similarity is evaluated by finding the vector product of the orientations. As the importance of the
similarity of fibre orientations depends on the contributions of the associated volume fractions, we also multiply the
vector product by the volume fractions. If H1 > H2, we assume that possibility 1 is true, otherwise we assume
possibility 2 to be true.

2.4 Optimization

For computational tractability, we break down the objective function into L patches corresponding to voxels l i. We
now solve the inverse problem by minimizing the objective function

J(li) = αT (li) + E(li) for i = 1, · · · , L (10)

separately in each voxel, with the smoothing function defined as

T (li) =
H∑

h=1

μhi

[(
T1(sh)

)−2 + β
(
T2(sh)

)2
]

(11)
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and the error function defined as

E(li) =
M∑

k=1

(A(li, qk) − Ã(li, qk)
A(li, qk)

)2

(12)

We minimize the objective function for each voxel l i by least-squares minimization using a Levenberg-Marquardt
algorithm with respect to p(sh). Once we have performed the optimization for all l i, we repeat this process to refine
the parameters further until convergence, which is usually within a few iterations.

3 Experiments and Results

We test our method on three datasets that are sub-sampled in different ways from a 128 × 128 × 32 image with 61
diffusion weighted images with a b-value of 1200 s mm−2 and one measurement at q = 0, with eight repeats of
each measurement, acquired on a Philips 3T Achieva with 8 element head coil. Each of the datasets contain the same
number of measurements, and simulate acquisitions that we expect to require approximately the same time. We run
our optimization method on each dataset to determine which set provides us with the most accurate information about
fibre populations in voxels. From one repeat, we select a 18×18×8 ROI (shown in Figure 2) and sub-sample to create
three datasets:

• For dataset 1, we double the thickness of each slice to create a 18×18×4 voxel array with 61 diffusion weighted
images and one measurement at q = 0 to create a low-spatial high-angular resolution (LSHA) dataset.

• For dataset 2, we only use 30 diffusion weighted images and one measurement at q = 0 while retaining the
spatial resolution, creating a high-spatial low-angular resolution (HSLA) dataset. We choose the subset of 30
directions from the original set of 61 that are optimally spread over the unit sphere, using the method proposed
by Cook et al [7], which is implemented in the Camino package [8]. This is done by modelling each direction as
the axis of a pair of identically charged particles on the sphere, and searching for a configuration that minimizes
the electrostatic energy of pairs in the same subset using simulated-annealing optimization.

• Dataset 3 consists of two subsets; both have the slice thickness doubled to create a 18× 18 × 4 voxel array, and
consist of 30 diffusion weighted images and one measurement at q = 0. The two subsets are offset by half a slice
width in the z-direction, and each of the ‘jittered’ subsets uses 30 of the 61 original directions with no overlap
of directions used in the subsets. We expect that the combination of the two subsets contains more information
about fibre populations than the previous two datasets.

We run our optimization algorithm on all three datasets to reconstruct fibre population information over the 18×18×8
voxel grid. We evaluate the reconstruction from each dataset using the metric

C =
H∑

h=1

M∑
k=1

|A(sh, qk) − Ã(sh, qk)|
A(sh, qk)

(13)

where A(sh, qk) is now the average measurement of all 8 repeats; lower C is better. We show the reconstructed fibre
populations and orientations on a slice from each dataset in Figure 2. After five iterations, the scores for each recon-
struction are 46.17, 36.78 and 57.56 respectively, indicating that the HSLA dataset provides more accurate information.

4 Discussion and Conclusion

We have presented an algorithm that can find fibre populations and their respective orientations and volume fractions
accurately on a subvoxel scale in a 3D diffusion MRI acquisition. By comparing results from different sub-sampled
acquisition datasets, we have found that a high-spatial low-angular resolution acquisition provides better reconstruction
compared to a low-spatial high-angular acquisition. The jittered acquisition appears to offer no advantage, although
further work is required to test the dependence on starting point and algorithm parameters. Other future work could
include looking at the effect of alternative sub-voxel division schemes, and to demonstrate differences of this method
with that obtained by interpolating the results from fitting Behrens’ model using the fibre matching method discussed
previously.
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Figure 2. FA map with the ROI highlighted (top-left), and the resulting fibre population estimates in the LSHA (top-
right), HSLA (bottom-left), and ‘jittered’ (bottom-right) datasets. The orientations are colour coded with red indicating
mediolateral, green anteroposterior and blue superoinferior, and the length of the orientations are in proportion to the
corresponding volume fraction.

References

1. P. J.Basser & C. Pierpaoli. “Microstructural and physiological features of tissues elucidated by quantitative diffusion tensor
MRI.” J Magn Reson B 111, pp. 209–219, 1996.

2. P. J.Basser, J. Matiello & D. L. Bihan. “MR diffusion tensor spectroscopy and imaging.” Biophys J 66, pp. 259–267, 1994.
3. K. M. Jansons & D. C. Alexander. “Persistent Angular Structure: new insights from diffusion MRI data.” Inverse Problems 19,

pp. 1031–1046, 2003.
4. D. S. Tuch. “Q-ball imaging.” Magnetic Resonance in Medicine 52, pp. 1358–1372, 2004.
5. J. Tournier, F. Calamante, D. Gadian et al. “Direct estimation of fibre orientations in partial volume contaminated regions using

spherical deconvolution.” In Proc. 12th Annual Meeting of the International Society for Magnetic Resonance in Medicine, p. 88.
6. T. E. J. Behrens, M. W. Woolrich, M. Jenkinson et al. “Characterization and propagation of uncertainty in diffusion weighted

MR imaging.” Magnetic Resonance in Medicine 50, pp. 1077–1088, 2003.
7. P. A. Cook, M. Symms, P. A. Boulby et al. “Optimal acquisition orders of diffusion-weighted MRI measurements.” Journal of

Magnetic Resonance Imaging (in press) .
8. P. A. Cook, Y. Bai, S. Nedjati-Gilani et al. “Camino: Open-source diffusion-MRI reconstruction and processing.” In Proc. 14th

Annual Meeting of the International Society for Magnetic Resonance in Medicine, p. 2759.

190



Supervised MS Lesion Segmentation

T. Shepherd and D. C. Alexander.a
�

aCentre for Medical Image Computing, University College London, Malet Place Engineering Building, WC1E 6BT

Abstract. We have developed an interactive method for supervised segmentation of MS lesions in MRI. The method
combines a boundary tracking algorithm with SVM classifiers designed for texture discrimination. We perform
experiments to evaluate classifier performance and to assess the accuracy and intra-/inter-rater variability of our
segmentation method. Results show that the texture descriptors are an improvement over MRI intensity in classifying
lesions and boundaries, and the semiautomatic tool is a promising method of exploiting the classifier in segmentation
that extends naturally to a broad range of applications.

1 Introduction

The main challenge to the future of conventional MRI in Multiple Sclerosis (MS) studies is to provide better means of
lesion segmentation [1].

The semiautomatic boundary extraction method in [2], which follows high intensity gradients to define lesion bound-
aries, is confounded by a partial volume effect at the edge of lesions and a general tendency noted in [3] for the intensity
profiles of MS lesions to fall gradually from the centre outwards. At the Institute of Neurology in London, 4 experts
who routinely segment lesions using the tool in [2] reported that

���������
	
of contours require subsequent editing by

freehand drawing, of which roughly half require complete replacement. Automated lesion segmentation is confounded
by global intensity variations caused by magnetic field inhomogeneities, which require separate correction [4]. Inten-
sity classification is also limited as lesion histograms do not follow an easily parametrizable distribution [5]. Also, the
morphology, size and internal structure of lesions vary both over time, due to the complex histology of the disease [6]
and scan/re-scan variability [7] and over space, as a single brain contains lesions at different stages [8]. For a given stage
in the disease, the pathology of a lesion also varies between patients [9]. Classification problems involving this level
of within-class variability can be addressed using a Support Vector Machine (SVM) classifier [10]. We design SVMs
for texture discrimination, which also overcomes the limitations of intensity alone in lesion classification. In addition,
we propose that MS lesion segmentation should make efficient use of expert knowledge in a supervised framework.
This is in-line with the two requirements stated in [11], that a segmentation tool must 1. provide as complete control as
possible to the user, and 2. minimise the user involvement and the total user time without compromising precision and
accuracy. Thus, the central aim of this work is to design a semiautomatic segmentation tool that minimises demand
on the operator without compromising the quality of human defined contours. We extend the ’Jetstream’ algorithm of
Perez et al. [12] and tune it for our application. We test the efficacy of the approach for MS lesion segmentation.

In this paper we present an interactive segmentation tool based on Jetstreams. After a summary of classical Jetstreams
we describe our adaptations to the algorithm and some new image priors used for the MS lesion application. We then
present experiments performed by experts segmenting PD and T2 weighted MR images.

2 Background

Perez et al. introduced Jetstreams, which use particle filtering to track points ������������ along boundaries in the image
plane [12]. A particle is defined as a chain of � points ����� � and at any time there exists a set of � particles ���� ��� �"!  $#&% � ' .
Tracking relies on the iterative computation of posterior densities. Given the image data ( the posterior probability for
the next point along the boundary is

) �+* % �,� ��� �+* %.- ( !0/ ) � ��� �1� � - ( !$243 ��� �5* %�- � �,6 % � � !$287 ��(9�,� �+* % !:! � (1)

where 3 and 7 are shape and image priors respectively. The Jetstream algorithm involves recursive computation of) �+* % in a three-stage procedure. A prediction stage randomly selects � locations for the next point � �5* % , at a fixed
distance from � � , using a normal distribution 3 �<;��,=?> � �A@CB ! , where = is the angle between the previous step � ��6 % � �
and the proposed step � �D� �+* % . The prior angular distribution gives the Jetstream a smoothness constraint governed by
the parameter @EB . Next, a weighting stage weights these � proposed steps by the product 3F2G7 where 7 ��(H��� �5* % !�!I�J
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191



is the likelihood that a proposed step keeps the particle on the true boundary. This likelihood is given by the ratio of
probabilities ) on and ) off, that a point lies on and off the boundary respectively, given by

��L ! ) on / ;NMPOQ> � �R�P@?S�T - U4V
- !�W and �PX ! )
off /NY M[Z]\ ^E_`\a \ ^E_R\ b W � (2)

where U V is the image intensity gradient vector, ced[f denotes the mean calculated over the image and O is the
acute angle between the direction of the last step taken and the local boundary direction estimated via U V . The spread
of ) on in equation 2 (a) is modified by %g h _ g so that a particle adheres to the boundary direction more for stronger
edges. Equation 2 (b) attracts particles to areas of high - UiV
- . After normalising, the � weights give a discrete
approximation of the posterior density, which is used in the third stage of importance sampling. By selecting � points
with replacement from the posterior distribution, those with higher weighting have higher probability of remaining in
the sampled set. The � sampled points may not be unique, as the most likely steps � �j� �5* % may be duplicated. This
concludes one iteration of the boundary tracker and the end points of the new particle set become the starting points
for the next � predictions.

After a fixed number of iterations ; , there are � particles ���& ��� k !  l#m% � ' that are likely to share many pixel locations.
This completion of ; steps will be referred to as a single ’run’ of the Jetstream contour. After each run the desired
boundary section is defined as the mean path over the final particle set.

3 Algorithm and Framework

We present four technical adaptations to the algorithm above. First, we replace the normal prior angular distribution
with the Von-Mises distribution no��=]> � �ApCB !q/rYtsvuAwyx�zA{ B 6E�A| , which is periodic with period }t~ . By choosing this dis-
tribution we maintain a general framework wherein the distribution is circularly symmetric for large absolute angles
where the tails of the normal distribution fall monotonically. Second, the Jetstreams are constrained to avoid self-
intersection. Third, we define a Jetstream as the path that, after importance sampling, has the maximum total weight.
Unlike the mean path chosen in [12], this last modification retains the intended smoothness constraint and avoids false
paths being created where the particle set is multi-modal such as at forks in the boundary. Fourth, when the boundary is
nearly complete, the user can invoke an extra prior designed to create a closed contour as follows. Holding down a key
activates an attraction force, comprising an extra likelihood term in the posterior weighting, proportional to the inverse
exponential distance to the start of the contour. This final run waits until enough particles terminate at the starting
point, then choses from these particles, the one with the highest weighting independent of the attraction force.

The user initialises a contour by drawing a small straight line section anywhere on a lesion boundary. The program
then displays the Jetstream that results from tracking ; points, referred to as one ’run’. At all times the contour is
defined as the set of points from successive runs, interpolated using Bresenham’s line algorithm. Between runs, the
user selects a pixel as an ’anchor’ point, from which the next run begins. An anchor placed at the ’tip’ of the Jetstream
causes the tracking to continue as normal. An anchor placed beyond the tip creates a straight bridge between runs.
An anchor placed anywhere along the current contour will remove the Jetstream beyond that point. Interaction is also
able to guide the Jetstream by placing an anchor to one side of the contour. This is used as a manual method of corner
handling, replacing numerical methods presented in [12] and [13]. During boundary extraction the user can adjust the
smoothness, ’detail’ (distance between points) and length of a single run using slide-bars.

4 Image Priors for Regions and Boundaries

We introduce two new image priors to complement intensity information with local texture. Both rely on SVMs, using
a radial basis kernel function to map feature vectors into a high dimensional feature space for classification. This
enables local texture to be classified without explicit feature calculation [14].

We define three variants of the Jetstream algorithm. The first, referred to as Jetstream A, uses a boundary-trained
SVM. We provide the SVM with 25-dimensional input feature vectors, each made up of 25 pixel intensities from a
sampling window. The sampling window is a star-shape as used in the autoregressive texture model suggested in [15].
This gives larger scale texture information than a square window, for the same dimensionality. The sampling window
is centred on lesion boundary pixels for the positive class in a binary classification of ’on-boundary’ vs ’off-boundary’.
For the negative class the sampling window is centred on pixels chosen at random locations weighted by the inverse
exponential distance to the nearest boundary (with a margin of one pixel). In this way, the SVM learns to discriminate
between boundaries and the nearby tissue, inside and outside a lesion, that Jetstreams are most likely to encounter. Upon
classification, the decision value output by this boundary-trained SVM is denoted �?� and replaces U4V in equations 2.
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We separately infer local boundary direction by convolving the image of � � with two orthogonal ’ridge’ templates to
give the � and � components of a direction vector.

In the second case, referred to as Jetstream B, we use a � 2 � pixel square sampling window to capture smaller scale
texture. The windows are centred on all pixels inside MS lesions, giving feature vectors for the positive class in a binary
classification of ’lesion’ vs ’non-lesion’. For the negative class, the sampling window is centred on non-lesion pixels,
at random locations weighted as before to be close to, but outside MS lesions. Classification by this region-trained
SVM yields the decision value �
� . We use directional Sobel filters to calculate the gradient vector U��� of the classified
image, which replaces U8V in equations 2.

We also implement Jetstreams using intensity gradients UiV as in [12], using directional Sobel filters to calculate UiV .
This classical Jetstream will be referred to as Jetstream C. Figure 1 (a),(b) and (c) show the magnitudes of the image
priors used in Jetstreams A, B and C respectively. Lesion boundaries are apparent in all cases. False positives are also

Figure 1. (far left) An axial slice showing PD (left hemisphere) and T2 (right hemisphere) intensity. White contours
show the ground-truth segmentation of lesions. (a) Classified using the boundary-trained SVM, (b) edge map of the
images classified by the region-trained SVM, (c) edge map of the raw images.

present, particularly at the boundaries between grey and white matter, as these regions are largely omitted from the
training data used to create (a) and (b). However, user-guided Jetstreams are unlikely to encounter these regions.

5 Experiments and Results

We performed experiments using 40 brains containing MS lesions, labelled with ground truth by an expert using the
tool in [2]. In all experiments, any one SVM is trained using data from all but one image and used to classify data in
the remaining image. All experiments are repeated for PD and T2 data.

5.1 Texture Classification

To evaluate the success of the SVMs we performed Receiver Operator Curve (ROC) analysis on the results of classify-
ing ground truth throughout a whole brain. By thresholding the range of decision values at 500 equal increments, we
build up a ROC curve and indicate classifier performance by the Area under the Curve (AUC). We repeat for all images
to give an average AUC. Table 1 shows the mean AUC ( � one standard deviation) for the two SVMs, along with results
of ROC analysis performed on the intensity of all ground truth pixels throughout all 40 volumes, either inside lesions
(’region intensity’) or on lesion boundaries(’boundary intensity’) with the same negative-class locations as defined for

Image Region Boundary Region-trained Boundary-trained
parameter intensity intensity SVM ( ��� ) SVM ( �
� )

PD 0.836 0.610 0.928 � 0.055 0.875 � 0.043
T2 0.854 0.624 0.927 � 0.021 0.858 � 0.039

Table 1. Comparison of AUC for intensities and SVM classification.

the SVMs. These results show that the texture SVMs identify lesions and boundaries better than T2 or PD intensity.

5.2 Contouring

We asked 4 expert raters to segment lesions using the Jetstreams, plus the freehand drawing tool provided by ImageJ.
All raters followed a randomised sequence of 24 tasks from 6 lesions and the 4 methods. To preserve intensity non-
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uniformity, scanner inconsistencies and patient variation, we chose 3 slices from different patients, wherein we chose
2 lesions in different hemispheres of the brain. We evaluate the segmentation accuracy and intra-/inter-rater variability
of the Jetstreams and the freehand tool using 2 measures of dissimilarity between any pair of contours: The Haus-
dorff distance [16], to measure the difference in shape between one contour and another (relevant to studies of lesion
morphology) and the absolute difference in the areas enclosed by 2 contours (relevant to studies of lesion load).

To measure the accuracy of each Jetstream, we take the dissimilarity between contours created by a rater using that
Jestsream and the same rater’s freehand contour. We then take the mean dissimilarity over all 6 lesions. To give an idea
of the accuracy of the freehand method, we measure the dissimilarity between the same freehand contour and a second
one created days later. Figure 2 compares the mean dissimilarity of each method used on T2 images. We observed
similar results for PD images. Figure 2 suggests that SVM Jetstreams are more accurate than classical Jetstream C and
that Jetstream accuracy is comparable to the freehand method.

Figure 2. Accuracy of all methods. Mean dissimilarity is shown for each rater with error bars at � one s.d.

To compare the intra-rater variabilityof each method, we measure the dissimilarity between contours created by the
same rater and method at different times, days apart, and take the mean dissimilarity over all 6 lesions. Figure 3 shows
the results for T2 images. Intra-rater variability does not differ significantly between methods, similarly for PD images.

Figure 3. Intra-rater variability of all methods. Mean dissimilarity is shown for each rater with error bars at � one s.d.

The freehand contours overlain in figure 4 (left) reveal that, while some lesions such as (i) and (ii) are unambiguous,
others such as (iii) and (iv) are perceived differently by at least one rater, who groups nearby lesions together. This
ambiguity is distinct from inter-rater variability, whereby lesions that are perceived the same by two raters are
segmented differently due to limitations of the method. We choose two unambiguous lesions (i) and (ii) to compare the
inter-rater variability of each method. We measure the dissimilarity between the two contours created by each pair of
raters. We then take the mean dissimilarity over all 6 pairs. The plots on the right of figure 4 compare the dissimilarity
measures for the 4 methods used on T2 images. These plots suggest that the SVM Jetstreams improve on the classical
Jetstream C, and have comparable inter-rater variability to freehand contouring.

6 Discussion and Conclusions
We have presented a user-guided tool for MS lesion segmentation. The underlying method reduces demand on the
operator meaning that interaction time should be reduced when the user is familiar with the tool. At the same time the
results are comparable to the gold standard of expert manual drawing, in terms of accuracy and variability.

The texture-based SVMs offer more discriminating power than PD or T2 intensity, either in classifying lesion regions
to give an improved edge map, or in a one-shot method of boundary localisation. Visual inspection (figure 1) shows
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Figure 4. Inter-rater variability of all methods. (left) 4 lesions shown with freehand contours from the 4 expert raters
overlain in white. (right)Mean dissimilarity shown for lesions (i) and (ii), with error bars at � one s.d.

that the boundary-trained SVM produces better resolved boundaries but at lower contrast than the edge maps. These
new classifiers should generalize well, and do not rely on multispectral data or intensity normalisation. The SVM itself
can be improved over time using incremental learning, as more ground truth becomes available. The SVM Jetstreams
out-perform the classical method based on intensity gradients.

The semiautomatic framework balances well the requirements of maximum user-control with minimal user-involvement.
The combination of machine learning and run-time user-guidance extends beyond the MS lesion problem, and we ex-
pect greater benefits in terms of reduced user-engagement and improved segmentation results, in applications where
regions of interest are typically larger than MS lesions.
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Abstract. Segmentation of the left atrium is vital for pre-operative assessment of its anatomy in radio-frequency 

catheter ablation surgery, which is commonly used for treating atrial fibrillation. In this paper we present an 

automatic approach for segmenting the left atrium and its pulmonary veins from MR angiography (MRA) data 

sets. Based on the notion that in MRA the atrium becomes connected to surrounding structures via partial volume 

affected voxels and narrow vessels, the atrium can be separated if these regions are characterized and identified. 

The blood pool, obtained by subtracting the pre- and post-contrast scans, is first segmented using a region-

growing approach. The segmented blood pool is then subdivided into disjoint subdivisions based on its Euclidean 

distance transform. These subdivisions are then merged automatically starting from a seed point and stopping at 

points where the atrium connects to a neighbouring structure. The resulting merged subdivisions produce the 

segmented atrium.  

 

1   Introduction 

One of the most common causes of deaths in patients with cardiovascular related illnesses are heart strokes and 

attacks. The American Heart Association reports that 15% of all heart strokes are caused by a life-threatening 

condition called atrial fibrillation (AF) [1]. AF is a condition involving the left atrium of the heart. The left atrium is 

one of the four chambers of the heart. It receives oxygenated blood from the lungs and pumps it into the left ventricle. 

This blood is then circulated to the rest of the body. In a healthy adult the left atrium pumps blood into the ventricle 

in a regular rhythm. In AF, the left atrium quivers in an abnormal rhythm and is no longer able to pump blood into the 

left ventricle efficiently. This may cause possible pooling and clotting of blood in the left atrium which can lead to a 

stroke. Radio-frequency catheter ablation (RFCA) has become the treatment of choice for patients suffering from AF 

[2]. The objective of the ablation procedure is to eliminate sources of ectopic foci by charring tissues with high radio-

frequency energy. These sources are identified pre-procedurally by examining electroanatomical maps that correlate 

the eletrophysiological characteristics with the endocardial anatomy. Medical literature indicates pulmonary venous 

drainages of the left atrium to be strong sources of ectopic focal activity [8]. Thus, a correct segmentation of the left 

atrium and its pulmonary venous drainages is important at this stage for planning the surgical procedure and also to 

allow the integration of the electroanatomical data with cardiac imaging data.  

The left atrium is a highly anatomically variable structure where the number and sizes of the pulmonary venous 

drainages can vary significantly across patients. Variations to the right and left drainage patterns of the atrium have 

been documented in [3]. This high degree of variability makes left atrium segmentation difficult. Little work has been 

done on automated left atrium segmentation. Berg et. al. [4] uses a shape-constrained deformable surface model to 

segment the left atrium from multi-slice CT images. However, the model is restricted to a mean surface model which 

is built from training samples. Although such a technique may perform well on the commonly occurring variants of 

the atrium, the under-representation of the rarely occurring variants in the mean model makes it difficult for it to fit to 

these instances. John et. al. [5] uses a data-driven approach for segmenting the atrium from MR Angiography (MRA) 

datasets. The segmented blood pool is subdivided into regions which are later merged but separated at narrowings. 

This technique is based on the notion that the atrium is commonly connected to neighbouring structures through a 

narrowing. Although the method is fast and robust, it suffers from several limitations such as its inability to segment 

in cases where there is a non-narrow connection between a pulmonary vein and the pulmonary artery caused by a 

string of partial volume affected voxels. Our method is similar to the one described in [5]. An important difference is 

the manner in which our system can correct for over and under-segmentations using very little user-interaction. A 

second difference is the calculation of saddle points in [5] which is replaced with finding a point with the highest 

Euclidean distance value in the separating surface between any two adjacent subdivisions. This gives the true 

diameter of the separating surface. A third difference is the use of automatic threshold selection for segmenting the 

blood pool which has greatly improved the quality of our results.  

2    Segmentation  

The images acquired for this study are MRA images. In these images, the atrium is enhanced along with the 

pulmonary veins, pulmonary artery and aorta. Surrounding structures such as bones and other organs can also appear 
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in the MRA sequences and these are easily removed by subtracting the post- from the pre-MRA scans. The input to 

our segmentation system is thus the subtracted image showing only the enhanced vessels.  

2.1 Segmenting the blood pool 

Although, subtracting the post- from the pre-MRA scans removes bone and other irrelevant structures, it is still 

necessary to extract the blood pool and further remove neighbouring enhanced structures as much as possible in order 

to reduce the computational steps involved in determining the subdivisions. The left atrium is surrounded by 

neighbouring structures such as the pulmonary arteries, ascending aorta and the left ventricle. During acquisition, 

blood which is contrast-enhanced perfuses into these regions very quickly making it difficult to avoid imaging these 

neighbouring structures. These neighbours can be partly removed by using a bounding box which selects a region of 

interest around the left atrium, thereby excluding the unwanted structures as much as possible. The blood pool within 

the bounding box is extracted using a region-growing segmentation technique where a seed point inside the atrium is 

selected. The lower and upper thresholds for blood are automatically computed using the Otsu method [6]. In this 

method an optimal threshold value which maximizes the between-class variance between blood and non-blood tissue 

classes is determined. The output at this stage is a binary image with the segmented blood pool that contains the left 

atrium, its pulmonary venous drainages and segments of neighbouring vessels and structures. Although it is not vital 

to remove the ventricle blood pool in the context of RFCA, the bounding box can cut off the atrium from the ventricle 

blood pool along a suitable user-defined plane.  

2.2  Computing subdivisions 

The blood pool is subdivided into regions using a scheme described below. Neighbouring subdivisions are later 

merged automatically to give the segmented atrium. The process of subdividing the blood pool is done in three steps: 

1) Computing the Euclidean distance transformation of the image. 2) Finding local maximums on the EDT map. 3) 

Determining subdivision membership for each voxel in image.   

In the first step we compute the Euclidean distance transformation (EDT) of the binary image. Given that we have a 

distance metric defined, a distance transformation is an assignment of each voxel to a distance. This distance is the 

closest distance of a voxel to the background voxel. Defining the metric to be the Euclidean distance between any two 

points, the EDT can be computed for our binary image. It has recently been possible to compute the exact EDT of a 

binary image in linear time and we use the algorithm described in Maurer et al. [7]. Under the EDT transformation, a 

voxel deep inside the blood pool gets a high distance value whereas a voxel in the proximity of a boundary gets a 

relatively smaller value. Voxels outside the blood pool is assigned a distance value of zero.  

The next step is to compute the local maximum points on the EDT map. A voxel is a local maximum if its EDT value 

is greater than the EDT value of all its neighbours. We use a 26-voxel neighborhood, for calculating local maximums. 

The spatial distribution and frequency of these local maximum points is of interest. There are a large number of local 

maximum points in structures that are narrow and small such as the blood vessels which includes the pulmonary 

venous drainages to the left atrium. Wider structures such as the body of the atrium have a relatively smaller number 

of local maximums. This is due to the geometric nature of the EDT transform. Once the local maximum points are 

determined, for each voxel we compute the subdivision it belongs to. Starting from the voxel we search along the path 

with increasing EDT values until we reach a local maximum. The voxel belongs to the subdivision that is centred by 

this local maximum. In this way each local maximum produces a subdivision which is generally composed of voxels 

surrounding it. Figure 1(ii) shows an MRA slice subdivided using the described subdivision scheme.  

2.3 Subdivision Merging 

Once the subdivisions are computed, they can be merged interactively and manually by the user. Assuming that the 

user has some knowledge about the shape of an atrium, subdivisions inside the atrium can be manually chosen by 

selecting the local maximums which uniquely identify them. This is a semi-automatic approach for segmenting the 

left atrium. The user selects the local maximums based on a visual assessment of whether it lies inside or outside the 

atrium. This visual assessment is possible by overlaying the local maximum points on the original MRA of the 

segmented blood pool. In a next step, the selected subdivisions are merged, giving the segmented atrium. The 

complexity of this manual procedure depends on the number of local maximums or subdivisions. As described 

earlier, due to the way the local maximums are spatially distributed, more subdivisions occur within the pulmonary 

venous drainages than around the body of the atrium. This makes the task of selecting the subdivisions easier and 

quicker within the body of the atrium and relatively harder and slower at the pulmonary veins. Although this manual 

technique can be slow; however, when performed correctly it gives good segmentation results. Alternatively, the 
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subdivisions can be merged without any user intervention by using an automatic scheme described in the following 

section.  

2.4 Automatic Subdivision Merging  

Physically the left atrium is only connected to the left ventricle through the mitral valve. However, in MRA images, 

due to the partial volume effect the blood pool in the atrium becomes frequently connected to the blood in the 

ascending aorta. Additionally, the pulmonary venous drainages also appear connected to the pulmonary artery. Any 

left atrium segmentation scheme must be robust against such artefacts. It can be safely assumed that these connections 

are very narrow regions connecting either sides of a blood pool. The subdivision scheme described in the previous 

section will produce subdivisions on either side of such narrowings. It now merely remains to describe a merging 

scheme which merges subdivisions not separated by such narrowings and stops merging subdivisions that are 

separated by a narrowing.  

To detect a narrowing, we first define a size metric for the subdivisions. The size can be attributed by its diameter 

which is the Euclidean distance value of its centre. These centres, as described in previous sections, are local 

maximum points. There is also a separating surface between any two adjacent subdivisions. The size of the separating 

surface is proportional to its diameter value. This is the deepest point within the surface which also has the largest 

Euclidean distance value.  

 

 

 

 

 

 

Figure 1: (i) Two subdivisions with their diameters and separating surface (ii) An MRA slice subdivided into disjoint 

subdivisions.  

Consider the diameters of two neighbouring subdivisions  1m  and 2m  which are separated by a separating surface s 

(figure 1(i)).  The diameter of a subdivision is the Euclidean distance value of its local maximum. Assuming that a 

and b are the diameters of two neighbouring subdivisions with the separating surface diameter denoted by p. A 

merging criterion can be described in terms of a merging value which is defined as:  

pba −= ),(minvaluemerging      (1) 

The merging value can be controlled using a user-defined threshold. The merging criterion allows any two adjacent 

subdivisions to be merged when their merging value satisfy a threshold. It prevents merging of subdivisions where the 

merging value falls below the threshold. In this way, the diameter of the separating surface at a narrowing will have a 

smaller diameter compared to the diameters of the adjacent subdivisions, thus yielding a large merging value. On the 

contrary, at non-narrow connections, the diameter of the separating surface will be comparable to that of its adjacent 

subdivisions, thus giving a smaller merging value. Selecting an appropriate threshold value will thus stop the merging 

process at possible narrowings.    

The merging process starts from a user-selected seed point, preferably located close to the centre of the atrium. The 

subdivision containing the seed point is our seed subdivision. Similar to a region-growing approach, all subdivisions 

connected to the seed subdivision are merged on the condition that they fulfil the merging criterion. Symbolically, 

merging two subdivisions is equivalent to replacing them with a single subdivision with a diameter equal to the larger 

of the two diameters. At the end of the merging process the resulting merged subdivisions is the segmented atrium 

separated from the rest of the connected structures.  
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3 Results 

We have tested our segmentation technique on 12 patient MRA datasets. The datasets acquired were diverse in terms 

of the anatomy of the left atrium and its pulmonary veins. One of the datasets had an abnormal enlarging of the left 

atrial body (figure 2(i)), and one of them had an un-documented and unusual left drainage where the two left 

pulmonary veins joined into one vessel (figure 2(iii)). The technique was robust against these cases and all cases were 

segmented successfully. The segmentation results were evaluated by an expert clinician by overlaying the 

segmentation on the original MRI and noting the differences. An important criterion for a good left atrial 

segmentation for RFCA is that it must include all the pulmonary veins to the left atrium. Missing a pulmonary vein 

can lead to an unsuccessful RFCA procedure where the patient can complain of recurring episodes of AF caused by 

the overlooked pulmonary vein [9]. The inclusion of all pulmonary veins in the segmentation was thus easily 

validated using this overlaying technique.   

Once the EDT and subdivisions are computed, the segmentation process is almost instant taking less than a second 

for each MRA image. Computation of the EDT for the image is also very fast taking less than a second. However, 

subdivision computation can take a few seconds depending on the size of the dataset. The segmented images were 

visualized using a marching cubes isosurface reconstruction where the iso-value for blood was automatically selected 

using the Otsu method [6].  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: Marching cube iso-surface reconstruction of the segmented left atriums of 6 different patients. Note the 

variation in shape, size and anatomy of the atrium across patients.  

.  

 

 

 

 

Figure 3: An endocardial of the segmented atrium of figure 2(i). The camera was positioned to face the ostia of the 

two pulmonary venous drainages to the right side of the atrium.  
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Electrophysiologists sometime also prefer an endocardial view where a clear view of the drainage openings are 

visible. This view is important for surgical planning allowing the circumferential path of ablation to be traced easily. 

Figure 3 shows one such view of the segmented atrium of figure 2(i) where the camera was positioned facing the two 

drainage openings to the right side of the atrium. 

4 Discussions 

Due to the high degree of anatomic variability in the left atrium un-predictable shape variations may occur and can 

make such a data-driven technique susceptible to mis-segmentation. In at least one of the patient data we have noticed 

narrow regions within the atrium (figure 2(i)). This causes the algorithm to cut part of the atrium off at the narrowing 

producing an under-segmented left atrium. If these narrowings are within an opening of a drainage, an entire 

pulmonary drainage will be excluded from the segmentation leading to possible surgical failure. However, mis-

segmentations can be easily verified by overlaying the segmented image on top of the original MRA dataset.  

Our system can easily correct under-segmentations. We do this by identifying a seed point in the missed region and 

running the algorithm to segment this missed region separately. A different merging threshold is often required. The 

original segmentation can then be combined with the missed region segmented separately to give the final segmented 

atrium. In a similar way, possible over-segmentations can also be corrected by identifying a seed point within the 

over-segmented region and running the algorithm to subtract this region. We have found the subdivision merging 

process leaking into the pulmonary artery in some instances thus causing the over-segmentation. In such cases, a seed 

point selected inside the pulmonary artery and running the algorithm with a new merging threshold value allows the 

over-segmented artery to be segmented and removed from the final segmentation. It is also important to select the 

right value for the merging threshold (eq. (1)). Selecting a slightly higher threshold than what is appropriate can 

easily lead to over-segmentation and cause the merging process to leak into neighbouring structures. There are yet no 

means of automatically selecting this threshold value, and we currently rely on a trial-and-error approach.  

5 Conclusions 

We have presented a technique for automatically segmenting the left atrium from MRA datasets. The technique 

exploits the fact that partial volume affected voxels in MRA can cause the atrial blood pool to become connected to 

the blood pool of neighbouring structures via narrow regions. The Euclidean distance transformation of the blood 

pool is produced and is used to schematically subdivide the image into disjoint subdivisions. These subdivisions are 

later merged automatically starting from a seed point and stopping at the partial volume affected narrowings, yielding 

the segmented left atrium. The system has been tested successfully on 12 diverse MRA patient datasets and the 

segmentation results have been validated qualitatively by an expert clinician. In future research, we will present our 

results on a larger collection of MRA datasets and also include a quantitative means for validating the segmentation 

results. We also intend to investigate the possibility of automatically locating the pulmonary veins in the segmented 

atrium and determining the diameters of their ostia using endocardial views (figure 3). This can be useful in RFCA 

where the eletrophysiologist is required to make such accurate measurements before circumferentially ablating 

around the tissues of the ostia.  

6 References 

1. "Risk factors for stroke and efficacy of antithrombotic therapy in atrial fibrillation: analysis of pooled data from five 

randomized controlled trials” Archives of Internal Medicine 154. pp. 1449-1457, 1994.  

2. M. D. Lesh, G. F. Van Hare, L. M. Epstein et. al. “Radiofrequency Catheter Ablation of Atrial Arrhythmias: Results and 

Mechanisms” American Heart Association 89. pp. 1075-1089, 1994. 

3. E. M. Marom, J. E. Herndon, Y. H. Kim et. al. “Variations in Pulmonary Venous Drainage to the Left Atrium: Implications 

for Radiofrequency Ablation” Radiology 230. pp 824-829, 2004. 

4. J. V. Berg & C. Lorenz. “Accurate left atrium segmentation in multislice CT images using a shape model” In Proceedings of 

the Society of the Photo-Optical Instrumentation Engineers 5747. pp. 351-360, 2005. 

5. M. John & N. Rahn. “Automatic-left Atrium Segmentation by Cutting the Blood Pool at Narrowings” In Proceedings of 

MICCAI. pp. 798-805, 2005. 

6. N. Otsu. “A Threshold Selection Method from Gray-Level Histogram” IEEE Transactions on Systems, Man. and Cybernet 9. 

pp 62-66, 1978. 

7. C. R. Maurer, R. Qi, V. Raghavan  “A Linear Time Algorithm for Computing Exact Euclidean Distance Transforms of 

Binary Images in Arbitrary Dimensions” IEEE Trans. on Pattern Analysis and Machine Intelligence 25. pp. 265-270, 2003. 

8. M. Haissauguerre, P. Jais, D. C. Shah et. al. “Spontaneous initiation of AF by ectopic beats originating in the pulmonary 

veins” The New England Journal of Medicine 339. pp. 659-666, 1998.  

9. H. Nakashima, K. Kumagai, H. Noguchi et. al. “Evaluation of the recurrence of Atrial Fibrillation after pulmonary venous 

ablation” Japanese College of Cardiology 40(3). pp. 87-94, 2002. 

200



Longitudinal Voxel-Based Morphometry with
Unified Segmentation: Evaluation on

Simulated Alzheimer’s Disease

Gerard R. Ridgwaya, Oscar Camaraa, Rachael I. Scahillb, William R. Cruma,
Brandon Whitcherc, Nick C. Foxb, and Derek L. G. Hilla∗

aCentre for Medical Image Computing, University College London.
bDementia Research Centre, UCL.cGlaxoSmithKline.

Abstract. The goal of this work is to evaluate Voxel-Based Morphometry and three longitudinally-tailored methods
of VBM. We use a cohort of simulated images produced by deforming original scans using a Finite Element Method,
guided to emulate Alzheimer-like changes. The simulated images provide quite realistic data with a known pattern of
spatial atrophy, with which VBM’s findings can be meaningfully compared. We believe this is the first evaluation of
VBM for which anatomically-plausible ‘gold-standard’ results are available. The three longitudinal VBM methods
have been implemented within the unified segmentation framework of SPM5; one of the techniques is a newly
developed procedure, which shows promising potential.

1 Introduction

Voxel-Based Morphometry [1] is a method for automated whole-brain analysis of local structural differences, using
Statistical Parametric Mapping (http://www.fil.ion.ucl.ac.uk/spm/ ); Longitudinal variants have been
developed for application to cohorts with serial imaging [2, 3]. VBM necessitates preprocessing of the images, in-
cluding spatial normalisation and tissue-segmentation. There is great difficulty in evaluating the performance of VBM
methods due to the lack of ground truth. To the best of our knowledge, no previously published VBM studies of
realistically complex data have had gold-standard maps of the regions that should be detected.

We have developed Finite Element Methods (FEM) which can structurally alter images, producing finely-controllable,
clinically realistic changes [4]. Such simulated images have known underlying deformation fields and volume changes,
which can form a gold standard for evaluating atrophy-measurement techniques.

Alzheimer’s Disease is a progressive neurodegenerative disorder, of great clinical and socio-economic importance. AD
causes a loss of brain tissue which can be visualised and quantified using serial Magnetic Resonance Imaging [5].
Using a cohort of AD patients with MR images at baseline and one year later, we simulated new approximate year-on
scans from the original baselines, guided by semi-automated measures of whole-brain, hippocampal, and ventricular
volume changes [6]. The original baseline and simulated follow-up images then constitute a data-set with known FEM
ground truth; we use this to derive a gold standard suitable for evaluating longitudinal VBM, and compare four such
techniques, one of which is novel.

2 Methods

2.1 Voxel-Based Morphometry and Longitudinal VBM

VBM in SPM5 involves unified tissue-segmentation and spatial normalisation [7], followed by spatial smoothing and
voxel-wise statistical testing. With serial data, statistical analysis can take advantage of reduced within-subject vari-
ability. To capitalise on the longitudinal information, changes should also be made to the VBM preprocessing methods.
In this work, we evaluate standard VBM against two longitudinal methods from the literature (which we have adapted
to be compatible with the unified segmentation framework) and our own newly developed SPM5 method.

All SPM analyses were performed within an explicit mask derived from the smoothed ground-truth grey-matter seg-
mentation. All smoothing was done with an 8mm FWHM Gaussian kernel. A one-samplet-test was performed on
subtraction images; single-tailed contrasts for atrophy (increase<0) and ‘reverse contrast’ of tissue-gain (increase>0)
were evaluated and thresholded with multiple comparison correction using Random Field Theory (pFWE < 0.01).

∗Derek.Hill@ucl.ac.uk
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2.1.1 Standard VBM

Here, ‘Standard’ VBM refers to simple application of unified preprocessing independently to each scan of each subject;
only the statistics differ from the non-serial case. ‘Standard’ should not be contrasted here to ‘optimised’ VBM [8],
which the unified segmentation model aims to supersede [7].

2.1.2 Tied-normalisation

The preprocessing step of spatial normalisation should take advantage of the fact that multiple time-points for a single
subject can be registered much more accurately than scans of different subjects, and that initial rigid alignment already
reveals a great deal about within-subject change [5]. Using the non-unified model of SPM2, Gaser (in Draganski et
al. [2]) developed a method with longitudinally tied spatial normalisation, in which repeat scans are transformed using
the parameters determined for their corresponding baselines, then independently segmented.

Following the introduction of SPM5’s unified framework, an extended generative model for unified longitudinal seg-
mentation and normalisation should ideally be developed. As a simpler alternative, we have implemented an approach
which applies the baseline normalisation parameters to the native-space baseline and follow-up grey matter images
from separate unified segmentations.

2.1.3 Pre-averaged

More advanced techniques can combine inter-subject spatial normalisation with precise intra-subject registration using
High-Dimensional Warping (HDW). One such method (designed by Ashburner, and implemented in [3]), creates low-
noise averaged images of HDW-registered longitudinal sets, before inter-subject spatial normalisation and segmentation
in SPM2. (i.e. averaging is ‘pre’ segmentation.)

We have adapted this approach to the SPM5 framework, with unified segmentation and inter-subject normalisation
following the intra-subject warping and averaging. The intra-subject volume changes from HDW must be taken into
account to generate the follow-up data, which can be elegantly done by modulating the native-space segmented average-
images with the HDW Jacobian fields before applying the predetermined inter-subject transformations. This avoids the
interpolation error due to the transformation of the Jacobians in [3].

2.1.4 Post-averaged

We propose a technique similar to pre-averaging, but novel, and well-suited to SPM5’s unified segmentation. The new
method should be better for subjects with large longitudinal change that might not be fully recovered by HDW, as in
this case, the pre-averaged images may be too blurred to segment well. Each time-point is first segmented, and SPM5’s
bias-corrected version is saved; HDW transformations are then determined on the corrected images and applied to
their native-space segmentations. The warped segmentations are then averaged; i.e. averaging is ‘post’ segmentation
of sharp original images. Each average segmentation is modulated with the HDW volume changes to create follow-up
equivalents, then each set of original and modulated segmentations is spatially normalised with the baseline parameters.

2.2 Finite Element Modelling of Atrophy

The atrophy simulation process is based on that described in [4]. It consists of four main steps: (1) Generation of
a reference mesh; (2) Warping to a subject-specific mesh; (3) Deformation of the mesh using a FEM solver; (4)
Application of the deformations to the baseline image of each subject, to produce a new simulated follow-up image.
The reference mesh was built using the BrainWeb atlas labels of these structures [9] (http://www.bic.mni.
mcgill.ca/brainweb/ ). The adaptation of the reference mesh to each subject was achieved with a mesh warping
procedure guided by a fluid registration algorithm [10].

We used a cohort of 18 probable AD patients (7 female; ages from 55 to 86, mean 70) with baseline and 12-month
follow-up MRI scans [6]. The FEM simulation was driven using values of the subjects’ volume changes in the brain,
hippocampi, and ventricles (from semi-automated segmentation-based measurements). Simulated mean (standard de-
viation) percentage volume increases were: brain, -2.43 (1.18); hippocampi, -4.74 (3.24); ventricles, 11.49 (5.35). Fig-
ure 1(a-c) shows a single-subject example of atrophy simulation; ventricular expansion, cortical thinning, and opening
of CSF spaces can be observed.
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Figure 1. Example case of simulated atrophy: (a) Original baseline; (b) Simulated +1yr follow-up; (c) Subtraction
image. The same subject’s gold-standard volume changes in BrainWeb space: (d) Volume gain (VG=1yr/orig); (e)
GM-increase = (GM*VG)-GM; and (f) Smoothed GM-increase, as entered into the analysis.

2.3 Generation of a Gold Standard

Because the same mesh is warped from the BrainWeb template to each individual patient, there is a known correspon-
dence between elements of the warped meshes for the different subjects; therefore the volume change of each element
can be mapped back to the common space. By converting the element-wise volume changes to a voxel-wise represen-
tation, an image of the ratio of follow-up to original volume is created. These volume gain ratio images can be used
to modulate the BrainWeb Grey Matter Segmentation, resulting in perfectly aligned effective follow-up segmentations,
similar to those in the two HDW-based longitudinal VBM methods. The original BrainWeb GM is then subtracted
from each follow-up and the result smoothed. Figure 1(d-f) illustrates this process for one subject. The gold-standard
smoothed subtraction images could be entered into an identical one-samplet-test as the actual sets of VBM subtraction
images. For reasons discussed in section 4.1, we instead use contrast (negative mean) images, thresholded at different
values for visualisation purposes.

Figure 2. Gold-standard average atrophy, Maximum Intensity Projections thresholded at: (a) 0, (b) 0.01, (c) 0.02, (d)
0.03.
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Figure 3. Maximum Intensity Projections of significant atrophy (pFWE < 0.01) for VBM methods: (a) Standard; (b)
Tied-normalisation; (c) Pre-averaged; (d) Post-averaged.

3 Results

Gold-standard maximum intensity projections, at varying thresholds, can be seen in figure 2. Statistical results from
the four VBM methods are presented in figure 3 as maximum intensity projections. In both cases the atrophyt-contrast
(increase<0) is shown. For the ‘reverse contrast’ (i.e. gain of GM over time), none of the four methods detected any
voxels at the corrected level. Table 1 shows correlations between the ground truth contrast image and the contrast or
t-value images for the four methods:

Method std tied pre post
contrast 0.24 0.17 0.63 0.65
t-values 0.16 0.10 0.47 0.36

Table 1. Image-wise Spearman rank-correlations (over in-mask voxels).

4 Discussion

4.1 From Simulation Ground Truth to VBM Gold Standard

The atrophy simulation method gives the ground-truth volume change over the nodes of the deformed mesh. However,
several steps are required to convert this data into a gold standard for VBM. Following the obvious approach of per-
forming the same statistical analysis of the ground-truth GM-increase images as of the VBM subtraction images, we
obtained unrealistict-maps (not shown). Unreasonably larget-values occur outside the regions in which FEM volume
changes were introduced. This may be due to the low spatial variance of the volume change maps outside these areas.
Inter-subject spatial variability is far lower for these images than it is for natural anatomical variation in real patient
images, even after spatial normalisation.

Instead, we threshold the ‘contrast image’ — the numerator of thet-statistic. The maximum intensity projections (see
figure 2) now look sensible, but this method leaves open the question of at what level the contrast image should be
thresholded. On the other hand, there is also a degree of arbitrariness in the choice of threshold (α) for statistical
tests. The approach taken here of presenting differently-thresholded versions of the gold standard allows a multi-scale
evaluation of the pattern of atrophy. Note that the purpose of the gold standard is to indicate the spatial pattern of
simulated atrophy; its significance is not of innate interest.
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4.2 Longitudinal VBM

The gold-standard results shown in figure 2 indicate the presence of diffuse global atrophy, with greater focus on the
temporal lobes and strongest change in the hippocampi; the cerebellum and brain-stem are spared. The key advance of
this work is that the VBM methods may be compared directly to this desired pattern, as well as to each other.

We first note that all four methods appear to perform better at detecting the hippocampal and temporal lobe atrophy
compared to the more diffuse cortical atrophy. This is probably due to the greater natural anatomical variation in the
pattern of cortical folding. Standard VBM detects the least atrophy of the four methods, though there are no obvious
false-positive regions. Longitudinally tied normalisation seems to give only minor improvements, though there is some
evidence that the less variable tied registration preserves more of the cortical atrophy. Intriguingly, the correlation
with ground truth (table 1) appears worse. Both HDW-based methods appear much more sensitive, though some of
the atrophy they report is not apparently well-matched to the gold standard (e.g. the insula). In addition, some areas
present in the gold standard appear to be missed despite the greater apparent sensitivity (e.g. temporal horns, and
the focal nature of the hippocampal atrophy). The correlations in table 1 reaffirm the superiority of the HDW-based
methods, but don’t allow a clear preference for either.

The pre-averaging method [3] seems to produce false-positive results in the cerebellum and brainstem. Our new
post-averaging method appears to avoid this, at the expense of detecting less true cortical atrophy. Additionally, the
post-averaging method has better detected the hippocampal atrophy. Reasons for the differences are not entirely clear,
as both methods use the same HDW transformations. The pre-averaging method segments (and normalises) an image
with higher signal-to-noise ratio but potentially significant blurring; while post-averaging of original (lower SNR seg-
mentations) also improves the SNR of the results. The relative merits of the two alternatives need further investigation.

We note that there are statistical objections to the comparison oft- or p-values, as a difference in significance is not
equivalent to a significant difference. However, with fundamentally different methods such as the standard and HDW-
based VBM evaluated here, there is a risk of registration problems if the ANOVA interactions between atrophy and
method are tested. The findings shown here are intended to allow comparison between distributions of detected atrophy
of the methods and gold standard, with the aims of informing choices between different VBM methods, and guiding
further comparative studies. In the future, we hope to perform more quantitative analysis, including a direct ground-
truth based investigation of segmentation performance. The evaluation may be complemented by testing the methods
on real data.

Acknowledgements

GRR is supported by an EPSRC CASE Studentship sponsored by GSK. RIS and NCF are supported by the MRC.

References

1. J. Ashburner & K. J. Friston. “Voxel-based morphometry–the methods.”Neuroimage11(6 Pt 1), pp. 805–821, June 2000.
2. B. Draganski, C. Gaser, V. Busch et al. “Neuroplasticity: changes in grey matter induced by training.”Nature427(6972),

pp. 311–312, Jan 2004.
3. G. Ch́etelat, B. Landeau, F. Eustache et al. “Using voxel-based morphometry to map the structural changes associated with

rapid conversion in MCI: a longitudinal MRI study.”Neuroimage27(4), pp. 934–946, Oct 2005.
4. O. Camara, M. Schweiger, R. Scahill et al. “Phenomenological Model of Diffuse Global and Regional Atrophy Using Finite-

Element Methods.”Medical Imaging, IEEE Transactions on25(11), pp. 1417–1430, Nov. 2006.
5. N. C. Fox & J. M. Schott. “Imaging cerebral atrophy: normal ageing to Alzheimer’s disease.”Lancet363(9406), pp. 392–394,

Jan 2004.
6. J. M. Schott, S. L. Price, C. Frost et al. “Measuring atrophy in Alzheimer disease: a serial MRI study over 6 and 12 months.”

Neurology65(1), pp. 119–124, Jul 2005.
7. J. Ashburner & K. J. Friston. “Unified segmentation.”Neuroimage26(3), pp. 839–851, July 2005.
8. C. D. Good, I. S. Johnsrude, J. Ashburner et al. “A voxel-based morphometric study of ageing in 465 normal adult human

brains.” Neuroimage14(1 Pt 1), pp. 21–36, July 2001.
9. D. Collins, A. Zijdenbos, V. Kollokian et al. “Design and construction of a realistic digital brain phantom.”Medical Imaging,

IEEE Transactions on17(3), pp. 463–468, June 1998.
10. W. R. Crum, C. Tanner & D. J. Hawkes. “Anisotropic multi-scale fluid registration: evaluation in magnetic resonance breast

imaging.” Phys Med Biol50(21), pp. 5153–5174, Nov 2005.

205



Classification of Colon Biopsy Samples by Spatial Analysis of a
Single Spectral Band from its Hyperspectral Cube

Khalid Masood and Nasir Rajpoot

Department of Computer Science, University of Warwick, Coventry, CV4 7AL, UK
email:{khalid, nasir}@dcs.warwick.ac.uk

Abstract.
The histopathological analysis of colon biopsy samples is a very important part of screening for colorectal cancer.
There is, however, significant inter-observer and even intra-observer variability in the results of such analysis due to
its very subjective nature. Therefore, quantitative methods are required for the analysis of histopathological images
to aid the histopatholgists in their diagnosis. In this paper, we exploit the shape and structure of the gland nuclei
cells for the classification of colon biopsy samples using two-dimensional principal component analysis (2DPCA)
and Support Vector Machine (SVM). We conclude that the use of textural features extracted from non-overlapping
blocks of the histopathological images results in a non-linear decision boundary which can be efficiently exploited
using a SVM with appropriate choice of parameters for its Gaussian kernel. The SVM classifier outperforms all the
remaining methods by a clear margin.

1 Introduction

Colon cancer is one of the leading forms of cancer and second most fatal, after the lung cancer, in England and
Wales [1]. The disease can be treated very effectively if detected in its early stages. Routine screening (ie, colonoscopy
in this case) can save lives by nipping the problem in the bud. However, the screening process relies heavily on
the accuracy of the judgement made by histopathologists analysing the biopsy samples taken from suspected polyps.
Unfortunately, the histopathological analysis is very subjective in nature and is marred by both intra- and inter-observer
variability, potentially leading to different treatment regimes. The purpose of this study in the grand scheme of things
is to increase the reliability of the screening process by introducing objectivity to the screening process.

Several researchers have looked at the problem of classification of biopsy slides. However, due to the limited space here,
it is not possible to give a comprehensive literature review. In [2], classification of tumors is done using expression
levels of gene patterns in the tissue samples. In [3], it is proposed that metrics based on the responses of receptive
field operators modelling the orientation selectivity of the neurons found in the early visual pathway are capable of
discriminating between images of normal, dysplastic (transitional) and cancerous samples. A related computational
model of light interaction with colon tissue and classification using the tissue reflectance spectra is analyzed in [4].

In this paper, we address two important questions: First, does the spatial analysis of a single spectral band (as opposed
to the spatial-spectral analysis of the corresponding hyperspectral image cube) suffice for efficient classification of
biopsy sample? An obvious advantage of using spatial analysis on a single band is its reduced computational and
storage complexity. Spectral analysis has been used in [5] and our goal is to determine whether the spatial analysis can
achieve similar or even better classification performance. The second question addressed in this paper is: How effective
are the features extracted using linear subspace projection of raw image blocks as compared to textural features from
the same blocks?

Our approach is based on the idea that development of colon cancer alters the macroarchitecture of the tissue glands.
The cancerous stimuli cause cells to adapt by altering their pattern of growth. This phenomena results in the increase in
the size of existing nuclei and also considerable increase in their number. The nice tubular structure for a normal tissue
changes to deformed structure for malignant tumors. The malignant tumor shows considerable variation in nuclei size
and shape. The following sections present materials and methods used in our experimentation, followed by quantitative
results and their discussion. The paper ends with some concluding remarks and future directions.

2 Materials and Methods

A tissue micro-array of stained biopsy samples for several different patients is prepared using standard Haematoxylin
and Eosin (H&E) staining procedures. Standard digital colour or greyscale images for histopathological analysis of
each of the biopsy samples are normally obtained by placing the micro-array under a microscope equipped with a
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visible light source and a CCD camera. In our case, however, the imaging setup (same as that used in [5]) consisted
of a Nikon Biophot microscope and a unique tuned light source based on a digital mirror device (DMD). The DMD
based light source is capable of transmitting any combination of light frequencies. Hyperspectral image cubes of the
biopsy sample at a magnification of 400X are captured at128 different wavelengths, with narrow bandwidths, in the
range of 400–800nm. In this way, each image cube consists of128 spectral bands (spectral resolution) while the spatial
resolution of each spectral band is448 × 691. The image cubes are spatially cropped to obtain spectral bands with a
spatial resolution of 448× 640, in order to facilitate our local spatial analysis which operates by analysing64 × 64
blocks of a single hand-picked spectral band for each cube. After experimentation with number of bands, observing the
effect of a particular band on the classification performance, we found that a number of spectral bands in the middle part
of the visible light spectrum for most datasets seemed to contain sufficient textural information for biopsy classification
purposes. We picked one of the middle bands, the75th band, for all our experiments reported in this paper.

A unified block diagram of the methods investigated is shown in Figure 1. As depicted in the Figure, there are two
types of classification paradigms employed for comparison purposes: first type using raw image blocks and subspace
projection methods (classical principal components analysis, PCA, and two-dimensional PCA), and the second type
using textural features for the image blocks and utilising LDA or SVMs. The methodology is described in more detail
in the following sections.

2.1 Classification using Raw Image Patches

In order to address the second question in Section 1, we investigate whether features obtained by maximising the
overall scatter of the raw image blocks contain sufficient information for discrimination purposes. Such features can be
obtained by the classical linear subspace projection (or dimensionality reduction) method of PCA. We also investigate
the use of two-dimensional PCA (2DPCA) [6] for feature extraction from raw image blocks. First, we give a brief
description of the two methods.

2.1.1 Subspace Projection of Raw Patches with PCA

The subspace projection methods operate by projecting a givenn×n image block, or patch,Pi(i = 1, 2, . . . ,M),where
M is the total number of training image blocks) onto a small numberd of projection vectorsX(1)

k , for k = 1, 2, . . . , d..
In case of PCA, the projection vectors are the eigenvectors corresponding to the largestd eigenvalues of a covariance
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matrixC(1) obtained from all theM training image blocks as follows,

C(1) =
1
M

M∑
i=1

(vi − v̄)(vi − v̄)T

wherevi denotes the patchPi rearranged into a one-dimensional (1D) vector (normally, in a row-by-row fashion) and
v̄ denotes the average of all such vectors for the training patches. The above equation results in a potentially large
covariance matrixC(1) having dimensionsn2 × n2, although the so-called transpose trick can be used to reduce its
dimensions toM ×M , nevertheless requiring extra computations for calculating the projection coordinates.

2.1.2 Two-dimensional Principal Component Analysis (2DPCA)

2DPCA is a new linear subspace projection method particularly developed for image classification. It was recently
shown to be successful for face recognition [6]. The basic idea behind 2DPCA is that the covariance matrix is computed
using the training images without requiring to first convert them to 1D vectors. This is done as follows,

C(2) =
1
M

M∑
i=1

(Pi − P̄ )T (Pi − P̄ )

As a result of the above computation, the covariance matrixC(2) is of the sizen × n, which could be much smaller
than its conventional counterpartC(1). Furthermore, the linear subspace projection using 2DPCA is a more accurate
reflection of the spatial relationship between image pixels in all the training samples as it maximises the overall scatter
of all the training images. Just as matrices for training images are used for computation ofC(2), the computaion of
projection coordinates forPi is also done by projecting the corresponding matrix onto the firstd eigenvectors ofC(2)

as follows,
aik = PiX

(2)
k

whereX(2)
k is then× 1-dimensional eigenvector ofC(2) corresponding to itskth largest eigenvalueλk. One funda-

mental difference between 2DPCA and conventional PCA is that the projection coordinates (or the 2DPCA feature
matrix) forPi in case of 2DPCA can be represented in the form of an× d matrixAi given by

Ai = [ai1, ai2, . . . , aid]

as opposed to ad-dimensional feature vector in case of the classical PCA obtained by projectingvi ontoX(1)
k , for

k = 1, 2, . . . , d. The classification of a test sample is done by computing the sum of Euclidean distances between the
columns of feature matrices of the test image and those stored in the database for training samples. A nearest neighbour
classifier can be used to assign label to the test sample.

2.2 Classification using Textural Features

Although 2DPCA has been shown to be more efficient than classical PCA for image classification, it has some draw-
backs too, such as the large dimensionality of the features (ie, the feature matrices) and the high computational com-
plexity of classification of a test sample due to potentially large number of distance calculations. Therefore, we also
investigate the effectiveness of local textural features for biopsy classification using a single spectral band.

Grey level co-occurrence matrix features are calculated for every patchPi of the image corresponding to a single
spectral band of the given hyperspectral cube for a biopsy sample. A co-occurrence matrix is computed using second
order joint conditional probability density functionf(i, j|d, θ) by counting all pairs of pixels separated by distances
in directionθ and having grey leveli andj. By using two distance values and four values ofθ (0, 45, 90, 135 degrees),
we can compute a relatively small feature vector, which we used with a classical linear discriminant analysis (LDA)
classifier and also appropriately tuned SVMs.

2.2.1 Linear Discriminat Analysis (LDA)

One of the major drawbacks of the two kinds of PCA discussed above is that they maximise the overall scatter but
do not take into account the variability between samples belonging to the same class and those belonging to different
classes. LDA overcomes this limitation by making use of both within-class and between-class scatter. For a more
detailed coverage of LDA, the reader is referred to [7]. It suffices to mention here that the LDA projection vectors can
be used in the same way the projection coordinates or feature vectors for training samples can be obtained using the
classical PCA.
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(a)Benign B1 (b)Benign B2 (c)Benign B3 (d)Benign B4 (e)Benign B5

(f)Malignant M1 (g)Malignant M2 (h)Malignant M3 (i)Malignant M4 (j)Malignant M5
Figure 2. Images of Colon Biopsy Samples

2.2.2 Support Vector Machine (SVM)

SVMs utilise a nonlinear mapping from the input feature space to an implicit high-dimensional feature space, where
the nonlinear boundary between patterns in the input space is linearized [8]. The SVM kernel function allows one to
avoid the explicit evaluation of mapping by using the so-called kernel trick. The choice of kernel depends on the data
and its clustering. Gaussian kernel is defined below

K(xi, xj) = e−γ(xi−xj)2
+ C,

wherexi andxj denote feature vectors corresponding to two patchesPi andPj , is used in most cases because of
its widely reported superior classification performance, also in this context [9]. In the above equation,C is a constant
which normally does not significantly affect the classifier’s performance, whereas the choice ofγ (width of the Gaussian
basis function) can have a significant influence on the performance. A variety of selection methods have been used
including grid search and Newton’s bisection methods [9]. Once a kernel is tuned properly, classification of test data
can be performed effectively.

3 Results and Discussion

We conducted experiments with ten biopsy samples using a leave-one-out (LOO) testing strategy. As shown in Figure
2, five of these were benign and the remaining five malignant. The 75th spectral band of the hyperspectral image cubes
for these biopsies was each divided into non-overlapping blocks of64 × 64. For spectral band selection, we perform
several experiments on different bands using SVM and found that middle bands have more textural information than
initial and final bands, whereas the 75th band gives highest classification accuracy. In a 10-fold cross-validation setting,
each time the training set consisted of patches from nine images, while the remaining tenth image was used for testing.
The PCA and 2DPCA classifiers used 60 and 40 projection coordinates, respectively. For textural features, two values
of s (namely, 1 and 2) and four values ofθ as mentioned above are used and three features (namely, energy, variance
and homogeneity) are used, yielding a 24-dimensional feature vector for each of the biopsies. LDA further used only
20 projection vectors for computing the linearly discriminating feature vectors. The Gaussian kernel for the SVM was
tuned with a bisection search. A summary of block-wise classification accuracy results are shown in Table 1.

Correct classification accuracy of image blocks by all four methods for all the biopsy slides is shown in Figure 3(a).
Each biopsy slide is given a label according to a cutoff threshold on the accuracy of labels assigned to its blocks. If
we choose a 50% threshold, we get 10 slides out of 10 (except PCA) correctly labelled for each of the classifiers,
although by doing that we risk having too many false positives or false negatives in practise. At 60% threshold, PCA
performance degrades and only 6 slides are correctly classified while 2DPCA labels 9 slides in the right class. At this
threshold, SVM has 100% classification accuracy. When we select the threshold to be 70%, LDA accuracy is down to
70% while SVM still performs at 100% accuracy. A plot of true positive rate (TPR) versus false positive rate (FPR),
also known as the receiever operating characteristic (ROC) curve, is shown in Figure 3(b). SVM with textural features
is the clear winner, as it has the largest area under the convex hull (AUCH) of all the ROC curves. It is our view that
more than 70% is a reasonable value for the threshold if we consider that upto one third of some of the images contain
only background information. It is worth noting that SVM yields 100% accuracy with a 80% threshold.
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Non-Overlapping Blocks Classification Accuracy (%)
Biopsy No. Raw data Textural data

PCA 2DPCA LDA SVM(65) SVM(70) SVM(75) SVM(80)
B1 68.57 85.71 80.00 77.14 95.71 95.71 95.71
B2 55.71 65.71 68.57 61.43 81.43 88.57 84.29
B3 50.00 64.29 78.14 48.57 64.29 91.43 78.57
B4 58.57 70.00 64.29 54.29 51.43 84.29 75.71
B5 48.57 51.43 54.21 30.00 30.00 82.86 41.43
M1 82.86 70.00 78.14 98.57 98.57 98.57 98.57
M2 72.86 74.29 81.43 94.29 81.43 94.29 84.29
M3 65.71 68.57 72.86 94.29 97.14 92.86 94.29
M4 72.86 74.29 75.71 84.29 84.29 85.71 80.00
M5 70.00 75.71 92.86 98.57 92.86 97.14 92.86

Average 64.57 70.00 74.63 74.14 77.72 91.14 82.57

Table 1. SVM (with different Bands) and PCA, 2DPCA, LDA (Band 75) Results

(a) Classification Accuracy (b) ROC Curve
Figure 3. Performance Curves for 75th Spectral Band

4 Conclusions and Future Work

Our experimental results demonstrate that by taking only single band from a hyperspectral data cube, it is possible
to perform a reasonable classification for histopathological analysis of colon biopsy samples. An appropriately tuned
SVM coupled with textural features yields the best performance as compared to other subspace projection methods with
and without textural features. This is because SVM introduces a nonlinear mapping where the decision boundary is
linearized and hence separation is performed much more efficiently. The segmentation of glands and the measurement
of features related to glandular shapes will be subjects of our future study.
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Abstract. The idea of multiresolution analysis has been around for over two decades now. In this paper, we explore
a multiresolution analysis based technique for histopathological image classification and compare it with raw image
analysis. The principle idea for the former is to derive an optimal wavelet representation, called Adaptive Dis-
criminant Wavelet Packet Transform (ADWPT), of the images in order to achieve the largest discrimination power.
Our results show that the textural features combined with ADWPT yield a significant improvement in classification
accuracy.

1 Introduction

One of the most important issues that has hampered the solution to the problem of image classification has been efficient
pattern representation. Many researchers have argued that to achieve good image classification results, first an efficient
representation of the image classes under consideration must be derived. It is widely accepted that the human visual
system performs a transformation of the input image into a spatial frequency decomposition before the brain actually
performs the recognition task. The idea of optimal representation has been researched widely and various techniques
have been proposed. In this paper, we present an optimal, in terms of its discriminatory power, wavelet decomposition
for the problem of histopathological image classification and demonstrate that it performs better than image statistics
based analysis.

Histopathological diagnosis of tumours, especially of the brain and spinal cord, even today requires decision making
by human experts. Manual diagnosis and decision making is hampered by two limitations: First, reviewing histological
slides by humans is time consuming and the human experts are not always available. Secondly, although a lot of effort
has been made to exactly define diagnostic criteria for all tumour entities within the World Health Organization (WHO)
Classification of Tumours [1] but the inter-rater variability is still considerable (see e.g. [2]). This consequently influ-
ences further therapy regimens greatly and hence a bias is introduced. Due to the fast progress in digital image retrieval
and analysis technologies, machine based decision making may be used to substantially support histopathologists by
providing more objective diagnostic parameters and allow for high-throughput analysis. A first step, however, towards
developing new algorithms for image classification (i.e., ‘diagnosis’) is to test whether the automated technique is able
to reproduce human assignment of single tumour samples to diagnostic classes. In order to develop such a technique,
we have focussed on meningiomas which are tumours of the brain and the spinal cord arising from cells of the sur-
rounding (i.e. meningeal) coverings of the brain. Meningiomas account for 20% of all brain tumours and exist in
three different grades of malignancy (WHO Grad I-III), most being benign (over 80%), but some showing an increased
propensity to recurrence and rare cases being malignant. Most benign WHO Grade I meningiomas belong to one of
four subtypes: Meningiothelial, fibroblastic, transitional, and psammomatous. Figure 1 shows the four meningioma
subtypes and their salient features. Correct histopathological diagnosis can be made in most cases by a trained human
expert, i.e. a neuropathologist. Therefore, this tumour is well suited for testing diagnostic properties of new machine
based pattern recognition algorithms used in histopathological analysis.

a. b. c. d.
Figure 1. Meningioma Images at 40x magnification for each subtype a. Meningiothelial (cells form synctium), b.
Fibroblastic (spindle shaped cells in collagen-rich matrix), c. Transitional (cells form whorls with psammoma bodies),
d. Psammomatoes (high number of psammoma bodies)

Numerous studies [5–7] have successfully demonstrated the utility of wavelets and other transforms for image clas-
sification. Lessman et al. [3] studied the problem of content-based visualization of meningioma images to aid in

∗contact author: hammad@dcs.warwick.ac.uk
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characterization of the database contents using the wavelet transform. In our previous work [4], we presented the re-
sults of preliminary investigation into meningioma subtype classification using wavelet packets. Saito and Coifman [8]
showed how wavelet packet transform may be used for local features extraction using relative entropy as the criterion
for basis selection. Rajpoot [9] developed discriminant wavelet packets for texture classification. Support Vector Ma-
chines (SVMs) have been employed frequently in the literature to perform pattern classification. In [10], Nattkemper
et al. demonstrated the ability of SVM by proving that they perform better than decision trees and nearest neighbor
(k-NN) classifiers in breast tumor classification.

This paper presents a technique called the Adaptive Discriminant Wavelet Packet Transform (ADWPT) for feature
extraction and image classification and compares its performance with classification using Haralick [11] features from
raw images. The AWPT subbands can be thought of as descriptors [12] which can be used for image compression but
they may also be employed as features for texture-based image classification. Our experimental results demonstrate
the strength of an ADWPT based image representation for meningioma subtype classification.

2 Materials and Methods

The image acquisition process involved the analysis of the routinely stained histopathological slides on a Zeiss Ax-
ioskop 2 plus microscope with a Zeiss Achroplan 40x/0,65 lens to obtain 1300×1030 pixels, 24 bit, true color RGB
pictures. Representative images of the four meningioma subtypes considered in this study are shown in Figure 1. These
images were converted from their RGB values to 8-level grayscale images for analysis and cropped to 1024×1024 pix-
els. Each image is further divided into 4 parts of 512×512. In this paper, we compare two approaches first using raw
image features and then wavelet packet features (refer Figure 3) to classify amongst patterns.

2.1 Raw Image Based Analysis

In image based analysis, we obtain statistical features described in section 2.3 after dividing a given image into non-
overlapping slabs of32 by 32, 64 by 64 and256 by 256 pixels. Each slab is taken as a separate entity for features
extraction. There were a total of256 features for32 × 32, 64 features for64 × 64 and4 features for256 × 256. A
divided image is shown in Figure 2a.

2.2 ADWPT-based Analysis

The first step to any statistical image classification technique is the computation of features to be fed into a classifier.
It is of paramount importance that the features acquired are relevant and characterize the underlying image classes. As
opposed to the ordinary wavelet transform, the ADWPT adaptively decomposes both the high frequency and the low
frequency components of a signal at multiple resolutions. ADWPT is based upon the wavelet packet transform [13].
The computation of ADWPT decomposition is explained in the following sections.

2.2.1 Adaptive Discriminant Wavelet Packet Transform (ADWPT)

The first stage of our technique is the computation of the best wavelet packet basis in terms of the discrimination power
of the four meningioma subtypes. This is important because our aim is to obtain a representation of the image which
is effective in localizing the spatial frequencies and comparing the most different aspects of the images.

Let X be a set of all the WPT subbands at all possible resolutions. For an ADWPT based image classification, the
problem can be posed as the selection of an optimal combination of subbands from a subsetY of X such that (a) it
yields a complete basis for any given image and (b) it has the largest discriminatory power of all other combinations
that can yield a complete basis. The aim of ADWPT basis selection process then is to obtainY of cardinalityn which
achieves the best classification performance such thatn < N andY ⊂ X. The process is divided into two steps:

Full Wavelet Packet Transform (FWPT)

The wavelet transform is computed by applying a highpass and lowpass filter upon the input signal to acquire the high
frequency and low frequency subbands. The wavelet packet transform is performed iteratively on every subband to a
certain level to obtain the high and low frequency coefficients at each stage. Without loss of generality, the transform
for a 1D discrete signalx = {xi}, i = 0, 1, ...., N − 1 may be computed as follows:

S0
0(i) = xi (1)

S2p
j (i) =

∑

k

gk−2lS
p
j−1(k) (2)

S2p+1
j (i) =

∑

k

hk−2lS
p
j−1(k) (3)
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wherei = 0, ..., N−1, l = 0, ..., 2−jN−1, gn andhn are lowpass and highpass filters respectively,j = 1, 2, ..., J ; J =
log2N , Sp

j (l) is the transform coefficient corresponding to the wavelet packet function having relative support size2j ,
frequencyp2j and is located atl2j . Hence,j, p andl are regarded as the scale, frequency and position indices of the
wavelet packet function. The transform is invertible if appropriate dual filtersg̃n andh̃n are applied on the synthesis
side.

A simple wavelet transform decomposes only the low level frequencies iteratively whereas wavelet packets involves
decomposing all the subbands. The wavelet packet decompositions are maintained in a quadtree structure, with the
parent being the original subband or image and the children being the wavelet decompositions of the parent. First
the image is decomposed into its respective subbands and then each subband is decomposed further until a predefined
maximum depth of the tree is reached. This results in a combinatorial explosion of possible wavelet packet bases that
can be used to completely represent the image and its called the Full Wavelet Packet bases. The next stage is the
selection of the best bases which is achieved with the help of dynamic programming.

Computation of Discrimination Power

First, a pseudo probability density function (pdf) is obtained for each subband using the normalized energy for the
subband coefficients. A psuedo probability density function is computed by dividing the square of a coefficient by the
sum of the square of the coefficients in a subband. The next step is to compute the average pseudo probability density
functions (apdf) by summing the pseudo pdfs pairwise of the training images belonging to the same class and dividing
them by 2.

A(Xa, Xb) = (xa
i + xb

i )/2
Xa andXb are the pseudo pdfs of two samples belonging to the same class. The process is repeated for all the subbands
of the training images and it is important to note that the average of two sample images is computed per iteration. The
objective is to acquire a basic model of localized frequency values for each class so that the difference between the
classes may be estimated. Then the discriminating power of each subband is obtained, using the Hellinger distance
between different classes, as follows.

D(X, Y ) =
∑

i

(
√

xi −√yi)2

wherexi andyi are the normalized energy of theith subband coefficient for two training images of different classes.
This distance is used as the discriminatory powerP in the best basis selection process. The pairwise distance between
the 4 different kinds of textures is obtained based upon the following formulae.

Pk =
3∑

i=1

4∑

j=i+1

D(Xk
i , Xk

j )

wherei andj represent the different class indices.

Best Basis Selection

1. Compute theJ-level full wavelet packet tree decomposition.
2. Initializej = J − 1.
3. For all0 ≤ p < 2j , 0 ≤ q < 2j , do the following:

a If Pj
p,q < max[Pj+1

2p,2q,Pj+1
2p,2q+1,Pj+1

2p+1,2q,Pj+1
2p+1,2q+1] keep the four child subbands at depthj + 1 wherePj

p,q

represents the discrimination power of a node at positioni, j

b otherwise keep the parent at depthj and remove the child subbands.

4. Decrementj by 1.
5. If j < 0, then stop, otherwise goto step 3.

One important fact to mention here is that when we apply the ADWPT on different training or input data, in most cases
we get the same decomposition. Figure 2b shows the decomposition obtained for four different data sets which implies
that the decomposition remains consistent even when different subsets of texture data are used.

2.3 Statistical Features Extraction

Once the ADWPT of the images and the divided raw images are obtained, the next step is the computation of the
statistical features. Gray co-occurrence based features proposed by Haralick [11] are used in our technique. We use
texture correlation, contrast, homogeneity and energy.
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a. b.
Figure 2. a. Raw image divided into 64x64 pixel slabs, b. Best basis decompositions for 4 different data sets with
color denoting the discrimination power of the subbands

2.4 Classification using Support Vector Machines

SVM is a supervised classifier, which approximates the decision surfaces of the theoretical Bayes classifier. SVM has
found broad area of applications since its invention in 1995 by Vapnik [14]. SVM uses various kernels to map the
input space into a higher dimensional feature space to make the non-linear hyperplane linear. To achieve this without
increasing computational complexity a kernel trick is employed.

In the training phase, the statistical features based on the gray level co-occurrence matrix of the subbands (in case of
ADWPT, image at each resolution is called a subband) and slabs (in case of image blocks) are used as input vectors.
Multiple SVMs are trained and feature vectors are used as training data. The Matlab version of LibSVM provided by
Chang and Lin [15] was used in our analysis. The results were obtained using a Gaussian SVM. Figure 3 depicts the
algorithms employed in this study.
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Figure 3. Block diagram of our technique

3 Results and Discussion

The experimental setup consisted of employing the Daubechie 8 tap filter for obtaining the ADWPT upto four levels.
The averaged results of the various test runs are shown in the Table 1. The results presented have been cross-validated
with four different test trial runs using different training and testing data sets. A total of64 length features set is derived
using ADWPT and the raw image based analysis yields feature sets of length 256 (32 × 32 slabs), 64 (64 × 64 slabs)
and 4 (256× 256 slabs).

In all 320 image samples were available as input data for training and testing.80 image samples for each subtype of
meningioma were available for experimentation. The data is divided into five batches per meningioma subtype with
each batch containing16 images. During the training and testing phase a leave one out mechanism is observed which
means that1 batch is kept for testing while the rest are used for training.

Feature Fr Mr Pr Tr Overallr Fa Ma Pa Ta Overalla

Contrast 32.8 29.7 93.8 28.1 46.1 90.7 62.5 98.5 76.6 82.1

Correlation 0 0 0 100 25 75 68.7 96.9 73.4 78.5

Energy 54.7 34.4 89.1 29.7 51.9 56.2 73.4 100 82.8 78

Homogeneity 46.8 39 89.1 23.5 49.6 54.7 67.2 96.9 81.3 75

Table 1. Raw image based (denoted by subscript r) vs. ADWPT features (denoted by subscript a) %age classification
accuracy results (correct classification %age averaged over 4 trials) of meningioma images using SVM and gray-level
co-occurrence features (F=Fibroblastic,M=Meningiothelial,P=Psammomatous,T=Transitional)

Table 1 shows the average results for various trial runs using statistical features over raw images and ADWPT based
representation. The results for32×32 and256×256 slabs were also obtained but there was no significant improvement
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in performance, hence, only the results for64× 64 are shown. Our results show that ADWPT performed consistently
better than raw image features. It is also notable that for the psammomatous subtype both techniques perform con-
sistently well. The primary reason for this, is that the psammomatous texture is significantly different from the other
textures included in the study since it contains dispersed psammoma bodies and therefore, is most easily differentiable.
It would be important to comment upon the performance of the statistical features computed and why they were chosen
for analysis. The idea is to capture the degree of contrast, correlation, energy and the degree of homogeneity of pixels
in case of image slabs and wavelet coefficients in case of wavelet packet subbands. From the results it can be seen that
the contrast feature performs well for ADWPT representation and not too well for raw image features. The main reason
for this is that with wavelet representation the whole image is analyzed at different scales and frequencies represented
by each subband. Whereas incase of raw image features the image is divided and features are computed for each slab
separately which means only local features embodied by the slab are analyzed. The ADWPT representation performs
better as each correlation feature derived from it represents the whole image information at various scales and frequen-
cies whereas in case of raw textural analysis only correlation features at a certain location in the image are computed
(due to this very reason the contrast feature is not performing well in case of raw image analysis). Hence, ADWPT
provides us with a powerful tool to find inherent textural properties which cannot be achieved with raw image analysis.

It is important to note here that all these features are taken separately and results computed exclusively. If they are
combined in some novel way such as envisaged in our previous work [4], the results may improve. However, in this
paper our focus has been to demonstrate that the classification accuracy improves significantly when ADWPT based
image representation is used instead of raw images.

According to Table 1, there are certain meningioma subtypes for which the classification accuracy is not as good as it
is in the case of other meningioma subtypes. Particularly fibroblastic and meningiothelial subtypes have been found
difficult to differentiate as they resemble each other to a certain extent. Furthermore, the statistical features being
employed at this instance have only been able to capture properties that are better able to differentiate between the
subtypes showing better accuracy. Our future work would focus on improving these results by using various more
sophisticated features, experimenting with different classifiers and deriving better more optimal representations using
the ADWPT.
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Extended Abstract

Volume rendering is now a well established technique for the display of three-dimensional volumetric data. The
fundamental idea is to model the dataset as a heterogeneous gel-like material whose colour and opacity at any point
is determined by a mapping, or transfer function, of the data value. The gel is then rendered using computer graphics
techniques such as ray casting.

The technique has had some success in medical visualization although it remains quite common for clinicians to prefer
sequences of 2D images. This challenge has spurred the visualization community to seek improvements to the basic
volume rendering technique, and some of these improvements will be discussed in the talk.

A difficulty until recently has been the speed at which volume rendered images can be created. Ray casting using CPU
technology is slow and does not allow real-time interaction by changing the viewing direction for example. This has
dramatically changed in the last few years with the advent of GPU technology. The data can be stored as a 3D texture
and fast GPU-based texture rendering now allows interactive volume rendering on commodity hardware. An excellent
overview of this area is provided by the IEEE Visualization tutorial [1].

The improved hardware performance has been accompanied by an investigation of new algorithmic techniques. Much
of this comes from study of traditional medical illustration, where special effects are used to enhance the communi-
cation of important detail. Rather than try to reproduce reality, medical illustrators focus on a more abstract approach
this can be traced back to Leonardo da Vinci who used exploded views to illustrate a baby in a womb.

Thus illustrative volume rendering has become an important research topic. It has been explored from two directions:
geometric effects, where the picture is distorted to highlight some area, or feature, of interest; and rendering effects,
where effectively the colour and opacity of the gel is modified in order to highlight some particular features. In fact
most of the ideas combine elements of each approach. A simple but vital geometric effect is an ability to clip away
parts of the volume that are not of interest.

The talk will review these algorithmic developments in general. Pioneering work on rendering effects was carried out
by Rheingans and Ebert [2], where they showed that non-photorealistic effects such as silhouette enhancement can
increase our ability to comprehend medical image data. Again an excellent starting point for study in this area is an
IEEE Visualization tutorial [3]. An important recent paper is by Bruckner et al [4] where the opacity is modulated so
as to make important regions more opaque, and less important more transparent.

For a study of geometric effects we look in detail at one particular piece of work by ourselves at Leeds. This adopts
the focus and context principle first put forward for two-dimensional presentation in information visualization. The
idea is simple: often there is some area within the image that one wants to explore in detail, but by zooming in
we lose the overall picture. In focus and context, we enlarge the focus region but retain a reduced size surrounding
region to maintain context. This idea transfers quite readily to 3D, and has been found useful in the visualization of
cerebral aneurysms from CTA data. A box can be defined around the aneurysm as the focus, and the data distorted
so as to enlarge the box area and compress the remainder. Three styles of distortion can be applied: bifocal (as just
described); fish-eye, where there is a continuous decrease in magnification from a specified focus point; and a volume
lens, simulating a magnifying glass, where the focus region is magnified, the surrounding area is left unchanged, and
there is a steep transition between the two.

This work is fundamentally a geometric approach. However it is enhanced by a number of rendering effects, such as
modifying the opacity of a voxel according to its position relative to the focus region, or its relation to the viewing
direction. Another useful effect is to highlight the focus region by colorisation. An evaluation by the neurosurgery
team at Leeds General Infirmary was very positive perhaps surprisingly the geometric distortion did not cause any
concern to the surgeons (although an interventional radiologist was less enthusiastic about this aspect).

∗kwb@comp.leeds.ac.uk; marcelo.cohen@pucrs.br
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Figure 1. Focus and context visualization of a cerebral aneurysm

A key feature of the work is its careful exploitation of the GPU. The distortion is calculated by the CPU but stored as a
texture and then used by the GPU in rendering. The figure shows an example of the work. Full details are in Marcelo
Cohen’s thesis [5]
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Abstract. We report a novel prototype algorithm using contextual knowledge to locate ischemic regions in ultra-
wide-field-of-view retinal fluorescein angiograms. We use high-resolution images acquired by an Optos ultra-wide-
field-of-view (more than 200 degrees) scanning laser ophthalmoscope. We leverage the simultaneous occurrence of
ischemia with a number of other signs, detected automatically, typical for the state of progress of the condition in a
diabetic patient. The specific nature of ischemic and non-ischemic regions is determined with an AdaBoost learning
algorithm. Preliminary results demonstrate above 80% pixel classification accuracy against manual annotations.

1 Introduction and motivation

This paper reports a novel algorithm leveraging contextual knowledge to locate ischemic regions in ultra-wide-field-of-
view retinal fluorescein angiography (FA). Our contributions are a context-based detection scheme for retinal ischemic
regions in FA, a context framework based on a pathological (not just anatomical) knowledge, and the use of ultra-wide-
field-of-view (UWFV) angiograms.

Our main clinical motivation is proliferative diabetic retinopathy (PDR), a major cause of blindness. Its aetiology
involves the development of ischemic areas in the retina [1], which cause specific changes visible through angiography
[2]. Other common conditions (e.g., retinal vein occlusions, arterial occlusions) involve development of ischemic areas.
As PDR, they are identified by clinicians in angiograms and can be treated successfully by laser photocoagulation [3].
It is essential to identify appropriate signs of ischemic disease, as laser treatment must be applied at an appropriate time
to prevent neovascular complications [4]. Computer analysis and identification of ischemic areas would be useful in a
variety of ways. Firstly, objective analysis of angiograms can act as a useful marker for trials investigating treatments,
e.g., for diabetes and vessel occlusions; current studies are hampered by the lack of objective outcome measures.
Secondly, as exact aetiologies are still being investigated, quantitative characterisation of retinal features together with
accurate recording of patients may provide insight into the pathogenesis of potentially crippling disorders. Finally, in
areas where expert ophthalmic opinion is not available, image analysis may help to identify patients at higher risk of
developing neovascular complications requiring careful follow-up or laser treatment.

To our best knowledge, the literature of retinal image analysis includes only a few papers on detecting ischemic and
hypoxic retinal regions. A possible reason is that the characterisation of ischemic regions in FA in terms of own image
properties, e.g., texture, shape or intensity, proves elusive. In contrast, the appearance of several retinal elements and
pathology signs is rather well defined, e.g., the optic disk is generally elliptical; vessels are elongated structures with
predictable intensity properties; leakages cause wide, bright areas in FA. Jasiobedzki et al. [5,6] segmented angiograms
into regions using morphology, then estimated the degree of perfusion as the local density of the microcapillary net.
The authors report good agreements with clinician annotations on an unspecified number of angiograms. No char-
acterisation of the data (e.g., image quality, presence of distracting signs or symptoms) was included. Conrath et
al. [7] reported semi-automatic detection of avascular foveal zone (FAZ), which is enlarged in diabetic retinopathy, in
angiograms. They selected angiograms (1280×1000 pixels) free of interfering artefacts (exudates, laser scars, haem-
orrhages etc.), and the commercially available ENVI geostatistics package. They concluded that FAZ detection was
possible but improvements were necessary in image quality. Such improvements include instruments enabling obser-
vation of the retinal periphery, where several diabetic signs appear first. Our work is based on angiograms acquired
with an Optos ultra-wide-field scanning laser ophthalmoscope (P200MA), capable of field of view of more than 200
degrees at 3900× 3072 pixels with 256 grey levels (Figure 1). [8, 9] are examples of work using images from such
sensors. Using such images, we propose a detection process based on co-occurring pathology signs to characterise
ischemic regions reliably. The basic idea is to leverage the simultaneous occurrence of ischemia with a number of
other signs, typical for the state of progress of the condition in a diabetic patient. Our clinical authors have identified
a set of signs supporting the hypothesis that a candidate region is ischemic; the problem is then cast as one of com-
bining evidence from multiple classifiers. Evidence combination is performed by AdaBoost [10], whereby a reliable
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Figure 1. Two examples of UWFV angiograms with (left) and without ischemic regions.

committee classifier is built from a set of weak classifiers. We describe our preliminary prototype using time-intensity
information and four contextual signs (distance from vessel bifurcations, density of vessels, presence of leakages and
microaneurysms), and initial results on UWFV FA sequences indicating the reliability of the context-based scheme.

We are not aware of contextual detection of ischemic regions in retinal image analysis. Previous investigations on
the use of context for reliable location of retinal elements, e.g., in the presence of seriously degraded images, has
concentrated on anatomical knowledge, for example the relative position of optic disk, macula and blood vessels [8,11].
Our definition of context for ischemic regions extends this idea to the co-occurrence of pathological signs, based on
medical knowledge about the progress of a condition (the set of co-occurring signs vary as the condition progresses).
Context-based reasoning has also been reported for computer-assisted diagnosis STARE [12].

2 Methodology

The algorithm is visualised in Figure 2 and detailed in the following sections. The input is a sequence of FA frames.
The outputs are the co-ordinates and approximate contours of regions classified as ischemic. Detection is performed
on a pixel-by-pixel basis, where we consider the likelihood that a particular pixel is within an ischemic region. This
is achieved by a supervised learning algorithm (AdaBoost) using appearance, temporal and contextual features. The
algorithm is trained with examples of ischemic and non-ischemic regions.

Figure 2. System architecture.
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2.1 Pre-processing

Pre-processing consists of vessel network location, downscaling and alignment. A standard, simple illumination nor-
malisation is also performed to compensate partially for effects due to patient motion or instrument adjustment.

Vessel network location. For each frame (I1, . . . , In) vessels are located automatically and used for both image align-
ment and contextual detection. In brief, a vessel mask is constructed for each frame by applying matched filtering to
enhance linear structures followed by grey-level thresholding. Bifurcations are located by skeletonisation and applica-
tion of rules in an 8-connect pixel neighbourhood over the skeleton image [13].

Downscaling. To improve efficiency, frames are downscaled by a factor of four using bicubic interpolation. Fourfold
downscaling does not destroy the intended targets (ischemic areas and context). In addition, the impact of sensor noise
is reduced.

Image registration. The frame alignment algorithm considers each pair (Ii, Ii+1) of consecutive frames and matches
control points (vessel bifurcations) between image pairs. Bifurcations are detected as sketched above. A bifurcation
matching algorithm then searches for corresponding pairs of control points. Correspondences are computed by con-
textual feature matching; attributes include branching angles, vessel widths, vessel cross-profiles and the displacement
vectors to neighbouring bifurcations. Finally, a global affine transform identified by the correspondences is estimated
by least squares and applied. Rigid registration provides an approximate solution sufficient for this initial study but
which ought to be replaced by a more sophisticated scheme offering improved registration accuracy.

2.2 Feature definition

From the downscaled frame sequence we extract features of appearance, time and context associated with each pixel.

Average image. An average image is constructed by simply taking the pixel-wise average over all frames. The intention
is to capture areas that remain consistently dark over an FA session.

The time-intensity profile. The time-intensity profile is the function of pixel intensities over the whole sequence. We
expect true ischemic regions to show little increase in intensity in comparison to areas of normal perfusion. We consider
averages of the time-intensity profile values in five adjacent temporal intervals (bins) spanning the sequence and the
relative change between adjacent bins. We observed that capture times vary for each session, i.e., the k-th frame (same
position in sequence) of different sessions may be captured at different times from injection. Consequently, before
further analysis we must obtain a measure of the signal at certain absolute times for comparison between sessions, and
for this reason we perform binning of the frames by time stamp, not by frame number. The chosen time windows are
(in seconds): before 30; 30-59; 60-149; 150-299; after 300. Each bin may contain from 3 to 6 frames approximately,
depending on the sequence. For each bin b, an average value x(b) is calculated. The result for each pixel is a 5-
dimensional feature vector, x(1), . . . ,x(5). To capture the relative change in intensity between bins we simply calculate
the differences between x(b) and x(b− 1) for b = 2, . . . ,b = 5. As a result, the temporal feature is a 9-dimensional
vector (5 bins, 4 differences).

Contextual features. We incorporate information of surrounding vasculature and pathologies; namely the vessel
mask, bifurcation points, areas of hyper-fluorescent leakage and microaneurysms. The associated detectors cannot be
detailed for reasons of space; in essence, vessels and bifurcations are detected as sketched in Section 2.1; leakages by
spatio-temporal classification of intensity profiles [14], and microaneurysms by matched filtering, thresholding, region
growing and analysis of size, shape and intensity, following [15]. For each of the contextual targets we obtain a binary
image mask for each of the five time bins. Distance maps (the contextual features) are created for each mask by a
Euclidean distance transform defining the distance between each pixel and the nearest nonzero pixel in the mask.

2.3 Classification

For each candidate pixel the final feature vector is a combination of average image, time-intensity profile and contextual
features. We address this problem as a binary classification task, where a pixel (feature vector) is assigned to one of
two classes, ischemic or non-ischemic.

Training the AdaBoost classifier. Ground truth data with ischemic regions were marked out for training. Accordingly,
the training data consists of a set of feature vectors x1, . . . ,xN with corresponding target labels t1, . . . , tN where t j ∈
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{−1,+1}. AdaBoost [10], an adaptive boosting scheme, is used to combine a series of weak classifiers into a powerful
committee classifier. For this study each weak classifier is a decision stump, equivalent to a simple threshold on one of
the input variables. During training AdaBoost creates a series of weak classifiers over a number of rounds m = 1, . . . ,M.
For each round a distribution of weights is updated indicating the importance of examples in the data set where the
weights of incorrectly classified examples are increased. In this way the next classifier focuses more on those examples.
The result is a series of weak classifiers h1, . . . ,hM and corresponding weighting coefficients α1, . . . ,αM , with greater
weights assigned to more accurate classifiers. Effectively we employ AdaBoost to select the most informative criteria
with which to distinguish between the two classes given the supplied features.

Classifying pixels in unseen sequences. To classify pixels in an unseen test sequence, a set of feature vectors y1, . . . ,yN
is extracted, applying the aforementioned methods to detect vessels, microaneurysms and areas of fluorescein leakage.
This data is supplied to the trained classifier, which queries each of the weak learners and combines their outputs. The
result is a prediction H(yi) for each test example yi, where the sign denotes the class as positive or negative (Eq. (1)).
Changing the parameter θ (normally set to zero) makes the prediction more conservative or more speculative.

H(y) = sign

(
T

∑
t=1

αtht(y)−θ

)
(1)

Post-processing segmentation. Classification results are recorded in a final image (map), where regions of positive
predictions are considered ischemic. Morphological closing is employed to minimise small areas considered to be
unreliable. Accepted regions can be characterised by area and level of severity defined by the magnitude of their score
from Eq. (1). Boundary tracing is then applied to the accepted regions. The final output is a list of region coordinates
scaled to match the size of the input image. Notice that we concentrate on reliable detection at this stage, meaning the
existence and approximate position of ischemic regions, not on their exact extent and shape. Exact characterisation is
however already computed by the scheme components, but requires refinements to yield sufficient reliability.

3 Experimental results

For the purpose of this preliminary study we acquired five anonymous UWFV FA sequences (three with ischemia and
other pathologies and two absent of ischemia). The sequences contain 20 to 40 frames captured over approximately
six minutes from injection of the fluorescein dye. Ground truth data for all sessions was obtained by manually tracing
ischemic regions on registered frames. Care was taken to avoid including vessels in the ischemic regions. This dataset
was used to train and test the classifier using a leave-n-out procedure so that training was performed on four sequences
and testing performed on the remaining held-out sequence. Training of the classifier proceeds as described in Section
2.3. We observed that good generalisation can be achieved by approximately 200 training rounds.

Two examples of final detections are presented (Figure 3) and compared against ground-truth data. On average above
80% of the pixels were classified correctly over all test rounds. More thorough evaluation is planned. Inspection of
the results for the two non-ischemic retinal sequences reveals no false alarms even in the presence of leakages and
microaneurysms. Overall predictions tend to be conservative. Higher sensitivity can be achieved by decreasing θ in
Eq. (1) but this may lead to an unacceptable increase in false positives. In a clinical screening context it may be
preferable to decrease the rate of false negatives, as it is better to raise a limited number of false alarms (to be checked
by clinicians) than missing some pathology altogether. We believe some error and the tendency for conservative
predictions is largely due to the limited training data in this initial study. We must also consider that ground truth
boundaries are rather subjective. Other misdetections are due to registration error and image acquisition (e.g., eyelids).

4 Discussion and future work

We have presented a context-based algorithm detecting ischemic regions in fluorescein angiograms. Our main contribu-
tions are a context-based detection scheme for retinal ischemic regions, a definition of context based on a pathological
(not just anatomical) knowledge, and the use of UWFV angiograms, not yet common in the literature but capable of
showing large parts of the retinal periphery. Experimental results suggest that our scheme is a promising solution for
the detection of ischemic regions, the image appearance of which, per se, is not easily characterised. Further, more
extensive tests are planned to assess the power of our scheme, for which purpose a larger set of FA sequences are being
collected. This work opens up a wealth of future investigations. These include improvements to registration, further
investigation of contextual signs and meaningful comparison of medical and automatic judgements.
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Figure 3. Two ischemic examples showing manual annotations (left) and overlay of final predictions (right)
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Classifying mammograms using texture information
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Abstract. In an ongoing effort to assist radiologists in detecting breast cancer early, this paper focuses on breast
characterisation according to internal tissue characteristics. This is an important feature because it has been demon-
strated that women with dense breasts are more likely to suffer breast cancer, and also, the performance of automatic
mass detection methods decreases in dense breasts. The strategy of our proposal firstly identifies regions with similar
grey-level by using a clustering strategy. Subsequently, texture descriptors are extracted from each cluster by using
Local Binary Patterns and Co-occurrence Matrices, and finally used to train a classifier. Results obtained from the
complete MIAS database and using a leave-one-out strategy show a correct classification of 78% when compared to
expert assessment.

1 Introduction

Mammographic Computer Aided Diagnosis (CAD) systems are being developed to assist radiologists in the evaluation
of mammographic images [1]. However, recent studies have shown that CAD performance decreases as the density of
the breast increases, either decreasing the sensitivity [2] (the accuracy in which the lesions are detected) or decreasing
the specificity [3] (increasing the number of regions being normal tissue but marked by the automatic systems as
suspicious lesions). In addition, it is well-known that there is a strong positive correlation between breast parenchymal
density in mammograms and the risk to develop breast cancer [4]. Therefore, as Taylor [5] suggested, the development
of automatic methods for classification of breast tissue are justified by, at least, two factors:

• To permit a better use of the time and skills of expert radiologists by allowing difficult mammograms to be
examined by the most experienced readers.

• To increase the scope for CAD of abnormalities by concentrating on the easier (fatty) mammograms.

Classification in mammographic risk assessment can be based on a number of categories which might not describe the
same mammographic features [6]. However, the American College of Radiology Breast Imaging Reporting and Data
System (BIRADS) [7] is becoming a standard on the assessment of mammographic images and uses four categories
for density evaluation:

• BIRADS I: the breast is almost entirely fatty,

• BIRADS II: there is some fibro-glandular tissue,

• BIRADS III: the breast is heterogeneously dense,

• BIRADS IV: the breast is extremely dense.

Figure 1 shows example mammograms of each class (the mammograms are extracted from the MIAS database [8]).
Note how the internal density of the breasts increases from BIRADS I (left) to BIRADS IV (right). It should be noted
that besides density these BIRADS classes also included patterns that can be described as various textures. As such, it
seems appropriate to include both aspects in an automatic classification approach.

Although BIRADS is becoming the radiologic standard, it has not been commonly used in the evaluation of automatic
breast density classification approaches. Exceptions to this are the works of Bovis and Singh [9], Petroudi et al. [10],
and our previous work [11–13]. Bovis and Singh [9] extracted features from the global breast and used a combination
of classifiers for training and testing the system. Petroudi et al. [10] used textons to obtain a visual dictionary for
breast classification. This work was extended in [12] adding also SIFT features, although we found that textons
outperformed them. The strategy we used here is similar to the work presented in [11, 13], which in turn follows ideas
from Bovis and Singh [9] and more straightforward compared to Petroudi et al. [10] and Bosch et al. [12]. We used
the Fuzzy C-Means [14] for clustering the pixels with similar grey-level values into two classes and, subsequently, a
set of features derived from co-occurrence matrices was extracted from each cluster. In [11] the used classifier was a
Bayesian combination of kNN and a decision tree. Here, we use two more stable clustering algorithms for grouping
the tissue with similar grey-level. In addition to using texture features extracted from the co-occurrence matrices, we
also propose to use the Local Binary Patterns [15] for extracting the texture information. To our knowledge this is the
first attempt to use LBP in the mammographic field analysis.

∗Corresponding author, e-mail: aoliver@eia.udg.es

223



(a) (b) (c) (d)
Figure 1. Example mammograms, where the breast density increases from (a) BIRADS I to (d) BIRADS IV.

2 Clustering the tissue with similar appearance

As a first step, all mammograms are pre-processed to identify the breast region. Hence, the background, labels, and
pectoral muscle are removed from the image. We used a previous developed approach [16] which results in a minor
loss of skin-line pixels in the breast area, but those pixels are deemed not to be relevant for tissue estimation and the
relative number of potentially affected pixels is small.

Subsequently, using a clustering algorithm, the pixels with similar grey-level values are grouped together. We use
a clustering algorithm in order to obtain only two clusters of pixels, representing fatty tissue (the cluster with lower
mean intensity) and dense tissue (the cluster with higher mean intensity). In previous works we showed that the Fuzzy
C-Means algorithm outperforms the results obtained using other segmentation strategies [13]. In this work we want
to compare it with two alternative clustering algorithms, which are the Normalised Cuts [17] and the Mean Shift [18]
algorithms. All these approaches are summarised below:

• Fuzzy C-Means clustering allows each pattern of the image to be associated with every cluster using a fuzzy
membership function. In our implementation, the function minimised by the algorithm is defined by:

e2(Ξ, U) =
N∑

n=1

T∑

t=1

unt||pn − ct||2 (1)

where Ξ is the partition of the image, U is the membership matrix: unt represents the membership of pattern

pn to belong to cluster t, which is centred at ct =
∑ N

n=1 untpn∑ N
n=1 unt

, N is the number of patterns in the whole image

(i.e. the number of pixels), and T the number of clusters, which has to be known a priori. Instead of randomly
initialising the algorithm, the two cluster centres were initialised with the grey-level values that represent 15%
and 85% of the accumulative histogram of the mammogram pixels, respectively representing fatty and dense
tissue.

• The Normalised Cuts algorithm [17] deals with segmentation as a graph partitioning problem, where each node
represents a pixel and the edges the pixel neighbourhood. Given a similarity measure between each pair of points
in the set, it tries to group together points having large affinity between them. Namely, the algorithm consists
in four steps: 1. Given an image build a weighted graph and set the weight (w) on the edge connecting two
nodes to be a measure of their similarity. 2. Solve (D − W )x = λDx as an eigen decomposition problem,
where D is a N × N diagonal matrix with d(i) =

∑
j w(i, j). 3. Use the eigenvector with the second smallest

eigenvalue to bipartition the graph. 4. Decide if the current partition should be subdivided and recursively divide
the segmented parts if necessary. Note that as we only need two clusters, this last step is not necessary.

• The Mean Shift algorithm [18] is a robust, non-parametric density estimation based clustering approach for
image segmentation. It assumes that the feature space can be regarded as an empirical probability density func-
tion where dense regions correspond to the modes of the unknown density. A two-step kernel-based iterative
procedure is used for the localisation of the modes. First, the mean shift vector m is computed as:

m(x) =
∑n

i=1 xig(||x−xi

h ||2)
∑n

i=1 g(||x−xi

h ||2) − x (2)

where x is the actual mean, xi all the points in the kernel, h the bandwidth (the size of the kernel), and g is the
profile of the used kernel (we used a flat kernel). And secondly, the centre of the kernel is translated by m(x).
Both steps are repeated until convergence.
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3 Characterising the breast tissue

Once the pixels with the same grey-level have been grouped in the fatty and dense clusters, we extract a set of features
from both regions, and a feature vector is constructed by concatenating the fatty and dense features. In particular, we
test in this paper the use of Local Binary Patterns (LBP) [15] and the use of features extracted from co-occurrence
matrices [19].

The LBP operator labels the pixels of an image by thresholding the neighbourhood of each pixel with the centre value
and considering the result of this thresholding as a binary number. When all the image pixels have been labeled with
the corresponding LBP codes, the histogram of the labels is computed and used as a texture descriptor. However, this
representation is not directly applicable to our work, because we need to characterise the clusters instead of the full
image. Thus, we slightly modify the LBP in two different ways. Firstly, those pixels with a neighbourhood belonging
to both clusters are not considered when extracting the texture. And secondly, instead of extracting one histogram from
each mammogram, we extract two histograms per mammogram: one for the fatty cluster and the other one for the
dense cluster. Hence, the concatenation of both histograms is taken as the full description of a mammogram.

Co-occurrence matrices are essentially two-dimensional histograms of the occurrence of pairs of gray-levels for a given
displacement vector. Formally, the co-occurrence of gray-levels can be specified as a matrix of relative frequencies Pij ,
in which two pixels separated by a distance d and angle θ have gray-levels i and j. The full co-occurrence matrices are
not generally used as features (mainly due to their high dimensionality and potential sparseness), but instead a large
number of features derived from such matrices have been proposed [19].

4 Classifying the features

Once the features are extracted, a classifier is trained and used in a posterior step to classify new mammograms. In
this paper we test the use of four different classifiers [20]: kNN in combination with SFS feature selection, Fisher
discriminant analysis using a linear discriminant feature selection algorithm, C4.5 decision tree classifier, and support
vector machine.

5 Results

We test our approach using all 322 mammograms of the MIAS database [8], classified in BIRADS categories using
the majority opinion of three experts (in the 12 cases where there was complete disagreement, the intermediate class
was used). The results are obtained using a leave-one-woman-out strategy, where a query mammogram is tested by a
classifier trained on the rest of the mammograms belonging to different women, and this procedure is repeated until all
the mammograms have been used as a query image.

In these experiments we tested different parameters for LBP (we refer to the work of Ojala et al. [15] for details),
including the mapping (uniform, rotation-invariant, and uniform rotation-invariant), neighbourhood (4, 8, and 16),
and distance (1,2,4). In what follows we used the best results experimentally obtained, which were the ones using the
uniform rotation-invariant mapping and 8-neighbourhood with distances 1 and 2, and 16-neighbourhood with distances
1 and 4. The complete size of the used descriptor was 112. We also tested different parameters for the co-occurrence
matrices. In this paper we use four different directions: 0◦, 45◦, 90◦, and 135◦, and three distances equal to 1, 5,
and 9 pixels. Note that these values were empirically determined in our experiments and are related to the scale
of the texture features found in mammographic images. For each co-occurrence matrix the following features were
used: contrast, energy, entropy, correlation, sum average, sum entropy, difference average, difference entropy, and
homogeneity features. As each of these features is extracted from each class, we deal with 216 co-occurrence features
in total.

5.1 Segmentation comparison

In this section we used the same parameters for LBP and the same classifier (kNN+SFS) while varying the segmentation
algorithm used for segmenting the fatty and dense regions. This allows us to compare how the segmentation strategy
modifies the final results.

Table 1 shows the results obtained in each case, obtaining 65%, 78%, 73%, and 77% correct classification when no
segmentation, Fuzzy C-Means, Normalised Cuts, and Mean Shift segmentation algorithms were used respectively.
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Note that the best performances are obtained when using the Fuzzy C-Means algorithm and the Mean Shift, while
Normalised Cuts obtained intermediate results. The no segmentation strategy provided the worst results. This shows
the benefits of the proposed segmentation step for clustering the tissue with similar grey-level. On the other hand, the
low performance of the Normalised Cuts algorithm is due to the fact that the affinity function of this algorithm takes
the distance between pixels into account, which results in filled-in regions in the images. However, in this not the
aim of our work, because usually there are some small clusters of dense tissue inside large regions of fatty tissue, and
viceversa. These regions are effectively detected using the Fuzzy C-Means and the Mean Shift algorithms.

Automatic
B-I B-II B-III B-IV

M
an

ua
l B-I 71 13 1 2

B-II 14 70 17 2
B-III 4 24 57 10
B-IV 1 7 17 12

Automatic
B-I B-II B-III B-IV

73 13 0 1
7 77 17 2
0 14 75 6
1 1 9 26

Automatic
B-I B-II B-III B-IV

70 13 4 0
9 70 21 3
2 16 69 8
1 4 6 26

Automatic
B-I B-II B-III B-IV

75 6 4 2
8 83 10 2
0 18 70 7
1 2 14 20

(a) (b) (c) (d)
Table 1. Confusion matrices obtained when (a) no segmentation, (b) Fuzzy C-Means, (c) Normalised Cuts, and (d)
Mean Shift were used in the segmentation of fatty and dense tissue. B-I stands for BIRADS I, etc.

5.2 Features comparison

The aim of this section is to demonstrate the usefulness of computing texture information. Thus, the Fuzzy C-Means is
used as a segmentation strategy, kNN+SFS as the classifier, and we compare the results obtained using LBP with those
obtained using co-occurrence matrices. Table 2 shows the confusion matrices for both cases, obtaining 79% correct
classification when using features derived from co-occurrence matrices and 78% for LBP. Note that co-occurrence
matrices discriminate better low dense breasts, while Local Binary Patterns performs better the discrimination in dense
breasts. The difference between these two results is not significant and, in fact, these results can well be influenced by
the different dimensionality of the two set of features and to evaluate this is part of our future research.

Automatic
B-I B-II B-III B-IV

M
an

ua
l B-I 75 8 1 3

B-II 7 77 15 4
B-III 1 10 79 5
B-IV 3 3 7 24

Automatic
B-I B-II B-III B-IV

73 13 0 1
7 77 17 2
0 14 75 6
1 1 9 26

(a) (b)
Table 2. Confusion matrices obtained when (a) using co-occurrence matrices and (b) using Local Binary Patterns for
texture extraction.

5.3 Classifiers comparison

Finally, we tested here the use of different classifiers. Hence, the same segmentation algorithm is used (the Fuzzy
C-Means) and the same set of LBP features as it allows obtaining similar results with lower computational cost.

Table 3 shows the confusion matrices for kNN with SFS, linear discriminant analysis, C4.5 decision tree, and support
vector machine with a polynomial kernel, obtaining respectively, 78%, 65%, 68%, and 65% correct classification. The
high performance of the kNN+SFS algorithm compared to the other algorithms shows the difficulty of the problem,
being hard to find a real boundary separating the four classes (for the SVM we used a 10-fold cross-validation instead
of the leave-one-out to avoid overfitting). The unexpected poor performance of SVM is an aspect which will need
further investigation.

Automatic
B-I B-II B-III B-IV

M
an

ua
l B-I 73 13 0 1

B-II 7 77 17 2
B-III 0 14 75 6
B-IV 1 1 9 26

Automatic
B-I B-II B-III B-IV

78 9 0 0
15 59 28 1
0 31 54 10
2 2 15 18

Automatic
B-I B-II B-III B-IV

74 10 1 2
14 65 22 2
2 29 56 8
2 2 8 25

Automatic
B-I B-II B-III B-IV

77 9 0 1
16 55 31 1
0 35 50 10
1 4 14 18

(a) (b) (c) (d)
Table 3. Confusion matrices obtained when using (a) kNN classifier (k=3), (b) Fisher Discriminant Analysis, (c) C4.5
Decision Tree, and (d) Support Vector Machine.
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6 Conclusions

In this paper we have quantitatively compared the use of Fuzzy C-Means, Normalised Cuts, and Mean Shift for group-
ing the tissue with similar grey-level, as a first step of a full strategy for classifying the breasts according their internal
density. We have found that, due to the internal nature of the algorithm (the use of the distance between pixels into
the affinity function), the performance of the Normalised Cuts is lower compared to the use of both other algorithms.
On the other hand, Mean Shift and Fuzzy C-Means obtained similar performance, around 78% correct classification.
We consider these results in-line with the expected results, because when comparing the agreement between each
individual expert annotations and the consensus opinion we obtained 78%, 89%, and 72% agreement.

In addition, we effectively tested the use of Local Binary Patterns and co-occurrence matrices for describing the breast
tissue textural information. Results obtained from the complete MIAS database and using a leave-one-woman-out
strategy show that LBP and co-occurrence matrices features provide similar overall results, although LBP performs
better in dense breasts while co-occurrence matrices in fatty breasts. Future work will concentrate on further evaluation
of variation in these features.
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Segmentation based on Textons and Mammographic Building Blocks
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Abstract. The objective of this paper is to investigate a potential approach of mammographic image segmentation
based on textons and mammographic building blocks (i.e. nodular, linear, homogeneous, and radiolucent) as de-
scribed in Tabár’s tissue model. The texton approach is based on clustering filter responses in a high dimension for a
particular building block. The texton selection process is based on a combination of visual assessment (probability
maps) and minimum spanning tree topological information. The initial segmentation results are promising, which
may lead us to an automatic Tabár’s mammographic risk assessment.

1 Introduction

In mammographic imaging, anatomical breast structures are enhanced by the attenuation and tissue composition of
those structures [1]. According to Tabár et al. [2], there are four building blocks in mammographic images which
compose the normal breast anatomy as follows: nodular densities mainly corresponds to Terminal Ductal Lobular
Units (TDLU), linear densities could be corresponded to either ducts, fibrous strand or blood vessels, homogeneous-
structureless densities correspond to fibrous tissues which appearance could hide the underlying normal TDLU and
ducts as well as their alterations due to hyperplastic breast changes, and radiolucent areas are related to adipose fatty
tissues, which appears as dark areas. Some image patches, which contain linear, nodular, and homogeneous densities
are shown in Figure 1. From an image processing point of view, these building blocks can be seen as different textures
and hence could drive a tissue segmentation process.

In addition, Tabár et al. have proposed a mammographic risk assessment based on quantitative approach using the
relative proportion of the mammographic building blocks. This is known as the Five Mammographic Parenchymal
Patterns classification approach [2]. Patterns I-III correspond to lower breast cancer risk, whilst Patterns IV-V relate to
higher risk. Relative composition of the four building blocks (in the order [nodular, linear, homogeneous, radiolucent])
provides the feature space for risk classification. Pattern I has composition [25%, 15%, 35%, 25%]. Pattern II is
composed of [2%, 14%, 2%, 82%]. Pattern III is similar in composition to Pattern II, except that the retroareolar
prominent ducts are often associated with periductal fibrosis. The composition of Pattern IV is: [49%, 19%, 15%,
17%]. Pattern V is composed as [2%, 2%, 89%, 7%]. Mammographic images representing these five risk patterns can
be found in Figure 2. A comparison between this and other mammographic risk classification schemes can be found
in [4].

To develop an automated mammographic risk assessment approach, according to the above description, the challenge
is to segment a given mammographic image with respect to Tabar’s building blocks, estimate their relative proportions
and link these to mammographic risk. This paper is focused on mammographic texture segmentation based on Tabár’s
building blocks and uses texton which have been shown successful for the recognition of natural textures [5, 6].

2 Texton

Julesz firstly hypothesized that iso-second-order textures are globally preattentive indistinguishable [7]. However, he
refuted this by showing cases where iso-second-order textures are easily discriminated because they are composed
of local conspicuous features, such as ’closure’, ’corner’, ’connectivity’ and ’granularity’. These local features are
known as ’textons’. He concluded that two textures having different density changes in textons were pre-attentively
distinguishable [8]. Subsequently, he postulated a link between textons and filter banks [9]. It should be noted that this
concept was designed for binary textures.

For grey-scale images, Leung and Malik [5] defined texture as entities which have spatially repeated properties. When
a texture is filtered, one could expect that some pixels have similar filter responses. They suggested that there should
be several distinct filter response vectors to represent a texture. They proposed the cluster centers of the filter responses
as the textons.

∗Email: [iim04,rrz]@aber.ac.uk.
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(a) (a) (b) (b) (c) (c) (d) (d)

Figure 1. Examples of Tabár’s building blocks: (a) linear, (b) nodular, (c) homogeneous, and (d) radiolucent areas.
These patches are subsampled from the MIAS database [3] by an expert radiologist. It should be noted that there is
large variation in density and texture patterns within a building-block.

Figure 2. Examples of the Five Mammographic Risk Patterns. From left to right: Patterns I−V.

3 Data

A breast screening expert radiologist subsampled images to provide patches of linear, nodular, homogeneous, and
radiolucent textures of the MIAS database [3]. The collection of 253 linear, 199 nodular, 70 homogeneous, and 121
radiolucent patches were obtained (see Figure 1 for examples). From previous experiments, the breast edge area needs
to be taken into account in the modelling [10]. Additional collection of 93 linear, 8 nodular, 30 homogeneous, and 245
radiolucent patches of the breast edge areas were obtained. It should be noted that the patches cover various breast
density groups, so we normalised them to zero mean and unit variance.

4 Method

As the ideal filters bank for mammograms is currently unknown, 56 filters were used, which consisted of iso-tropic
Gaussian and Laplace of Gaussian filters at four scales (σ = { 1, 2, 4, 8}), and of first- and second-order derivatives
of Gaussian-anisotropic filters (edges and lines) [11] at four scales ((σx, σy) = {(1,2), (2,4), (4, 8), (8,16)}) and six
orientations (θ = {0, 30, 60, 90, 120, 150}). These filters had a 63× 63 window size and L1 normalised. In summary,
each pixel will be represented as a 56 dimensional feature vector.

In the first instance, the aim is to obtain textons which represent the mammographic building blocks, which are linear,
nodular, homogeneous, and radiolucent patterns. Learning stage I of the Varma and Zisserman (VZ) algorithm [6] was
followed to achieve this: for each group of texture images (in our case the mammographic nodular, linear, homoge-
neous, or radiolucent patches) every normalised image was convolved with 56 normalised filters; the resultant filter
responses were (contrast) normalised using Equation 1 [5, 6]; the normalised filter responses are aggregated and clus-
tered into textons using the k-means algorithms. It should be noted that a resulting texton will also be 56 dimensional
vector. We used 25 cluster centers as the number of initial textons (as subsequently the number of textons are reduced,
the randomly chosen initial number of textons is not critical). Schematic diagram of this methodology can be seen in
Figure 3.

F (x)← F (x) [log (1 + ‖F (x)‖
2
/0.03)] / ‖F (x)‖

2
(1)

Once the textons have been estimated, it becomes possible to obtain a probability map for a specific texton, Ti, and this
is given by :

Vi(x, y) = 1−





√

[I(x, y)− Ti]
2

∑

25

k=1

√

[I(x, y)− Tk]
2



 (2)

here, I(x, y) represents the 56 dimensional filter responses of an image pixel at position (x, y).
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Figure 3. Learning stage I of the Varma and Zisserman (VZ) algorithm. On the left a coloumn of image patches is
shown, which are filtered by 56 filters (second coloumn) resulting in a set of filter-response images (third coloumn).
The 56 filter-response images are used to populated a 56 dimensional feature space and k-means is used to obtain
cluster centres which are the resulting textons.

It is plausible to assume that textons will capture either the meaningful texture primitives or noisy pixels. So, texton
reduction/selection can be seen as an essential and potentially beneficial step. We expect that the selected textons will
be robust representations of the mammographic building blocks.

The approach used for texton selection has two distinct components which have been combined. In the first instance,
an Euclidean minimum spanning tree is obtained for a set of textons. Such a tree indicates likely topological correct
connectivity in high dimensional spaces (as long as the space is not sparsely populated). Subsequently, probability
maps (using Equation 2) of representative image patches are used as the nodes of the tree. See Figure 4 for an example
of such a minimum spanning tree for all textons. It is possible to obtain such a tree representation for various sets of
textons. For the overall texton selection the minimum spanning trees for linear, nodular, homogeneous, and radiolucent
textons were compared as individual trees, which indicated outliers and common textons. In addition, a tree was
generated from combined sets of textons and clustering within this tree was used to ensure a distinction between
textons representing the various Tabár’s building blocks.

Distinct textons tend to be situated towards the outer edges of the tree, while common texture/intensity aspects tend
to be modelled by textons in the central part of the tree. It should be noted that the currently used display approach
(see Figure 4) does use a fixed distance between the nodes, but in practise the distance can vary by almost an order
of magnitude (especially for the trees that combine various texton sets). The visual aspects and distinctiveness of the
textons are taken into account to determine a set of textons that will be distinctive in describing the various Tabar
mammographic building blocks. Visual selection was based on the ability of a texton to reproduce Tabár’s building
blocks in clear examples of these.

5 Results

The minimum spanning tree produced from the combined set of all textons, 200 in total, can be found in Figure 4. This
result provides visual confirmation of our expectations. Selective textons map specific mammographic structures at
various scales, while other textons seem to respresent background texture information. Based on this it is plausible that
such textons can be used for segmentation purposes. Based on distinctiveness and visual evaluation of the minimum
spanning tree results eight textons were selected to represent Tabar’s mammographic building blocks. With respect to
Figure 4, these are textons L7 and BEL23 (linear), N6 and BEN6 (nodular), H13 and L9 (homogeneous), and F12 and
BEL4 (radiolucent).

Resulting segmentation on a mammographic image can be found in Figure 5. It should be clear that the most distinct
linear structures (largest width) have been segmented as linear structures. However, this does not seem to be the case
for smaller linear structures. Nodular and homogeneous structures have been realistically modelled. It should be noted
that the breast-edge area seems to be segmented into radiolucent classes and the smaller linear structures within this
area has not been segmented although they had been modelled.
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Figure 4. Probability maps of 200 textons of all trained textures. Bold labels indicate textons which were selected for
segmentation (please refer to the electronic version for better view of this figure). The probability maps are clustered
according to a minimum spanning tree.

These are very initial results and full evaluation based on the MIAS database is currently being investigated. This eval-
uation will cover a comparison between the automatically obtained Tabár building blocks distribution for the five Tabár
classes (and potentially the four BIRADS classes [12]). It will also cover automatic mammographic risk classification
using the relative percentage of occurrence of the Tabár building blocks as a feature space.

6 Discussion

Clearly, the presented results can be dependent by the choice of filter-bank that was used. One aspect of our future work
will concentrate on the effect of the choice of filters. Secondly, the segmentation approach will be applied to a large
mammographic dataset and the relative proportion of the four classes will provide the input for a Tabar mammographic
risk assessment model.

It should be noted that this is, to our knowledge, the first attempt at providing automatic segmentation of mammographic
images according to the Tabár mammographic tissue building block model. There have been several approaches to the
segmentation of dense regions in mammographic images [13,14] and some of these are based on texton information [15,
16]. Petroudi and Brady have used the textons in Hidden Markov Random Fields modelling for three category density
classification [15]. They pointed out that textons based on a set annotations by radiologists are expected to lead to
concise segmentations [15], which is the approach used here. An attempt to link texton classification and Wolfe’s
risk assessment has also been reported by Gong et al. [16]. Whilst, Bosch et al. reported patch-based textons as a
descriptors for mammographic density classification using BIRADS categories [12].
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(a) (b) (c) (d)
Figure 5. Left image shows the original image, with background and pectoral muscles removed. Segmentation results:
(a) linear, (b) nodular, (c) homogeneous, (d) radiolucent.

7 Conclusions

We have presented initial results of texton driven segmentation of mammographic images. The texton selection step
follows Tabár’s mammographic tissue building block model and uses visual and minimum spanning tree topological
information. The initial segmentation results are promising, but at the same time have indicated areas of future work.
Segmentation results as described can form the basis for an automatic Tabár mammographic risk assessment system.
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