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Foreword 

 

 

The 9th in the series, MIUA2005 is the latest annual meeting designed to provide a UK forum 
for discussion and dissemination of scientific and technical research in medical image 
understanding and analysis. In the spirit of the MIUA constitution, “the main criteria for 
inclusion of papers in MIUA should be that the work described should make a contribution 
to the body of knowledge of the subject in the [UK] research community.  As such, the work 
should be scientifically sound and recent.  Novelty of the work itself, while desirable, is not 
of over-riding importance. MIUA can provide a useful forum for communicating interesting 
research that may have been published elsewhere, but which may not be widely known 
throughout the UK MIUA community”. We believe the set of papers at this year’s 
conference more than meet these requirements and represent some of the highest quality 
ongoing research in the various centres in the UK, Europe and beyond. I thank all the authors 
for their contribution. 
 
MIUA2005 will have four distinguished keynote speakers: Dr. John Waterton, from 
AstraZeneca PLC, Prof. Nicholas Ayache, from INRIA in France, Prof. Francis Duck, from 
the Bath Royal United Hospital, UK, and Prof. Max Viergever, from Utrecht University, The 
Netherlands. I welcome them all and thank them for accepting our invitation. 
 
There are many people who helped in the organisation of this conference. Particular thanks 
go to Sophie Benoit and Hazel Bunting here in Bristol. David Risley and Mike Rogers, over 
in Manchester, were extremely helpful in providing help with CAWS, the online paper 
handling system which saved us much effort and time. Dan Reuckert, of MIUA2004 fame, 
was always available to provide invaluable guidance. The reviewers did a tremendous job 
and I thank all of them for their timely contribution. Last but not least, I would like to thank 
all the delegates and hope you will enjoy the invited talks, the papers and the opportunity to 
integrate and make new contacts.  
 
 
Majid Mirmehdi 
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Computational Anatomy and Computational Physiology 
 for Medical Image Analysis  

 
Nicholas Ayache 

 
Research Director 

Epidaure Laboratory 
INRIA 

2004 Route des Lucioles,  06902, Sophia-Antipolis, France 
 
 
Medical image analysis brings about a revolution to the medicine of the 21st century, 
introducing a collection of powerful new tools designed to better assist the clinical diagnosis 
and to model, simulate, and guide more efficiently the patient’s therapy. A new discipline has 
emerged in computer science, closely related to others like computer vision, computer 
graphics, artificial intelligence and robotics.  
 
In this talk, I will describe the increasing role of computational models of anatomy and 
physiology to guide the interpretation of complex series of medical images, and illustrate my 
presentation with three applications: the modeling and analysis of 1) brain variability from a 
large database of cerebral images, 2) tumor growth in the brain and 3) heart function from a 
combined exploitation of cardiac images and electrophysiology. 
 
 I will conclude with a presentation of some promising trends, including the analysis of in vivo 
microscopic images. 
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What does the drug developer need from medical imaging?  

Challenges for image analysis 

John C. Waterton  

AstraZeneca, Alderley Park, UK1 

Abstract. Imaging has an increasing role in drug development: the measurements it provides are examples of 
biomarkers.  Imaging biomarkers are of particular value in Phase II trials.  Analyses must be designed and 
performed at the level of the entire study, not the individual patient or image.  Particular challenges are the 
need to comply with Good Clinical Practice; the need to prescribe the exact analysis before the trial starts; 
significance testing and sample size calculations with high-dimensional data; and scalability. 

1.  Introduction 

There are many applications of imaging in medical practice, using modalities such as MRI (Magnetic Resonance 
Imaging), CT (X-ray Computed Tomography), PET (positron emission tomography), SPECT (single photon 
emission computed tomography), ultrasound, X-ray, and DEXA (Dual Energy X-ray Absorptiometry).  For the 
patient, these applications include screening, diagnosis, guiding surgery, selecting the best therapy for the 
particular patient, and assessing the patient's response to therapy.  In addition, imaging is an important tool in 
medical research.  While all these applications are relevant to the drug developer, the most important is as a 
medical research tool. The main aim of drug development is essentially an enormous medical research project to 
test the hypothesis that some new chemical substance, dosed in a particular way, is effective at treating a defined 
group of patients, and also to document the balance of risks and benefits in that patient population.    

This article will outline the process of drug development, describing the questions which the drug developer 
needs to answer, and in particular those questions where medical imaging allows better or faster hypothesis-
testing. The vocabulary of "biomarkers" and "surrogate endpoints" will be reviewed.  I will then describe typical 
image analysis workflows, and explain the particular challenges faced in the deployment of image analysis in 
this setting.   

2.  Drug Discovery and Development.  What does the drug developer need to know and 
how can medical imaging help? 

Here I present a simplified overview of some of the main questions to be addressed during rational drug 
discovery and development.  Questions A – B below cover Discovery (Research), the identification of a specific 
molecule as a candidate drug.  Question C covers its development into a medicine that can be prescribed by 
physicians throughout the world.  

A. What disease should I start a project on? 

Considerations typically include: the size of the unmet medical need; feasibility; and (for a drug developer 
operating in the private sector) whether the likely investment of USD108-109 can be recouped from sales when 
the drug is launched 10-20 years later.   

Imaging can influence this in two ways.  Firstly, new screening technologies using imaging can reveal new 
populations of premorbid or at-risk patients.  This creates an opportunity for the drug developer to prevent 
disease by modulating targets involved early in the disease process.  For example, drugs have been developed 
for osteoporosis, ultimately with the aim to prevent fractures in the elderly.  These drugs will not generally find 
a market, or reach the appropriate patient population, unless screening by DEXA or Quantitative CT is available.      

Secondly, imaging can kindle interest in diseases that might otherwise be thought "too difficult".   Much of the 
world's ill-health is from chronic diseases which evolve, e.g. through phases of inflammation and degeneration, 
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over decades.  These include atherosclerotic cardiovascular disease, chronic obstructive pulmonary disease, 
osteoarthritis, and neurodegenerative diseases.  Clinical trials in chronic diseases are often difficult and 
expensive: new imaging biomarkers can improve the feasibility of trials in a whole area (e.g. multiple sclerosis, 
osteoarthritis).  In other diseases, such as cancer and psychiatry, more precise characterisation of patients, and 
their individual response to novel treatments, can also improve the feasibility of trials. 

B. What's my biochemical target? Which enzyme, receptor, ion channel must I modulate with 
my drug in order ameliorate the disease?  Can I design a molecule to modulate my target? Can I 
optimise my chemical structure, and can I make a compelling case that the chosen molecule 
should be developed into a new medicine? 

This process of "lead optimisation" uses test systems of increasing complexity, starting with high-throughput in 
silico and in vitro tests, through eventually to small-scale studies with in vivo systems, such as animal models of 
the human disease.  Imaging may have value in these animal studies in cases where there is biological variability 
and an element of chronicity (each animal acts as its own control); where dynamic processes such as blood flow 
or oedema are involved (difficult to study by histopathology); where there is a complex 3D endpoint (e.g. 
visceral vs. subcutaneous adipose tissue); or for ethical reasons (Reduction and Refinement in animal 
experimentation). 

C. Is the drug safe and efficacious in humans? 

Clinical drug development is conventionally and somewhat arbitrarily divided into three Phases.  Phase I, 
usually conducted in healthy volunteers, involves relatively small trials (~10 subjects) to determine 
pharmacokinetics, and to begin to explore safety and tolerability.   Phase II involves the first trials in patients 
(~102 patients), with dosing over weeks or months in the case of chronic therapies, often in a small number of 
expert clinical centres.  The aims will include further understanding of safety and tolerability, usually together 
with some indication of efficacy, possibly using biomarkers (see below).  Enough must be learnt about the drug 
by the end of Phase II in order to set the dose and define the patient population for Phase III, and to define 
exactly how efficacy will be determined in Phase III.  Phase III pivotal trials (~103 subjects) are large-scale 
international studies. While biomarkers and surrogate endpoints may be used in Phase III, the main aim is to 
provide definitive evidence of clinical efficacy and safety to the regulatory authorities in the United States 
(www.fda.gov), Europe (www.emea.eu.int), Japan (www.pmda.go.jp) and other jurisdictions, as well as to 
physicians, patients and payors.     

3.  Biomarkers and surrogate endpoints 

Clinical endpoints (outcomes) in trials are used to establish whether the therapy under investigation has an 
adequate balance of safety and efficacy.  A clinical endpoint is "a characteristic or variable that measures how a 
patient feels, functions or survives" [1].  In chronic diseases, trials with clinical outcomes often have a long 
duration and require a large number of patients, and are therefore extremely expensive.  

Following the vocabulary established by the consensus workshop in 1999 [1], a biomarker is "…a characteristic 
that is objectively measured and evaluated as an indicator of normal biological processes, pathogenic processes, 
or pharmacologic responses to a therapeutic intervention".  By this definition, images acquired in clinical trials, 
whether read and scored qualitatively, or subjected to quantitative image analyses, provide biomarkers. A 
surrogate endpoint is a special case of a biomarker "that is intended to substitute for a clinical endpoint…a 
surrogate endpoint is expected to predict clinical benefit (or harm or lack of benefit or harm) based on 
epidemiologic, therapeutic, pathophysiologic, or other scientific evidence" [1].  The term "validation" describes 
the assembling of this evidence.  A regulatory authority may approve a product that shows an effect on a 
surrogate endpoint that is reasonably likely to predict clinical benefit.   

Very few imaging biomarkers fall into this special category of "surrogate endpoints", so most imaging 
biomarkers should be described as "evaluated" (i.e. risk-managed), rather than "validated" (i.e. definitely predict 
clinical outcome).    Typically, the evaluation of an imaging biomarker includes assessment of reproducibility 
and effect size for sample size calculations, assessment of scalability (will the biomarker give adequate data in 
multicentre studies with different vendors' equipment?), as well as correlation of imaging with "truth" (e.g. 
histopathology), and correlation with outcome (potentially leading to validation as a surrogate endpoint).  Some 
of this biomarker evaluation can be done in patients or human volunteers, while some requires animal 
experimentation. 
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It is helpful to divide imaging biomarkers into three categories: Morphologic, Functional, and Molecular.  
Morphologic biomarkers are extensive variables, e.g.: volume/ml, area/mm2, thickness/mm, or number of 
lesions.  Typically they are measured using 3D MRI or 3D CT, followed by some process of image 
segmentation.  Functional biomarkers are intensive variables, which assess parameters such as oedema, 
perfusion, tissue composition or neuronal activation. In addition to image segmentation they require images with 
some physiologic or biochemical weighting, and may use techniques such as MRS, PET, or SPECT, or contrast-
enhanced MRI or CT.  Molecular biomarkers are acquired similarly to functional biomarkers, but measure the 
local concentration of some radiopharmaceutical using PET or SPECT.   Imaging biomarkers are of greatest 
value in Phase II, where difficult questions of patient selection and dose must be addressed in small, short-term 
studies, and where trials can be limited to a few specialist centres perhaps with advanced imaging technology. 

4.  What is the typical image analysis workflow? 

As a drug project through the various stages of Discovery and Development knowledge accumulates about the 
safety and efficacy of the drug, initially under laboratory conditions in vitro and in vivo, and later, progressively 
in clinical settings which approximate more and more to the "real-life" situation in which patients will be 
prescribed the drug when it has been approved.  This knowledge is delivered via studies, in which groups (of 
humans or animals) are recruited and treated according to a prospectively designed protocol, and the results are 
normally subjected to some form of significance testing.  If imaging biomarkers are used, they will be subjected 
to significance testing, or less commonly, may provide an inclusion or stratification criterion.  The image 
analysis problem therefore must be from the outset thought of at the study level (rather than at the level of the 
individual image or even individual patient), and its output is typically a significance test (and not, for example, 
visualisation). 

The first step, before any subjects are recruited and scanned, is to devise the study protocol, which will include 
inter alia sections describing exactly how the images are to be acquired and analysed, and what statistical 
analyses will be performed.  In order to avoid bias, it is desirable (and often mandatory in clinical studies) to 
establish and freeze the image analysis and statistical analysis parts of the protocol prospectively, before any 
subjects have been scanned or data acquired.  We are not permitted to "look at a few of the images and try out a 
few ideas to see what works", or "fix the algorithm as we go along if it falls over when we encounter unexpected 
data".  Moreover each study is designed to answer a very specific pharmacologic question, and it is likely that 
the study design, and imaging protocol, are different from anything done previously.  If the drug is novel, it may 
perturb the images in ways never before encountered, yet we must still be certain that our analysis will deliver 
meaningful data for significance testing.   

The study protocol must also specify the number of subjects to be recruited, and for this some kind of statistical 
power calculation is required.  The statistical power is the probability detecting a significant effect, with a 
particular effect size and a given (typically 1% or 5%) false-positive rate.  If the endpoint is a change in some 
imaging biomarker (e.g. brain volume in a one-year Alzheimer's disease study) then we need to know something 
about effect size in treated and untreated patients, and something about the reproducibility, in order to power the 
study. 

The main image analysis tasks during the live phase of the study are image reconstruction and data management.  
Data must be anonymised, both in order to blind the observer in subsequent analyses, and also in order to 
comply with regulatory requirements such as the Health Information Portability and Accountability Act 
(HIPAA) in the USA. Data must be exported from the scanner, and in the case of multicentre trials are usually 
transmitted to a central reading centre.  Manufacturers of course provide most basic image reconstruction 
algorithms, but sometimes unusual reconstructions (for example with exotic k-space trajectories in MRI or 3D 
reconstructions in ultrasound) are employed, corrections may be applied (e.g. corrections for surface coil 
inhomogeneity or geometric distortion), and "derived" parameters calculated, for example relaxation times in 
MRI.   

Image analysis is also required for quality assurance.  MRI studies of cartilage volume in arthritis, or brain 
volume in neurology, may seek to detect changes over a year of the order of 1%.  If this is to be measured 
correctly, accurate scanner calibration must be verified. 

It is highly desirable to ensure that any analysis that requires human judgement is done blind.  Human 
judgement is involves not only tasks such as prescribing a region-of-interest, but, may also be involved in tasks 
such as determining the time-of-arrival of tracer in an image, or in determining whether images should be 
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discarded as "unanalysable".  If baseline and followup scans are to be presented randomly, it follows that 
analysis must wait until the live phase is complete.   

In most analyses, the next step is some form of image segmentation.  3D segmentations have the merit that, in 
comparison with 2D and 1D segmentations, there is little need to align baseline and followup scans  
(since the whole volume of interest is segmented).  Manual 3D segmentation can be extremely laborious, 
although it is still widely employed especially in MRI outside the head.  If volume is the biomarker, this can of 
course be derived directly from 3D segmentation, while other morphologic biomarkers such as thickness or 
diameter can be obtained by geometry from 3D segmentations. 

Functional and molecular imaging require some further analysis of an intensive variable within the segmented 
region.  Very often data are combined from a whole series of images, as in dynamic contrast-enhanced MRI/CT, 
cognitive functional MRI, for standard uptake values in PET, and so on.  Often there is a great deal of 
algorithmic complexity, for example in registration and correction of the component images, in compartmental 
modelling, and in handling of voxels with outlying or unphysiologic values.  The result is usually some 
parametric image or map.  For comparison of baseline vs. followup maps, a parameter mean can be calculated, 
or registration or histogram analysis can be used. 

Finally some form of significance test must be performed on the complete study data.  A simple biomarker such 
as "change in tumour volume between baseline and followup" may require nothing more than Student's t-test.  
However for more complex or high dimensional data, for example histograms or registered maps, more esoteric 
significance tests may be required.  

5.  What are the particular challenges in medical image analysis in drug discovery and 
development? 

Each study is different, and may require different analyses with different software.   

Most drug developers aim to undertake trials to the standards of ICH Good Clinical Practice (www.ich.org) [2].  
The requirements, which have been adopted by the regulatory agencies, mandate computer systems validation, 
documentation, and audit trails, which often appear onerous in comparison with typical standards for 
investigator-written or even commercial software.  The drug developer needs to be certain that the software will 
remain available and supported for the duration of the trial (often several years), and for up to 15 years beyond, 
if the data are to be submitted to a regulatory authority. 

The need to prescribe the image analysis in the study protocol creates particular challenges.  Any analyses 
requiring training data (for example, statistical shape modelling) require the training set be in place before the 
trial starts.  If the study is of a novel pharmacology, it is possible that the new drug induces new image features 
that have never before been encountered, so the analysis must be robust to unprecedented data.  Analyses of 
high-dimensional data involving principal component analyses or other comparisons of maps can be difficult to 
include prospectively: in particular sample size calculations can be difficult and multiple-comparisons effects 
difficult to control for directly.  

For functional imaging biomarkers, the sheer variety of biomarkers and analyses creates a difficulty.  It is 
seldom possible to perform all available analyses on the data, because of the costs of providing GCP-compliant 
analysis software, and the difficulty of interpreting and integrating the findings: also if multiple analyses are 
performed then allowance must be made for multiple comparisons.   

Scalability is a further challenge.  Analyses developed in one institution with particular imaging hardware, and 
used by in a small study by a small group of highly skilled and motivated scientists, do not necessarily deliver 
useful data when used in a central analysis group for a large multicentre study analysed by a team of technicians 
receiving images in different formats, with different scanner hardware.   
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Ultrasonic pulse-echo imaging is now completely embedded in diagnostic medicine. No 
longer the province of a few dedicated specialists, ultrasound now provides at least 20% of all 
diagnostic imaging studies, and continues to grow. Its unique inherent attributes, real-time tomography, 
soft-tissue contrast, safety, inexpensiveness, small equipment size, all have contributed to its 
impressive clinical impact. Separate mapping of amplitude and phase shift of the returning echoes 
allows anatomical and movement (Doppler) images to be generated simultaneously. Used ultrasonic 
frequencies lie upwards from 1 MHz, the choice controlled by the compromise between resolution and 
penetration, the lowest frequencies used for specialist Doppler applications, and 50-100MHz for very 
high resolution skin or eye imaging. Commonly, now, clinical imaging is carried out using the second 
harmonic component generated by non-linear acoustic propagation in tissue. Harmonics are also 
exploited in contrast imaging, for which microbubbles are injected into the blood stream to increase the 
strength of acoustic backscatter. Bubbles vibrate in a non-linear manner, and harmonic imaging 
enhances their detection.  In all modern commercial systems, the radiofrequency signal generated by 
the ultrasound transducer is digitised at source, allowing the application of the whole spectrum of 
available signal and imaging processing methods.  Speed of processing becomes a key design 
parameter, given that ultrasound imaging is primarily a dynamic tomographic imaging method. Typical 
constraints on time are the pulse-echo period, about 100µs, and the frame repetition period, typically 
10ms. All signal or image processing should be completed within these times to retain clinical impact. 

Nevertheless, the underlying process of creating pulse-echo images leaves many challenges 
before a “real-slice” image of tissue will be achieved. Phase coherence causes speckle, structured noise 
that is characteristic of all ultrasound images. Whilst speckle tracking may have value to quantify tissue 
movement, speckle overlays every ultrasound  image with potentially confusing spatially- and 
temporally-varying structured noise. Speckle suppression techniques have been only partially 
successful, but methods for image feature extraction may be considerably improved by their 
implementation. Acoustic haze, clutter and reverberation resulting from multiple scatter events is also a 
major noise source, for which probably the most effective remedy has been harmonic imaging. Imaging 
errors also arise from inherent variability of sound speed in tissue from fat, about 1450 m s-1, to skin 
,above 1600m s-1, causing both beam refraction and depth positioning errors. Little progress has been 
made in practical methods to overcome this problem. Pulse coding methods have been introduced to 
enable higher frequency (and hence higher resolution) imaging at depth. Finally, the standard method 
for compensation for attenuation, time-gain-compensation, causes widespread shadowing and 
enhancement artefacts, only a minority of which have diagnostic value. Some progress has been made 
and means to compensate  for the variable attenuation of tissue, so creating semi-quantitative maps of 
tissue back-scatter strength, have been demonstrated.  

Many challenges remain. Experience shows that most effective progress will be made when a 
deep understanding of the physical processes involved guides the design of the most appropriate signal 
and image processing towards addressing these remaining challenges in ultrasound imaging.      
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Regional Cerebral Cortical Thickness Estimation using MRI
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Abstract. This paper presents an overview of a data-driven approach for cerebral cortical thickness estimation
using MRI. The grey/white matter boundary is found using a modified edge detector and the distance through
previously segmented grey matter determined for each boundary voxel. The median of the thickness measure-
ments in each of 31 Talairach regions is taken as a robust estimate of the cortical thickness. The method is
applied in 119 normal volunteers and the thickness measurements correlated with sex, head size and age. There
is a global decline in thickness with age, whereas thickness is invariant to head size, with sex having significant
effects in specific regions. Reproducibility of all regions is carried out in 4 normals, giving a 6.2% systematic
error on the measurement of any given region.

1 Introduction

The determination and characterisation of human cerebral cortical grey matter thickness using magnetic resonance
imaging (MRI) has enormous potential use in the assessment of both pathology and normal ageing. Grey matter
(GM) volume loss is seen throughout adulthood to old age [1] and increased cortical thinning relative to control
subjects has been implicated in various degenerative diseases such as Alzheimer’s disease [2] and Multiple Scle-
rosis [3]. The highly convoluted folding of the cortex provides two challenges to the estimation of thickness. The
first is the problem of how to measure the thickness of a curved structure, the second is the determination of the
boundaries of the GM ribbon, particularly when the opposing banks of two gyri (or sulci) are sufficiently close
that there is no intervening cerebro-spinal fluid (CSF) (or white matter (WM)). These problems are often obvi-
ated by using a surrogate measure of thickness, such as GM density (eg, [1]) as with Voxel Based Morphometry
(VBM) [4]. However, with VBM approaches, significant volume changes are confounded by variation in topolog-
ical structure [5]. Assuming that the GM/WM and GM/CSF boundaries have been accurately segmented in 3D,
several distance measures between the two surfaces could be used. If an active shape model using correspondences
(eg. [6]) has been used to create the surfaces, the distance between the corresponding points on the two surfaces
can be used, but anatomical homology within a group of subjects will not be precise. Alternatively, either the min-
imum distance or the distance along the surface normal from a given point on one surface and the opposing surface
can be taken. Of these two latter methods, the surface normal is the least biased, whereas the minimum distance
will always produce a shorter average cortical thickness [6]. Also, Laplace’s equation can be used to calculate
diffeomorphic (electric) field lines through the cortex, as detailed in [7]. The thickness of the cortex at any given
point is equivalent to the length of the unique path an electron would take between the surfaces. However, this
approach has the disadvantage that complete detection of the opposing boundaries is required, which can be a real
problem in relatively low resolution data (such as is obtained using MRI) with partial volume effects. Segmenta-
tion of the GM from the underlying WM and enveloping CSF on MR images requires knowledge of the expected
grey-level intensity values for these tissues. The segmentation used must also be able to detect tissue partial vo-
luming and appropriate boundaries should be located under such circumstances. Through-plane magnetic field
inhomogeneities should also not be ignored [7]. In addition, the contrast between the tissues needs to be sufficient
in order to define their boundaries. Demyelination of WM axons due to ageing and disease processes will result
in the WM appearing more like the non-myelinated GM, making accurate boundary detection less feasible. This
paper presents an approach for estimating regional GM cortical thickness that attempts to address these problems.
The reproducibility of the technique is assessed and the method is applied to 119 normal volunteers.

2 Methods

The analysis of the data is divided into two stages; pre-processing to convert the original volume of data into
the required form and the actual cortical thickness estimation. Initially, the mean and standard deviation of the
grey-level values of the pure tissues (in this case only GM, WM and CSF are considered) in the image volume are
determined for use in future processing steps. Grey-level intensity values from a region representative of the pure
tissue values in the frontal lobe and encompassing several slices, thus averaging through-plane inhomogeneities
to a certain extent, are histogrammed (as shown in fig. 1) and a Bayesian mixture model [8], containing terms
for both pure tissues and partial volumes, is fitted to the histogram using simplex to obtain the pure tissue means
and standard deviations. To obtain a finer through-plane resolution whilst preserving tissue boundaries, the data
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(a) (b)

Figure 1. Example axial inversion-recovery image (a) and corresponding grey-level intensity histogram (b) show-
ing, from left to right, peaks for the CSF, GM and WM.

is explicitly up-interpolated in the z-direction [9] using a partial volume scheme to constrain the potential tissue
boundaries, determined using 3D image gradients, that could pass through a partial volume voxel. This volume of
data is then registered to a common stereotaxic space (the Talairach atlas [10]) using a linear affine transform. The
atlas defines the 31 cortical regions (see table 2 for a complete list) used later in producing regional histograms of
the cortical thickness. The last pre-processing stage is the segmentation of the GM, in the form of the most likely
volume estimate for GM in each voxel given the data, based on the defined probability density functions of the
image intensity distribution.

The cortical thickness estimation itself proceeds by using a modified edge detection process (Canny [11]) to de-
termine the GM/WM boundary. A ‘z-score’ measure of the grey-level of each voxel being consistent with the
GM/WM midpoint value is used to construct a likelihood image which highlights the GM/WM boundary. This
is then used as a replacement for the conventionally used sum-squared image gradient (edge strength) map in the
Canny edge detector in order to produce well localised connected edge strings to sub-pixel accuracy. The 3D
surface normal at each voxel on the GM/WM boundary is determined by taking the local grey-level gradient of
the 3D Gaussian smoothed (using a kernel of [1/2, 5]) up-interpolated grey-level data. The GM tissue probability
maps and the GM/WM boundary and edge orientations are used to determine the distance from the boundary, at
each voxel on the boundary, along the orientation direction to another GM edge (see [12] for details). This edge
may either be a GM/CSF or GM/WM interface, if there is no CSF in the intervening sulcus, and is determined by
comparing the value of the voxel in the original grey-level image to the mean GM value. If it is a WM boundary
it is assumed that the opposing banks of a sulcus have been traversed and so the sulcal thickness is taken to be
half this length. The value of the cortical thickness at each voxel on the GM/WM boundary is inserted into the
appropriate histogram for that region and the median of each histogram is taken to give an estimate of the average
cortical thickness for that region. The regional histograms typically contain between 100 and 6000 entries, thus
giving reasonable anatomical precision as well as a robust estimate of the median.

The method was applied to inversion-recovery MR scans (1.5T Philips ACS PT 6000 NT, TI/TR/TE = 300/6850/18
ms, pixel size = 0.9x0.9mm, 51 slices) of 119 normal volunteers (52 male, mean age = 70.3 years, range = 19-86
years). 110 scans had axial slices (thickness = 3.0mm), 9 had coronal (thickness = 4.0mm). Regional thicknesses
were correlated against head size, sex and age. Head size was calculated as the bounding box of the interior of
the skull, which is an excellent surrogate for the actual intra-cranial volume [13]. Reproducibility in each cortical
region was assessed using repeat scans of 4 normals (ages 34, 40, 40, 46).

3 Results

Reproducibility

Figure 2 shows a scatterplot of the reproducibility results where the 31 regional cortical thickness estimates from
the 2nd scan are plotted against those of the 1st, for all four subjects. Table 1 gives the corresponding regression
coefficients, and the standard error on their measurement for the 4 subjects. Subjects 2, 3 and 4 have slopes which
lie within 5% of the expected value of 1, whereas subject 1 shows a 16% error. The systematic error on the
thickness measurements for this group is calculated as the RMS of the differences between the line of equality
and the coefficients, scaled by

� �
because two measurements have been taken, and amounts to 6.2% on the

measurement in any given individual. The main cause of this bias is in the determination of the means, standard
deviations and Bayesian prior terms of the CSF, GM and WM peaks. There was no one region, over the four
subjects, consistent in resulting in a poor reproducibility. The standard error of the data about the regression is
indicative of the statistical error due to the sampling of the thickness distribution in any given region, which can be
calculated as the standard error �

� �
where N is the number of regions. This amounts to no more than 0.06mm.
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Figure 2. Scatterplot of 2nd vs 1st scan cortical
thickness measurements for 31 regions in each of
4 subjects. The line of equality is also shown.

Subject Slope Std. Err
1 1.16 0.0148
2 1.04 0.0111
3 0.95 0.0098
4 1.03 0.0088

Table 1. Table of fitted slopes and standard error
on the fit for each subject for the data in fig. 2.
Note that all regressions are constrained to pass
through the origin.

Regional Median Thicknesses vs Age, Sex and Head size in Normals

In this study, there is no significant difference in age with sex (p=0.1287, Adj R-sq = 0.01124, significance at
p=0.05) and head size is not significantly correlated with age (p=0.143, Adj R-sq = 0.01). Sex itself is highly
significant in predicting head size (p=1.41x10 �

���

, Adj R-sq = 0.305), with females having smaller heads than
males. In the following statistical tests, a p-value significance of 0.05 is used although 31 regions have been
analysed and it is not expected that the regions will be independent of each other in terms of thickness. Table
2 shows that there is a highly significant negative correlation in 29/31 regions of median thickness against age.
The two exceptions to this are the rectal gyrus of the frontal lobe, which has enormous statistical error, and the
inferior temporal gyrus. This implies that in the majority of the cortex, there is a loss of GM thickness throughout
adulthood. Sex is significant in accounting for the variance seen in cortical thickness in ten regions, as shown
in table 3. In these ten cases, females have greater cortical thickness than males. Indeed, of all 31 regions, only
the uncus shows a thinner median thickness in females compared to males. Head size is significant in accounting
for the variance in only two regions; in both cases, the larger the head size, the thinner the cortex (although the
correlation is very shallow). As cortical thickness appears mainly invariant to head size, further investigation is
required to determine whether GM volume is independent of head size. Thickness results from this study are
comparable to those from a semi-automated manual mark-up technique, as detailed in [12]

4 Conclusions

This paper has presented some of the difficulties in reliably determining GM cortical thickness from images ob-
tained using MRI. Descriptions of a cortical thickness algorithm and the required pre-processing stages are given.
The method is applied to repeat scans of four young normals, and the reproducibility of the whole procedure is as-
sessed. The large systematic error, at 6.2%, mainly due to the initial grey-level histogram parameter determination,
has implications for the use of this cortical thickness estimation in longitudinal studies. Such an error would be
expected to mask any real changes in cortical thickness in an individual over the time scale in which the repeated
measurements are likely to be made. Natural variation between subjects will be far greater than the effects of the
systematic error, such that group-wise comparisons, as performed here, are feasible on tens of subjects. However,
the ultimate goal of this work is to provide information suitable for decision support in individual subjects which
will be achievable with more care over the interpretation of systematic errors and appropriate use of the resulting
set of regional thickness measurements.
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Region Sex Head Size Age
Constant P-value Slope ( �

���
��� ) P-value Slope P-value

Rectal Gyrus 0.213 0.020 -2.836 0.362 -0.008 0.07
Orbital Gyrus 0.187 0.200 -0.759 0.973 -0.018 1.42E-05

Precentral Gyrus 0.061 0.792 -1.043 0.921 -0.020 5.55E-16
Inferior Frontal Gyrus 0.036 0.653 -1.668 0.489 -0.014 1.74E-09
Middle Frontal Gyrus 0.080 0.244 -1.888 0.433 -0.017 1.52E-12

Superior Frontal Gyrus 0.099 0.046 -2.933 0.128 -0.016 5.10E-11
Medial Frontal Gyrus 0.076 0.171 -3.012 0.149 -0.020 7.77E-16
Posterior Cingulate 0.013 0.592 0.280 0.651 -0.013 3.12E-05
Anterior Cingulate 0.337 1.4E-5 -3.041 0.227 -0.013 4.62E-05
Subcallosal Gyrus 0.017 0.311 0.628 0.466 -0.031 6.36E-11

Inferior Occipital Gyrus 0.074 0.219 -2.091 0.387 -0.009 2.89E-03
Lingual Gyrus 0.090 0.138 -1.169 0.623 -0.012 5.72E-08

Middle Occipital Gyrus 0.097 0.107 -0.684 0.778 -0.006 4.49E-03
Superior Occipital Gyrus 0.043 0.772 -1.045 0.820 -0.012 1.66E-04

Cuneus 0.083 0.177 -1.044 0.676 -0.011 5.03E-08
Insula 0.172 0.187 -1.766 0.900 -0.034 2.00E-16

Angular Gyrus 0.145 0.039 -2.234 0.387 -0.018 1.17E-10
Supramarginal Gyrus 0.119 0.090 -3.164 0.208 -0.025 2.00E-16

Cingulate Gyrus 0.094 0.009 -2.843 0.061 -0.007 3.65E-04
Inferior Parietal Lobule 0.118 0.221 -1.449 0.773 -0.022 2.00E-16
Superior Parietal Lobule 0.136 0.036 -1.332 0.619 -0.014 3.15E-09

Paracentral Lobule 0.044 0.705 -2.681 0.371 -0.023 4.47E-14
Postcentral Gyrus 0.046 0.633 -1.932 0.423 -0.019 2.22E-16

Precuneus 0.060 0.182 -2.448 0.186 -0.013 4.07E-09
Transverse Temporal Gyrus 0.158 0.179 -0.422 0.868 -0.016 3.78E-07

Uncus -0.073 0.809 -6.564 0.026 -0.021 3.45E-07
Fusiform Gyrus 0.151 0.006 -5.239 0.027 -0.020 1.28E-09

Inferior Temporal Gyrus 0.008 0.432 -2.287 0.244 -0.003 0.37
Parahippocampal Gyrus 0.181 0.001 -1.304 0.500 -0.007 1.11E-03
Middle Temporal Gyrus 0.126 0.040 -1.282 0.547 -0.007 4.96E-03

Superior Temporal Gyrus 0.156 0.028 -1.110 0.804 -0.017 1.82E-12

Table 2. Table giving the probabilities that sex, head size and age are significant in predicting variance in median
thickness, as given by region. Values in bold are significant at the p=0.05 level. Also shown are the slopes for
the regression of median thickness against head size and age in the model, and the constant offset in thickness for
females compared with males. A correction for multiple comparison effects has not been performed for this data.
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Abstract. Severity of dysplasia is an important factor in the diagnosis of colorectal tumours. Currently, diag-
nosis is reached by visual examination of dysplasia, a time consuming and subjective process that is prone to
both inter-observer and intra-observer variation.
Previously, we have shown that automated classification based on colour texture features and dual-objective
colour texture features can greatly improve on grey-level texture analysis results.
In this paper, we discuss an abstract colour space developed specifically for colon microscopy images. By scal-
ing and rotating the standard RGB (Red, Green, Blue) colour space, it has been possible to create a new model
with two channels that can be used to extract textural features that have a greater correlation with classification.

1 Introduction

Worldwide, colorectal cancer is the third most common malignant neoplasm. In the UK, colon cancer is the second
most common cancer related cause of death, and kills around 17,000 people annually, with approximately 34,000
new cases each year. After diagnosis, around 60% of patients die within 5 years [1].

With the continuing research into treatment of cancer, the likelihood of survival after diagnosis is increasing. As
with most other types of cancer, early diagnosis of colon cancer can drastically increase the chances of successful
treatment [1]. This has prompted schemes such as the National Health Service screening pilot scheme for earlier
diagnosis of “at-risk” groups, such as the elderly. With the number of incidents of colon cancer steadily increas-
ing and the large number of cases likely to be identified by such schemes, the volume of cases investigated by
pathologists is almost certain to increase.

The classification of colon tissue samples is a particularly time-consuming task. Currently, each sample must be
analysed individually by trained pathologists under a microscope to determine whether the tissue is normal or
abnormal. In cases of abnormal tissue, it is graded according to severity by a trained pathologist. Research into
automated classification of colon tissue samples using grey-level texture has yielded promising results [2–4] and
yet diagnosis in all cases still requires human judgement, which is subject to inter-observer [5] and even intra-
observer [6] variation.

Already, we have shown that using colour can increase the accuracy of a three-class texture based classification
from 87%, using grey-level texture, to 96%, for regions of interest selected by a human [7]. We have also shown
that by combining colour texture measurements at two scales, this can be increased to 98% [9].

When examination of colon tissue is carried out by pathologists, a finer system of grading is applied that has five
possible classes. To be able to provide a useful system to pathologists, an automated system for the analysis of
dysplasia must be able to classify based on such a set of grades, and be able to examine whole slides.

Using whole slide images is problematic because there is much less control over the content of the input images.
Images may contain areas that have no tissue, or tissue that doesn’t clearly show a single classification. Even using
colour texture at multiple scales, accuracy on such images in a five-class system falls to around 75% [8].

2 Colour

Previously, we have shown the value of colour [7], and scale [9] when using textural features to classify colon
tissue based on dysplasia.

∗Contact: j.shuttleworth@coventry.ac.uk
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Our earlier methods used a combination of features from the RGB and HSB (Hue, Saturation and Brightness)
colour models. These models were chosen to represent the two types of colour model: mixed colour models,
such as RGB and CMYK (Cyan, Magenta, Yellow, blacK) and chrominance/luminance models such as HSB or
HCL (Hue, Chroma, Luminance). However, colour texture analysis can be affected quite severely by selecting an
inappropriate colour model [10]. Unfortunately, we currently have no elegant way to determine the best colour
model for a specific application, and so a system of trial and error is required to test each possible model in turn.

Rather than perform a comparative analysis of classification using textural features using each colour model, we
have developed an abstract colour model by scaling and rotating the RGB model.

2.1 Image Acquisition

In total, 44 5µm slices from colorectal biopsy tissue at×100 magnification were used for the investigation. These
samples were taken from routine individual biopsies and exhibit tissue in various stages of dysplastic progres-
sion, divided into normal tissue (no dysplasia), polyps (mild/ moderate dysplasia) and tumours (exhibiting severe
dysplasia). Staining was performed using Haematoxylin and Eosin. The slides were digitised and classified by a
qualified histopathologist with a specialism in gastro-intestinal cancers. The dimensions of the resulting images
are768× 576 pixels.

2.2 Colour space manipulation

Tissue in the colon has a number of components that are of interest to pathologists. These may be areas of tissue,
such as the muscularis mucosae, empty areas (lumen) or parts of cells, such as the blueness signifying nuclear
material. To simplify discussion, we will refer to these as subtypes.

For analysing colon tissue, an ideal colour model would provide the greatest separation between subtypes across
the colour space. That is, for each pixel in the image plotted against the colour space axes, each subtype would be
optimally clustered, with minimal intra-group variance and the greatest possible inter-group variance.

Discriminant analysis scales and rotates a feature vector to give exactly this optimal group separation.

Using a set of five images, a mask was prepared highlighting clear examples of the kinds of staining density
characteristic of the most visually dissimilar subtypes. These were muscularis mucosae, lumen, nuclear material
and full mucosal cells.

In total, this produced a set of over one million classified pixels. From this set, the first in every thousand pixels
was used, giving a working set of 1385 cases, with the same distribution of subttypes as the original image.

Discriminant analysis was applied to this set to produce a set of discriminant functions that maximise the separation
between groups. The functions produced are:

df1 = 0.13r + 0.7g + 0.68b

df2 = 0.63r + 0.7g + 0.43b

Wherer, g, b are the red, green and blue values of a given pixel.

These functions distribute the highlighted pixels as shown in Figure 1.

There is a strong and unwanted correlation between the two functions produced by the equal weighting ofg in
df1 anddf2. This is not a problem while using discriminant analysis for classification, but for a colour space, we
require the axes to be as orthogonal as possible. By subtracting one function from the other, we obtain:

df ′1 = df1 − df2 = 0.25b− 0.5r

Replacingdf1 with df ′1, the separation between groups appears much more clearly, as shown in Figure 2.

Further shifting and scaling is required to be able to express images in the new colour space in standard image
formats - values must fit into eight bit integers. Finally, the axes of the new colour space are:
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Figure 1. Functions produced by discriminant analysis Figure 2. Modified functions

A = 1.330(0.25b+ 0.00g − 0.50r)

B = 0.529(0.63r + 0.70g + 0.43b)

Discriminant analysis does not yield a scaling suitable for a colour model without manipulation, which is to
be expected since this is not it’s purpose. While the output of discriminant analysis is not limited by range or
orthogonality, colour models must be. That is, the scaling and further simplification does not recify a shortcoming
in discriminant analysis, but extends the technique for this purpose.

A real test of the efficacy of the new colour space requires an attempt at classification, discussed in the remainder
of this paper, but there are other benefits to the new colour model that can be seen simply by looking at an example
image. Desaturating colour colon slides usually makes it difficult to distinguish between neighbouring areas, such
as in Figure 3a. The new colour model, however, provides much clearer desaturated images, Figure 3b.

Figure 3. (a) Desaturated RGB image (b) Desaturated AB image

3 Texture Analysis

To compare the new colour model with those used in previous experiments, the same process has been applied
using the new AB colour model and the combined RGB/HSB models.

Co-occurrence matrix texture features [11] were extracted, of which the contrast of channel A and the mean and
contrast of channel B (at 6, 1 and 6 pixel distances respectively) were found to be useful. As described in [7],
co-occurrence matrices were caluclated with 32 bins, which is equivalent to reducing the number of colours in the
image to 32, making the matrix less sparce and more useful.

4 Classification

Using features extracted from all channels of the RGB and HSB colour models, the cross-validated classification
accuracy was 65%, and required four of the extracted features.

Using the same features extracted from the A and B channels of the new colour model, accuracy increases to 68%,
using only three features.
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5 Discussion

Although the increase in accuracy is just 3%, cross-validation gives us confidence that it is a real increase and not
a result of this data set.

Apart from the obvious benefit of any increase in accuracy reached by using a bespoke colour model, gains have
also been made in the simplification of the process.

Firstly, experiments in colour texture analysis in colon tissue are simplified because of the reduced number of
channels. Previously, it has been necessary to extract features from six channels to be able to select those that are
useful discriminators, while now there are only two.

Secondly, the reduction in the number of features required to calculate the discriminating functions has a direct
effect on the speed of processing of new images. In this case, using only three features instead of four results in a
roughly 25% improvement in processing time per image.

Using a tailored colour model is also expected to improve more complex classification systems - systems with
more classes, with features extracted at multiple scales. By using a colour model developed specifically for the
problem domain, so that areas of tissue with different properties are clustered in the colour space, we expect to find
that the features extracted for classification can be related to those used by pathologists during visual examination
of colon tissue.

Further, we expect that it would be possible to apply the process of creating tailored colour models in other cases
- in similar microscopy image analysis on other types of tissue, such as liver or oesophagus, or using different
staining techniques, and possibly in many areas of image analysis. The ability to define a colour model that best
expresses differences in image content has been shown here to be a useful tool, and it would be expected that the
same technique could be successfully applied in many other areas.
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Abstract. Screening programmes using retinal photography for the detection of diabetic eye disease are being 
introduced in the UK. The large number of images involved makes automation of image grading 
economically attractive. Microaneurysms (MAs) are the earliest sign of this disease and so are very important 
for classifying whether images show signs of retinopathy. This paper describes a method for improving MA 
detection based on analysis of the background retina surrounding each candidate MA. Incorporating 
background retina analysis is shown to improve performance from 88.5% sensitivity and 66.7% specificity to 
94.4% sensitivity and 74.8% specificity for detection of images containing MAs (720 images). This indicates 
that analysis of the background retina is beneficial for MA detection. 

1 Introduction 

Automated analysis of retinal images obtained from a diabetic retinopathy screening programme has the potential 
to reduce the running costs of a screening programme compared to solely manual image grading [1]. The first 
sign of retinopathy is the presence of microaneurysms (MA). Automated detection of MAs is therefore important 
in the identification of images with retinopathy so that these can be passed to human graders for a decision on the 
severity of retinopathy. MAs appear as reddish spots in the colour image and have highest contrast in the green 
plane of the image where they appear as dark spots. However, simple morphological methods for detection of 
dark spots in a retinal image reveal many locations which are darker than the surrounding image, most of which 
are not MAs. These locations will be referred to as “candidate MAs”. Many occur on vessels but others are due 
to normal variation of retinal reflectivity.  

Previous work [1,2] has reported success in the classification of candidates as MAs or non-MAs by using 
candidate properties such as area, perimeter and intensity. After pre-processing the image, these methods look 
only at the properties of the MA itself.  The pre-processing includes shade-correction so that local retina 
brightness is accounted for. However, the local retina texture may also be important and has not been explicitly 
taken into account in any previously reported work on retinal lesion detection. Observation of retinal images 
shows that an MA can have very low contrast when the surrounding retina is smooth. However, a similar dot 
surrounded by retina with contrast variations similar in magnitude to the contrast of the dot is probably just part 
of the local retinal texture. This paper describes analysis of the local environment of each candidate MA to take 
account of this effect and shows that improvements to MA detection are gained by it. The paper also shows that 
analysis of the local environment is useful to check whether the candidate MA is located on a vessel. 

2 Methods 

The 755 images used in this study cover a 45° retinal field-of-view containing disc and macula. They were 
acquired from diabetic patients attending the Grampian diabetes retinal screening programme using a Canon 
EOS-D30 three mega-pixel (2160×1440) colour digital camera attached to a Canon CR-6NM non-mydriatic 
fundus camera. Images were compressed by the camera, using its highest quality JPEG option.  

2.1 Preprocessing and candidate MA evaluation 

The green plane of the image is filtered using a 3×3 median filter followed by a linear filter (Gaussian, σ=2) and 
the result is denoted I. A 68×68 median filter is applied to I to estimate background intensity, denoted B. A shade 
corrected image is generated 1−=′ BIS  and is normalised by dividing by its standard deviation: 

)(SsdSS ′′= . The value of S at a MA or a vessel is typically –6 to –1.5 while retina is typically –0.5 to +0.5. 

The image S is used throughout the rest of this paper. The optic disc was detected automatically [3] and this 
region was omitted from further analysis. 

This paper describes analysis of MA candidates found by methods such as those described in [1,2]. The notation, 
C , represents the result of region growing up to the boundary of the candidate MA as described in [2] and, q, 
represents a pixel selected to have minimum intensity in C. Properties of the candidate MA were measured by 
fitting an elliptical paraboloid function: 
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to the pixels within C using non-linear least squares optimisation (Levenberg-Marquardt algorithm), where 
),( yx are points within C, z is image intensity and 61...AA  are parameters to be varied during optimisation. The 

mean ( bm ) and standard deviation (bs ) of S along the boundary of C were evaluated. The mean of the squared 

gradient of S along the boundary of C was evaluated (E). The planar intersection of the paraboloid at bmz =  is 

an ellipse whose minor and major-axis lengths (minora  and )majora  and eccentricity (e) are derived from 3A , 

4A  and 5A . The paraboloid depth (d ) is defined as 6Amb − . The resulting set of features for the candidate MA 

object itself are: 

{ }dEadEdseaaaaauresObjectFeat bmajorminormajorminor ,,,,,,,,  ==  

2.2 Local environment analysis: Surrounding retina characteristics 

The texture of the background retina is extremely variable both within a single image and between images. This 
section describes how a region of retina surrounding q is found that can be used to assess the characteristics of 
the retina local to a candidate. The standard deviation of intensity in this region and its mean squared gradient 
will be used to normalise some of the object features listed above. For this reason, it is important that the region 
of retina contains no vessels or lesions which would otherwise cause the standard deviation of intensity and mean 
squared gradient of the local retina to be overestimated. We explain how a suitable region may be determined. 

Processing is restricted to a neighbourhood, size 121×121 pixels, centred on q, as in Figure 1(i). The watershed 
transform is applied to the gradient of S to divide the image into regions referred to as “watershed-regions”. A 
region growing method is used which aggregates watershed-regions. Let iR  be the region which has been 

obtained at iteration i. Region growing starts with region 1R  defined as the union of all watershed-regions which 

intersect C.  

   
(i) (ii) (iii) 

Figure 1. (i) Neighbourhood for evaluation of surrounding retina characteristics centred on a candidate MA. (ii) 
Watershed-regions. Regions included in the result of region growing are shown with a dot. (iii) The region of 
retina, retinaR , used for evaluation of local retina characteristics (the vessel and bright regions are avoided). 

1+iR  is generated from iR  by adding a single watershed-region which is chosen as follows. Let A be the set of 

watershed-regions which have a shared border with iR but with regions omitted from A if the length of the shared 

border is very short (less than 10 pixels). These could cause unwanted “bridging” across small gaps in vessel 
edges. The watershed-region in A along whose shared border with iR  there is a minimum mean gradient is added 

to iR  (to produce 1+iR ). The mean gradient on the shared border of this watershed-region and iR  is denoted iγ . 

Termination of growing before iR  infringes onto vessels or retinal lesions is ensured by a stopping condition: 

)...sd(2.2)...mean( 1111 −− γγ+γγ>γ iii   

where )(⋅sd represents standard deviation. Growing is therefore stopped before a sudden increase in the shared 

border gradient of added watershed-regions, as would occur when the region is hemmed in by vessels or lesions 
and so cannot grow without crossing their boundaries. To ensure a large enough sample for standard deviation 
calculation and to ensure that growing does not stop with a very small area of retina, the stopping condition is 
only evaluated when 4≥i  and when 440)area( >iR  pixels. Even if the stopping condition is never satisfied 

then region growing is terminated once iR  is larger than 30% of the 121×121 pixel neighbourhood since this is 
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large enough for an evaluation of the local environment characteristics. The region C, covering the candidate 
MA, is removed from the final iR  to produce retinaR . 

The standard deviation of SgS ∗−  (high pass filtered S, where g is a 2-dimensional Gaussian, σ=3 ) over 

retinaR  is evaluated (retinas ). The mean squared gradient of S over retinaR  is evaluated ( retinaE ). These are used 

to generate background normalised versions of four members of ObjectFeatures ( dEadEd ,,, ) to obtain: 

{ }normnormnormretinanormretinanorm dEadEEEsddesNormFeaturBackground ,,, ===   

2.3 Local environment analysis: Is the candidate part of a vessel?  

Many candidates are dark spots within a retinal vessel, Figure 2(i), and so false positive MA detection would be 
reduced by reliable vessel detection in the vicinity of q. Some reported methods have attempted to locate all 
retinal vessels which are then excluded from further analysis. However, the method described here is more 
efficient because vessel analysis is performed only on a 81×81 pixel neighbourhood of q. Moreover, the method 
is flexible and allows an MA to occur on a vessel, for example, if it is much darker or wider than the vessel.  

Skeletal vessel segments are located using a similar method to that described in [3]. A set of two-ended skeletal 
segments is obtained representing dark bands in S. A skeletal segment is taken as a vessel candidate if its length 
is greater than 22 pixels. Each skeletal candidate vessel segment is then grown to fill the watershed-regions (as 
defined in 2.2) that it intersects, Figure 2(ii), to estimate the vessel extent. The mean (vw ) and standard deviation 

( ws ) of the width of the grown region are calculated and are used as estimates of the mean and standard 

deviation of vessel width. The mean squared gradient of S along the edges of the vessel is calculated (vE ). To be 

a vessel, the grown region must have approximately constant width along its length and have stronger edges than 
the gradients occurring in the surrounding retina. Examination of examples in the training set showed that these 
criteria could be expressed by: 5.010 >− wretinav sEE . The vessel candidate is therefore removed from 

further analysis if this expression is not satisfied. The vessel may however be running beside an actual MA, as in 
Figure 2(iii). Therefore, a vessel is removed from further analysis if the extrapolation of its skeletal segment 
passes further than minora  from q. 

   
(i) (ii) (iii) 

Figure 2. (i) Neighbourhood for vessel analysis centred on a candidate MA. (ii) Both sides of the vessel were 
accepted as candidate vessel segments (green). One of these has been grown to fill watershed-regions (pink). (iii) 
A MA beside a vessel. The vessel segments (white lines), if extrapolated, would not intersect the MA candidate. 

Even if a candidate MA lies on a vessel it may, nonetheless, be appropriate to regard it as an MA; it may have 
much stronger edges than the vessel or it may be wider than the vessel. Examination of examples in the training 
set showed that these two criteria can be expressed by: ( )5.55.3&2 <+<= vmavv wwEEEEisvessel . 

Here, isvessel is a Boolean feature for the candidate MA which is true if it is to be regarded as being part of a 
vessel. In addition, isvessel is set true if more than two vessel segments meet at the MA candidate or if there are 
exactly two such vessel segments and they are separated by an angle less than 135° or more than 225°. This is 
because vessels typically show dark spots at crossovers. 

2.4 Classification 

A training set of 35 images was produced in which 196 MAs were identified manually. The automated method 
found 1680 MA candidates in these images. The feature values were calculated for each candidate. A piece-wise 
linear transformation was applied to the distribution of each feature to make it approximately standard normal. 
The training set was used to train a K-nearest neighbour classifier, with K=5. The same piece-wise linear 
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transformations were applied to candidate features to be classified. The feature isvessel (having only values 0 and 
1) was transformed to have mean and standard deviation equal to 0 and 1, respectively. All features in 
ObjectFeatures were found to contribute to classification of the training set using leave-one-out analysis. 

3 Results 

Figure 3 compares the ability of individual features d, normd , E  and normE  to discriminate, in the training set 
images, between MAs and non-MAs using Receiver Operator Characteristic (ROC) curves. Similar curves are 
obtained with ad  versus adnorm  and dE  versus normnorm dE . In all cases, areas under the ROC 
curves are larger for the background normalised features compared to non-normalised features. Local vessel 
analysis reduces the non-MA candidates by more than half while misclassifying only 3.6% of actual MAs. 
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Areas under ROC curves 
Non-normalised 

features 
Background normalised 

features 
d  0.666   normd  0.861 

E  0.748 normE  0.909 

ad  0.802 adnorm  0.909 

dE  0.751 normnorm dE  0.890 
 

Figure 3. ROC curves for the classification of candidates using a single feature,  
(i) dotted line d, solid line normd , (ii) dotted line E, solid line normE . 

720 good quality images were graded by a clinician for presence or absence of MAs; 216 images contained MAs. 
The automated method found MA candidates in these images. The candidates were classified with the K-nearest 
neighbour classifier, with and without the background normalised features and with and without isvessel. 
Clinically it is only necessary to detect a single MA to class the image as having retinopathy. Therefore, 
automated detection of one or more MAs in an image was compared with the clinician’s grading (Table 1). 

Features used Sensitivity Specificity 
ObjectFeatures ∪ BackgroundNormFeatures ∪ { isvessel} 94.4% 74.8% 
ObjectFeatures ∪  { isvessel} 92.1% 73.4% 
ObjectFeatures ∪  BackgroundNormFeatures 91.6% 68.4% 
ObjectFeatures 88.5% 66.7% 

Table 1. Results for automated detection of images containing MAs compared to a clinician’s grading. 

4 Conclusion 

Any improvement which can be made to automated MA detection is worthwhile since it would increase the 
reliability of computerised image grading in a diabetic retinal screening programme. Figure 3 shows that 
background normalisation greatly improves the ability to discriminate between MAs and non-MAs. These results 
suggest that detection of individual MAs in an image would be improved and this will be tested in future work. 
The improvement to detection of images with MAs, shown in Table 1, indicate that local environment analysis is 
beneficial for automated grading of retinopathy. 
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Abstract. We present a method to detect abnormalities in colour tympanic membrane (eardrum) images. The
method first uses a geometric snake to localise the regions of interest and normalise the colour pixels based on
a reference image. Then, defect detection and localisation in multiscale is performed using a statistical model.
Initial experimental results (presented) suggest excellent potential for in-depth progress and validation.

1 Introduction

The tympanic membrane (TM), also known as the eardrum, is a thin membrane that divides the ear canal from the
middle ear. The TM vibrates in response to sound, and enables it to be passed along the middle ear bones, through
the inner ear and up to the brain (see Figure 1 for an illustration). Abnormalities of the TM include perforations,
retractions, otitis media (fluid build up behind the TM) and cholesteatoma (infection within the middle ear cleft).
These have various consequences for patients if left untreated, including hearing loss and major infection, and so
need to be detected early, particularly in children. Examples of normal and abnormal TM are shown in Figure 1
(note the saturated highlight regions originating from the illumination source). More minor abnormalities of the
TM may indicate approaching problems in the future. We have not yet found any work on the detection of TM
abnormalities using computer vision techniques.

Tympanic
Membrane

Middle Ear
    Bones

Vestibular Organs
      (Balance)

Cochlea
(Hearing) Nerve

Sensorineura Hearing Loss
         (Inner Ear)

Ear Canal

Conductive Hearing Loss
 (Outer and Middle Ear)

Figure 1. From left: anatomy of ear [1], one normal TM image, and one defective TM image.

In this paper, we present a method to detect TM defects. A geometric snake is first used to localise the regions of
interest, presented in section 2. Colour normalisation is then performed based on selected reference TM image, as
briefly described in section 3. Finally, defect detection and localisation in multiscale is performed using a statistical
model, detailed in section 4. Section 5 presents some initial experimental results.

2 Localising TM using a Geometric GGVF Snake

Deformable contour models or snakes are widely used in image processing and computer vision due to their natural
handling of shape variations and independence of operation (once initialised). A hypothesised contour, represented
as a curve or a surface, evolves under the influence of internal forces, external image dependent forces, and certain
constraints, till it converges on the object(s) of interest. In this paper, we utilise the generalised version of the well-
known GVF snake [2]. However, we implement it in a geometric active contour framework using level sets [3] so
that the snake enjoys the topological freedom and can be more accurate in representing shapes. This geometric,
generalised GVF (GGVF) snake is useful when dealing with boundaries with small gaps.

The snake evolves under internal and external forces, but only the forces in the normal direction of the evolving
contours can change the geometry. Thus, a geometric snake can be interpreted asCt = [(Fint + Fext) · ~N ] ~N ,
whereC is the evolving contour and~N is the unit inward normal of the contour. The internal force imposes a
regularity constraint in the propagation, e.g. the curvatureκ. The GGVF field,ṽ, then contributes the external
force, which is defined as the equilibrium solution of the following vector partial differential equation:

vt = p(|∇f |)∇2v − q(|∇f |)(v −∇f), (1)

wheref is the colour edge map, andp(.) andq(.) are monotonically non-increasing and non-decreasing functions
respectively, controlling the amount of diffusion. The initial vector field is given by∇f , i.e. v(t = 0) = ∇f . The
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Figure 2. Snake segmentation - from left: two snake segmentation results on normal TM images and two example
results on defective TM images.

functionsp(.) andq(.) are selected such thatp(.) gets smaller asq(.) becomes larger with the desired result that in
the proximity of large gradients, there will be very little smoothing and the vector field will be nearly equal to the
gradient map:

p(|∇f |) = e−(|∇f |/K), q(|∇f |) = 1− p(|∇f |), (2)
whereK is a constant and acts as a trade-off between field smoothness and gradient conformity. The geometric
GGVF snake can be formulated as:

Ct = αg(f)κ ~N + (1− α)(ṽ · ~N ) ~N , (3)

whereα is a constant that balances the contributions between regularity and boundary attraction, andg(.) is a
monotonically decreasing function such thatg(f) → 0 asf → ∞, andg(f) → 1 asf → 0. A typical function
can be:g(f) = 1/(1 + f). The level set representation of the geometric GGVF snake then takes the form:

φt = αg(f)κ|∇φ| − (1− α)ṽ · ∇φ, (4)

whereφ is the level set function with the zero level set corresponding toC. Some snake segmentation results are
shown in Figure 2. We discuss possible improvements in section 6.

3 Colour Normalisation

The TM colour can vary substantially from one patient to another, hence, before defect detection, we need to
normalise the colour of the TM image under inspection. Here, a simple but effective method, histogram specifi-
cation [4], is used to modify the values of the TM such that its frequency histogram matches the reference TM
distribution. Currently, the highlights in the training samples are removed by simple thresholding to reduce the
ambiguity of normal TM regions. However, the highlights in the testing images are left as they are because their
shape and distribution can also indicate abnormalities. Also, the highlights may overlap with defective regions.
Figure 3 shows colour normalisation examples on a normal and defective TM image.

Figure 3. From left: reference TM without highlights, pre and post-normalisation of a normal and a defective TM.

4 Abnormality Detection and Localisation

We apply TM extraction and preprocessing on a small number of normal images as a training stage. By character-
ising the colour and textural properties of these normal TM region we can perform novelty detection in the testing
stage. We consider each TM as a collection of image patches of various sizes, possibly overlapped. We group the
patches for a few TM samples into clusters, dependent on the patch size, and describe the clusters using a mixture
model. By applying Expectation Maximisation (EM) on the model parameters, we learntexems[5], a small set
of primitive texture exemplars, encompassing the implicit colour and textural characteristics of the image region.
In [5], we developed texems for the detection of defects on ceramic tiles.

4.1 Learning colour texems from normal TM images

The texems are image representations at various sizes that encapsulate the textural or visual primitives of a given
image. Each texem, denoted asm, is defined by a mean,µ, and a corresponding variance matrix,ω, i.e. m =
{µ, ω}. The original TM regionT is broken down into a set ofP patchesZ = {Zi}P

i=1, each containing pixels
from a subset of image coordinates with a size ofd = N × N . The patches may overlap and can be of various
sizes. We assume that there existK texems,M = {mk}K

k=1, K ¿ P , for T such thatZi can be generated from
mk with certain added variations:
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p(Zi|θk) = p(Zi|µk, ωk) =
∏

j∈S

G(Zj,i;µj,k, ωj,k), (5)

whereθk denotes thekth texem’s parameters,G(Zj,i; µj,k, ωj,k) is a Gaussian distribution with meanµj,k and
varianceωj,k at thejth pixel position in thekth texem, andS is the pixel grid. For our mixture model, we assume
the following probabilistic model:p(Zi|Θ) =

∑K
k=1 p(Zi|θk)αk, where the parameters areΘ = (α1, ..., αK ,

θ1, ..., θK), andαk is theprior probability ofkth texem that is constrained by
∑K

k=1 αk = 1. The EM algorithm
can be used to find the maximum likelihood estimate of our mixture model parameters. The E-step involves a
soft-assignment of each patchZi to texems using Bayes rule:

p(mk|Zi,Θ(t)) =
p(Zi|mk, Θ(t))αk

ΣK
k=1p(Zi|mk,Θ(t))αk

, (6)

whereΘ(t) denotes intermediate parameters. The M-step then updates the parameters by maximising the log-
likelihood. The new estimates are denoted byα̂k, µ̂k, andω̂k where

α̂k =
1
P

ΣP
i=1p(mk|Zi, Θ(t)), µ̂j,k =

ΣP
i=1Zj,ip(mk|Zi, Θ(t))
ΣP

i=1p(mk|Zi, θ(t))
, (7)

ω̂j,k =
ΣP

i=1(Zj,i − µ̂j,k)(Zj,i − µ̂j,k)T p(mk|Zi,Θ(t))
ΣP

i=1p(mk|Zi, Θ(t))
.

The E-step and M-step are iterated until the estimations stabilise or the rate of improvement of the likelihood falls
below a pre-specified convergence threshold. Then the texem is derived asmk = {µj,k,ωj,k}j∈S .

In order to capture sufficient textural properties, various size of texems are required. However, the computational
costs increase rapidly as the size of patches increase. Therefore, instead of generating variable-size texems, we
learn fixed size texems in a multiscale image pyramid. This will result in (multiscale) texems with a very small
size, e.g.5× 5. A simple multiscale approach by using a Gaussian pyramid is sufficient.

4.2 Novelty detection and defect localisation

Once the texems are obtained from training images, we can work out the minimum bound of normal samples in
each resolution level in order to perform novelty detection. A small set of normal samples (e.g. 4 or 5 only) are ar-
ranged within the multiscale framework. The probability of a patchZ(n)

i belonging to texems in the corresponding

nth scale is given byp(Z(n)
i |Θ(n))1. We then define a novelty score function as the negative log likelihood:

V(Z(n)
i |Θ(n)) = − log p(Z(n)

i |Θ(n)). (8)

The lower the novelty score, the more likely the patch is normal and vice versa. The distribution in this novelty
score space is not necessarily a simple Gaussian distribution. In order to accurately find out the lower bound of
the data likelihood, K-means clustering is performed in the novelty score space. The cluster with maximum mean
is treated as themarginal component(MC), which is characterised by meanu(n) and standard deviationσ(n).
The maximum novelty score,Λ(n), of a patchZ(n)

i at leveln across the training images is then established as:
Λ(n) = u(n) + λσ(n), whereλ is a constant, usually selected as2 or 3. This completes the training stage in which
we determine the texems and an automatic threshold for marking new patches as good or defective.

In the testing stage, the image under inspection is again layered into a multiscale framework and patches are
examined against the texems. The probability for each patch and its novelty score are then calculated according to
(8) and compared to the minimum data likelihood, determined byΛ(n), at the corresponding level. LetQ(n)(x) be
the novelty score map at thenth resolution level. Then, the potential defect map,D(n)(x), at leveln is:

D(n)(x) =
{

0 if Q(n)(x) ≤ Λ(n)

Q(n)(x)− Λ(n) otherwise.
(9)

We then need to combine the information coming from all the resolution levels to build the certainty of the defect at
position(x). We follow a method described in [6] which combines information from different levels of a multiscale
pyramid and reduces false alarms. It assumes that a defect must appear in at least two adjacent resolution levels for
it to be certified as such. Using a logical AND, implemented through the geometric mean, of every pair of adjacent
levels, resulting in combined mapsD(1,2)(x),D(2,3)(x), ...,D(l−1,l)(x), and a logical OR, as the arithmetic mean,
we obtain a final map for the defects detected across all the scales:

D(x) =
1

l − 1

l−1∑
n=1

D(n,n+1)(x) =
1

l − 1

l−1∑
n=1

[D(n)(x)D(n+1)(x)]1/2, (10)

whereD(x) contains the joint contribution of all the resolution scales and marks the defects in the test image.

1Hereafter, the superscription(n) denotes parameters or data atnth scale.
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5 Experimental Results

Figure 4 shows a TM example with small areas of Tympanosclerosis and a perforation, and its colour normalisation
after snake segmentation. The potentially defective regions detected at each resolution leveln, n = 1, ..., 4, are
also shown. It can be seen that the texems register good sensitivity at the defective region at different scales. As the
resolution progresses from coarse to fine, additional evidence for the defective region is gathered. This evidence
is then combined to produce the defect mapD. The final image shows the superimposed defects. As mentioned
earlier, the defect fusion process can eliminate false alarms, e.g. see the extraneous false defect regions in level
n = 3 which disappear after (10).

level n = 1 level n = 2

level n = 3 level n = 4

Figure 4. Defect localisation - from top left: initial TM image, after segmentation and colour normalisation, defect
probability maps at all4 scales, fused defect map, and detected defects (and saturated highlights).

Two more examples of Tympanosclerosis are shown in Figure 5. The left example shows our method successfully
detect and localise these. In the other TM image, the defect is much more subtle. Although it does not perfectly
localise the defective regions, the method does roughly indicate the regions with abnormalities. Post-processing
may be necessary to fully delineate such vaguely defined regions.

Figure 5. Defect localisation examples - see text for details.

6 Discussion

The results demonstrate the proposed method is a promising approach to detect abnormalities in colour TM images.
Clearly, a systematic evaluation against an expert’s handlabelled data set is necessary and will be undertaken as
part of our future work. Furthermore, we intend to investigate an automatic way of initialising the snake and
improving its segmentation by producing a better external force field and incorporating shape prior knowledge,
e.g. as in [7]. We shall also look into the possibility of utilising the distribution and characteristics of highlights as
an aid to defect detection since they are usually characteristically scattered and skewed on abnormal TMs.
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Multi-dimensional MR Image Segmentation with Gradient
Analysis.
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Abstract. This work addresses the problem of partial volume tissue estimation, where a mixture of two or more
tissues combine to produce the image intensity value for a particular voxel. Bayes theory is used to generate
probability maps for each segmented tissue which estimates the most likely tissue volume fraction within each
voxel as opposed to previous approaches which attempt to compute how likely it is that a certain grey level
would be generated by a single tissue class. The importance of this work lies in more clearly defined tissue sep-
aration through the use of multiple images and image derivatives. Use of image derivatives requires extension
of the conventional use of Expectation Maximisation in these tasks for use with non Gaussian distributions. In
this paper qualitative comparisons are made between results from various levels of the model. More quantitative
analysis is needed in order to assess the accuracy of the method for specific applications.

Introduction

The probability that a pixel with multi-dimensional grey level data g and local image slope s may be assigned a
specific tissue class can be written as P (t|g, s). This is the conditional probability that the assignment of class t
is made given the grey level g and the local grey-level slope (square-root of the sum squared derivatives) s. From
Bayes theory the conditional probability can be written as:

P (t|g, s) =
P (t)P (g, s|t)∑
t P (t)P (g, s|t)

In this expression P (t) are the prior probabilities of the tissue class t, P (g, s|t) is the likelihood of the grey level g
and the derivative s given a tissue class t and P (g, s) is the global likelihood of the instance of data g,s. Assuming
independence of the grey level and slope probabilities it would be possible to write P (g, s|t) as the product of
two terms P (g|t)P (s|t). However, the slope value must be dependent upon the grey level, as the partial volume
process is caused by tissue boundaries. Therefore, we have instead;

P (g, s|t) = P (g|t)P (s|g, t)

where P (g|t) is the expected distribution of grey levels for each class and P (s|g, t) is the expected distribution of
slope values as a function of grey level for each class.

Instead of calculating probabilities of class assignment, in this (and previous) work we instead estimate the most
probable partial volume contribution from each tissue. To do this we need to model partial volume contributions
for each pair of tissues with two distributions P (g, s|tr) and P (g, s|rt), which represent the partial volume con-
tribution from each tissue t and r to the partial volume process of tr. If we assume Gaussian noise on each of the
images which generate the vector g and a linear signal dependence, then we can estimate these distributions dtr(g)
as the convolution of a triangular density along a line between the two tissue means with a multi-dimensional
(noise) point spread function (consistent with [2]). In addition, we also require the slope density model ρtr(s,g).

Using the formulation;
P (g, s|n) ∝ dn(g)ρn(s,g)

The conditional probability of a grey level being due to a certain mechanism n (either a pure or mixture tissue
component) can be calculated using Bayes theory, as follows:

P (n|g, s) =
fndn(g)ρn(s,g)

f0 +
∑
t ftdt(g)ρt(s,g) +

∑
t

∑
s ftrdtr(g)ρtr(s,g)

(1)

where fn, f0, ft and ftr are effectively ”priors”, expressed here as frequencies (i.e. number of voxels) which
belong to a particular tissue type, pure tissues or partial volumes. Unknown tissues are accounted for in the
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Bayesian formulation by including a fixed extra term fo for infrequently occurring outlier data [7] in the summed
likelihood term, which enables separation of pathological tissues.

By using this representation it is possible to obtain the most probable volumetric measurement Vt for each tissue t
given the observed data gv in voxel v.

Vt(gv, sv) = P (t|gv, sv) +
∑
r

P (tr|gv, sv) (2)

The approach is easily simplified to remove the slope information by simply setting ρ = 1 in equation 1.

Method

The multi-dimensional partial volume model for tissue grey levels is implemented as described in our previous
publications [3]. Ultimately, the success of a Bayesian classification system depends upon being able to specify
a distribution which closely matches the observed data. However, we have some freedom as to how we specify
both the measured variables and the parameterisation of the resulting distribution. In the previous approach [9]
the mean of the slope distribution for a single image was estimated from the tissue contrast, while the width of
distribution was determined by the noise. Here we intend to make use of the slope information from multiple
images. However, rather than model the slope distributions individually for each, which would be computationally
intensive and result in a large number of tuning parameters, we intend to model a single summary variable. The
multi-dimensional slope is estimated from a number of images of different modalities in a way which takes account
of the intrinsic information content and can be adjusted to give an approximately equivalent distribution for pure
and partial volume distributions:

s =

√√√√
N∑

k

∇xI2
k +∇yI2

k

σ2
k

− λ (3)

where:
∇xIk is the gradient component of the image k in x direction
∇yIk is gradient component of the image k in y direction
σk is standard deviation of noise in the image k
N is the total number of images
λ is a fit parameter Each slope image is normalised to STD of noise in the corresponding original image, which is
reflected in the slope equation by σ2

k term. The absence of a z derivative term is deliberate. Standard acquisition
practices commonly result in a through plane (z) voxel dimension which is larger than within plane (x − y), and
an interslice gap. These factors complicate any definition of a z derivative and may confound any attempt at a
theoretical description of the three dimensional slope distribution for many data sets [1]. If the z component
were present (and for isotropic data) we would expect the mean of the slope distribution to increase linearly
with the number of images considered but the width of the distribution around this mean to increase only as the
square-root. The absence of the z component ensures that the width of the distribution for partial volume data is
largely determined by the mean of the distribution (tissue contrast) rather than the noise. Thus we might expect
that the resulting distribution can be modelled by one fixed shape with an overall scale parameter. The non-zero
λ parameter is included in the slope estimate in order that this same trend can be obtained for the pure tissue
distributions. The class of normalised functions we select to represent a slope distribution of multi-dimensional
data has been chosen empirically and is given by:

ρn(s,g) = ρn(s, a) =
sγ

aγ+1
exp−

s2

2a2 (4)

where γ is a parameter which combines all of the effects of increased slice thickness and point spread function and
needs to be determined by experiment. The mean of the function ρn(s, a) can be calculated, while the shape of the
function is varied by adjusting the value of a depending upon where the data point lies with respect to two grey
level distribution means. It was found [9] that the slope distribution between two pure tissue means approximately
follows a circular distribution. The maximum of the slope distribution being at the point of the biggest change of
grey level values i.e. the edge. Logically, we must require that the ends of the partial volume distributions match
exactly the pure tissue distribution. Following this line of reasoning, we can define a matrix of scale parameters,
with pure tissue distributions terms at and partial volumes terms atr from which to construct scale estimates of
the slope distribution for any voxel. A reasonable model to adopt to describe the width (and scale) a, of the slope
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distribution is as follows:

a2(q) = N(qat + (1− q)as)2 + a2
trw(q)

N∑

k

(mkt −mks)2

σ2
k

(5)

where q is the fractional volumetric contribution to the voxel from tissue class j determined from the grey-level
multi-dimensional probability model ( dtr(g)/(dtr(g) + drt(g))). The first term establishes a linear baseline for
the estimated scale parameter, between the two pure tissue distributions. By making w(q) = 1− 4(q − 0.5)2 we
get an elliptical dependency upon q such that; a(0) = at

√
N and a(1) = as

√
N . which are the pure tissue tissue

distribution parameters.

Parameters of the model can be iteratively estimated using the Expectation Maximisation (EM) approach [4] [6].
The standard proof of convergence for the EM algorithm is valid for the likelihood estimation of parameters for
any sub-component of the density distribution. This implies that the EM mixture density modelling approach can
be extended for non-Gaussian components, in particular the slope parameters can be computed by rescaling the
current estimate of these parameters using the sample mean. The initial value of the an factor is set as a ratio of
the mean value of the slope data µdata to the theoretical mean value µmodel calculated from the slope model. The
value of an (for the pure t or mixture tissue component tr) is then re-calculated during the Maximisation step as
follows:

µtdata =
∑V

v svP (t|gv, ss)∑V
v P (t|gv, sv)

, µtrdata =
∑V

v svP (tr|gv , ss) + svP (rt|gv , ss)∑V
v P (tr|gv , sv) + P (rt|gv , sv)

µtmodel =
∑V
v ŝvP (t|gv , sv)∑V
v P (t|gv, sv)

, µtrmodel =
∑V

v ŝvP (tr|gv , sv) + ŝvP (rt|gv , sv)∑V
v P (tr|gv , sv) + P (rt|gv , sv)

where ŝv is the first moment of the current estimate of the ρ(s, a) distribution and takes the value a(q)
√

8/π for
γ = 2, but will more generally be of the form a(q)κ (where κ is a constant) for any fixed distribution shape. The
general form of the likelihood update for the pure or partial volume slope parameters is then;

a′n =
µndata
µnmodel

an (6)

These update equations generate values of partial volume slope distribution parameters which satisfy atr = art
This has the useful consequence that;

q = dtr(g)/((dtr(g) + drt(g)) = P (g, s|tr)/(P (g, s|tr) + P (g, s|rt))
so that the necessary a(q) term for ŝv can be regenerated using equation 5 from the results of the Expectation step
1.

Results

Four MR images of the same normal brain were obtained with different acquisition sequences using the head coil.
The data was registered to an alignment accuracy better than a fraction of a voxel. These images were then used
to compute the slope images 1(b). This illustrates the increased information content over the single image slope
estimate 1(a). The four images were analysed using the multi-dimensional partial volume analysis describing
six tissue classes; air/bone, skin/muscle, fat, CSF, grey matter and white matter. The most probable white matter
volume was computed 1(c) following a small number of iterations (less than 10) of EM density fitting. The slope
data was then also analysed using a ρ distribution with γ = 2 and λ = 0.8. This choice was again validated using
histogrammes of s/a(q) for partial volume and pure tissue fractions. The distribution of multi-dimensional slope
s vs the grey level from the Inversion Recovery T2 weighted image is shown for the data 2(a) and the model
2(b). The most probably volumetric white matter content of each voxel is shown in 1(d), illustrating improved
disambiguation and stability for this tissue.

Conclusions

In previous work we have extended standard volumetric estimation techniques to multiple images. In this work a
method to utilise not only the grey level information but also the local grey level slope information in a MR image

1Although this process results in an exact likelihood estimate of the pure tissue parameters at it results in only a proportional under-
correction of the partial volume terms. This would however, appear enough to ensure rapid convergence.
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(a) (b) (c) (d)
Figure 1. (a)Gradient of a single MR image (b) Gradient of multiple MR images, Tissue segmentation (c) without
and (d) with the use of local image slope

(a) (b)
Figure 2. Scatter plot of Gradient vs Grey level values and the fitted density model.

was proposed. The method can be considered as an alternative to both the assumption of local regional smoothness
or local resampling of the prior probabilities, which have previously been suggested by other authors [2]. Unlike
these methods, local information is used directly in a manner which is quantitatively related to the image formation
process. The new gradient technique is found to be applicable to images with CNR that are far below the levels at
which the grey level segmentation is unable to unambiguously classify tissue mixtures, thus improving results in
these cases. It is intended that this new technique will be used to extend our previous method for the analysis of the
distribution of cerebral atrophy, to include grey matter volumes [8]. We are also using the technique to improve
graphical rendering of 3D MR datasets when using projection techniques such as marching cubes (see [10]).
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Abstract.
High resolution images of the beating heart permit observation of small anatomical features and enable quan-
tification of small changes in metrics of cardiac function. To obtain approximately isotropic sampling with an
adequate spatial and temporal resolution, these images need to be acquired in multiple breath-holds. They are,
therefore, often affected by through-plane discontinuities due to inconsistent breath-hold positions. This paper
presents a method to correct for these discontinuities by performing breath-hold-by-breath-hold registration of
high resolution 3D data to radial long axis images. The corrected images appear free of discontinuities, and it
was found that they could be delineated more reproducibly than uncorrected images. This reduces the sample
size required to detect systematic changes in blood pool volume by 57% at end systole and 78% at end diastole.

1 Introduction
High resolution dynamic 3D volumes of the beating heart are very desirable from both clinical and image process-
ing points of view. Clinically, they permit observation of small anatomical features and enable quantification of
small changes in metrics of cardiac function. In addition as we will show, intra-observer variability when delineat-
ing such images would appear to be greatly reduced when compared to the repeated delineation of lower resolution
images. From an image analysis perspective, volumetric imaging with isotropic resolution and a sinc point spread
function in all directions is desirable because it improves the performance of multi-planar re-formatting and more
sophisticated 3D analysis techniques. This should improve the performance of segmentation and model construc-
tion techniques, making automatic quantitative image analysis more reliable, and therefore lead to more clinically
straightforward imaging protocols.

Currently, clinical cardiac MR images typically feature reconstructed voxel sizes of around 1.5 � 1.5mm in-plane
and 8 – 10mm through plane. Two or three slices of this type can be acquired in a single breath-hold, which leads
to acquisition times of 4-6 breath-holds for coverage of the entire left ventricle in the short axis. Although these
images demonstrate very good contrast, in the z-direction, the resolution is not sufficient to differentiate small
features and the point spread function is non-ideal. In this paper, we acquire 3D volumes with reconstructed voxel
sizes of 1.5 � 1.5mm in-plane and 1.5mm through plane in chunks of 10 slices during 7-8 breath-holds. During
scanning the subject is instructed to hold their breath at the same position, but many patients find this very difficult
in practice. Breath-hold inconsistencies result, manifested by a jagged through-plane appearance.

Several approaches may be employed to remove through-plane discontinuities. Acquisition approaches include
the use of respiratory navigators [1] which when placed through the diaphragm may be used to reject inconsistent
breath-holds. However this can greatly increase the scan time as the subject repeatedly attempts to hold their breath
within a gating window of 2mm. Swingen et al. [2] corrected for in-plane translations by fitting a polynomial
through the centroids of manually delineated in-slice endocardial contours. Each slice was then translated by the
residual error following fitting. Lötjönen et al. [3] corrected for 3D translations by registering parallel long axis
images and short axis images. Chandler et al. [4] corrected for 3D translations and rotations by registering short
axis images to 2D volumes. However, these three techniques all sought to correct for breath-hold discontinuities in
thick sliced images whose features are somewhat different to those of high resolution images. To date, only Moore
et al. [5] have attempted to correct for breath-hold inconsistencies in high resolution images.They performed
successive rigid registrations between each slice and sagital and axial scout slices. This permitted translations in
the foot-head and right-left directions to be corrected for. Their images however suffered from very poor SNR. To
surmount this, they combined images from multiple subjects (via elastic registration and signal averaging) to form
a high resolution atlas.

In this work, to correct for breath-hold discontinuities, 3D translations and rotations are recovered by registration
of 2D long axis images acquired with radially oriented slices (figure 1) to high resolution 3D short axis multi-
chunk images. Analysis is then performed to determine whether the described technique can be used to reduce the
sample size required to detect systematic changes in blood pool volume. Such a reduction is potentially of great
importance when performing clinical trials.

�
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Figure 1. Illustration of the orientation of radial long axis slice planes with respect to the left ventricle (left), and
how they are stored in the image (right).

2 Data
Short axis ECG gated steady state free precession 3D volume images with SENSE factor 2 were obtained in 5
healthy male volunteers. Seventy to eighty slices acquired in 7 or 8 chunks of 10 slices per breath-hold, were
imaged with: field of view 330 - 420 mm, acquisition matrix 129 � 160 with 80% phase encode direction sampling
in the in-plane direction, 50% phase encode direction sampling in the through-plane direction, reconstructed to
256 � 256 giving a resolution of 1.30 � 1.30 � 1.57mm – 1.64 � 1.64 � 1.57mm, with 8 phases in the cardiac cycle,
flip angle 45

�
, TE 1.5 ms and TR 3.08 - 3.54 ms. An end diastolic ECG gated steady state free precession long axis

image containing twelve 2D slices radially oriented about the long axis was then acquired during a single breath-
hold. The imaging parameters were; slice thickness 8 mm, field of view 400 - 500 mm, acquisition matrix 160 � 192
with 120% phase encode direction sampling, reconstructed to 256 � 256 giving a resolution of 1.56 � 1.56mm –
1.94 � 1.94mm, flip angle 50

�
, TE 1.5 ms and TR 3.39 - 3.57 ms. To enable subsequent variability assessment,

this procedure was repeated twice during the same scan session for each volunteer.The images were acquired on a
Philips Intera 1.5 T with master gradients, using a 5 element cardiac synergy coil and vector ECG.

3 Methods
Before registering the radial long axis and short axis multi-chunk images, transformations must be defined that
relate any point in the short axis image to the corresponding point in the radial long axis image. Radial long axis
images are stored by stacking radially adjacent images (figure 1).

For each slice (
�
), locations in voxel coordinates can be related to their position in world coordinates by the

following matrix ������� 	�
��� 	�����	�����	�����	���	 (1)

where � ��	 , � ��	 and � ��	 are � � � matrices representing rotations about the respective x, y, and z axes, � 	 contains
translations in the x, y and z directions and � 	 is an orientation matrix with three possible values (corresponding to
transverse, sagital and coronal slice orientations). The parameters that make up these matrices were automatically
recorded during acquisition in the PAR header file. Likewise, locations in voxel coordinates in the short axis image
are related to their position in world coordinates by matrix

�����
(composed as per equation 1, but valid for the

entire short axis image).

Pseudo radial long axis images were then created from the end diastolic multi-chunk images. For each ten slice
chunk, a corresponding short axis ’chunk of interest image’ was created. These images were the same as the short
axis image, however all voxels that were not acquired during the breath-hold corresponding to that chunk were set
to a padding value. The padding value was chosen so that it could not occur elsewhere in the image (-1 in this
case). Blank images with the same geometry as the original radial long axis image were then created for each
chunk of interest image—the pseudo images. For each pseudo image, the voxel locations were transformed into
world coordinates before being transformed into voxel coordinates in the short axis image.

 �!#"$�%� � �&����� 	'
 ��(�)�%�  �!#" ��� (2)

where
 �!#" ���

is a � �+* matrix representing the voxel location in the radial long axis image and
 �!#" �%�

represents
the corresponding voxel location in the short axis image. These locations were then interpolated using trilinear
interpolation to provide the voxel intensity values for the pseudo radial long axis images. Figure 2 shows an
example of several slices from pseudo radial long axis images.

To avoid the two stage interpolation associated with transforming the chunk of interest image prior to creating a
pseudo radial long axis image, the registration transformation matrix was incorporated into the process of creating
the pseudo images. Equation 2 hence becomes

 �!#"$��� � ������� 	�
,� ��-/. � (�)���  �!#" ��� (3)

where �
��-/.

is a � � � matrix which represents a six degree of freedom rigid body transformation.
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Figure 2. Pseudo radial long axis images before correction (left), following correction (middle) and following
correction and z-direction interpolation to fill any gaps (right) .

The voxel intensity correlation coefficient similarity measure between the radial long axis image and each pseudo
long axis image was then optimised as a function of the six degrees of freedom of ������� using a simplex search
method [6]. A two stage optimisation approach was employed; firstly the x, y, and z translations alone were
optimised, then all six parameters were optimised. The chunk of interest images were then transformed using
trilinear interpolation according to their respective registration matrices. The corrected chunk of interest images
were then combined into a single corrected image. Where multiple chunks overlapped, the mean voxel intensity
was used. Following correction, small gaps may occur —figure 2. To fill these gaps, z-direction linear interpolation
was performed across the gaps.

For each pair of radial long axis and short axis multi-chunk images, each chunk of the end diastolic multi-chunk
image was registered to the radial long axis image. The registration matrices were then used to create corrected
short axis image series. The end diastolic and end systolic blood pool volumes were then manually delineated in
the original and corrected images by an expert observer using Analyze (Mayo Clinic, Rochester, MN, US).

The reproducibility of manually determined end diastolic and end systolic volume for the original and corrected
images was investigated as per [7]. The mean and standard deviation difference between results and the mean
and standard deviation percentage variability (defined as the absolute difference of two measurements divided by
their mean) were assessed. The correlation coefficient between the first and second set of acquisitions was also
calculated. Student’s paired � -test was employed to identify any significant differences between the two sets of
measurements. The sample sizes ( � ) required to detect a systematic change ( 	 ) of 1ml with a power ( 
 ) of 90%
and an � error of 5% were calculated using the following formula

�����������
�����������	�� (4)

where � is the standard deviation of the difference as described by Altman [8] and ��������
����! #"%$'& for �(�)"*$ "+&
and 
,�.-/" .
4 Results
Visually, all images registered well. Figure 2 shows example radial long axis views of the corrected images. The
improvements in through-plane continuity can clearly be observed.

Table 1 shows the reproducibility data. It can be seen that for the corrected images the mean and standard deviation
volume differences at both end diastole and end systole are reduced with respect to the uncorrected images. The
mean and standard deviation percentage variability for both end diastolic and end systolic volumes of the corrected
volumes were also less than for the uncorrected images. For both corrected and uncorrected images the correlation
of both end diastolic and end systolic volume between the first and second set of images was very high (correlation
coefficient 01"%$ -/2 ). No significant differences between the first and second sets of images were observed (354
"%$ "6& ).
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Table 1. Reproducibility data for uncorrected and corrected images.
Uncorrected Corrected

EDV (ml) ESV (ml) EDV (ml) ESV (ml)
Mean difference � SD 3.07 � 1.99 3.36 � 1.79 1.17 � 0.92 1.44 � 1.18
Correlation coefficient 0.99 0.98 1.00 1.00
t-test p NS NS NS NS
% Variability � SD 2.25 � 1.28 6.94 � 3.94 0.97 � 0.69 3.55 � 2.56

EDV = End Diastolic Volume; ESV = End Systolic Volume; SD = Standard Deviation.

To detect a change of 1ml in end diastolic and end systolic volume in the uncorrected images requires 83 and 67
subjects respectively. To detect the same change in corrected images requires 18 subjects for end diastolic volume
and 29 subjects for end systolic volume. In percentage terms, these represent reductions in sample size of 78% and
57% respectively.

5 Discussion and Conclusion
It is interesting to note the standard deviations of end diastolic and systolic volumes in both corrected and uncor-
rected images are much smaller than when thicker slices are delineated. Standard deviations of 4.3 – 4.7ml at end
systole and 2.3 – 3.5ml at end diastole have been reported in the literature when manually delineating 10mm thick
slices [7, 9]. To put these values in context, this would correspond to sample sizes of 388 – 464 for end systolic
volume and 165 – 257 for end diastolic volume to detect a 1ml volume change with

 ����� % and � ����� �	� . This
indicates that the reproducability of end diastolic and end systolic volumes is much greater for high resolution 3D
images.

As was seen in figure 2, the corrected images contain residual intensity modulation in the areas of gaps in the
data. These intensity modulations could be reduced by using more sophisticated through-slice interpolation, or
alternatively using the inherent oversampling in each 3D chunk to fill the gaps. The latter approach would require
working with the raw data, rather than the exported images, as this oversampled data is discarded prior to image
exportation.

To conclude, a technique has been described for the correction of breath-hold discontinuities in high resolution
short axis images via registration with radial long axis images. Visually, the results are very positive, the technique
having apparently corrected for the breath-hold discontinuities very well. Numerical analysis of delineations per-
formed prior to and following correction has shown that correction substantially improves reproducibility. When
these results are interpreted in terms of sample size, this improvement corresponds to a reduction of the sample
size required to detect systematic changes in blood pool volume of between 57% and 78%.
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Abstract. The effect of 100% oxygen inhalation on T1 relaxation times for skeletal muscle was evaluated in 
healthy volunteers and, contrary to previous findings, a statistically significant decrease in T1 was observed. 
Quantitative measurements were made from dynamic data of subjects breathing a sequence of air, 100% 
oxygen and air, allowing the calculation of characteristic wash-in and out times for dissolved oxygen in 
muscle. The results indicate baseline characteristic values for the response of skeletal muscle to oxygen 
inhalation, and may potentially be used in the evaluation of oxygen delivery and consumption in skeletal 
muscle. 

1 Introduction 

Dissolved oxygen can be used as a contrast agent in MRI due to the paramagnetic properties of the oxygen 
molecule. A modest increase in the longitudinal relaxation rate R1 ≡ T1

-1 of water protons is induced by O2. This 
effect is smaller and much harder to detect than the more familiar BOLD effect, in which the blood transverse 
relaxation rate R2 ≡ T2

-1 increases with deoxygenation due to increased deoxyhaemoglobin [1]. While the BOLD 
effect is specific to blood, the T1 effect should in principle be detectable in any tissue where oxygen dissolves in 
tissue water. Measurements of oxygenation using these effects can provide an indication of tissue perfusion and 
metabolism. Functional imaging based on the change in T1 induced by inhaling pure oxygen was first used by 
Young et al [2] to study signal changes in the left ventricle of the heart. Since then oxygen enhanced magnetic 
resonance imaging (OE-MRI) has been carried out for other organs such as the lung [3], [4], kidneys and spleen 
[5]. Tadamura et al [6] made a study of OE-MRI T1 in various tissues, including the myocardium, liver, spleen, 
skeletal muscle, subcutaneous fat, bone marrow, and arterial blood. They observed a statistically significant 
decrease in T1 relaxation times in the myocardium, spleen and arterial blood, whereas no significant change was 
observed in liver, subcutaneous fat, bone marrow or skeletal muscle. Noseworthy et al [7] also measured T1 in 
skeletal muscle and reported no significant change between normoxic and hyperoxic states.  

As an extension to a previous study designed to obtain dynamic regional quantitative measures of dissolved 
oxygen in the lung [4], we examined the effect on T1 of 100% oxygen inhalation in tissues and organs 
neighboring the lungs, and discovered that contrary to previous findings, the T1 of skeletal muscle is reduced 
significantly in hyperoxic conditions. We also obtained measures of the time course of regional signal intensity 
change for healthy skeletal muscle during oxygen wash-in and wash-out. 

 

2 Methods 

The images used in this study, [4], were obtained from five normal volunteers, from whom written informed 
consent was obtained before scanning (two males, three females, ages 30-39), using a 1.5T Philips Gyroscan NT 
Integra MR system (Philips Medical Systems, Best, Netherlands). Subjects breathed medical air or 100% oxygen 
through an MR compatible Bain breathing system (Intersurgical Ltd., Wokingham, UK) and tightly fitting mask. 
The gas was supplied to the subject using a standard anesthesia trolley capable of delivering gas flows of up to 
10 l/min. 

A first set of images was acquired in order to measure the T1 relaxation time during air breathing. A half Fourier 
single shot turbo spin-echo (HASTE) sequence was used with 68 phase encoding steps and inter-echo spacing of 
4ms, effective echo time 16ms, 128 128 matrix with field of view 450mm, coronal section with slice thickness 
10mm. T

×
1 measurements were performed using a saturation recovery HASTE sequence with saturation times 

(TSAT) of 100, 200, 400, 800, 1200, 1700, 2300, 3000, 3500 ms. Five images were collected for each saturation 
time to enable averaging over the cardiac cycle. Saturation recovery (SR) was chosen in preference to inversion 
recovery (IR) because of the shorter total imaging time. As it is not necessary to wait for full recovery between 
subsequent measurements the repetition time TR can be substantially reduced, particularly for shorter saturation 
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times, resulting in a total imaging time of approximately 2.5min for the set of 45 images used for T1 
measurement. 

Next, dynamic image acquisitions were performed during oxygen wash-in and wash-out in order to measure the 
characteristic wash-in and wash-out times (tc) for pure oxygen. These images were acquired using an IR HASTE 
sequence with an inversion time of 720ms, chosen to approximately null the signal from the lungs while 
breathing air, [8]. A standard set of T1 measurement SR images were then acquired with a TR of 3.5s at the same 
coronal location. The gas supply was switched from medical air to 100% oxygen (also at 10 l/min) after the tenth 
image in the series. A second set of standard T1 measurement SR images was acquired while the subject 
continued to breathe 100% oxygen. Finally a second series of dynamic images was acquired with the gas supply 
being switched back to medical air after the tenth image. The whole set of measurements for a single coronal 
slice took approximately 12 minutes. 

T1 values in the posterior rotator cuff muscle were calculated for normoxia using each set of 45 varying TSAT 
images by fitting the average over a region of interest to an exponential of the form  

⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
−−=

1

exp)(
T

T
BATS SAT

SAT      (1) 

where S(TSAT) is the average pixel intensity at each TSAT and A and B are constants. The fitting was repeated for 
the 100% oxygen image sets. Using the dynamic image acquisitions, oxygen wash-in and wash-out times were 
calculated by fitting an exponential of the form 
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where S(t) is the signal intensity at time t, tc is the characteristic wash-in (or wash-out) time and α and β are 
constants. Again an average over the muscle region of interest was used for S(t). For the fitting routine the time 
corresponding to t=0 was set as the time of the first image after the initial 10 baseline images, when the 
volunteer switched from breathing air to 100% oxygen or vice versa. 

3 Results 

The T1 values observed for this muscle during air and oxygen inhalation are given in table 1. 

 
 
 Subject T1 Air (ms) T1 100% O2 (ms) 

Muscle Position Left Side Right Side Left Side Right Side 
1 1082 ± 83 1179± 92 1045 ± 81 1090 ± 86 
2 1088 ± 71 1020 ± 57 1070 ± 70 964 ± 54 
3 1100 ± 90 1249 ± 110 1043 ± 86 1126 ± 100 
4 1007 ± 70 948 ± 60 1001 ± 70 923 ± 59 
5 1148 ± 96 1586 ± 140 1080 ± 92 1454 ± 140 
Mean 1140 ± 179* 1080 ± 145* 

 
 
 
 
 
 

 

Table 1.T1 values from the left and right posterior rotator cuff muscles in normoxia and hyperoxia, with 
estimated error on fit and mean values (results at end of each column quoted as mean ± standard deviation, 

*Significant change, using paired Student t test P = 0.00073, 1-tailed). 

 

The value of T1 for skeletal muscle during air-breathing is consistent with values quoted in literature [9] for 
skeletal muscle. As an added reference, the value for normoxic T1 in liver was measured at 690±120ms and in 
spleen at 1430 ± 330ms, and these values are also consistent with those in literature [5], [9]. Although the 
difference between T1 for air-breathing and oxygen-breathing in muscle is small, it is statistically significant 
(using the paired 1-tailed Student t test, P=0.00073). The decrease in T1 in hyperoxia is further confirmed by the 
dynamic data. Figure 1 illustrates example time courses of oxygen wash-in and wash-out for the posterior rotator 
cuff muscle in one volunteer, clearly indicating an increased signal due to a decrease in T1 on wash-in, and a 
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decreased signal due to an increased T1 on wash-out. There exists a pattern of noise along these curves which 
appears to follow the progress of the breathing cycle. This may be in part due to slight movement of the muscle 
within or in and out of the coronal plane, effects such as varying blood flow in the muscle, or varying degrees of 
low-level motion-induced artefact. 

 

 

Fig. 1. Example dynamic wash-in and wash-out curves of the average T1 signal for pixels in the selected 
posterior rotator cuff muscle region of interest. The dashed line (---) indicates the point at which the volunteer 

switched from breathing air to pure oxygen or vice versa. 

Table 2 gives the mean tc values obtained from the model fitting the dynamic sequence for left side and right side 
posterior rotator cuff muscles, and the overall mean of both muscle regions from all five volunteers.  

 

 tc wash-in (s) tc wash-out (s) 
Muscle position Left Side Right Side Left Side Right Side 
Mean over 5 subjects 200 ± 62 170 ± 74 100 ± 21 107 ± 6 
Overall Mean  185 ± 66* 104 ± 15* 

Table 2. Average tc wash-in and wash-out times in seconds for the left and right posterior rotator cuff muscles. 
The standard deviation of the mean signal intensity from the muscle region of interest in the baseline ten images 
(subjects breathing air) was used to estimate the error on each data point for the fitting routine. The values listed 

are mean ± standard deviation. The average wash-out time is shorter than the wash-in time (*with statistical 
significance P=0.0033, paired Student t test, 2-tailed). 
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A high degree of variability exists in the tc values obtained across the five individual volunteers, especially 
during the wash-in phase. The tc values for wash-out were on average shorter than those for wash-in, (P=0.0033, 
paired Student t test, 2-tailed). 

4   Discussion 

Contrary to previous findings [6], [7], we have measured a significant decrease in T1 for skeletal muscle in 
hyperoxic conditions. The shortening of T1 in tissue on 100% oxygen inhalation is due to an increased 
concentration of dissolved oxygen in the vascular, intracellular and extracellular spaces of the muscle and 
therefore reflects gross tissue oxygenation alterations. Dissolved oxygen freely diffuses into tissues according to 
the gradient of the partial pressure of oxygen, whilst also being metabolised in the tissues. Therefore the 
difference of T1 response to 100% oxygen in tissues is due to a combination of differences in regional blood flow 
and regional oxygen consumption. Hence, just as there is a wide degree of variability of oxygen uptake 
behaviour in the same muscle between different individuals, there is likely to be a wide range of oxygen uptake 
behaviour in various skeletal muscles around the body. Previous workers have reported no change in measured 
T1 in hyperoxia for the soleus and gastrocnemius calf muscles [7] and for the dorsal skeletal muscle of the back 
[6]. It appears reasonable to suppose that the posterior rotator cuff muscles may differ from these muscle groups 
in blood flow or regional oxygen consumption. Another significant factor is the location of the muscle in the 
body, which may have a bearing on the concentration of dissolved oxygen arriving to the muscle due to the 
longer path length between the lungs and tissue of interest. 

We have measured characteristic oxygen wash-in and wash-out times for the posterior rotator cuff muscle, 
noting that a wide degree of variation in values was obtained for the five individual volunteers. This variation 
could be due to inter-individual variation in factors such as oxygen supply in the scanner, lung function, heart 
rate, and muscle perfusion. We also observed that the tc values for wash-out were on average shorter than those 
for wash-in with statistical significance. However the degree of noise on the curves, the lack of clear indication 
of a saturation point on the wash-in curves, and possible errors introduced through manual selection of the 
muscle region of interest reduce the level of confidence in these measures. Nevertheless, these initial baseline 
results provide an indication of the behaviour of healthy muscle tissue in response to breathing 100% oxygen, 
and this behaviour could be used to evaluate oxygen delivery and consumption in skeletal muscle in diseases 
such as myopathies, metabolic diseases, peripheral vascular disease and cancer cachexia. OE-MRI may be 
deemed preferable over other means of oxygenation measurement as it holds the advantages of being non-
invasive, non-ionising and relatively high-resolution. Another advantage of the technique is that it requires little 
specialist equipment or scanning procedures and is therefore relatively inexpensive and easily implemented.  
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Abstract
Parametric mapping is known to increase the specificity of segmented tissues resulting from contrast enhanced MR
studies. Most of the current rapid signal acquisition methods prevent the extraction of full parametric information,
limiting the specificity that can be achieved from dynamic breast MR studies. We introduce a new approach for
segmenting breast tissues by measuring a physiological parameterk, which combines pseudo-proton density and
T2 information. Following tissue segmentation by an expert, we computek for each tissue type for 83 patients. A
Gaussian distribution model fork for each tissue is used to segment cysts and IDCs in new cases with excellent
preliminary results.

1 Introduction and Problem Statement
Segmentation of breast MR images is essential for detection of abnormalities and for assessing treatment but remains a
difficult problem, not least because of the large number of tissue classes. Contrast enhanced MRI (CE-MRI) has been
used extensively for breast cancer screening, especially for pathology detection. CE-MRI uses Gd-DTPA that flows
through the tissue and increases the paramagnetic properties of matter, leading to an increase of the local magnetization
and the resulting MR signal. Gd-DTPA is absorbed more gradually by healthy tissue and for longer time periods,
whereas fat seem to absorb Gd-DTPA less. Because of the higher local metabolism of tumours, the concentration
of Gd-DTPA, Ct, is locally much higher than that of benign tissues and as a result,Ct distinguishes benign from
malignant tissues. The pattern and intensity of the changes in the detected MR signal that results as a secondary
effect ofCt in the tissue, are used to facilitate breast tissue segmentation, in particular that of tumor. However, despite
the apparent different signal enhancing behavior of different tissues, reported similarities of enhancing patters between
malignant tumors and benign tissues (such as fibroadenomas), result into an increased number of false positives arising
from clinical CE-MRI studies [1] and often the distinction between some benign lesions and malignant tumours using
solely signal enhancement may be impossible. As a result, signal enhancement is not always tissue characteristic1

although the underlyingCt is always tissue characteristic. A drawback in usingCt for tissue segmentation is that as a
function of time,Ct cannot be measured directly to date, but instead, it requires the measurement ofT1 prior to Gd-
DTPA injection. Substantial research on the measurement ofT1 has been done recently [2] [3] and such measurements
have also been optimized [4]. OnceCt is computed at each voxel following measurement ofT1, pharmacokinetic
modeling provides a meaningful parametrization of the uptake curves for tissue segmentation. Despite their successes,
the current bi-exponential pharmacokinetic models cannot model accurately the contrast agent uptake curves arising
in clinical MR studies. For example, the frequently used 2-compartmental model of Haytonet al [5] contains too few
parameters to model accurately the tissue Gd-DTPA uptake curves (Figure 1). Even the more sophisticated model of
Tofts and Kermode [6] that employs a three compartmental distribution of the contrast agent (Extra cellular space,
Lesion leakage space and kidneys) ignores the different behaviour of the contrast agent at the specific lesion of interest
and especially the different time scales of the absorption rate depending on the tissue. This is reflected by the data-
fitting performance of the pharmacokinetic model to contrast agent uptake curves that is unsatisfactory for short time
spacings betweenCt measurements. In conclusion, the absence of a reliable pharmacokinetic model of Gd-DTPA
uptake, to date, is the major limitation towards improved segmentation specificity in clinical breast MR, despite the
recent advances in the measurement ofT1.

Measurement ofT2 has also gained interest for improved specificity of contrast enhancement studies.TheT2 value
of tissue is sensitive to arterial blood concentration which is notably higher in the presence of vascular tumours [8].
Kuperman and Alley [9] and Grahamet al [10] also confirmed that malignant lesions are characterized by longT2

relaxation times. The potential ofT2 mapping for pathology detection in breast MR is still largely unexplored al-
though the added specificity and sensitivity thatT2-maps provide during detection of breast disease have been verified
recently [11] [12]. Unfortunately, the FLASH and FSPGR sequences commonly used in dynamic breast MR studies,

∗Corresponding Author’s Email: geok@robots.ox.ac.uk
1because of the possibility of false positive or false negative results
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a. b. c d e

Figure 1. The signal enhancement curves of benign fibroadenoma (a) (corresponding to ’benign’ in figure (e)), IDC (b)
(corresponding to ’malignant’ in figure (e)), fibroadenoma (c) (corresponding to ’benign’ in figure (e)) and malignant
lesion (d) (corresponding to ’malignant’ in figure (e)). Figure (e) displays the contrast agent uptake curves predicted
by Haytonet al model [5] and which are almost linearly related to the contrast agent uptake curves. The Hayton model
does not accurately capture the dynamics of contrast uptake in clinical breast MR and cannot be used reliably for tissue
segmentation. (images (a-d) are courtesy of [7]). The same bi-exponential model of blood plasma concentration is
employed by the model of Tofts and Kermode [6] which suffers from similar limitations, especially for data acquired
at small time scales.

produce data from whichT2 cannot be measured. Indeed, the linearized form of the steady state signal in gradient
echo pulse sequences is:
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=
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−T E
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2 (1− e−

T R
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from which the slope andk can be computed by fitting two or more signal acquisitionsS at different flip anglesα
to equation (1) using the method of Gupta [13]. WhereasT1 can be directly computed, the parameterk contains two
unknown parameters:N(H), the pseudo-proton density andT2. The pseudo-proton density is the product of the local
proton density at the voxel of interest multiplied by the scanner gain which varies slowly across the image depending
on the spatial location of the gradient coils.k can be estimated from the equation above but neitherN(H), T ∗

2 can
be inferred. Since rapid imaging sequences, such as FLASH or FSPGR can only monitork and neitherT2 norN(H)
directly [14], important tissue information is lost and specificity of imaging methods is limited. Up to-date, no studies
of the parameterk for breast tissue segmentation from dynamic breast studies using FLASH or FSPGR sequences
have been made, to the best of our knowledge.

2 Method and Results
In this paper we studyk-maps resulting from dynamic breast MR studies for first time. Since no prior research has
been done on this subject, the values ofk for different tissue types are unknown. For that reason, we adopt an inverse
problem approach for constructing statistical models ofk for breast tissues. The inverse problem approach is the
determination of statistical models for the values of the thek-map for different tissue types by direct measurement
following the production ofk-maps of known cases and the use of these models to segment new cases. The study
uses 83 patient data sets, kindly provided by the local John Radcliffe Hospital. For each patient, three low flip
angle signal acquisitions using the standard GE FSPGR echo sequence are performed, at3◦, 10◦ and17◦ degrees
using a 1.5T scanner. The data obtained are in the form of 80 coronal slices, 1.5mm apart, for each flip angle.
The scanning parameters,TR/TE = 8.9/4.2msec, follow from the recent protocol of Armitageet al [3] for low
flip angle FSPGR sequences which is established for dynamic breast MR screening. All 83 patient data sets are
segmented by an expert radiologist. The data display fatty tissue, benign fibroglandular tissue, cysts and infiltrating
ductal carcinomas (IDCs). 36 patients are diagnosed with benign cysts and 47 patients are diagnosed with IDCs out
of the total 83 examined cases. For each patient data set, the three flip angle acquisitions are fitted to the MR signal
equation using linear least squares fitting to computek at each pixel. For each tissue type segmented by the expert
radiologist and for all data sets, the mean and standard deviation of thek values are computed and appear in Table 1.
The results indicated poor discrimination between fat and benign fibroglandular tissue usingk values, but provided

fat fibroglandular Cyst IDCs
mean 10.6026 11.4031 29.4584 14.4516
variance 0.3992 0.6989 3.6125 0.4028

Table 1. Mean and variance ofk for each tissue type following the segmentation of 83 patient data by an expert.

excellent segmentation between IDCs, cysts and non-cancerous tissues (these include fat, benign parenchymal and
fibroglandular tissues). These results have a natural explanation by considering the physical principles of MRI: Since
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Grahamet al [10] observation that benignT2 values different very little for breast tissue, using measurements based
on the time-inefficient spin echo sequence, and because proton spin density is practically constant in benign breast
tissues, the values ofk for fat and benign tissue should be relatively similar, as confirmed by the results of our
statistical models. On the contrary, there is sufficient change in the proton density of tumors andT2 values to provide
enough discrimination betweenk values of benign and malignant tissues. Finally, because of the substantial water
content of cysts, the magnetization of these lesions is very large and these are known to have much longerT2 values
in comparison with all other tissue types, which accounts for the notable large values ofk. The resulting statistical
models motivated the segmentation of new cases. For 10 new cases, data were acquired using the above sequence
parameters and corresponding flip angles. Using equation (1), the value ofk was computed at each location. Using
the statistical models ofk for each tissue from the known cases (Table 1), we segmented each newk-map into non-
cancerous tissue, IDCs and cysts. For the segmentation of these lesions, a computed value ofk in the range[µ −√

2σ, µ +
√

2σ]2 classifies the tissue (the segmentation is “hard”). In the 10 new cases investigated so far, 3 cysts and
7 IDCs were segmented in agreement with expert segmentation. In Figure 2 we display two examples of the success

a. b.

c. d.

e. f.

Figure 2. Two examples of successful segmentation of new patient data using the developed statistical model fork-
maps: (a) , (b) are the original breast images, (a) displaying a central cyst at the RHS breast and (b) containing a IDC at
the RHS breast. The red arrows indicate the structures of interest. The correspondingk-maps (c) and (d) of the original
images (a) and (b). In thek-map (c) we observe clear discrimination of cyst from other tissues and in thek-map (d) we
observe an enhancement of the IDC lesion whose extent cannot be viewed clearly in the original image (b). In (e) the
cyst (red color) is successfully segmented using thek values of Table 1 using an 84.27% confidence interval. Figure
(f) displays the segmented IDC (red color) using thek values of Table 1. In the latter case thek-map segmentation
was more successful that intensity segmentation directly from (b). This was the reason for the preliminary fine needle
aspiration that the radiologist required in order to perform the segmentation. Using the new method we see that such
examination is not needed and that the suspicious lesion can be segmented directly from the proposed method using
the original image data.

284.27% confidence interval
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of the new method applied to new breast MR data. Two out of the 10 new cases examined are displayed. Following
the acquisition of the original image data, the radiologist was asked to perform segmentation. Whilst a cyst was
successfully segmented by the radiologist, the second case was inconclusive. Our method confirmed the presence of the
cyst following segmentation of the correspondingk-map using the statistical models of Table 1. For the inconclusive
case, fine needle aspiration biopsy was used to assist the segmentation by the expert who concluded the presence of
an IDC. Our method confirmed the presence of an IDC directly from the image data by producing ak-map which
was subsequently segmented using the statistical models of Table 1. The particularly encouraging results obtained
in this study motivate us to extend the development of the method for segmenting invasive ductal adenocarcinomas,
infiltrating lobular carcinomas, suspicious lymph nodes and fibroadenomas. In principle, the method is so broadly
formulated that it can be easily adapted for segmentation of tissues in various MR applications.

3 Discussion and Conclusions
We have presented a novel breast MR segmentation method based on learning the physiological parameterk for
different tissues from known segmentations. Statistical models for thek values for each tissue type are constructed
and used to segment cysts and IDCs of new cases with excellent preliminary results. The new method overcomes
the limitations posed by the commonly used fast signal acquisition methods during dynamic breast MR examination,
from which intrinsic tissue information cannot be inferred. Because of its generic formulation, the distinct advantage
of the proposed method is that it can be applied to any MR segmentation task where parametric tissue information is
important. Future work aims to studyk values of common pathological breast tissue and to combine the results with
contrast enhancement data andT1 measurements for improved breast MR segmentation.
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Abstract. An efficient approach to medical image interpretation will provide a useful tool for making better 

diagnoses, retrieving medical information, and providing a reference tool for training. The difficulties 

encountered in deriving semantics from primitive features have constrained such system applications to a 

narrow domain. This paper explores research issues arising from the semantic recognition of images in a 

large-scale histological image database that has unpredictable and complicated visual variety associated with the 

semantic content. A system architecture is proposed which integrates multiple classifiers, domain knowledge 

and a semantic reasoning mechanism. Experiments using this architecture have shown promising results. 

1. Introduction 

Automatic medical image interpretation has considerable potential to assist clinical practice in many applications 
including diagnosis, education and reference. The broader the domain of the image data, the more difficult the 
semantics are to detect automatically. Images in a broad domain potentially have an unlimited and unpredictable 
variability in their appearance even when they embody identical semantics [1]. This has constrained applications 
to examine a limited number of semantic features of images taken from a single organ or a narrow area of the 
body. This research is directed at removing such limitations and offering the prospect of automatic content 
recognition of more complicated semantic features across a wide range of organs.  
The research presented in this paper investigates a large-scale histological image database, which is obtained 
from the gastrointestinal (GI) tract and includes six organs: oesophagus, stomach, small intestine, large intestine, 
anus and appendix [2]. Images of this type are visually similar and usually differ only in small details, but such 
subtle differences may be of considerable pathological significance [3]. This poses a major challenge for 
developing a machine-based system to automatically detect their semantic content, and the following research 
issues naturally arise: 

• How to measure the visual content?  
• How to define semantically meaningful features? 
• How to establish the relationships between the semantic features and visual content? 
• How to model domain knowledge to achieve an optimal interpretation? 
• Whether it is possible to develop a general representation structure for domain knowledge? 

This paper proposes a systematic method which integrates multiple classifiers, domain knowledge and semantic 
reasoning mechanism to achieve an optimal solution to image interpretation in a large-scale GI image archive. 

2. System Architecture 

A system architecture is presented in Figure 1, including five main functional components with regard to the 
related theories and techniques: multiple classifiers, combination strategy, organ origin detection, knowledge 
acquisition and representation scheme and Markov reasoning model. Multiple classifier combination methods 
can cope with complicated visual variety and numerous semantic features in a large-scale database; however 
there is trade-off between interpreting numerous features and providing a global view of images. Markov 
random field (MRF) based reasoning mechanisms interpret images from a global optimization, but traditionally 
heuristic rules or single classifiers are normally applied to estimate parameters of a MRF model. This 
architecture aims to bridge the above two dimensions of problems and combines the analysis results on the vast 
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features from multiple classifiers and Markov reasoning mechanisms to achieve an optimal interpretation of 
images in a large-scale image archive. In regard to domain knowledge in the GI tract, the organ origin is detected 
automatically and this helps to speed up the reasoning procedure required to reach an optimal solution.  

An optimal 
interpretation 

An image Classifier1 

Classifier2 

…

ClassifierN 

Combination

Local properties

MRF based reasoning 

Label matrix

Organ origin 
detector 

Spatial 
context 

Organ origin 
information 

 
Figure 1. The system architecture 

2.1 Multiple Classifiers and the Combination Strategy 

Multiple classifiers and the combination strategy aim at managing the unpredictable and complicated primitive 
features appearing in images from the GI tract, and map them to high-level clinical content. In order to facilitate 
the image analysis, each image is partitioned into 64 x 64 pixel sub-images, which may contain relatively 
homogenous content to form the basic processing units. These units may be associated with certain histological 
meanings [3]. Assume K statistically independent classifiers, denoted as Keee ,...,, 21 , to deal with a local region 
Ri, and M clinical features: },...,,{ 21 Mwww=Ω in a large-scale image database. For an arbitrary classifier: 

}{,,...,2,1,)( 1+∪Ω∈== Mk wjKkjxe , 1+Mw  represents rejected or unknown labels by a classifier, its confusion 

matrix records its detailed performance as below:  
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The averaging rule is applied to combine multiple classifiers as below.  

∑
=

∈=∈=∈= K

k kikKiKii ENxewxb
K

ENxexexewxPENxexexewxbwb
12121 )),((1)),(),...,(),(()),(),...,(),(()( λ (2)

where ∑ ∑
Ω∈ =

=
iw

K

k ik wb
K 1

)(11
λ

 to make sure that ∑
Ω∈

=
iw iwb 1)( .  

This combination of multiple classifiers generates a robust and reliable estimation of the local properties of 
regions using complementary information from different visual perspectives and classification theories. This 
provides useful local evidence or parameters for the Markov reasoning model.  
2.2 Contextual Information Detection and Acquisition 
Contextual information comprises organ origin information and spatial context. An image can only come from 
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one organ and correct organ information is one of the keys for the optimization of the Markov reasoning model. 
A hierarchical classification algorithm [5] is proposed to achieve this detection task.  
A knowledge elicitation subsystem [3] is used to learn the spatial contextual relationships between semantic 
features from the training data. The learning mechanism, through an intuitive interface, allows domain experts to 
provide sample knowledge which automatically then is modelled.  

2.3 Markov Reasoning  
The high-level reasoning mechanism is a kind of ‘synthesis’ module which makes use of the information from 
the combination of multiple classifiers, organ origin and spatial context to make the final decision. The nature of 
Markov random fields (MRFs) provides a formal and systematic basis for interpreting clinical images using local 
and contextual information. The roles of different components in this MRF-based reasoning mechanism are: 
single-node clique functions are estimated by combining multiple classifiers, pair-node clique functions are 
constructed based on the spatial context obtained by the knowledge elicitation subsystem, and organ origin 
information confines possible candidates for Markov random variables and speeds up the optimization procedure 
of the MRF model.  
Assume that N segmented regions/nodes in an image, },...,,{ 21 NRRRR = , need to be recognized, and M potential 
clinical features, },...,,{ 21 Mwww=Ω , are examined. A set of random variables, },...,,{ 21 NLLLL = , is defined on 
these regions. The lowercase letter, },...,,{ 21 Nllll = denotes a realization/configuration of L, where 

Nili ,..,2,1, =Ω∈ . },...,,{ 21 NLLLL =  is a set of Markov random variables if and only if P(l)>0 and 

)}({),(),( '
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ii
∈==≠ . n(Ri) is a set of neighbours of region Ri.  

With respect to Bayesian Theorem, the task of image interpretation becomes finding an optimal configuration l 
with the maximum probability, given observation d and domain knowledge pk. That is, 
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constant called the partition function, T is a constant called the temperature which shall be assumed to be 1 
unless specifically stated, and ),( pkdlU is the energy function. Considering a four-neighbour system, the energy 

function is thus written as: ∑ ∑∑
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The first part is called a single-node clique function, which is estimated by combining multiple classifiers; that 

is, ))(1()),(),...,(),(( 211 iiiiKiii lbpkReReRelV βδ −= , where 0,1 >≥ ii βδ  are the weights to control the contributions 

of each clique function. The second part is a pair-node function:
ijijjiji TpkRRDllV δ=)),,(,( )2(

2
, where δij is the 

weights and D(2)(Ri, Rj) is the measurement of a pair of regions. Tij=1 if the realization li and lj are possibly next 
to each other; otherwise Tij=0.  
In this research, an improved multi-population steepest descent algorithm [6, section 3.5.5] has been developed 
to provide a rapid search for a global optimization, using organ origin information and agreed structure analysis. 

3. Experiments  
A total of 56 semantic features are defined along the GI tract. Details of such definition can be found in [2]. For 
example, feature (or label) “2” means “stratified squamous epithelium”. Three types of visual feature are 
extracted using colour histograms, Gabor filters and wavelet transforms. Correspondingly, three multi-class 
support vector machines are initialized and trained as classification algorithms for these feature sets. The 5282 
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sub-images are randomly divided into two non-overlapping sets for training (2754 samples) and testing (2528 
samples) to obtain confusion matrices.  
A set of 129 images taken from the six organs under consideration are fed into the proposed system. These are 
also input into multiple classifier combination method for comparison. Figure 2 illustrates an example of image 
interpretation: (a) is a correct annotation by manual input; (b) is the result detected by multiple classifier 
combination (MCC) and (c) is the result detected in the proposed system with MRF-based reasoning mechanism 
(MRF). The imposed label numbers correspond with the 56 semantic features. Compared to the correct 
annotation, the result from multiple classifier combination demonstrated a significant number of errors, whilst 
the result from the proposed system appears much closer to the correct answer. More experimental results are 
shown in Table 1. It is apparent that the proposed system achieves robust and reliable performance because of 
the proper application of domain knowledge and multiple classifiers in the Markov reasoning mechanism. 

     

  (a) with manual annotation     (b) with labels detected by MCC   (c) with labels detected by MRF      
Figure 2. Comparison of example images with manual or detected labels  

(a ‘0’ on an image indicates a region unnoticed by the experts or declined by the classifiers)  

 anus appendix large intestine oesophagus small intestine stomach 

MCC 0.6516 0.5928 0.1674 0.1689 0.2917 0.3756 0.5430 0.5566 0.4332 0.7604 0.3238 0.5656

MRF 0.8643 0.6742 0.6742 0.6804 0.7546 0.6335 0.7014 0.6380 0.2127 0.5656 0.5095 0.6561

Table 1. Accuracy comparison  
(for demonstration purpose, randomly chosen images from each organ are displayed in this paper) 

4. Conclusion 
This paper discusses research issues surrounding semantic content recognition in a large-scale histological image 
archive. A prototype system has been developed to bridge the gap between a wide range of primitive features and 
high-level semantic interpretation. Experimental results have demonstrated the effectiveness of this approach.  
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Abstract.
We propose a novel method, guided slice marchinga to segment opacified vessels tree in 3D image sets (CT
scans). It combines a front propagation technique, slice marching, and an anatomical model to guide the
propagation for solving the particular case of touching vessels. The formulation of this method, which is based
on interface evolution theory, enables easy integration of an a priori model of knowledge of vessels topology to
handle the case of touching vessels, where image-based method systematically fails. The a priori knowledge is
expressed as parametric curves that model vessels centerline. That information is injected in the fast marching
method through the speed of propagation, setting it to zero at missing vessels boundaries. The model is intended
to be re-used across patients, and must therefore be registered with the image.

anamed after its close relationship with fast marching and its ability to decompose vessels into slices, and the use of an
anatomical model that guides the segmentation

1 Introduction

1.1 State of the Art

The goal of our research is to automatically detect pulmonary embolism, and the segmentation of the pulmonary
arteries (PA) is the first step of the process. Many methods have been presented for handling segmentation of
elongated shapes. Considering the kind of structures to track and the type of modalities that are used (3D), re-
gion growing methods have shown a superior ability for the segmentation task. Zahlten [1] has developed a wave
propagation technique that reconstructs the bifurcation graph as it advances in the vessels. A bifurcation graph
is established by looking at the connectivity of the wavefront. Bruijns [2] extended this method by considering a
deeper wavefront (double waves) in order to minimize false bifurcation detection. Masutani et al. [3] have recently
developed a method that correctly handles branching and labelling of the arteries. They define the concept ofclus-
ter, which is a group of neighbouring voxels. Because more voxels actually participate in the bifurcation detection
process, it is naturally more accurate. Deschamps and Cohen [4] used the fast marching algorithm to handle the
peculiar case of elongated, tubular structures. They have extended it with freezing which is indeed required as,
otherwise, under positive (non zero) propagation speed, the interface would go beyond vessel boundaries near the
seed point by the time it reaches the end of the vessels. Fast marching and level set methods have been introduced
by Sethian [5] and successfully used for medical image segmentation. These image-based methods, with no a
priori anatomical knowledge, cannot handle the case of large contacts between vessels. Kitasaka et al. [6] recently
proposed a method based on a B-Spline model, that contains a priori knowledge of the vessels structure, for seg-
menting the aorta and pulmonary arteries that are not opacified. The absence of contrast product means that vessel
boundaries are much less discernible and that the model plays an essential role in the segmentation process at the
price of accuracy of contours. We decided to combine the a priori anatomical knowledge of the topology of the
vessels to the front propagation method to re-create the missing boundaries, and thus, guiding it, and to use that
model only where an ambiguity exists on the vessel boundary. The novelty comes from the easy integration of the
knowledge model into the scheme through a modification of the speed of propagation, concept that is peculiar to
the interface evolution theory, at the heart of the slice marching method.

2 Slice Marching Principles

The slice marching method was described in a previous publication [7], we recall its principles here. We want to
solve the Eikonal equation (1) using the fast marching algorithm, as expressed by Sethian [5]. Given an initial
contour where the crossing time,T , is known to be zero, (curve in 2D, surface in 3D) and given its speed of
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propagationF (X̄) along its normal at every point in the image, we compute the solution to the Eikonal equation
(1) at every voxelX̄: ∣∣∇T (X̄)

∣∣ F (X̄) = 1, with T (X̄) = 0 on the seed (1)

Then we define the concept of a sliceSk as the set of voxels whose arrival timeT lies in a specific interval
[Tk, Tk+1[,

Sk , {X̄ | Tk <= T (X̄) < Tk+1} (2)

We chose at this point that the speed functionF (X̄) would only depend on the image luminance, using the hy-
pothesis of presence of a contrast product (high luminance inside the vessels).

3 Adding Anatomical Knowledge Model

Limited image resolution, noise and artifacts (partial volume effects) produce images where physically separate
vessels appear to have contacts. More precisely, you can go from one vessel to the other without seeing any
decrease in image luminance. Moreover, we found this situation to be recurring, especially for aorta/PA and vena
cava/PA contacts. It seems difficult to handle that problem with no a priori information, as the ”touching” area can
actually be bigger than the section of one of the vessels involved. A medical solution is not practical to solve this
problem. Indeed, varying the timing and the rate of the injection of contrast medium to opacify the PA alone is not
practically reproducible. Moreover, we have found this situation to be recurring. This leads to the development of
a specific solution. To solve that problem, we use a priori anatomical knowledge, as practicians do.

Basically, we want to represent the topology and shape of vessels using a mathematical, parametric model. Next,
that model can be used to influence the way the active front propagates inside the vessel, and, in particular, to
recreate missing vessel boundaries. We also want to share that model across patients (as creating it can be a
tedious process), and for this reason, it has to be registered with the image data of the patient. It can theoretically
be used across a wide range of patients (ages), as we do not want to model the entire hierarchy of the vessels but
instead only the first bifurcations of the PA, where adjacent vessels cause problems.

3.1 Model Definition

Vessels are modeled as their centerline and mean radius. The centerline is defined as a parametric, 3D, fourth order
Bézier curve, for easy manipulation. Another class of curves, such as B-Spline, NURBs, etc. could have been
used but B́ezier splines have the advantage of passing through their control points, which is what we are looking
for (radiologist clicks where the curve should go)1. This makes it easier for radiologists to create the model (this
is rarely done, as a generic model will be provided), or to adapt it to suit their needs.

A vessel section (part between two bifurcations) is modeled as a number of Bézier segments. A B́ezier segment
of order 4 is defined as a set of 4 control points with the property that the curve interpolates the first and the
last control points. C1 continuity is maintained between segments by constraints on the control points of nearby
segments. A hierarchical tree of vessel sections is built when creating the model.

Such a model is represented in figure 1. There, we can see that the aorta has an associated model, so has the
pulmonary arteries, including bifurcation.

Figure 1. Pulmonary arteries and aorta have been modeled as 3D curves, respectively isometric (3-plane recon-
struction) and axial view.

1this can be done with other curves as well by augmenting point multiplicity, but this is less intuitive44



3.2 Using the Model for the Segmentation Task

We define a vessel potential function,P (X̄), as

Pi(X̄) = Ri/Di(X̄) (3)

i refers to the vessel section being considered,Ri is the mean radius for the vessel section,Di(X̄) is the Euclidian
distance between̄X and the vesseli. The aorta and vena cava are actually modeled as a singlevessel section, by
noticing that their radius is quite constant. The PA are modeled by as many sections as implied by the bifurcations,
as these induce radius changes. This is done until the third bifurcation of the PA, as variability may prevent
registration beyond that limit.

From the potential function, we derive the vessel interior indicator,V (X̄) as

V (X̄) =1 if max
i

(Pi(X̄))− max
j 6=imax

(Pj(X̄)) > λ (4)

ε otherwise (5)

with imax = arg(maxi(Pi(X̄))). λ is a parameter (λ > 0) that can be used to tune the reconstructed boundaries
width, andε a positive value near zero.

The vessel potential is used to modify the speed of propagation of the active front:

F ′(X̄) = F (X̄)V (X̄) (6)

We built the functionV (X̄) so that it is near zero when neighboring vessels potentials are the same (potential
collision). This has the effect of recreating the possibly missing vessel boundaries (V (X̄) imposes the boundary).
On the contrary, when the vessel is alone (not surrounded by other vessels too closely), then, the image imposes
the boundary (as it did before using model).V (X̄) is computed on a sub-sampled 3D grid (by a factor 8) using a
distance map algorithm, and piecewise linearly interpolated.

3.3 Model-Image Registration

As expressed before, we intend to provide a single model that can be re-used across patients. To achieve this
goal, we decided to set a limited number of fiducial points in the model space that can be easily located in the
image of a new patient. Once the association is made between the two, the model is deformed using the thin-plate
algorithm [8], which provides a non-linear, continuous space transformation that applies a set of points on another
(figure 2).

Practically, the parametric model is defined on the image volume of a chosen patient, where principal vessels
centerline are modeled as 3D Bézier curves. The set of fiducial points is also defined on that image, each point
being given a detailed description of its location in anatomical terms so that it can be found on any patient. That
set of points should be spread around the model in a way that the induced transformation correctly applies it on
another patient.

4 Experimental details

We have tested this method on 6 sets of image volumes obtained from MSCT in patients addressed for suspicion
of pulmonary embolism (PE) (clot within a pulmonary artery). This last generation of CT (MX 8000, IDT, Philips,
Cleveland, OH) is able to acquire 38 images per second and generate more than 400 images. CT examinations
were performed using the following parameters: 16 X 0.75 mm slice thickness, 0.6 mm interval of reconstruction,
120 Kv, 150 mAs, pitch of 0.95, matrix size: 512 x 512, 12 bits per voxel. 100 mL of non ionic contrast medium
was injected through an antecubital vein at a rate of 4 mL/sec with variable delay in order to opacify the pulmonary
arteries. Figure 3 shows a 2D slice of the resulting segmentation (3D) through colour information superposed to
the original image data.

5 Discussion

Adding the use of an anatomical model to the slice marching method correctly solves the problematic case of the
touching vessels as expected, with limited user input (5 to 8 fiducial points needed to be located for each new
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Figure 2. Fiducial points are defined on a reference image and located on the other one (above). The transformation
is evaluated and applied to the model to fit the new image (below).

Figure 3. Result of the segmentation process. Left: regular segmentation without model, the aorta and vena cava
are met (not wanted). Right: with the model, the aorta and and vena cava are avoided.

image volume). We noticed that the model influence should stop where the variability of human vessels becomes
higher; this is why we stopped the model after the second bifurcation of the PA, thus relying only on the image
after that. This also means that contacts between vessels farther in the vessel hierarchy won’t be addressed by the
model. That case sometimes happens, and we prevented the contour to go back to the heart through the veinal
tree by adding the constraint that vessel section should not grow (vessel section is mesured as a by-product of the
method). Eventually, as we will be studying clots inside the vessels, their influence on the segmentation should
therefore be evaluated.
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Abstract. Five standard lossless image compression algorithms are applied to medical infrared images and their
performance analysed in terms of compression speed and efficacy. It is shown that JPEG-LS is the best per-
forming algorithm that provides both the fastest method and the algorithm with the lowest average bit rate. We
then show that based on the fact that the histograms of the images are of spare nature, a simple transformation
such as histogram packing can be applied prior to compression to reduce the bit rate even further.

1 Introduction

Advances in camera technologies and reduced equipment costs have lead to an increased interest in the application
of infrared imaging in the medical fields [1]. Medical infrared imaging uses a camera with sensitivities in the
(near)infrared to provide a picture of the temperature distribution of the human body or parts thereof. It is a non-
invasive, radiation-free technique that is often being used in combination with anatomical investigations based
on x-rays and three-dimensional scanning techniques such as CT and MRI and often reveals problems when the
anatomy is otherwise normal. It is well known that the radiance from human skin is an exponential function of
the surface temperature which in turn is influenced by the level of blood perfusion in the skin. Thermal imaging is
hence well suited to pick up changes in blood perfusion which might occur due to inflammation, angiogenesis or
other causes. Computerised image processing and pattern recognition techniques have been used in acquiring and
evaluating medical thermal images [2, 3] and proved to be important tools for clinical diagnostics.

As more and more images are acquired, the related resources such as storage space and network bandwidth become
of greater concern. One way to address these is to compress the images and store/transfer the compressed versions.
Image compression algorithms are typically divided into two classes: lossy and lossless method. Lossy algorithms
sacrifice some of the original image content in order to gain in terms of compression ratio. In contrast, lossless
algorithms allow exact restoration of the original image data. While approaches for lossy compression of medical
infrared images have been presented [4] clinicians often prefer lossless algorithms to ensure no information is lost.
Also, in some countries it is forbidden by law to lossly compress medical images for diagnostic purposes.

We evaluated several ”standard” lossless image compression algorithms for compressing medical infrared images.
Lossless JPEG [5], JPEG-LS [6], JPEG2000 [7], PNG [8], and CALIC [9, 10] were compared on an image set
comprising more than 380 thermal images organised into 20 groups [11]. In [11] we noticed that the images in
the dataset have sparse histograms and expected that the compression ratios of those images will be improved by
exploiting this fact. In this paper, we report results based on histogram packing, a simple reversible transform, that
fully confirm those expectations.

2 Compression algorithms

This section gives a brief overview of the lossless compression algorithms that we have evaluated:

• Lossless JPEG - former JPEG committee standard for lossless image compression [5]. The standard de-
scribes predictive image compression algorithm with Huffman or arithmetic entropy coder. We used the
Cornell University implementation (version 1.0, ftp://ftp.cs.cornell.edu/pub/multimed/
ljpg.tar.Z) which applies Huffman coding. The results are reported for the predictor function SV2
which resulted in the best average compression ratio for the dataset.

• JPEG-LS - standard of the JPEG committee for lossless and near-lossless compression of still images [6].
The standard describes low-complexity predictive image compression algorithm with entropy coding using
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modified Golomb-Rice family. The algorithm is based on the LOCO-I algorithm [12]. We used the Uni-
versity of British Columbia implementation (version 2.2, ftp://ftp.netbsd.org/pub/NetBSD/
packages/distfiles/jpeg_ls_v2.2.tar.gz).

• JPEG2000 - a recent JPEG committee standard describing an algorithm based on wavelet transform image
decomposition and arithmetic coding [7]. Apart from lossy and lossless compressing and decompressing
of whole images it delivers many interesting features (progressive transmission, region of interest coding,
etc.) [13]. We used the JasPer implementation by Adams (version 1.700.0, http://www.ece.uvic.
ca/˜mdadams/jasper/).

• PNG - standard of the WWW Consortium for lossless image compression [8]. PNG is a predictive image
compression algorithm using the LZ77 [14] algorithm and Huffman coding. We used the pnmtopng imple-
mentation (version 2.37.6, part of the NetPBM 10.25 toolkit, http://netpbm.sourceforge.net/)
compiled with libraries libpng (version 1.2.8, http://libpng.sourceforge.net/) and zlib
(version 1.2.2, http://www.gzip.org/zlib/). The results are reported for the ”sub” predictor func-
tion (filter), which resulted in the best average compression ratio for the dataset.

• CALIC - a relatively complex predictive image compression algorithm using arithmetic entropy coder, which
because of its usually high compression ratios is commonly used as a reference for other image compression
algorithms [9, 10]. We used the implementation by Wu and Memon (ftp://ftp.csd.uwo.ca/pub/
from_wu/).

3 Experimental results

Experimental results were obtained on a HP Proliant ML350G3 computer equipped with two Intel Xeon 3.06 GHz
(512 kB cache memory) processors. Single-threaded implementations of the algorithms were compiled using Intel
C++ 8.1 compiler. In the case of CALIC which is available as a binary executable for UltraSparc processors,
the compression speed was estimated based on the relative speed of this implementation measured on another
computer system (Sun Fire V440 running Solaris 9, equipped with 1.06 GHz UltraSparc IIIi processors).

As test image database we used the one introduced in [11] which consists of 382 7-bit medical infrared images
organised into 20 groups according to [15]: ABD (abdomen, anterior view), BAA (both ankles, anterior view),
BHD (both hands, dorsal view), BKA (both knees, anterior view), CA (chest, anterior view), DF (dorsal feet), FA
(face), LAD (left arm, dorsal view), LB (lower back, dorsal view), LLA (lower legs, anterior view), LLD (lower
legs, dorsal view), LRL (right leg, lateral view), ND (neck, dorsal view), PF (plantar feet), TA (thighs, anterior
view), TBA (total body, anterior view), TBD (total body, dorsal view), TBR (total body, right view), TD (thighs,
dorsal view), UB (upper body, dorsal view).

Table 1 lists the results obtained from compressing the images with all image coding algorithms introduced in
Section 2 in terms of compression speed and bit rate. Compression speed is reported in megabytes per second
(MB/s) where 1MB = 220 bytes. Bit rates are given in bits per pixel (bpp) defined as 8e/n where e is the size in
bytes of the compressed image including the header and n is the number of pixels in the image. All results are
given as the average over the image categories and the average over all images (as there are different numbers of
images in the categories, the overall average figures differ slightly from the average over all image groups).

First looking at the results in terms of compression speeds, it is clear that JPEG-LS is the best performing algorithm
here. All other algorithms are noticeably slower - from 39% (Lossless JPEG) to 82% (PNG). While our aim was to
analyse popular ”standard” image compression algorithms we note that there exist other methods such as SZIP [16]
or SFALIC [17] which are more than twice as fast as JPEG-LS.

Turning our attention to the compression efficacy results we see that it is again JPEG-LS which performs best
providing the lowest average bit rates, closely followed by CALIC. The difference to the next best algorithm,
JPEG2000, is already significant (average bit rates of 1.66/1.70 compared to 1.85) while PNG and Lossless JPEG
compress even less.

In [11] we noticed that the images in the dataset have relatively sparse histograms: on average they contain only
78 gray levels compared to 128 possible. Image compression algorithms are based on certain assumptions about
the characteristics of the images they process. None of the image compression algorithms analysed in this study is
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group L-JPG JPEG-LS JPEG2000 PNG CALIC L-JPG JPEG-LS JPEG2000 PNG CALIC

ABD 11.9 17.7 3.8 3.3 4.1 2.48 1.82 2.01 2.29 1.86
BAA 11.8 18.2 4.0 3.4 4.3 2.31 1.70 1.86 2.14 1.73
BHD 11.8 17.9 3.8 3.2 4.3 2.45 1.84 2.05 2.30 1.87
BKA 11.7 14.5 3.5 2.8 3.7 2.80 2.25 2.46 2.77 2.26
CA 11.6 14.2 3.4 2.6 3.8 2.90 2.29 2.52 2.75 2.33
DF 11.8 17.6 3.9 3.3 4.2 2.31 1.73 1.90 2.19 1.75
FA 12.0 20.2 4.1 3.8 4.7 2.20 1.48 1.66 1.89 1.53
LAD 12.1 22.4 4.3 4.0 5.0 2.01 1.34 1.50 1.70 1.41
LB 11.6 13.7 3.4 2.6 3.6 2.97 2.40 2.64 2.90 2.43
LLA 12.2 23.6 4.4 4.3 4.9 1.87 1.23 1.38 1.64 1.27
LLD 12.0 21.6 4.4 4.0 4.6 1.92 1.31 1.46 1.73 1.35
LRL 11.9 20.3 4.0 3.8 4.8 2.16 1.49 1.67 1.91 1.54
ND 11.6 15.3 3.6 2.9 3.8 2.75 2.10 2.31 2.52 2.14
PF 11.7 17.7 3.9 3.2 4.4 2.38 1.77 1.95 2.14 1.80
TA 11.8 19.0 4.0 3.7 4.4 2.23 1.59 1.76 2.04 1.64
TBA 12.4 29.7 4.7 4.9 5.7 1.67 0.95 1.10 1.29 1.01
TBD 12.5 28.8 4.6 4.9 5.5 1.67 0.97 1.13 1.31 1.02
TBR 12.5 30.2 4.8 4.8 5.7 1.64 0.95 1.10 1.24 1.01
TD 12.0 19.6 4.1 3.6 4.5 2.18 1.56 1.72 2.03 1.61
UB 11.7 14.6 3.5 2.7 3.7 2.76 2.16 2.37 2.64 2.19

all 11.9 19.6 4.0 3.6 4.5 2.30 1.66 1.85 2.09 1.70

Table 1. Compression speeds (in MB/s) and bit rates (in bpp).

designed for images of sparse histograms 1. However, for some types of images the impact of histogram sparseness
on image compression ratios is known to be high [18].

Hence, applying a histogram packing transform [18] prior to compression may lead to significant compression
ratio improvements. Off-line histogram packing simply remaps all the actually used image intensity levels to
the start of the nominal intensity range. The transform is reversible if we store the original histogram along
with the compressed image. In our second experiment we therefore performed histogram packing combined with
compression, taking into account the size of the encoded histogram for calculating the compression efficacy. The
average bit rates over all the images and the ratio improvement compared to unmodified images are reported in
Table 2. From there we can see that histogram packing indeed allows for higher compression leading to bit rates
which are lower by 10-16%.

L-JPG JPEG-LS JPEG2000 PNG CALIC
original images [bpp] 2.30 1.66 1.85 2.09 1.70
with histogram packing [bpp] 2.07 1.40 1.57 1.88 1.45

improvement [%] 10.1 16.0 15.1 10.1 14.7
Table 2. Compression results after application of histogram packing.

4 Conclusions

The performance of several lossless image compression algorithms for their application to medical infrared images
was evaluated. JPEG-LS was found to be the best performing method providing both the highest compression
speed and the best compression ratio. Since the images in the test dataset have sparse histograms we also applied
a histogram packing transform prior to compression which leads to improved compression ratios by about 15%.
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Abstract. Shape-based segmentation involves fitting a flexible model of anatomical shape to a measured image.
It is important to be able to utilise probabilistic prior information about shape, and to combine this with data-
driven likelihoods. This is naturally achieved within the Bayesian framework. In this paper a probabilistic
similarity function for the anatomical, shape-based segmentation problem is derived using a fully Bayesian
approach. Furthermore, it incorporates prior, probabilistic information without the need for additional ad-hoc
parameters. Preliminary results show that this similarity function is more robust and accurate than simpler
versions based on the same image formation model.

1 Introduction
Identifying anatomical structures of interest in medical images is of major importance in many areas, especially
neuroimaging (e.g. [1, 2]). Due to poor contrast to noise it is advantageous to include prior information about
structures as seen in the population rather than relying purely on the image intensities. However, a similarity
measure is needed to combine prior information about structures, and their variation, with the image data.

Existing applications of model-based segmentation rely on explicit or implicit image similarity metrics, prior infor-
mation and regularisation terms (often expressed as forces in a deformable model) which often require empirically
set parameters to weight these terms (e.g. [1,2]). Using a fully Bayesian approach naturally combines probabilistic
prior shape information with a model of the image formation process in a probabilistic framework, without the
need for additional, ad-hoc parameters to control the relative strength of the prior and data-driven information.

Previous Bayesian derivations of similarity functions for registration applications exist (see [3, 4]). This formula-
tion is different because it is based on segmentation via fitting shape models, not matching two arbitrary images
without any model of the image content. In addition to incorporating anatomical knowledge (via shape priors),
this approach models the effects of partial volume, bias fields and changes in field of view. A somewhat similar
approach was recently taken in [5], but for voxel-based tissue-type classification without the use of shape models.

2 Problem Formulation
Consider an image,

�
, generated by an image generation process, � , from a known (ground truth) object, � , where�

is not spatially aligned with � , but related spatially by a transformation, � . The segmentation (or registration)
problem is solved by recovering the spatial transformation, � , which relates � to

�
. That is, finding � that makes�������	��
�
 and

�
the ‘most similar’.

Given a posterior probability for the transformation, ������ ��� ��
 , finding the ‘best’ single segmentation (not a prob-
ability distribution of possible segmentations) is the same as finding the maximum a-posteriori probability (MAP
estimate): ��������������� �!�#"%$&������ ��� ��
 . This shows the equivalence of the posterior and the similarity function.

2.1 Image Formation Model' Shape model: � consists of ( shapes: �*) , +��-, �/./.0.1� ( . (e.g. ventricles, putamen, hippocampus, . . . )' Transformation: � can be any spatial transformation within a specified set. The set can include non-linear
warps with a very large number of Degrees Of Freedom. This transformation applies to all of the shapes, � ) .' Image generation model: ���2�3�	��
�
��-4�576 )98 576 ) � 5 �2�3�	� ) 
:
 where 8 576 ) are intensity scaling parameters
and � 5 �<;0;/;=
 generates the > th basis image of a shape (see section 2.3).' Image measurement model:

� �?���2�3�	��
�
A@CB where B is a spatially uncorrelated Gaussian noise process
with D�EFB0G7�IH , J�KMLNEFB0G7��O�PFQ .
Note that all images ( B , � 5 ���3�R� ) 
:
 , � , etc) are treated as vectors of length S (number of voxels in the image).

2.2 Anatomical Information, Intensities and Bias Field

For a model-based segmentation method, anatomical information is encoded in a model of the shapes. Here this
is represented by a set of shapes �T�UEV� ) G , (e.g. ventricles, putamen, hippocampus, . . . ) where, in practice,W
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each shape is a mesh model. The measured image,
�

, is related to the shape model in two ways: by a spatial
transformation, � (usually non-linear); and by an intensity generation model, � . Variation in shapes across the
population can be encoded by prior information about the probability of spatial transformations, A���7
 .
The intensity generation model relates the (noise-free) intensity values to the spatially transformed shapes. This
generation model includes information about how partial volume is generated during imaging. Here each shape is
represented by a mean intensity image for that shape (generated by �!X ) plus spatially linear intensity variations
( � P to �ZY ). All generated images include a partial volume fraction model. Independent multiplicative parameters,8 5[6 ) represent the intensity amplitude of the > th basis image of shape + (more details in the next section).

MR images also contain bias field, due to RF inhomogeneities, which gives rise to a multiplicative intensity mod-
ulation which varies slowly across the image (except in very high field systems). Here we choose to model this
effect by including a linear spatially-varying intensity for each shape, which is an adequate approximation for
shapes of small spatial extent relative to the effective wavelength of the bias field. In addition, this models any
slowly varying spatial variations in the tissue intensity (e.g. changing density within the thalamus).

2.3 Image Generators

The definitions of the image generators we will use are:' � X gives an image with an intensity 1.0 for all voxels within the shape, 0.0 for those outside and the partial
volume overlap fraction otherwise;' � P gives an image with an intensity gradient along the \ -axis within the shape (zero mean), with zero values
outside. Partial volume is modelled multiplicatively (i.e. � P �2\ ��]N�=^ 
��I\_�3X���\ �:]`��^ 
 , which is then demeaned);' �ba and �ZY give images with intensity gradients along the

]
- and

^
-axes respectively.

These generators are functions which, when applied to a transformed shape, ���	�9)M
 , produce an image containingS voxel values. Images are reshaped into vectors of length S , and assembled into a single � matrix, such that�������	��
�
dc 4 576 )�8 576 ) � 5 ���3�R� ) 
:
e�f� 8 where � is an S by g matrix and 8 is a column vector of length g .
Note that � implicitly encodes information about the transformation � and the underlying shapes, � ) . However,
as neither of these will be marginalised (i.e. integrated over), this dependency will be left implicit.

2.4 Probabilistic Forms

The likelihood is �� � � � � � � 8 ��h 
 �-�jiMk*
1lNmon P h mon P�p "rqts:u XP h � � uv� 8 
 T � � uw� 8 
:x where
h �IO l P .

The priors are �� h 
 � h l X , and �� 8�y 
��{z for H!| 8�y |Cz l X and A� 8�y 
��}H otherwise.
In the absence of knowledge about the intensities associated with each shape (which requires exact knowledge of
MR sequence and tissue parameters) a flat prior is taken for the intensity parameters, 8Ay . This gives each intensity
value an equal prior probability of occurrence, and so does not favour any intensity values. A finite range (0 toz l X ) is necessary for normalisation of the probability and reflects the finite practical range of scanner intensity
output values. Note that extensions incorporating prior intensity knowledge are also possible (see [6]).

3 Similarity Function
Neither

h
nor the 8 parameters are of interest when finding ������� , and so it is desirable to marginalise (i.e. inte-

grate) over these parameters. In [3] the Correlation Ratio is derived by marginalising over the 8 equivalent.

To integrate over the 8 parameters, it is first necessary to divide them, and the � matrix, into subsets. These subsets
(see figure 1a) are: interesting (int), for shapes inside the valid field of view (i.e. contained in the observed image);
null (null), for shapes totally outside the field of view; uninteresting (un), for voxels inside the field of view but not
within a modelled shape (i.e. in ‘areas of no interest’); and partial volume (pv), for shapes that overlap the field of
view by less than one voxel. The dimensions of these subsets are g�~��M� � g!�#�F��� � g��V� and g3�/� . It is only when the
set of shapes is not sufficient to model the entire image/object (i.e. because only a subset of anatomy is of interest)
that the remaining parts of the image are modelled as ‘areas of no interest’. In these areas each voxel has a separate
parameter so that the intensities are fully modelled and they do not contribute to the residuals.

Performing the integrations A����� � � � �:h 
&���[A� � � � � � �:h � 8 
���2�7
�A� 8 
r� 8 , and taking care of the finite range of
the 8 parameters appropriately, gives

A����� ��� � ��h 
�� A���7
��:� p1� �2� T~��M� � ~��M� 
/� l X n P�� hiMk*z P�� m9�R�=�1n P p "%q � u h*� T �Z� �/� � �i �����������y�� XN� y/ ¡¢¤£ p � p � y � ,i�¥ y p ��¦2§3¨Au � h i � X n P � � � 
 y/© u ,i#¥ y p �:¦2§3¨ � h i � X n P sj¥ y z l X uª� � � 
 y x ©�«
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¥ Py is partial volume fraction, equal to the ¬ th diagonal element of �2� T�/� � � �/� 
 ; S�<®V®3�}STu¯g ~°�#� u¯g �V� uwg �1� ;� �1�±��Q�u � �7�/�r�2� T�/� � �7�/�#
 l X � T�/� � ; � ��Q!uC�b~°�M�1�	� T~°�#� �b~°�M�:
 l X � T~°�#� u²�b�V���	� T�F� �b�F�_
 l X � T�V� ;and � �2³:�´��Z� �/� � . See [6] for more details. Here � and � �1� represent residual forming matrices (removing modelled
intensity changes), with the latter removing the partial volume intensity contributions, and the former removing
all other modelled intensities. Additionally, � y represents a general weighting factor for the ¬ th voxel (associated
with the ¬ th partial volume parameter); S!<®V® is the effective number of degrees of freedom in the residuals. Note
that this form is proportional to the conditional probability and that the normalising factor is not calculated as this
would be extremely difficult and it is not required to find the maximum a-posteriori estimate of � .

The weighting factor has asymptotic values of: � y7µ , as ¥ y7µ , ; and � y´µ s iMk*z PF¶ h x l X n P p "rq s u XP h � � � 
 Py xas ¥ µ H . Consequently, when partial volume is large ( ¥ µ , ) the posterior treats the voxel as if it was wholly
inside the area of no interest, and hence removed from the residuals. For small partial volume ( ¥ µ H ), the
posterior treats the voxel as if it was wholly inside a shape of interest, and therefore included in the residuals. Thus
the weighting term makes the posterior continuous with respect to partial volume changes.

This discontinuity has been previously identified and ad-hoc weightings used to restore continuity. For example,
in [7], they introduced a term � y � s i#k*z PV¶ h x#·�¸ l X<¹ n P p "rq s u XP h �<,&uv¥#
1� � � 
 Py x which takes the same extreme
values and is also monotonic. It therefore performs the same function, but with a slightly different rate of change.

4 Validation Tests
The posterior-based similarity function, º9»��-¼�K��7����2��� � � � �:h 
�
 , is compared with two simpler functions: º X½�� T �Z� �1� � � « and º P � Xm9�R�=� s � T �Z� �/� � � x . ºoX and º P are, in the case of no bias field, proportional to the Cor-
relation Ratio with differing normalisations ( º X is most commonly implemented – effectively constant ¾����0� � 
 ).
A simple 1D test model (shown in figure 1b), subject to linear translations, � , is used to illustrate the performance
here. This allows the transformation space to be easily searched and visualised. The contrast between shapes 1 and
2 is quite small – typical in many neuroimaging applications. The measured image has 256 voxels of 1mm width.
A large range of field of view positions is considered, to demonstrate the normalisation terms (those depending onS�:®F® ). Shape 3 accounts for the non-zero mean background intensity (due to Rician noise in MRI).
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SHAPE
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FOV R

I

x
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INTEREST
AREA OF NO

(a) (b)
Figure 1. (a): Example of shape models superimposed on an image showing (in one 2D coronal slice); Field
of View (FOV), Shapes of Interest (INT), Areas of No Interest (ANI), Null Shapes (NULL), and Partial Volume
Shapes (PV). Note that all parts of the observed image not covered by a shape model is part of the Area of No
Interest. Figure 1(b): 1D test model used for validation. Lengths of shapes 1, 2 and 3 are 100.5mm, 120.3mm
and 150mm, with mean intensities of 100, 105 and 7, respectively. Extreme fields of view for testing are shown as
FOV L and FOV R which are 256mm wide and 300mm apart.

The validation test involved many trials. In trial number ¬ , a ground truth image was generated (based on the model
plus noise) with the measured Field Of View offset by a known translation: �*��¿=�  6 y . The similarity of model to
image was then measured for a range of candidate translations, and the maximum similarity used to define � ����� 6 y
– the recovered translation parameter estimate. Two measures were used to assess performance: one to measure
robustness, À�Á , and another to measure accuracy, À²� . These measures are defined as: ÀÂÁv�-,�u�S�Ã �°³=Ä  ¶ S ��¿�~ÆÅÇ�°Ä «
and À��v�-�R4 y1ÈÊÉ �2������� 6 y uË� ��¿=�  6 y 
<P ¶ S�Ã �°³�Ä 1
 X n P where Ì is a tolerance (2mm herein); S!Ã �°³=Ä  is the number of
trials where � ������� 6 y u¯� ��¿=�  6 y �%ÍªÌ ; and Î is the set of indices where this condition is met.

4.1 Results

Some sample plots of the similarity functions º » , º X and º P are shown in figure 2. There are two important
features: (1) that the secondary maximum (an incorrect match) is downweighted in º » (for º X and º P – not
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Figure 2. Example similarity functions for º » (a) and (b), º X (c) and º P (d). Figure (a) shows the similarity
function over a large range of trial translation values (300mm). The correct translation value is 0mm and corre-
sponds to the largest peak. The secondary peak is smaller for º » than for º X and º P (not shown). The remaining
figures (b)-(d) show the three similarity functions ( º » � º X and º P respectively) over a narrow range (4mm), with
the individually calculated values represented by circles. Note that º » has less discontinuities.

Table 1. Results of robustness and accuracy measures for a simple object (see figure 1b) and a range of SNR
values, for each of the three cost functions. Ì?�{i mm.

SNR = 5 SNR = 15 SNR = 50º » MR = 0.194 MA = 0.71 MR = 0.065 MA = 0.26 MR = 0.000 MA = 0.20º X MR = 1.000 - MR = 0.909 MA = 0.35 MR = 0.807 MA = 0.97º P MR = 0.516 MA = 0.86 MR = 0.494 MA = 0.48 MR = 0.129 MA = 0.54

shown – there was less difference between the primary and secondary maxima), reducing the chances of large
mis-registrations, even for a large range of candidate translations; and (2) the improved continuity of the similarity
function for º » , shown in the close-up plots, which has less discontinuities than for º X and º P . Table 1 shows the
results for À�Á and À�� for 3 different SNR values and 2000 trials in each case. The low values of ÀCÁ for º » are
a result of the downweighting of the secondary maxima, significantly reducing bad mismatches. Also, º » was the
most accurate (having the smallest value of ÀÂ� ) which is likely to be due to the decrease in discontinuities in º » .
5 Discussion
This paper has derived a Bayesian similarity function for fitting anatomical shape models to images. It has the
advantages that it can automatically include prior shape information, via ����´
 , without needing adjustable, ad-
hoc parameters. It also incorporates partial volume and bias field effects via the image generation model. The
results demonstrate that this similarity function has superior accuracy and robustness when compared with simpler
versions (like Correlation Ratio). The partial volume terms in the function decrease discontinuities, and the terms
that normalise for the number of model parameters, S <®V® , help to de-weight erroneous local maxima.

Future work will apply this similarity function to our intended application of anatomical shape segmentation of the
human brain. Furthermore, extensions of this derivation will look at incorporating intensity priors, and modelling
intrinsic tissue parameter distributions with separate intensity variances for each shape.
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Abstract. Two competing approaches for segmentation of MR brain images into tissue classes are direct 

classification of voxels based on their intensity, and segmentation by registration to a reference image – 

segmentation propagation. This paper studies the classification differences between a direct classification 

method using a widely used statistical classifier and a segmentation propagation method using a widely used 

non-rigid registration algorithm. We compared the resulting labelling of cerebrospinal fluid (CSF), grey 

matter (GM) and white matter (WM) between the two methods using quantitative measures of volume 

difference and labelling agreement, and visual inspection of the labelling pattern differences.  

1  Introduction 

Two widely used techniques for obtaining tissue labellings in MR brain images are the direct classification and 

the segmentation propagation [1], [2], [3], [4]. The direct classification technique classifies the voxel values 

directly to obtain the results, while the segmentation propagation technique obtains the results by transforming a 

pre-labelled atlas image to subject images.  These two approaches are seldom compared quantitatively with one 

another on the same datasets.  

This paper studies the classification differences between a direct classification method using a widely used 

statistical classifier and a segmentation propagation method using a widely used non-rigid registration algorithm. 

We use 12 1.5T MR brain images as the study material, the MNI Brainweb phantom image [10], [11], [12] as the 

atlas image in the segmentation propagation method. We compare the labelling differences of cerebrospinal fluid 

(CSF), grey matter (GM) and white matter (WM) between the two methods using quantitative measures of 

volume difference and labelling agreement, and visual inspection of the labelling pattern differences. Owing to 

the highly computation-intensive nature of the classification propagation method, we employed the GRID-based 

distributed computing in the study. Computational grids can make large computing resources transparently 

available to users, making large-scale cross-validation studies such as this one easier to perform.  

2  Methods 

In this study we obtain the fuzzy membership tissue labelling images of 12 MR brain images by direct 

classification and segmentation propagation methods, respectively. We then compare the volume difference and 

labelling agreement by quantitative measures, and labelling pattern differences by visual inspection. 

2.1  Direct Classification Method 

The tool we use to classify the brain tissues from the MR images is the FMRIB's Automated Segmentation Tool 

(FAST), which is included in the FSL (FMRIB Software Library) package [4], [5]. It is based on a hidden 

Markov random field model and an associated expectation-maximization algorithm. We use the Brain Extraction 

Tool (BET) in the FSL package to remove extra-cranial tissue from the MR images prior to applying FAST. 

FAST is then used to classify the brain tissues. In this study we use the PVE segmentation images, which are 

fuzzy membership labeling images, of three tissue types (CSF, GM and WM) outputted by FAST. There are a 

number of algorithm parameters to tune up to make optimal use of FAST. Selection of these parameters often 

requires individual treatment and visual inspection. To make our results generally applicable, we use the default 

values for all of the parameters. 

2.2  Segmentation Propagation Method 

The tool we use for segmentation propagation in this study is the Image Registration Toolkit developed by D. 

Rueckert et al [6]. The toolkit includes a non-rigid registration tool using Free-Form Deformation (FFD) based 

on B-splines, as well as an affine registration tool. The non-rigid registration tool uses a transformation model 
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that combines the global deformation described by an affine transformation and local deformation described by 

spline-based FFDs  [7]. Therefore it provides a high degree of flexibility to model the source to target image 

transformation. To deal with the intensity and contrast changes between the source and target images, the non-

rigid registration uses voxel-based similarity measures based on normalized mutual information. 

We register the atlas image with known fuzzy labellings to the target image (the subject brain image) by affine 

and non-rigid registrations first. Then transform the fuzzy membership tissue labelling images of CSF, GM and 

WM of the atlas image to the target image space, respectively, to obtain the propagated labellings for the target 

images. 

The non-rigid registration process has a number of algorithm parameters to tune up to achieve the optimal result. 

One of the most important parameters is the spacing of the control points of the FFDs. The control points act as 

parameters of the B-spline FFD. A large spacing can model global non-rigid deformations, while a smaller 

spacing models local non-rigid deformations better [7]. The spacing of the control points determines the number 

of degrees of freedom and also the computational complexity. In this study we use a hierarchical non-rigid 

registration approach. The first stage is the registration with 5mm control point spacing, followed by the 

registration with 2.5mm control point spacing using the results of the first stage as a starting estimate. 

2.3  MR Brain Images 

The subject images in our study are T1-weighted MR images. The data comprise images of 12 volunteers 

scanned by a 1.5T Philips Intera I/T MR scanner. The atlas image is the MNI Brainweb phantom image. Three of 

its fuzzy membership classifications including cerebrospinal fluid (CSF), grey matter (GM) and white matter 

(WM) are used in the study [10]. 

2.4  Volume Difference 

The volume differences of the labeling images are computed to show the quantitative labelling differences 

between the direct classification method and the segmentation propagation method. They are computed in the 

following way. 

For each tissue type of a subject image, compute the volume difference between the two methods ∆vm: 

)()()( TvTvTv
PD

m
−=∆  , (1) 

where v is the volume of the classification image, superscript D or P denotes the method used, D for direct 

classification, P for classification propagation, T is the tissue type (CSF, GW or WM). 

Then after normalizing ∆vm 
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compute the descriptive statistics (mean and standard deviation) of the normalized values for each tissue type. 

2.5 Labeling Agreement 

The labelled image for a tissue type outputted from the two segmentation methods in this study is a collection of 

probability values of their corresponding voxels in a brain image being labelled with this tissue type. Comparing 

the volume difference between the labelled images from the direct classification method and the segmentation 

propagation method provides an indication of the total amount of labelling difference. However, a small labelling 

volume difference does not necessarily mean a high agreement between the segmentations because the same 

volume might be distributed differently in the images. To look further into the local level of the agreement, we 

introduce the Partial Volume Overlap Similarity Index (PVOSI) of two labelling images. It is defined as 
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where C1, C2 are labelling images, VP(Cn) is the total volume of Cn, E denotes the criteria of the voxel values 

used for the calculation, VP(E)(C1,C2) is the partial overlap volume of two labelling images under E defined as 

∑=
i

CCEP
EivivCCV }|)(),(min{arg),( 2121)( , (4) 

where vC(i) is the value of voxel i in the fuzzy labeling image C and vC(i) satisfies E.  

We use ),( 210 CCS
v≥

 in this study, which includes all voxels in the fuzzy labelling image. Unlike the 3D 

overlap similarity index that has been used in previous work [3], PVOSI takes into account the partial volume 

overlap and measures the overlap more accurately. 

3  Results 

3.1  Volume Difference and Classification Agreement 

Table 1 lists the descriptive statistics and the t-test values of the volume differences between the labelling images 

of the direct classification and the segmentation propagation methods, and the descriptive statistics of the 

PVOSIs. The t-test values for the volume difference of all the three tissue types have reached the p<0.001 level 

indicating the systematic difference of the classification volume between the two methods for all the three tissue 

types. The average volume difference for CSF classifications is the largest (11.66%). While the direct 

classification method generates more volume for CSF and WM than the segmentation propagation method, it 

generates less volume for GM. The PVOSI values show the average labelling agreement for CSF is the worst 

(0.63). The PVOSI values also shows that, on average, the agreement between the WM labelling images of the 

two methods is a bit better than GM although the average volume difference of WM is larger than GM.  

Table 1. The labelling volume difference and PVOSI between the direct classification and the segmentation propagation 

methods 

  CSF GM WM 

Volume mean 11.66% -4.77% 8.14% 

 SD 8.11% 2.84% 4.14% 

Paired t-test  0.000 0.000 0.000 

PVOSI mean 0.63 0.79 0.83 

 SD 0.04 0.01 0.01 

 

3.2 Labelling Pattern Differences by Visual Inspection 

Figure 1 shows example labelled images produced by both methods from one of the 12 subjects. Visual 

inspection reveals the following qualitative features of the labeling pattern of the two methods. These results 

were obtained using the algorithm parameters described in the method, and different results might be obtained 

using different algorithm parameter. 

1.  Both approaches produce labelled tissue type images that look plausible, but on closer inspection, important 

differences are apparent. The two methods produce visually different labeling of deep grey matter, and in 

particular the direct classification technique seems to mis-classify several regions of deep grey matter as white 

matter.  

2. The direct classification method provides better labeling of the cortical grey matter and the adjacent white 

matter that is in better agreement with the grey/CSF and grey/white boundaries of the original image than the 

segmentation propagation results.  

3. The labeling produced by the direct classification method has much more partial volume effect around 

structures than the segmentation classification results. Its labeling is more “fuzzy”.  

4. The direct classification method produces a rim of grey matter around the lateral ventricles, where no grey 

matter is present.  

Observation 1 is likely to result from the segmentation propagation method's lower sensitivity to noise than the 

direct classification technique, and also because the one-to-one transformation between atlas image and subject 

image prevents noisy structures disappearing. Observation 2 is likely to be a result of segmentation propagation's 

mis-registration errors in the region of the cortical grey matter, and perhaps also because a one to one 

transformation is not appropriate for the cortex. Observation 3 is likely to be a result of the greater noise 
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sensitivity of the direct classification method, and observation 4 comes about because the partial volume voxels 

intermediate in intensity between CSF and white matter are mis-labelled as grey matter by the direct classifier, 

whereas the one-to-one transformation provided by the segmentation propagation method prevents grey matter 

appearing in the subject image in structure that are not labeled with grey matter in the atlas image.  

 

     
Direct Classification results for CSF, GM and WM 

 

     
Segmentation propagation results for CSF, GM and WM 

Fig. 1. Sample classification images from both methods of a subject 

 

4.  Conclusion 

We quantitatively and qualitatively compared the difference of the labelled images produced by the direct 

classification method using FAST and the segmentation propagation method using a spline-based free-form 

deformation non-rigid registration to the MNI Brainweb atlas. We used the novel 3D Partial Volume Overlap 

Similarity Index (PVOSI) to quantify the agreement of two labelling images in addition to the volume difference 

measure. The visual inspection showed some general features of the labelling patterns of the two methods. It is 

clear that the two approaches can result in labelling that are significantly different both in terms of volume 

overlap, and in the location of labelling errors. Neither method emerges as ideal, but both have advantages and 

disadvantages. The most appropriate technique is likely to depend on the application.  
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Abstract: This paper presents proof-of-concept and preliminary development of a simple time-frequency 
technique for the analysis of CMRI k-space data. The main intended use of the variability information is in 
the reconstruction of undersampled dynamic data and an acquisition and reconstruction technique that can 
take advantage of the analysis is also developed. The technique finds the short-lived variability of a k-space 
dataset by averaging the standard deviation of its short-time Fourier transform. The technique was tested on 
several datasets and was shown to be robust on data with varying window lengths, simulated undersampling 
down to a single radial profile and was also shown to be radial profile angle independent. It was shown to 
correlate very strongly to errors in sliding window undersampled reconstruction and therefore useful for 
development of sampling schemes with adaptively varying window lengths. A 2-D cine sampling scheme 
that allows reconstruction with variable windows from a single heartbeat’s acquisition was developed and 
reconstructions achieved using the variability information. 

1 Introduction 

In hearts beating in sinus rhythm the motion of the heart over the cardiac cycle varies in a regular, predictable 
and well-understood way. The motion is consistent from one cycle to the next and it is this fact that allows the 
combination of data acquired over several cycles in segmented k-space scans into gated dynamic images. The 
spatial and temporal resolution of gated techniques is limited by the amount of k-space that can be acquired 
while a patient holds their breath, and gating cannot reliably image patients with irregular heart rhythms.  
Cardiac MRI (CMRI) is used to analyse measurements of cardiac function derived from segmentations of the 
endocardial boundary from images and, therefore, good spatial and temporal resolutions are needed. This paper 
presents proof-of-concept work of a technique that derives that image variability from extremely undersampled 
k-space data. An acquisition and reconstruction scheme has been developed which uses a retrospectively 
adaptive sliding window and which, therefore, can be informed by the variability information to reconstruct each 
part of the cardiac cycle with the minimum undersampling. 

1.1 Aims 

The main aim of the work is to develop a dynamic single heart-beat cardiac MR acquisition scheme. A key 
component of this is a simple and speedily calculated metric of image variability to enable reconstruction of 
undersampled k-space data by automatic determination of which parts of the acquisition have least signal 
variability and thus can be used to produce the images least affected by motion artifacts. This application can be 
implemented in retrospective modulation of window length in sliding window reconstructions or in the 
prospective determination of an optimum sampling strategy. It could also be used to inform reconstruction in 
techniques that use variable sampling (e.g. [4]). A further potential application of the metric of variability is 
temporal alignment of rest-stress tests. 

2 Method 

f= frequency 

–FNyq

Nf = temporal 
Fourier 
coefficient 

+FNyq0

t = time 

2.1 Short-Time Fourier Transform (STFT) 
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Figure 1.1 Short-Time Fourier Transform 
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The STFT is a series of temporal Fast Fourier Transforms (FFT’s) applied to sliding windows of a signal. The 
STFT is used in signal analysis to look at short-lived signal characteristics at different time points. For each 
pixel, a temporal FFT over the window length is calculated. This is used to show short-lived frequency 
behaviour for signals in a variety of situations but in this case it is for the signal strength of a k-space voxel. In 
comparison, a standard temporal FFT over an entire CMRI dataset, gives temporal frequency information for the 
entire cardiac cycle, but with no time localisation. 

2.2 Measures of Spread of STFT 

Various possible metrics of spread of the STFT were proposed. After testing it was found that the standard 
deviation, σ, was by far the most robust and useful. The sample standard deviation, σ, is equal to the square root 

of the variance and is calculated as { }∑
=
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In this case, the STFT at each phase is being treated as if it were a sample distribution. For each voxel at each 
phase, σ is calculated. The mean over all voxels gives a scalar variability metric (STFT-SD) at each phase. 

2.3 Adaptive Sliding Window Radial Sampling 

Radial acquisitions are highly appropriate for undersampled acquisitions as each profile passes through the DC 
part of k-space, giving good coverage of low spatial frequencies. [1] In this technique, the signal at a single 
point in k-space is being analysed in the time-frequency domain and therefore needs to be sampled at every 
phase. Non-rotating sampling allows comparison of a data point from one phase to the next but it is a poor 
starting point for most reconstructions, as most angles are never sampled at all. In a sliding window scheme, 
every angle for a fully sampled dataset is sampled once every w phases, similar to kt-BLAST acquisitions. 
Below is a sampling scheme in which retrospective selection of optimum variable windows from free-breathing 
CMRI is possible. Also shown: two images from such a scheme at a phase of high STFT-SD. 

Acquisition angle, θ 
 

 

 

 

 

 

 

Figure 2.2 Retrospective adaptive slicing window 
wmin=5, n=2 

 

 

 

 

 

Figure 2.3 Retrospective adaptive slicing window 
reconstructed images: left is wmin = 4, right is wmax 

= 8, better sampled but more motion blurred

A sliding window scheme has been modified by the addition of one constant-angle line and by rotating all 
profiles in consecutive windows by 1/n * θp (the smallest angle between profiles between phases) to produce a 
maximum window wmax = n*wmin. wmax has to be an integer multiple (n) of wmin in this scheme. Each filled 
square in the diagram above represents a fully sampled radial k-space profile. Increasing the window size 
improves the sampling but includes more phases so this is only possible without increasing motion blurring if 
the STFT-SD indicates that those phases have a low variability. 

2.4 Testing the metric 

The robustness of the metric was tested in several ways: varying the window length, varying the degree of 
undersampling with complete profiles, varying the angle of a set of profiles and varying the frequency range 
within a profile. The STFT-SD contribution from each voxel in a profile was tested to assess the effect of 
different average signal strength for a given frequency 

Due to physical constraints and artifacts, the field of view (FOV) of a CMRI image normally extends outside the 
body and the region of interest (ROI) containing the heart and great vessels comprises a fairly small part of the 

θspoke

Phase, p
0° 

θp 

Minimum window, wmin Maximum window, wmax
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resulting image. Therefore, the entire body within a slice is contributing to the acquired k-space signal. In order 
to test the effect of non-cardiac motion on metrics, a simulated dataset with only cardiac motion was produced 
and the resulting stft-sd plot compared to a full dataset. This was achieved by manually drawing a mask around 
the LV on fully-sampled images. The edges of this ROI mask were smoothed and a Radon transform and linear 
FFT along each projection applied to produce simulated radial k-space.  

3 Results 

3.1 STFT SD Curves 
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The above curve is easily interpreted and segmented and corresponds well to visual inspection of the 
corresponding dynamic images: Phases ~3-25 show high movement of systole. Phases ~25-40 low movement of 
end-systole. Phases ~40-60 high movement of diastole – there appears to be more image variability than in 
systole, perhaps because of complex rotating motions. Phases ~60-92 low movement of end-diastole 

The data was wrapped around and phases 1-3 and 93-94 show high movement caused by a triggered scan. In 
these acquisitions the scanner does not gather data over a portion of the cycle to ensure a good trigger for each 
cardiac cycle. The STFT-SD responds strongly to the jump from the final frame to the first. 

3.2 STFT-SD Robustness Tests and Validation 

The main intended use of the metric is the segmentation of a cardiac cycle into areas with different degrees of 
motion. Therefore, when testing the robustness of the metric, images showing contours where segmentation 
would occur over a varying abscissa, were very informative. 

Figure 3.2 STFT SD over varying number of profiles, w=5
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It was found that as the window size changes, there is a small, smooth change in the shape of the curve as the 
window now includes more different frames. However, the segmentation remains substantially the same. The 
same is true for undersampling: One profile is enough to give a curve shape that is extremely close to a fully 
sampled curve (errors ~7%), and any more than a few profiles give curves that are virtually identical to fully 
sampled. This is the advantage of the property of k-space that each voxel has contribution from the entire image. 
However, reducing the frequency content of a profile by band-limiting by various degrees down to DC only 
produced large changes to the shape of the STFT-SD curve and, therefore, ideally a full profile is needed. 

The technique was validated by showing that the variability metric correlates to a gold standard measure of 
image blurring from undersampling. The STFT-SD was compared to the RMS error of sliding window 
reconstructions from a gold standard set of images, i.e. those produced by reconstruction from fully-sampled 
data. 

This example shows clearly that the STFT SD calculated from undersampled k-space data can be used as a 
metric of the errors caused by undersampling on reconstructed errors as they correlate very strongly together. 

3.3 Use of STFT-SD in a Radial Retrospective Adaptive Sliding Window Reconstruction 

A simple linear relationship between STFT-SD and the choice of window at each phase was used to create 
several reconstructions. For example, with wmin = 2 and n=3, phases can be reconstructed with a window of 
2,3,4,5, or 6. Thus, phases whose STFT-SD lies below 0.20 are reconstructed with a window size of 2, and those 
above 0.80 with 6. The reconstructions are visually acceptable 

4 Discussion 

We have introdudced an easy to calculate robust metric of motion that is ideal for use in selecting regions of an 
undersampled spatial-temporal dataset that more static, and therefore, better sampled. This can be used to 
control an adaptive sliding window reconstruction scheme. The metric can be obtained from as little as one 
profile obtained over one heartbeat of data and is therefore ideal for use in a sampling scheme where one profile 
is repeated but the other profiles rotate to produce good coverage of k-space. Another method is prospective or 
real-time [1] alteration of sampling parameters in response to changing variability. The rate at which the 
sampling rotates from profile to profile can be varied in proportion to STFT-SD derived from the previous heart-
beat. STFT-SD possibly may also be used for self-gating as it bears similarity to existing techniques. [2] 

The other main application under development is a dynamic version of the Fourier Snakes technique of fitting a 
shape model to massively undersampled data [3,4]. In the dynamic version, a best-sampled image is used to 
initialize the model. Subsequent data are subtracted from this data and the corresponding model difference 
image iteratively updated to produce the best estimate of difference data. This difference image is then combined 
with the best-sampled image. In this case, unusually, non-rotating sampling is required and STFT-SD is the most 
appropriate method of finding the best-sampled frame. 
There are strong similarities to techniques used for diagnosis of pathology [5] and this will be tested in future, 
e.g. by testing when the motion is not consistent from cycle to cycle. 
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Abstract. Presented is a statistical knowledge base that describes anatomical region connectivity and the 

interface between these regions. We demonstrate that a knowledge base that describes valid region interface 

conditions can distinguish these from intensity derivatives caused by noise and other imaging artefacts. This 

paper also describes the implementation of an Intelligent Module aimed at segmentation of concave 

anatomical structures and its application to the segmentation of the Left Ventricle from Cardiac MRI. 

1 Introduction 

Current medical image segmentation techniques vary widely in approach, but all have one thing in common; they 

attempt to acquire useful image information from noisy images. The aim of the work described in this paper is to 

create a framework capable of statistically describing the interface conditions between adjacent anatomical 

regions. By building up a descriptive database for a particular imaging modality and anatomy type, we aim to 

allow easy discrimination between noise related derivatives and those caused by anatomical region interfaces. 

This work builds on that previously published [1] which highlighted the connection between the parameters 

which described the local region-interface conditions. 

Retrieving anatomical structure contours from medical images is the aim of much research. The ultimate goal is 

to enable fast contour detection and dataset analysis to keep up with the growing demand for medical image 

processing. Due to the naturally noisy data obtained through imaging organic material, the task of automated 

segmentation is non trivial. Intensity thresholding such as that described in [2] is an ideal and fast segmentation 

technique for anatomical regions of little intensity variability above that of noise, i.e. the brain, however other 

structures such as the heart can show vast differences in image intensity within single image regions, i.e. the 

blood pool. Image intensity derivatives should therefore be considered in any general medical image 

segmentation framework. Free form deformations [5] allow tracking of anatomical structures with use of 

predefined Atlas. Active Contours [3] and Anatomical Deformable Models [4] rely primarily on filtering 

techniques to reduce the overall effect of noise on segmentation results. The knowledge base we describe allows 

detection of valid contour points by checking intensity derivatives against the knowledge base and ignoring those 

caused by noise. This reduces significantly the influence of derivative information caused by noise and other 

structures, focusing a segmentation algorithm on only valid region interfaces. 

This paper presents both the knowledge base and the segmentation framework used to determine myocardial and 

papillary muscle contours in CMRI images. Results are given showing endocardial, epicardial and papillary 

muscle contours for images of varying contrast and quality. 

2 Image Description Framework 

The framework we have developed consists of three distinct modules. An Image Description Model (IDM) 

consisting of anatomical regions and their interface conditions forms the knowledge base. An Image Sampling 

Structure (ISS) module is used to sample the image area comprising of the anatomical structures in question. 

Finally the Intelligence Module controls the segmentation algorithm and uses both the IDM and ISS to segment 

valid region to region interfaces. This section describes each of these modules and their role in the segmentation. 

2.1 Image Description Model 

This model is a hierarchical representation of the anatomy and consists of three elements; Regions (R), Interface 

Types (ITs) and Interface Descriptors (IDs). Their relation to one another is as follows. Each region is a different 

part of the anatomical structure in question. The point on the image at which two regions meet is an interface and 

is assigned a particular interface type. For instance the point where Region 1 and Region 2 meet has the Interface 

Type 1/2. The novel aspect of our work is that we do not try to describe the interface conditions for each IT with 

a single description. Instead we use multiple Interface Descriptors (IDs) for each IT.  Each ID describes the 
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interface conditions for a different range of contrast. This flexibility in the description allows determination of 

the strength of each detected interface, along with precise, locally parameterised intensity thresholding for points 

of no detectable interface. IDs are created in a training phase by analysis of manually drawn contours. Figure 1 

depicts an Interface Description Model for the segmentation of Cardiac MRI images, for left ventricular analysis.  

 

Figure 1. The hierarchical representation of left ventricle anatomy, 

showing relative positions of all anatomical structures and the 

interfaces between each. 

The differing layers in the hierarchy depict the physical layout of the anatomy; i.e lower layers are contained 

within upper layers and regions in the same layer are adjacent to one another (but not necessarily connected). The 

arrows in the hierarchy show the direction of segmentation. As will be described in Section 2.3, the knowledge 

base created for this implementation, uses rays to sample the image. The ray’s origin and a direction determine 

which image regions it will pass through in which order. The arrows depicted in the hierarchy are therefore 

decided by the Intelligence Module, which carries out both the sampling and segmentation.  

As stated earlier, each ID describes the approximate interface conditions for a range of contrast for a particular 

region to region interface. The transition in intensity at the interface occurs over a finite distance and causes the 

‘ideal’ step transition to become gradual (has a finite first derivative). This is further depicted in Figure 2. The 

section of the ray at which this transition takes place, from the beginning of the derivative to the end is termed the 

Profile of the intersection. It is the shape of this profile that the IDs approximate. As described in Figure 2, the 

profile’s start (Ps) and end (Pe) points are constrained by the position and intensity of the profile’s maximum (or 

minimum) derivative point (Pi). The profile’s start and end point constraints are depicted by the dotted squares. 

 

Figure 2. Example intensity transition profile from a high intensity 

blood region to low intensity tissue region. 

The contrast measure of the profile is defined as the maximum derivative divided by the total intensity transition 

of the profile. Thus as the profile is spread out over larger distances, the maximum derivative is diminished and 

the contrast measure is lowered. Since discreet sampling is used, the maximum contrast for any given interface 

should be 1, i.e. the total intensity transition occurring from one sampled point to the next, thus giving a maximal 
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derivative which is equal to the total intensity transition divided by 1. This finite range of contrast (0 to 1) is 

important since all contrast measure ranges can be represented by a unique ID. The ID itself may be a fairly loose 

constraint allowing a maximal variation in profile shape, whist still rejecting similar (noisy) fluctuations in 

intensity.  

2.2 Image Sampling Structure 

The structure employed for the demonstration of this research is aimed at the segmentation of concave 

anatomical structures, such as the left ventricle. Rays cast from a centre point within the anatomy, spread through 

the image with a uniform angular separation. The centre region (Blood Pool in the left ventricle) is the origin of 

the segmentation and hence is on the lower layer of the hierarchy shown in Figure 1. The arrows on the hierarchy 

therefore demonstrate the order in which each anatomical region should be encountered by the rays as they 

propagate.  

The ISS is not specific to the anatomy, but is chosen to facilitate segmentation of an anatomy of a particular 

shape and connectivity. The radiating structure described here was implemented due to the concave nature of the 

left ventricle on which the knowledge base was to be tested. The ISS requires a specific Intelligence Module 

which is developed to segment concave anatomical structures. This is discussed in Section 2.3.  

Over-sampling is performed on the rays by use of Catmull-Rom spline interpolation. This is performed to allow 

determination of interface points on a sub-voxel level.  

2.3 Intelligence Module (IM) – Concave Anatomy 

The IM is responsible for controlling the segmentation algorithm, the selection of Interface Descriptors and the 

reconstruction and quantification of the final anatomical mesh. The specialised IM discussed here is designed to 

extract anatomy of a concave nature, which may contain islands of differing region type within the central region. 

The example put forward in this paper is that of short axis images of the left ventricle. These images depict a 

roughly circular myocardial wall with islands of papillary muscle tissue within the central blood pool region. A 

complete segmentation of this structure gives contours for the endocardium, epicardium and papillary muscles.  

This IM requires some predefined points, from which it is capable of extracting the required contours. Points 

defined by the user are the base and apex of each phase and the centre points for each papillary muscle on the end 

diastole phase.  

The papillary muscles are segmented in real time as the centre is defined by the user. The centre point for each 

slice is interpolated linearly from the base and apex markers. The rays are cast and an initial contour for the 

endocardium is detected (see Figure 3a). This contour is then reassessed to new positions until all papillary 

muscles are extracted from the contour and the endocardium segmentation is complete, as shown in Figure 3b. 

Epicardial segmentation proceeds by continuing the search through the myocardium, looking for interface types 

2/1 and 2/4 as described in the hierarchy in Figure 1. This approach gives separate segmentation of the 

myocardium and papillary muscles, allowing accurate wall thickness, blood pool and mass calculations. 

  (a)    (b)   (c) 

        

Figure 3. Three segmentation steps: initial contour (a), contour 

reassessment (b) and final segmentation (c). 

Segmentation of the initial phase provides information concerning the spatial contrast variability around the 

anatomical structure. This information comes in the form of the interface types for each point on the contours and 
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the particular interface descriptor with which the point was segmented. Segmentation is stopped after the initial 

phase is extracted to allow the user to manually correct errors. 

Temporal segmentation is carried out by propagation of the initial segmentation to the remaining phases, or 

datasets acquired over a substantial period of time. Constraints are placed upon the movement of the structure 

boundaries between temporal positions. Long term study of the patient, i.e. months apart, may be accomplished 

by firstly registering the new dataset to one which was already segmented, then temporally propagating the 

original contour using spatial constraints. The constrained search is more efficient than that used to segment the 

initial phase in that it is faster and more accurate. Propagation of papillary muscle contours employs a block-

matching algorithm to locate the new centre point, hence vastly reducing user interaction.  

3 Results 

Segmentation of the left ventricle for a single CMRI phase is achievable in around five seconds once the seed 

points have been placed. The segmented contours are the endocardium, epicardium and papillary muscles. 

Quantification and 3D rendering of the results are almost instantaneous, giving the user good indication of the 

success and accuracy of the segmentation. Temporal propagation of the resulting contours can be performed in 

less than sixty seconds on a standard PC. The example segmentation results shown in Figure 4, are taken from six 

datasets, not used during the training phase, to show the effectiveness of the interface descriptors over a range of 

quality and contrast. Ejection Fraction was calculated for 14 (un-trained) data sets for both manually and fully 

automated contours, providing a mean error of 5.32%. 

    

   

Figure 4. Segmentation results for six datasets of varying contrast. 

4 Discussion and Conclusions 

We have demonstrated an effective knowledge base which describes the interface between anatomical regions for 

a particular anatomy type and imaging modality. We have developed a segmentation model for the segmentation 

of concave anatomical structures and discussed the feasibility of using the knowledge base as a means of valid 

interface definition for existing active contour or deformable model segmentation algorithms.  
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A Complexity Analysis for Normal Cerebral Blood and CSF Flow

Jieun Kim∗, Paul A. Bromiley and Neil A. Thacker
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Abstract. Cerebro-spinal fluid (CSF) exhibits pulsatile flow due to systolic and diastolic blood flow in cerebral
arteries and veins. We describe an investigation of the relationship between CSF flow and arterial & venous
blood flow using principal component analysis (PCA). The study used Phase-Contrast Magnetic Resonance
Images (PC-MRI) of 16 volunteers with no known CSF abnormalities. The result shows we cannot obtain a
linear model relating normal flows with existing flow measurement. The expected upper limit on the number
of independent parameters using PCA in our physical model was not obtained. This results coincide with our
previous work in which instability of parameter fitting during optimisation indicating over-specification of the
physical model.

1 Introduction

It is widely believed that abnormal behaviour in CSF flow is due to changes in ventricular size, aqueductal diameter,
brain tissue compliance, and cerebral blood flow [1]. In diseases such as vascular dementia and hydrocephalus,
the normal equilibrium between blood and CSF flow is disturbed, and it is important to know the mechanisms of
these flows and their relationship.

PC-cine MRI can be used to observe the flow through Basilar (BA) & Carotid (CA) Arteries, Superior Sagittal
Sinus (SSS) and Aqueduct (AQ), Foramen Magnum (FM) with different velocity encoding [2]. We acquired 16
images within one heart beat by averaging over 3-4 minute scanning duration depending on each subject’s heart
rate.

In previous work [3], we explored the possibility of developing a physical model of cerebral blood and CSF
flows, based on the identification of an equivalent electrical circuit. Instability in the model parameters during
optimisation indicated over-specification of this model, leading to a requirement for an estimation of the number
of independent modes of variation in the data. In this paper, we describe the use of PCA to explore correlations
amongst measurements of cerebral blood and CSF flows in 16 normal volunteers. We expect to obtain a linear
model of normal flows which can immediately be used to identify abnormality due to disease. The flows must
be subject to linear correlations due to conservation of fluid: an instructive analogy is provided by Kirchhoff’s
Laws, the set of linear relationships based on conservation of current that are used to analyse arbitrary electrical
circuits. Therefore, the analysis provides a valid empirical model of the flow processes. However, PCA analysis
also provides an upper limit on the number of independent modes of variation in the flow data. This estimate can
inform the development of non-linear, physical models of normal flow. Ultimately, such models could provide a
comparative tool for identifying the biological origins of abnormal flows due to disease.

2 Materials and Methods

2.1 Subjects and MR Image Acquisition

In this study, we have included 16 healthy male volunteers (mean age 35.5) with no known neuro-biological
abnormality. For each subject, we acquired flow images of CSF at AQ and FM, arterial blood flow images at BA,
CA, and venous blood flow at SSS. Sagittal T1-weighted images and phase-contrast angiography scout images
were acquired to identify acquisition plane for each subject. Images acquired are for one heart beat and there
are 16 retrospectively cardiac-gated cine-PC images. All subjects are scanned at 3T Philips medical system using
electrocardiogram (ECG) cardiac gating. Image parameters were flip angle 10-15, 5-7mm slice thickness, TR 8.82
- 22.13, and TE 8.14 - 14.39.Venc (velocity encoding) for AQ & FM is set at 10cm/sec, 90cm/sec for BA and
CAR, and 60cm/sec for SSS. Scan time depended on the subject’s heart rate and was usually 3-4 min for each
region: total scanning time was 20-30min including scout imaging.

∗Email: Jieun.Kim@manchester.ac.uk
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(a) Basilar Artery. (b) Carotid Arteries. (c) Superior Sagit-
tal Sinus.

(d) Cerebral Aque-
duct.

(e) Foramen Mag-
num.

Figure 1. Typical velocity encoded MR images of the vessels in which flows were measured.

(a) Flow at Basilar Artery. (b) Flow at Carotid Arteries. (c) Flow at Superior Sagittal Sinus.

(d) Flow at Aqueduct. (e) Flow at Foramen Magnum.

Figure 2. Mean flow results.

2.2 Image processing

Typical images at a single time point for each regions are shown in Figure 1. High intensity values represent systolic
flows, and low values represent diastolic flows. AQ and FM sequences contain both systolic & diastolic flows, BA
& CA sequences contain only systolic positive flow images, and SSS sequence contains diastolic negative flow
images only.

Flows AQ BA CA FM SSS
AQ 1.0 - - - -
BA 0.42 1.0 - - -
CA 0.47 0.95 1.0 - -
FM 0.56 0.92 0.97 1.0 -
SSS 0.95 0.43 0.47 0.54 1.0

Table 1. Correlation values between flow means

The AQ flow was computed by fitting velocity images in the region over the cerebral aqueduct with a quadratic
function, and integrating the area under this curve for positive values of the fitted function. The BA & CA flow
was estimated from the sum of flow values in the foot-to-head direction within the region of the arteries, defined
by thresholding the magnitude flow images. The flow into the FM and SSS is obtained in the same way as BA
flow, but in the future FM regions could be automatically located using active shape models.
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Figure 3. Expected linear model of flows using PCA

Typical flow curves obtained from the MR images are shown in Figure 2. Note that FM flow follows closely
to CA & BA flow and peak delay between CA & BA flow and AQ flow. Correlations between the various flow
measurements were calculated, and are given as absolute values in Table 1. Significant correlations (≥ 0.75) are
shown in bold. There are strong correlations between arterial in flows and CSF flow at FM, and venous out flow
and aqueductal flow. However, there is no apparent correlation between arterial and venous blood flow.

2.3 Principal Component Analysis

The data consisted of five flow measurementsk (AQ, BA, CA, FM, SSS) for each of the 16 subjectsi = 1...N ,
with 16 time points for each flow. They were concatenated into one 80-dimensional vector for each subject, giving
a 16 × 80 data matrix. The aim was to apply PCA in a quantitative statistical manner, explicitly making use of
singular-value decomposition (SVD) as a hyperplane fit to the data. This procedure required that all of the input
data had homogeneous errors. Therefore, each individual flow measurementxk,i was first weighted by the standard
deviationσk (k = 1...5) derived from reproducibility experiments. The covariance matrix ofKx′ of the input data
was then calculated for allN subjects using

Kx′ =
1

N − 1

i=N∑

i

(x′i −mx′)(x′i −mx′)T (1)

wherex′i = xi/σk andmx′ is mean value for each time point of flow. Then we set the off-diagonal terms of 16x16
diagonal blocks to zero because we are looking for covariance between flows but not with itself, also the nature
of CSF & blood flows assumes that we cannot have time shifted and linearly transformed flow appearing in itself,
Figure 3. SVD was then applied to perform PCA on the covariance matrix, using

A = UWV T (2)

where A = covariance matrixKx (80x80), and W is a diagonal matrix whose values are the eigenvalues of the K
matrix. U and V are 80x80 orthogonal matrices whose columns are the eigenvectors (ej) of the K matrix.

3 Results

An 80-dimensional Monte-Carlo simulation was performed using a unit Gaussian noise model, in order to estimate
the noise in the analysis. The results of square-root eigenvalues from the flow data and synthetic Monte-Carlo noise
are shown in Figure 4.

4 Conclusions

Diseases such as vascular dementia and hydrocephalus may destroy the equilibrium normally present between
cerebral blood and CSF flows. The ability to model the flow processes present in normal subjects would allow
the identification of these disease-related abnormalities. In previous work [3], we explored the possibility of
developing a physical model of cerebral blood and CSF flows, based on the identification of an equivalent electrical
circuit. Instability in the model parameters during optimisation indicated over-specification of this model, leading
to a requirement for an estimation of the number of independent modes of variation in the data.

In the wider context, this work acts as an exemplar for the quantitative application of PCA. By ensuring that
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Figure 4. modified covariance matrix and standard deviations of flow and MC noise

the input data have homogeneous errors, the singular-value decomposition applied in PCA is explicitly used as
a hyperplane fit. This allows the extracted eigenvalues to be interpreted as measures of the signal present above
the background noise level, i.e. as an absolute measure of the information content of the data. In this paper we
have described such an estimation process, but the results indicate that eigenvalues do not converge to the noise
and we cannot have compact linear model for flow data. This is to be coincide with previous work [4] in which
the non-linear transformation applied to quantitative measurements of flow in order to obtain a space of uniform
errors resulted in a non-linear system that could not be compactly described using PCA. This could explain why
we could not have stable fit of electrical circuit equivalent model in our previous work [3].

Applying ICA to the data is considered. ICA is very general-purpose statistical technique in which observed
random data are linearly transformed into components that are maximally independent from each other. However,
the way ICA defines the linear transformation cannot enforce conservation of cranial flow volume which our data
set has to assume. On the other hand PCA uses covariance matrix to find linear model and so we can naturally
have conservation of the flow volume.
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Identifying Tissue Types in MR Images of the Prostate 

P.D. Allen*, L. Hamlett , J. Graham and C.E. Hutchinson 
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Abstract.  In this paper we present an initial exploration of the use of image texture measures to distinguish 
glandular and stromal Benign Prostatic Hyperplasia (BPH).  Using image entropy and grey-level 
granulometry we show that quantitative texture measures can be found that correspond to visual classification 
of images into “granular” and “smooth” appearance, which have previously been associated with these 
classes.  Some texture measures also correspond with the ratio of the volumes of the prostate’s central gland 
and peripheral zone, which is also considered to be indicative of the severity of BPH. 

Introduction 

Benign Prostatic Hyperplasia (BPH) is a non-cancerous enlargement of the prostate that affects 80% of men 
over the age of 40 and 95% of men over 80.  The enlargement can cause constriction of the urethra, which runs 
through the prostate, resulting in obstruction of urinary flow [1].  In 25% of men aged 80, the symptoms are 
sufficiently severe to require treatment by transurethral resection of the prostate (TURP).  However, this 
treatment has high cost, morbidity (16%) and mortality (2.01%) [2], so alternative treatments are sought. 

Anatomically, the prostate can be divided into a number of zones: peripheral, central, transitional and fibro-
muscular.  In MR images only two regions can be distinguished: the peripheral zone (PZ) and the remaining 
anatomical zones collectively known as the central gland (CG) (see figures 1 and 2).  BPH primarily affects the 
transitional zone, which, in the presence of disease, is the main component of the central gland, so one approach 
to recognising and estimating the severity of BPH is to measure the ratio of central gland to peripheral zone 
volumes (CG/PZ).  This approach requires differential segmentation of the MR images [3].  However, a 
different approach is possible involving characterisation of the tissue of the central gland.  There are two 
principal components of BPH: glandular and muscular or stromal [4].  Ishida et al [5] observed that, in T2-
weighted MR images, some areas of the prostate show a variety of heterogeneous and nodular patterns 
associated with BPH, and other studies have also made qualitative descriptions of enhanced tissue heterogeneity 
in BPH [6].  These observations may be associated with differing proportions of stromal and muscular tissue 
present.  Measurement of the degree of tissue inhomogeneity may not only provide a useful biomarker to 
identify the severity of disease, but may permit differential diagnosis, with consequences for pharmaceutical 
treatment.  For example α-blockers may be effective at treating patients with a large percentage of stromal 
growth, while predominantly glandular BPH may be more appropriately treated with 5-α-reductase inhibitors[4]. 

This study represents an exploratory investigation of the possibility of making quantitative measurements of 
tissue inhomogeneity from MR images.  

Methods 

Image Data 

For this study we have used T2-weighted fat suppressed (T2FS) images as these result in good separation of the 
prostate from most surrounding tissue and enhanced distinction between CG and PZ compared to T2 or T1 
weighting.   Images from 22 patients with BPH were collected using a Philips Gyroscan ACS MR scanner 
(software version NT5.3, Power Track 600, synergy body coil).  Each Image consists of 50 axial slices with a 
thickness of 2mm and in in-plane resolution of 1.56mm.  Each volume image has been manually segmented in 
3D to define the surfaces of the whole prostate and the central gland.  For 16 of the patients urodynamic data is 
also available in the form of maximum flow rate, average flow rate and time to maximum flow.  

Figures 1a and 2a show two examples of axial slices from our data set in which the central gland and peripheral 
zone have been labelled.  Figure 1a shows the inhomogeneous, granular appearance characteristic of 
predominantly glandular BPH; the compression of the peripheral zone due to the enlargement of the central 
gland is very clear in this case.  Figure 2a shows the rather smoother appearance indicative of stromal BPH. 

Image Analysis 
                                                           
* Contact: Philip.Allen@manchester.ac.uk 

71



As the appearance of the glandular central gland is characterised by bright blotches, we investigated 
granulometry as a potentially useful approach to determining texture.  We used, for comparison, the entropy of 
the intensity distribution as a first order statistic that might be sensitive to the different intensity spreads in the 
two cases.   

Entropy of the image grey-level histogram.  The broader range of grey-levels associated with the granular 
pattern should result in different grey-level distributions for the glandular and stromal cases.  Figures 1b and 2b 
show the grey level distributions in the CG for the respective images (one bin per intensity level); in each case 
these have been calculated from the central five slices.  The increased grey-level range in the granular case is 
clear.  The compactness of the histogram can be measured as the entropy log( )H p p= −∑  of the histogram, 
normalised to unit area. 

Granulometry.   Grey-level morphological operations, such as grey-level opening and closing, result in changes 
in the relative sizes of bright and dark regions of the image.  Performing these operations with successively 
larger structuring elements results in a signature of brightness change that is characteristic of the spatial 
distribution of grey-levels.  For this experiment circular structuring elements were used.  

 

Figure 1 (a) The central axial slice through an image of a prostate showing the granular appearance 
characteristic of glandular BPH. (b)  The histogram of grey levels from 5 slices around this axial slice.  

 

Figure 2 (a) the central axial slice through an image of a prostate showing the smooth appearance characteristic 
of stromal BPH. (b)  The histogram of grey levels from 5 slices around this axial slice.  

Figure 3a shows an example signature of total image grey level as a function of structuring element size (scale) 
in a granulometry sequence of successive openings (bright regions of increasing size are “sieved out”).  The 
overall brightness of the image is reduced incrementally.  Figure 3b shows the change in brightness at each scale 
(the differential of 3a), often referred to as the size spectrum.  We derive a number of granulometry features 
from these signatures. However, the one which provided useful correlations with target measures was the 
“entropy” of the size spectrum (obtained by treating the size spectrum as a frequency distribution and 
performing the entropy calculation). 

a b Central
Gland

Peripheral 
zone 

a b Central
Gland

Peripheral 
zone Grey Level 

Grey Level 
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Figure 3  Granulometry signatures for the image shown in figure 2.  a) Total image intensity within the CG as a 
function of the radius of the structuring element (S).  b) The change in intensity as a function of S – the size 

spectrum. 

Experiments 

In this exploratory study we have sought to identify whether quantitative measures of texture can provide useful 
information regarding tissue type.  We have calculated Spearman correlation coefficients between each of the 
measured parameters and urodynamic data for the 16 patients for which this was available.  Table 1 shows the 
most significant correlations found. 

Measure Time to Max flow 

CG/PZ ratio (central 5 slices) -0.5531 

CG/PZ ratio (whole prostate) -0.5186 

Image entropy (H) (central 5 slices)  -0.5871 

Image entropy (H) (whole prostate) -0.4879 

 

The GG/PZ ratio was calculated from the manually marked up surfaces, both on the total prostate volume and 
the central five slices.  Image entropy was also calculated from the central five slices and the total volume of the 
CG.  Correlations between these variables and the other urodynamic measures, and between the other image 
variables and all urodynamic measures were small.  The CG/PZ ratio is potentially a diagnostic biomarker for 
BPH.  One of the aims of this study was to investigate tissue inhomogeneity as an alternative biomarker.  Table 
2 shows the most significant correlations between texture measures and the CG/PZ ratio. 

 

 

 

 

 

Both image entropy and the entropy of the size spectrum show correlations with the CG/PZ ratio, particularly if 
the value is calculated from five slices around the central slice.   

To determine whether image texture measures can distinguish granular (inhomogeneous) central glands from 
smooth ones, the image set was  visually split into two groups.  Table 3 shows the mean values and standard 

CG/PZ Ratio Image Entropy Entropy of the size 
spectrum  

Whole Prostate 0.4697 0.4424 

Central five slices 0.5002 0.7482 

a b 

Table 1.  Most 
significant correlations 
between measured data 
and urodynamic data 

Table 2.  Most 
significant 
correlations 
between texture 
measures and 
CG/PZ ratio 
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deviations of the most significant measures for the two groups together with the probability value from a two-
tailed t-test for the most significant measures. 

Table 3  Measured values – mean (s.d.) – of the most significant image measures for groups manually classified 
as granular (inhomogeneous) and smooth.  The p-values arise from a two-tailed t-test to measure the 

significance of the distinction between the groups. 

Conclusion and Discussion 

In this study we have explored the use of quantitative texture measures to distinguish those prostates that exhibit 
a granular (inhomogeneous) appearance from those that appear smooth.  Two of our measures, image entropy 
and entropy of the size spectrum, conform with a visual separation into the two groups.  This visual separation 
also corresponds with the variation in central gland to peripheral zone volume (table 3).  There is sometimes an 
advantage in measuring the features from the five central slices of the prostate over measuring the whole 
volume.  We have separately (unpublished) identified a close correlation between the CG/PZ ratio calculated 
from the whole volume and estimated from the central slices, and the measures here are consistent with this.  
While our groups are not verified by histology as corresponding to glandular and stromal BPH, previous studies 
have shown a relationship between the visual appearance of MR images and histological typing [5].  Our results 
give reason to believe that this distinction may be possible using quantitative measures of the MR images.  
Image entropy and entropy of the size spectrum also show some correlation with the CG/PZ ratio (table 2).  
Differential segmentation of the prostate is potentially troublesome as there are regions where the separation of 
the CG and the PZ is unclear and regions where placement of the outer boundary of the prostate is difficult [3].  
These results indicate that there may be value in further exploring the CG structure as an alternative image-
based measure to assess BPH.  None of the measures correlate particularly with the urodynamic measures, other 
than those shown in table 1.  These measures are relatively straightforward to make clinically, but it is not clear 
whether they provide very sensitive information for assessing the severity of BPH. 
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Group CG/PZ 
(central) 

CG/PZ (whole 
prostate) 

H (central) H (whole 
prostate) 

Entropy of the 
size spectrum 

Granular 0.692 (0.097) 0.654 (0.106) 8.804 (0.24) 9.161 (0.137) 4.213 (0.02) 

Smooth 0.486 (0.1) 0.459 (0.077) 7.99 (0.309) 8.422 (0.2) 3.891 (0.048) 

p-value 0.0001 0.0001 <10-4 <10-4 <10-4 
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Abstract 

In surgical procedures for femoral shaft fracture treatment, current techniques for locking of distal holes on 
an intramedullary nail (i.e. distal locking) rely heavily on the use of two-dimensional X-ray images, to guide 
three-dimensional bone drilling processes. Therefore, a large number of X-ray images are required as the 
surgeon uses his/her skills and experience to locate the distal hole axes. Since the long term effects of X-ray 
radiation and their relation to different types of cancer still remains unknown, there is a need to develop a 
surgical technique that can limit the use of  X-rays during the distal locking procedure. A Robotic-Assisted 
Orthopaedic Surgery System has been developed at Loughborough University to assist orthopaedic surgeons 
by reducing the irradiation involved in such operations. This system employs a novel approach of using a 
calibration frame with an X-ray based vision system to measure the direction of the distal holes axes. The 
system simplifies the current approach, as it uses only two near-orthogonal X-ray images, thereby 
considerably reducing the irradiation to both surgeon and patient. Laboratory test results have shown that the  
proposed system is very robust in the presence of variable noise and contrast in the X-ray images.  

1.Introduction 

Nowadays, intramedullary nailing is the best available method for femoral shaft fracture treatment [1], as it 
provides adequate stabilization for the mid-shaft fractures. However, in order to provide a more effective 
fixation, i.e. rotational and axial stability, concept of distal locking has been introduced [2]. The intramedullary 
nail is in the form of a stainless steel tube with fixation holes at the proximal and distal ends. The deformation of 
the intramedullary nail during surgical procedure makes the insertion of the distal locking screws the most 
demanding step. Many devices have been developed to assist orthopaedic surgeons during distal locking. 
Examples include proximally mounted targeting devices [3], image intensifier mounted devices [4], laser 
devices [5] and mechanical guides [6]. However, all of these devices and techniques have deficiencies, for 
example, they are only selectively applicable, are cumbersome and difficult to use, time consuming, or are not 
sufficiently accurate. Due to their simplicity, free hand techniques are used nowadays by most of the surgeons as 
the best available method for the distal locking procedure [7]. However, the free hand technique uses the so-
called  “perfect circle approach” i.e. the position of the C-arm on the stationary leg is adjusted with continous X-
ray imaging until the two distal holes appear as near perfect circles rather than simply as ellipses. The surgeon 
then adjusts the entry point and orientation of the drill so that its axis coincides with the corresponding distal 
hole axis. Drilling proceeds incrementally, with each advance verified with a new pair of X-ray images. The 
major disadvantages of this technique are excessive irradiation to both surgeon and patient and lengthy 
operational time which depends extensively on the experience of the surgeon. 

2.Method 

The aim of this study is to develop a system which can eliminate the conventional “perfect circle approach”, thus 
reducing surgery time and the surgeon’s cumulative radiation exposure. Furthermore, the outcome of the distal 
locking procedure will be improved by ensuring that the drill and the axes of the distal holes are in alignment, 
thereby eliminating geometric errors and their associated complications. The system determines the direction of 
the two distal holes axes with respect to a calibration frame, which contains two Lateral and two AP calibration 
plates as shown in Figure 1(a). These calibration plates have an array of fiducial markers embedded on them. 
The adopted technique is implemented in the following manner: 

2.1 Capture of Intraoperative X-ray images 

In laboratory trials, two nearly orthogonal i.e. Lateral and Anterior-Posterior (AP) view X-ray images of the 
distal end of the intramedullary nail are taken together with the calibration frame as shown in Figure 1(b). 
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(b)
Lateral view
Calibration plates(a)

AP view
Calibration plates

 

Figure 1 (a) Calibration frame (b) Typical Lateral view (L.H.S) and AP view X-ray images during laboratory 
trials 

A simulation of the distal locking procedure is performed using a cylindrical nail of 14mm diameter containing 
two distal holes of 6.8mm diameter that are 3cm apart to represent a standard intramedullary nail. The nail is 
rotated by known angles (so that results obtained from image vision analyses can be verified) using a specially 
designed test-rig.  

Keeping in mind that robustness, reliability and repeatability are of paramount importance when introducing 
new technologies in operating theatres, all the steps involved during image vision analyses are fully automated, 
and hence the image vision system is user independent. Once intraoperative X-ray images are obtained, image 
vision analyses are performed in the following manner: 

2.2 Fiducial Recognition 

X-ray Photogrammetry techniques work by introducing fiducials in radiographic images to reconstruct 3D 
locations of imaged object points. Therefore, at first, automatic fiducial recognition is carried out to determine 
the image (pixel) co-ordinates of all the visible fiducials, in Lateral and AP X-ray images. These fiducials link 
the real world and the 2D image space, due to their presence in both.  

2.3 Localized Distortion correction 

X-ray images have inherent distortion, mainly due to the internal geometry of the image intensifier and the 
influence of magnetic fields on the electron acceleration within the X-ray tube. Therefore, localized distortion 
correction based on fiducial neighbourhood scanning has been undertaken for intraoperative distortion 
correction of the X-ray images [8]. Using localized distortion correction implies that data obtained directly from 
actual intraoperative images is used to perform distortion correction. As a result, assumptions do not have to be 
made with regard to magnetic influence in the operating room, the internal geometry of the Image Intensifier 
tube or the orientation of the C-arm unit. 

2.4 Location of X-ray Source  

X-rays can be considered to be a special case of central projection [8], in which all the rays pass through a 
perspective centre i.e. focal point. Therefore, in order to convert 2-D image information into 3-D position, it is 
essential to determine the focal point in both Lateral and AP views. After fiducial recognition, focal lines are 
constructed. Construction of the focal lines is accomplished by selecting an image point within the registration 
image, and assigning its corresponding world co-ordinate to a point on each of the two calibration plates in the 
relevant view. In this way, for a single image point, two corresponding world co-ordinates form a line in space, 
i.e. a focal line. Ideally these focal lines should intersect at a true focal point. However, due to the nature of X-
ray imaging system, the lines do not intersect in this way, thus an estimated focal point must be obtained. 
Therefore, to obtain the focal point, the intersection of each pair of focal lines is obtained. For pairs which do 
not intersect, the point of closest approach is determined as the intersection. The centre of gravity of this set of 
intersection points is used to determine the estimated focal point. 
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2.5 Location of the nail axis  

In order to determine the nail axis in space, automatic nail border detection is first carried out in both Lateral and 
AP views. By assuming that the nail axis coincides with the centre of the nail borderlines, the two boundary 
edges for the nail are then bisected to determine the nail axis in both views. In the Lateral view it is possible to 
find points on the centre line of the nail. Once these points are known in the image plane, a triangulation 
technique [9] is used to find their corresponding world coordinates on the calibration plate. Both these points in 
conjunction with the Lateral view focal point define a plane. A similar approach is carried out for AP view. 
Once these planes are defined in the Lateral and AP views, their intersection defines the nail axis in space 
[10,11], as shown in Figure 2. 

Lateral
Focal point

AP Focal point

Lateral source 
Calibration plate

AP  source 
Calibration plate

Plane defined
in lateral view

Plane defined
in AP view

 

Figure 2 Location of the nail axis in space 

2.6 Feature extraction to determine drilling trajectory 

During the rotation of the nail, the angle of the major axis of the oval-shaped distal hole projection changes 
significantly, whereas the nail axis remains constant. Therefore, the region containing the distal hole projection 
is selected from the Lateral view. Image segmentation is then performed to extract the oval, the major axis of 
which is then determined using moments. The angle λ  between the major axis of the oval and the nail axis, is 
then determined as a characteristic measurement, as shown in Figure 3. 

Nail axisλ

Major axis of oval

Nail axisNail axisλ

Major axis of oval

a b  

Figure 3 Angle between the major axis of the oval and the nail axis. (a) Concept. (b) Implementation using 
image vision analyses  

The desired drilling trajectory must pass through the centre of the distal hole, which can be obtained from the 
intersection of the nail axis with the distal hole axis. This is achieved by intersecting the nail axis with the line-
of-sight that passes through the centre of the distal hole. In order to construct this line-of-sight, the image (pixel) 
co-ordinates of the centre of the oval-shaped distal hole projection are measured using lateral view X-ray image. 
Then application of triangulation technique [9] to this measured pixel location, allows the corresponding 
calibration plate intersection point “PSource” to be calculated. Therefore, a line-of-sight is defined using the 
known focal point of the lateral view in conjunction with “PSource”, which passes through the centre of the distal 
hole “O” as shown in Figure 4. 
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Figure 4 Determination of distal hole's centre [2] 

The angle φ , between the nail axis and the line-of-sight yields the rotation of the nail about the X-ray imaging 
axis in the Lateral view. The characteristic measurements,  λ and φ , are then used in conjunction with a model 
of the nail (obtained using Manufacturer’s data) to determine the direction of the axes of the distal holes. 

2.7 Influence of contrast and noise variations  

During this study, special attention has been given to the effect of variable contrast and noise in the X-ray 
images on image vision analyses. To measure accurately the performance of vision system, the combined effects 
of noise and contrast must be evaluated. Since the contrast of an X-ray image is controlled by a combination of 
X-ray tube voltage and current, different combinations of voltage and current are used during laboratory trials to 
achieve a wide range of contrast in the X-ray images. Noise can prove to be a major limiting factor in image 
segmentation. Simulated Gaussian noise of known mean and standard deviation was added to each of the 
variable contrast images. Subsequent tests showed that good repeatability (less then 0.1O difference in 
measurement of the distal holes axes direction) could be obtained for up to 15% of gaussian noise across a wide 
range of contrast.  

3. Results and Conclusion 

In this study, an automated image vision system is presented to determine the position and orientation of the 
axes of the distal holes of the intramedullary nail by using only two intraoperative X-ray images. The system is 
tested with data obtained through laboratory trials as described in section 2.1. The analyses have shown that the 
proposed algorithm is able to predict the rotation of the nail about its long axis with a mean accuracy of 0.20O 
(worst case being  0.35O) which is well within the acceptable limit of +/- 1O. Therefore, the aim of reducing X-
ray radiation exposure to the minimum possible in locating accurately the axes of the distal holes of 
intramedullary nail has been successfully achieved.  
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Abstract. Mesh-Warping is an emerging technology for the automatic generation of volumetric meshes of
anatomical structures for finite element modelling. An image registration step is used to individualise a standard
mesh to a new subject. There is a potential trade-off between the quality of the anatomical fitting and the
geometrical quality of the resulting mesh. In this paper we investigate such trade-off for two well known
image registration techniques, fluid and B-Spline FFD, used to generate meshes on 5 normal subjects and 5
subjects with (Alzheimer’s disease) pathology. The results show that fluid registration techniques are better
suited for mesh warping purposes than B-Spline FFD-based methods without additional explicit regularization
constraints.

1 Introduction

The use of biomechanical modelling to simulate anatomical structure behavior is an emerging field in medical
imaging. A common method for biomechanical modelling uses 3D models of the targeted tissue/structure which
are solved using the Finite Element Method (FEM). Such models are typically 3D finite element meshes in which
each element is labelled with the mechanical properties associated to its corresponding structure/tissue.

Several applications require patient-specific meshes and not a general model of the structure due to the high
anatomical population variation. Mesh-warping [1] (MW) (also mesh-matching [2]) is a generic technology for
individualising a reference mesh to a new subject using image registration. It can be divided into three main steps:
reference mesh generation; image registration; and mesh transformation. Such strategy offers several advantages
since the reference mesh can be developed off-line, with manual assistance to match important anatomy since the
meshing is only done once. Therefore, MW is a faster strategy than constructing individual meshes in a study and,
more important, it maintains correspondence between elements of meshes defined on different subjects, which
it is not usually possible for meshes generated independently, allowing statistics to be performed on population
anatomical variation encoded in the mesh.

There are particular challenges in applying MW to brain images due to the complex geometry and intra-patient
variability. Furthermore, each one of the steps in a Mesh-Warping procedure could be achieved by different
ways. In this paper, we carefully consider the competing demands of maintaining mesh geometrical quality while
ensuring a sufficient good fit to the target brain. In particular, we warp a normal reference mesh onto both normal
and abnormal pathology; the latter case will require larger distortion of the reference mesh and be a stronger test
of the registration algorithms. We have applied the Mesh-Warping procedure on a database of 5 images of controls
and 5 of Alzheimer’s disease patient cases.

2 Mesh warping

2.1 Reference mesh generation

In order to generate the reference labelled image, we use the MNI Brainweb atlas 1. We have taken into account
the tissue labels corresponding to the CSF, the grey matter and the white matter, together with a zero label that
includes the background, the skull and other structures such as the muscle or the skin. We have incorporated an
additional label, the hippocampi, obtained from a semi-automatic segmentation by clinical experts [3], due to its
relevant role in Alzheimer’s disease, thus totalling 5 different labels.

�

Email: o.camara-rey@ucl.ac.uk
1http://www.bic.mni.mcgill.ca/brainweb/
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Once the reference labelled image is built, we consider the non-zero labels as a whole, thus generating a surface
mesh with the marching cubes [4] algorithm. Volume finite element (4-noded tetrahedra) meshes were then ob-
tained using the NETGEN 2 openSource software [5]. We generated meshes with different number of elements
(fine resolution: 10749 nodes and 52297 elements; very fine resolution: 163765 nodes and 868404 elements) in
order to study the amount of detail needed to distinguish critical regions in our application such as the interface
between the grey and white matter.

Figure 1. Reference mesh generation. From left to right: MNI Brainweb grey-level atlas image; mapping image
of the fine resolution mesh; mapping image of the very fine resolution mesh; tetrahedra (contours) corresponding
to regions created by the partial volume labelling strategy.

The mesh labelling step will assign a set of particular biomechanical properties to each tetrahedron, once mesh
construction is complete. Label information is mapped from the reference image into the mesh through a raster-
ization procedure [6], that computes the whole set of voxels that intersects with each mesh tetrahedron. Having
the intersection set, we compute the percentage/probability of each label for each specific tetrahedra within the
intersection set. If there are similar percentages for more than one material in the tetrahedron, we create a new
label/region. The use of this partial volume labelling (right in Figure 1) leads to 31 possible regions, created from
the 5 original labels, which reduces the impact of the discretization of the meshes.

2.2 Registration

In general, the main goal of a registration algorithm is to provide the transformation that best achieve correspon-
dence between the source and target images, under some regularization constraints to ensure the local continuity
of the transformation. Nevertheless, for Mesh-Warping purposes, it is essential to avoid folding in the deformation
fields (non-diffeomorphic transformations) in order to preserve the geometrical quality of the mesh elements and
thus ensure the convergence and numerical stability of subsequent finite element analysis which uses the warped
meshes. In order to study this, we have applied two different voxel-based registration algorithms with different be-
haviour with respect to the regularization of the resulting transformations: a B-spline FFD registration [7] method
without explicit regularization constraints; and a fluid registration [8] method.

Firstly, each brain grey-level image at each time-point was registered to the atlas using a 15 degrees of freedom
affine registration3 with Normalised Mutual Information (NMI) as the image similarity measure. In a B-spline
FFD registration technique [7], deformations of the object are achieved by tuning an underlying mesh of control
points, regularly distributed on the image, interpolating the control point displacements to obtain a smooth and
continuous

���
transformation. Nevertheless, this method can provide non-diffeomorphic transformations due to

the lack of explicit regularization constraints in its original formulation. In this work, we have used a multi-
resolution and multi-grid version of the algorithm with a spacing between control points starting at 20mm and
going down to 2.5mm. In a fluid registration technique [8], the source image is modeled as a viscous fluid which
gradually deforms over time to match the target image, providing diffeomorphic transformations. In this work, a
fast version of the technique, run at half image resolution was applied.

2.3 Warping of the reference mesh and correction of bad elements

In this stage, the atlas mesh is warped to fit the patient geometry using the deformation fields computed by both
registration techniques. As discussed above, the geometrical quality of some mesh elements can be degraded
after MW. Therefore, a correction of these critical elements might be sometimes needed, but preventing severe

2 http://www.hpfem.jku.at/netgen/
3http://www.image-registration.com
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topological changes in order to preserve a good fitting with the patient anatomy and correspondence between
meshes. In this work, we have tested a simple mesh regularization step that consists in the displacement of the
critical nodes to the barycenter of their element.

3 Validation study

We have applied the Mesh-Warping procedure on a database of 10 MR scans (1.5 Tesla Signa unit, General Elec-
tric; 256*256 image matrix; 124 contiguous 1.5mm coronal slices; acquisition parameters: TR/TE/NEX/FLIP -
35/5/1/35) corresponding to controls (5 scans) and Alzheimer’s disease patients (5 scans). In order to achieve
a proper validation, we will need a gold-standard tissue segmentation for each image, which is currently in-
feasible. Instead, we make use of reasonable gold-standard brain-masks (grey and white matter) obtained from
semi-automatic segmentations [3] by clinical experts. Therefore, we will be evaluating the fit at the cortical and
ventricular surfaces. In the future, when the reference mesh will feature more anatomical labels, the fitting assess-
ment will be made at all relevant anatomical boundaries.

3.1 Fitting quality of the warped meshes

A simple check of the registration quality was performed by computing the classical Jaccard overlap measure [9]
of semi-automatically obtained brain-masks before and after each registration stage. Overlap values (mean � STD)
were: (a) after 15dof registration = 0.76 � 0.05 (b) after 15dof+B-spline FFD registration = 0.89 � 0.01. (b) after
15dof+fluid registration = 0.87 � 0.01.

Furthermore, we have also computed the overlaps (see Table 1) between the brain-masks and the mapping onto an
image of the very fine resolution meshes before (FBMW) and after (FAMW) Mesh-Warping (ratio FAMW/FBMW)4.
Figure 2 presents some slices of the mappings corresponding to warped meshes obtained with different registra-
tions for a control and for a patient.

Figure 2. Fitting of the warped meshes (three left images for a control case and three right images for a patient
case). From left to right: original control image; mapping of the mesh warped with the B-spline FFD technique;
mapping of the mesh warped with the fluid technique.

3.2 Geometrical quality of the meshes

We have chosen a widely used criteria to evaluate element geometry that is defined as the ratio between the radius
of the inscribed circle and the longest edge in the tetrahedron: ������� �
	���������� . Such criteria is equal to 1 in the case
of optimal geometrical quality, i.e. equilateral tetrahedron, and ����� for folded elements . We have computed the
percentage of elements on each very fine resolution mesh corresponding to a given range value of � (see Table 1).

Table 1. Fitting and geometric ( � ) quality. Reg.: Registration; FBMW: Fitting Before Mesh-Warping; FAMW:
fitting After Mesh-Warping; Mesh res.: Mesh resolution; C: Controls; P: Patients.

Reg. Image Fitting Geometrical quality ( ����� � )
(FAMW / FBMW) FBMW FAMW!

0 0-0.3 0.3-0.7 " 0.7
!

0 0-0.3 0.3-0.7 " 0.7

B-spline C 0.91 # 0.02 0.000 0.000 26.481 73.519 3.742 16.061 69.478 10.7192
FFD P 0.87 # 0.03 0.000 0.000 26.481 73.519 7.322 20.847 63.221 8.610
Fluid C 0.89 # 0.02 0.000 0.000 26.481 73.519 0.003 1.888 71.233 26.876

P 0.87 # 0.03 0.000 0.000 26.481 73.519 0.004 2.351 73.156 24.489

4The use of this ratio allows an unbiased analysis of the fitting with respect to the reference mesh generation stage (the FBMW is not equal
to $&% ' due to the decimation, smoothing and refinement steps).
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3.3 Discussion

With respect to the mesh resolution aspect, we can visually observe (see Figure 1) that fine resolution meshes fail
to cope with subtle anatomical structures, in particular in the cortical surface and the GM/WM interface.

The B-spline FFD registration technique provides slightly better fitting than the fluid one, but both methods give
transformations assuring a good matching with the patient anatomy after MW. Nevertheless, fluid registration
preserves better the geometrical quality of the meshes after MW than the B-spline FFD-based technique (see
Table 1), due to the diffeomorphic transformations provided by the fluid method. The similarity between the
fitting compared with the differences between the geometrical quality provided by both registration techniques
demonstrate the non-uniqueness nature of a registration problem. We can also notice that the fitting and geometrical
quality of the warped meshes are only slightly better for controls than for patients, proving that both registration
techniques used in this work can cope with the severe deformations between the patients and the atlas.

The mesh refinement step removes all folded elements due to the fluid-based Mesh-Warping, but it is not enough
to correct for the large amount of bad elements produced by the B-spline FFD registration technique.

4 Conclusions

We have presented a study of image registration for Mesh-Warping purposes, analyzing the trade-off between
fitting and geometrical qualities of the warped meshes. The need of high resolution meshes have been showed,
together with the better behavior of fluid registration techniques with respect to B-spline FFD ones (98% versus
76% of elements with ��� ��� � after MW). The use of simple refinement strategies after Mesh-Warping corrects
for folded elements created using fluid techniques, but more sophisticated techniques must be used in conjuntion
with registration methods providing non-diffeomorphic transformations. Future work will be focused on the use
of atlases including structures like the brain lobes, the gyri or other structures relevant to dementia and on the
incorporation in the registration step of a regularization constraint based on the geometrical quality of the mesh
elements, thus avoiding the need of the refinement stage after the Mesh-Warping procedure.
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Abstract. To measure the general agreement between the fuzzy membership labelling images, we present the 

Partial Volume Overlap Similarity Index (PVOSI) that takes into account of partial volume overlap between 

voxels and therefore will not lose the advantage of the fuzzy labelling. We also present the Binary Volume 

Overlap Similarity Index (BVOSI) that measure the spatial overlap between two fuzzy membership images, 

and the corresponding agreement distribution analysis method. 

1  Introduction 

To compare segmentation and registration results quantitatively, agreement measures are required. In one of our 

studies, we need to compare the fuzzy tissue classification results of magnetic resonance (MR) brain images from 

two different methods [1]. Both methods output the fuzzy membership labelling images representing the 

segmentation results for each tissue type. Fuzzy membership labelling images provide much accurate estimates of 

the segmentations and better basis for further quantitative analysis such as volume calculation than binary 

labelling images. 

A fuzzy membership labelling image is not a normal image in which a voxel's value represents the strength of 

signal but a collection of probability values presented in the same format as its associated image. The voxel's 

value xC in a fuzzy membership labelling image C for tissue type T is a real number ranging from 0 to 1 

representing the probability of its corresponding voxel x in the associated MR image I being classified as tissue 

type T. Because the voxel's value is originally calculated from the volume proportion of tissue type T in its 

associated MR image voxel based on the partial volume effect, it is equivalent to the volume of tissue type T in 

the voxel in a normalized volume with all tissue types' volumes added up to 1 

Given a fuzzy membership labelling image of tissue type T from method 1, C1, and from method 2, C2, the 

problem is how to measure the agreement of C1 and C2 in a simple way but without losing the advantages of the 

fuzzy membership. To accommodate the features of the fuzzy membership images, a general agreement measure 

desired should therefore (1) measure the agreement of segmentations only, i.e. exclude the background; (2) 

measure the agreement of two voxels by taking the partial volume overlap into account, i.e. provide higher 

accuracy than simple binary overlap measure. 

Although there are various similarity and spatial correspondence measures that have been used in registration, 

validation and comparison applications [2-6], and can measure the agreement of the fuzzy membership image to 

some extent, none provide both features listed above. In this paper, we present a general agreement measure, a 

spatial agreement measure, and an agreement distribution analysis method for comparison of two fuzzy 

membership labelling images. 

2  Theory 

2.1  Partial Volume Overlap Similarity Index 

Suppose C1 and C2 are two fuzzy membership labelling images, and xC1 is a voxel in C1 and xC2 is its 

corresponding voxel at the same position in C2. When a voxel has the minimum value of 0, it is called the 

background voxel here. When xC1 and xC2 have the same value v and v≠0, it is said xC1 and xC2 are fully 

overlapped. When any of xC1 and xC2 is the background voxel and no matter whether the other is the background 

voxel or not, it is said they are not overlapped. Otherwise the two voxels are said to be partly overlapped. The 

degree of partial overlapping, or the partial overlap volume of two vexels, is defined to be equal to the lower of 

the two voxel values. When all voxels of the fuzzy membership labelling image C1 and C2 are fully overlapped or 

not overlapped, it is said that the two images are fully overlapped or not overlapped, respectively. Otherwise they 

are said to be partly overlapped. 
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To measure the agreement of two fuzzy membership labelling images in a general way, we define the partial 

volume overlap similarity index (PVOSI) as 
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where C1, C2 are fuzzy membership images, VP(E)(C1,C2) is the partial overlap volume of C1 and C2 under E, E 

denotes the criteria for the voxel values used for the calculation, VP(E)(C) denotes the partial overlap volume of C 

and itself under E. VP(E)(C1,C2) is defined as 
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where vn(x) is the value of voxel x in the fuzzy labelling image Cn and vn(x) satisfies E, w(x) is the weighting 

factor for each voxel pair. When no criteria E is indicated, the default is v≥0, which means all voxels in the 
images are included for the calculation of the partial overlap volume. 

The value of PVOSI depends on the degree of both spatial overlapping of the segmentations and the sum of the 

partial overlap volumes of two corresponding voxels in the segmentations. When w(x) is set to a constant 1, the 

PVOSI is intrinsically weighted towards the high spatial overlapping of high value voxels. The overlapped 

background voxels do not contribute at all. The contribution of the overlapped low value voxels is included in the 

measure but intrinsically weighted down by the their low values. The distinguishing between contributions of 

high and low value voxels is desired for us because we are more interested in the agreement of the major parts of 

the fuzzy membership labelling images and less interested in the agreement of low value voxels that are more 

prone to partial volume effect, noise and errors. Only when two fuzzy membership labelling images are fully 

overlapped, can their PVOSI achieve the maximum value of 1. When two fuzzy membership labelling images are 

not overlapped, their PVOSI has the minimum value of 0. When they are partly overlapped, their PVOSI ranges 

from 0 to 1. 

2.2  Binary Volume Overlap Similarity Index  

As well as the general agreement measure, we introduce the Binary Volume Overlap Similarity Index (BVOSI) 

that provides a measure for the spatial agreement between two fuzzy membership labelling images. It is defined 

as 
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where VB(E)(C1,C2) is the binary overlap volume of C1 and C2 under E, VB(E)(C) denotes the binary overlap volume 

of C and itself under E. The VB(E)(C1, C2) is defined as 

 { } { })(|)()(|)(),( 221121)( vEivbinvEivbinCCV
i

EB ∑= , (4) 

where the binary operator bin{v|E} is defined as 
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When no criterion E is indicated, the default is v≥0.5. 

BVOSI discards the implicit weighting factor in PVOSI and measures only the spatial agreement of two fuzzy 

membership images. It doesn't distinguishing the voxels based on their values when all of their values satisfy the 

designated criterion E and are not background voxels 

2.3  Agreement Distribution Analysis  

Not all the voxels are of the same importance for the agreement analysis. Voxels with higher values play a major 

role in the agreement measure but the voxels with lower values, if they constitute a big part of the total volume of 
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the labelling image, can make a difference and this should be distinguished from the difference made by the 

voxels with high values. To achieve this target, more locally and in depth agreement analysis is needed in 

addition to the global agreement measures. Using a series of varied E in the BVOSI we can study the variation of 

the spatial agreement between two fuzzy membership labelling images, and facilitate further processing such as 

denoise.  

Two possible forms of BVOSI series with varied E can be built as 

 { }1,,,,,0|:),( 121
1 n

n
nn

TTvTvE −=≥ K J, (7)

 { }1,,,,,0|:),( 121
2 n

n
nn

TTvTvE −=≤ K J, (8) 

where T is a varying threshold and 0≤T≤1, n is a positive integer that decides the number of T. Using E1 and E2 

in equation (3) allows us to see the distribution of the spatial agreement with respect to the binary threshold in 

equation (5). 

3. Experiments 

A brain MRI image is segmentation by two methods respectively to obtain two sets of grey matter (GM), white 

matter (WM) and cerebrospinal fluid (CSF) fuzzy membership labelling images. Figure 1 shows a slice from the 

image for GM and WM by method 1 and 2. Method 1 uses an automated process to segment the brain image 

directly, and method 2 uses segmentation propagation technique to obtain the segmentations from an atlas. The 

agreement measures of the fuzzy membership labelling images for GM and WM from the two methods are 

computed respectively.  

4.  Results and Discussion 

The PVOSI is 0.8037 for the grey matter labelling images from the two methods and is 0.8485 for the white 

matter labelling images.  

Figure 2(a)(b) show BVOSI E1 and E2 series for the grey matter fuzzy membership labelling images shown in 

Figure 1 with n=100. In E1 series, the BVOSI drops gradually with the increase of the threshold T until T 

reaches a value around 0.6 and has a sharp drop near 0.85 and returns to gradual drop after 0.85. This suggests 

the voxels in the fuzzy membership image pair with values in the range of 0.6 to 0.85 contribute heavily to the 

spatial overlap of them. Abandoning the voxels with lower values, although decreases the spatial overlap, does 

not bring serious negative effect until T reaches about 0.6. The spatial overlap between voxels with values>0.85 

in the image is very poor. In E2 series, the BVOSI is very small until the first jump at around T=0.05, which 

suggests the voxels with values<0.05 have very poor spatial overlap. After that point, the spatial overlap 

improves gradually until a jump up around T=0.95.  

Figure 2(c)(d) are the same BVOSI series but for white matter. The results are similar to those for the grey matter 

but the E1 series show the most contributing voxel value range is about 0.85<T<1. The E2 series show the first 

jump is at about T=0.02. 

 

         
     (a) GM from method 1.         (b) GM from method 2        (c) WM from method 1        (d) WM from method 2 

Fig. 1. Fuzzy membership labeling images from two different segmentation methods of a MR brain image 
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5.  Conclusion 

To measure the general agreement between two fuzzy membership labelling images, we present the Partial 

Volume Overlap Similarity Index that takes into account the extent of partial volume overlap between voxels and 

therefore will not lose the advantage of the fuzzy labelling. We also present the Binary Volume Overlap 

Similarity Index that measures the spatial overlap of two fuzzy membership labelling images, and the agreement 

distribution analysis method for spatial agreement between two fuzzy membership labelling images.  
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Fig. 2.  BVOSI E1 and E2 series for the GM and WM fuzzy labelling images shown in Figure 1 with n=100. 

(a) BVOSI E1 series for GM (b) BVOSI E2 series for GM 

(c) BVOSI E1 series for WM (d) BVOSI E2 series for WM 
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Abstract. A common approach to acquiring volumetric ultrasound information for a whole organ is to make 
several adjacent sweeps of the transducer array across the skin.  A nonrigid volumetric registration is required to 
recombine the data from each sweep, since tissue movement can occur at any time.  In this work the images were 
acquired using a conical breast scanning system.  We report the effect of varying the degree of flexibility in the 
nonrigid registration on the goodness of fit that can be achieved. 

1  Introduction 

The value of ultrasound imaging in the diagnosis of breast disease is well recognised.  However, limitations include 
the high operator dependence, requiring interpretation of 3D structures from the 2D images, and the limited record, 
usually consisting of snapshot images with inadequate position information.  The development of a system to 
repeatably produce volumetric ultrasound datasets describing the complete breast tissue would address these 
limitations and provide accurate localisation information for the surgeon, permit monitoring of tumour response to 
treatment, and potentially allow automated detection of additional suspicious regions. 

The system which has been developed [1] constrains the breast tissue within a conical mould (figure 1).  The 
transducer is held against a long narrow window running from the apex to the edge of the cone.  A conventional 
ultrasound linear array transducer images through this window as the cone is rotated around the tissue.  The limited 
length of the transducer requires complete rotations to be performed with the transducer held at several different 
heights up the side of the cone.  Adjacent heights are selected so that a small volume of tissue lies in an overlap 
region imaged during both rotations. 

 

Figure 1. Illustration of scanning geometry indicating transducer height adjustment, rotation direction (i), and image 
plane directions h and k. 

Creation of a volumetric dataset is then a two-stage process.  Firstly, images from subsequent rotations are combined 
together using a registration technique.  This produces a radial dataset, analogous to that which would have been 
acquired by a single rotation with an elongated array transducer.  Secondly, this radial dataset is reconstructed into a 
3D Cartesian volume, according to its geometric orientation. 

The registration technique needs to allow for nonrigid tissue movement occurring at any point during image 
acquisition.  Movement may be caused by respiration, muscular relaxation, or the twisting of the cone.  We 
previously reported an algorithm designed to perform this registration [2] based upon the iterative Bayesian technique 
[3, 4].  Limited nonrigidity was allowed by subdividing the dataset acquired with the transducer held nearer the apex 
of the cone, the lower dataset, in the two orthogonal polar directions defined by the cone surface, directions i and k in 
figure 1.  These sub volumes were then fitted to the data acquired during the rotation with the transducer held at the 
next height up the cone, the upper dataset.  Each of the sub volumes was allowed to move in the three orthogonal 
directions (i, k and h) until the optimum fit position for those sub volumes lying in the region of tissue imaged during 
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both rotations, the overlap region, was identified.  This allowed movement in all three directions, but deformations 
only in the first two directions. 

In this paper we present an extension to this algorithm to incorporate deformation in the third direction, h, 
perpendicular to the cone surface.  A means to assess the accuracy of the fit along the join between the datasets is 
described.  The effect on the accuracy achieved in example data from our acquisition system is presented. 

2  Method 

The registration process operates to give radial slices of the output dataset, each of which will be composed of image 
information from data acquired at several different transducer heights.  The technique takes data from the lower 
dataset (as before) and subdivides this into a set of input kernels (contiguous sub volumes within the dataset).  These 
are then fitted to the upper dataset, using a voxel based correlation measure to drive the fitting algorithm, to give the 
best fit for those kernels in the overlap region. 

Ultrasound datasets are noisy, so to ensure that correlation measures will match on real features rather than noise, a 
volumetric median filter, using 5×5×5 sampling volumes is applied.  Registration is designed to compensate for gross 
movements in tissue as described above and significant local deformation is not expected.  Processing times can 
therefore be significantly improved without reducing expected registration performance by subsampling to reduce the 
dataset resolution.  Our technique uses a 5×5×5 subsample. 

To achieve different degrees of freedom within the algorithm, different kernel arrangements are used, as illustrated in 
figure 2 (the true polar geometry is represented on Cartesian axes for simplicity).  The situations illustrated and the 
equivalent registration outcomes are: a) single large cuboids, leading to rigid translation; b) sets of 'planks' in the h-
direction, leading to non-rigid registration with tissue distortion allowed in the h- and k- directions; c) sets of 
'columns' in the i-direction, leading to non-rigid registration with tissue distortion allowed in the i- and k- directions; 
and d) a mesh of cuboids, leading to 3D non-rigid registration. 

 

Figure 2. Various subdivisions of the lower dataset into non-overlapping volumes. 

Correlation information, C, for each lower dataset kernel is evaluated at discrete pixel locations across a suitable 
range of positions in the upper volume using the equation below. x BnB and yBnB represent each value of the N pixels in the 
lower and upper sub volumes.  The first term evaluates the squared difference between pixel values in the two 
volumes.  The second similarly measures differences in pixel gradients in the three orthogonal directions. 
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The iteration process incorporates our knowledge that adjacent kernels from the lower dataset must fit at adjacent 
positions in the upper dataset.  In brief, a record of the current estimated translation for each kernel to the best fit 
location in the upper dataset is maintained.  These translations are iteratively updated, by finding a new best fit 
position from the stored correlation data, modified to favour the current estimated translations of the adjacent kernels.  
This process allows false fit positions to be disregarded.  It is also necessary to implement constraints to keep a 
physically plausible solution, in which the relative order of the kernels in each direction is unchanged. 

Having found the optimum fit position, the two datasets could be merged together across the overlap region.  
However, this would tend to disguise any errors and lead to blurring in the combined images.  Instead we choose to 
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define a cutoff distance in the k-direction, up to which the lower dataset images are used, and beyond which the upper 
dataset images are used.  (The seam between the two datasets in the true geometry then falls approximately along the 
outline of an inverted cone.)  All kernels at a fixed location in the k-direction are grouped together, and their 
correlation values in the final fit position averaged.  Kernels from the k location with the maximum average value are 
used as the cutoff, and provide geometric fit information which is then used to recombine the datasets.  Rows of 
pixels from the full resolution lower dataset, corresponding to image data up to the cutoff distance, are written into 
the full resolution upper dataset, so that at the cutoff point they are in the calculated fit location.  Bi-linear 
interpolation is used in the i- and h- directions, to allow for stretching and compression in these directions, but is not 
needed for the k-direction, where the cutoff is used instead. 

The registration accuracy is measured by correlation, using the first term of the earlier equation, as pixels from the 
lower dataset overwrite those in the upper dataset.  Although distortion is allowed in the k-direction whilst calculating 
the fit position, the use of a cutoff point obviates the need to implement the distortion in this direction. Consequently, 
only data along the seam between the lower and the upper datasets is written at the derived fit position.  Therefore, 
the correlation between the pixels in the lower and upper datasets along a narrow band of pixels following this seam 
is evaluated.  This surface runs all the way through the data in the i-and h-directions, so by using separate correlations 
for each rectangle of a grid across this surface, the correlation values can be related back to different parts of the 
original image data. 

Patient data was acquired in accordance with an ethically approved protocol.  Datasets were acquired at two or three 
heights up the cone, with an angular spacing of 0.3°, and original images sizes of 192×388 pixels.  The low resolution 
data was subdivided into the four different kernel arrangements, using 5 pixels in the k-direction and either 10 pixels 
in the i- or h-directions for multiple kernels or half the total dimension in the direction for a single centrally located 
kernel.  Fit accuracy along the seam was evaluated using a 5×5 full resolution pixel grid, and a band of 4 pixels in the 
k-direction.   

3 Results 

The following diagrams demonstrate the results achieved with an example pair of datasets.  In figure 3 the geometric 
locations of the sub volumes calculated by the iterative technique is illustrated for the four cases.  

 

Figure 3. Location of kernel centres in the final fit positions (+).  Crosses (×) highlight kernels from the single k 
location selected to define the seam between the datasets. 

 

Figure 4. Correlation values along the seam between the datasets for different degrees of flexibility. 
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Figure 4 shows the measured correlation along the seam between the datasets for each case.  In figure 5, these values 
are taken for the plank, column and 2D mesh cases, and subtracted from the rigid case.  Hence the improvement and 
deterioration compared with the rigid case can be seen. 

 

Figure 5. Changes in correlation along the seam between datasets, with increasing registration flexibility, compared 
with the rigid case. 

4  Discussions 

The results indicate that it is possible to achieve a better match between the two datasets by increasing the degrees of 
flexibility in the nonrigid fitting algorithm.  Horizontal and vertical bands can be seen in the planks and columns 
cases respectively in figure 5.  This demonstrates that adjusting the location of one end of an inflexible cuboid will 
often result in increasing mismatches elsewhere.  This is less apparent in the 2D mesh case, with increased non-
rigidity.  However, the use of the 2D mesh increases the iteration complexity, the constraints needed to keep the 
solution physically plausible, and the complexity of interpolation required when joining the two datasets back 
together.   

The final correlation measure will be disrupted by the speckle artefact, since this is expected to vary between matched 
locations in the two sets of images.  To improve this, the correlation could be evaluated on a full resolution, median 
filtered dataset. 
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Rapid, easy and reliable calibration for freehand 3D ultrasound
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Abstract. This paper presents improvements to the plane-based technique for calibrating freehand 3D ultra-
sound systems. The improvements are designed to make it easier for inexperienced users to perform plane-based
calibration and to know that they have got a reliable result. In particular, we enable the calibration to be per-
formed using water at room temperature while producing a result that is valid for average soft tissue, we offer a
simple technique for determining the scales in the B-scan images, and we provide feedback on the reliability of
the calibration using a metric based on the curvature of the criterion function used in the calibration optimisa-
tion. We present comprehensive results showing that these innovations improve the precision of the calibration
and offer useful feedback to the user.

1 Introduction

Freehand three-dimensional (3D) ultrasound is a technique for acquiring ultrasonic data of a 3D volume by mea-
suring the trajectory of the ultrasound probe using a position sensor. It has applications in clinical volume mea-
surement, analysis of complex geometry, surgery planning and radiotherapy planning. The accuracy of a freehand
3D ultrasound system is dependent on a process, generally known as calibration, that involves determining the
scales in the ultrasound images and the rigid-body transformation from the electrical centre of the position sensor
to the corner of the ultrasound scan plane, see Figure 1.

of position
sensor Scan

plane

Mobile part Probe

Figure 1. The coordinates
associated with the scan
plane and mobile part of
the position sensor.

3D ultrasound calibration is an active research topic in several groups [1]. One state-
of-the-art algorithm, generally considered attractive for its speed and accuracy is
the single wall approach [2, 3]. This involves scanning a plane in a water bath (or
the Cambridge phantom which is mathematically equivalent), from many different
angles, and using an optimisation algorithm to find the calibration parameters that
reconstruct the points on the plane so that they are co-planar, see Figure 2.

This paper describes some refinements to make the process of single-wall calibra-
tion easier and more reliable for inexperienced users to perform. There are two main
problems: (1) The speed of sound in water at room temperature is slower than its
speed in average soft tissue. For accurate calibration the water bath should be at 48
Celsius which gives a sound speed of 1540 m/s. This is difficult to maintain, and
uncomfortable for the operator. (2) There is currently no feedback to the user to indi-
cate when the plane has been scanned from a sufficiently diverse set of positions and
angles to produce a well constrained solution to the resulting non-linear equations. As a result, some inexperienced
users have recorded under-constrained motion sequences leading to incorrect calibrations. Section 2 describes how
we have overcome these problems. We then present results to assess the precision of the improved system.

Scan flat plane from many
positions and angles

Reconstruct images of 
plane using calibration

Iterate

Change calibration
to improve flatness
of reconstruction of plane.

Output best calibration

Figure 2. Block diagram of plane-based calibration

2 Method

In this section we describe the solution to the two problems described above: (1) the difference between the speed
of sound in water and soft tissue, and (2) the need to give the user an indication of how well constrained the
calibration is, given the current scanning pattern.
∗E-mail: pwh24@cam.ac.uk
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2.1 Problem 1: Speed of sound

We fixed this problem by allowing the calibration to be performed at room temperature, but requiring the user to
provide a measurement of the water temperature. The ultrasound images can then be corrected using one of the
well-known polynomial models for the speed of ultrasound in water as a function of temperature [4].

Since sound travels slower in cold water than in average soft tissue, the image of the plane appears further away
than its actual position. Corrections can therefore be made by moving the image of the plane toward the face of the
probe. For a linear probe, the correction is a translation of each point toward the probe face; the axial coordinates
of the points are multiplied by the factor speed in cold water

speed in average soft tissue .

2.2 Problem 2: Measuring quality of calibration solution

The problem of ensuring that the output of the calibration algorithm is well constrained is more difficult to solve.
The calibration process involves solving for 11 parameters. Six of these define the rigid-body transformation from
the mobile part of the position sensor (attached to the probe), to the corner of the B-scan image. Three further
parameters define the location of the phantom plane in 3D space. These three are only required internally for
the process of calibration itself; once calibration is complete they are discarded. Two final parameters define the
horizontal and vertical scales in the B-scan image.

In the algorithms described in [2, 3], and implemented in the Stradx1 system, the user scans a flat surface from
many positions and angles, and then invokes a non-linear optimisation that finds the eleven numbers that result in
the flattest possible reconstruction. The optimisation works by minimizing a criterion function that measures the
least mean squared error between the 3D positions of points on the B-scan images of the flat surface, and a best-fit
plane.

2.2.1 Explicit scale estimation

Our first step to increase the robustness of the calibration process is to reduce the number of parameters involved.
We can establish the image scales at the start of the procedure using a separate protocol, and hence remove them
from the optimisation. The result is that the non-linear optimisation only has to determine nine rather than eleven
parameters, and this makes the system of equations easier to constrain.

The image scales are determined using the distance measurement tool that is available on most (if not all) clinical
ultrasound machines. This tool provides the distance, in centimetres, between two points marked in the B-scan
image. This distance, together with the locations of the points, can be used to estimate the scales directly. A simple
graphical user interface has been implemented to enable the user to indicate the point positions and enter their
separation. Since most ultrasound machines provide square pixels to a very good approximation, we have further
simplified this procedure, with little loss of accuracy, by assuming that the horizontal and vertical image scales are
the same.

2.2.2 Curvature of the criterion function at the solution

We are now left with a non-linear optimisation involving nine variables and we wish to measure how well the
solution is constrained. As the nine parameters are similarly scaled, with distances in centimetres and angles in
radians, we can get an indication of an under-constrained solution using the minimum curvature of the criterion
function at the solution. If the minimum curvature is high then the solution is well-constrained. If the minimum
curvature is low then one or more parameter will be under-constrained. We can thus spot poor solutions and advise
the user to scan the plane from some more angles to introduce further constraints.

The curvature is estimated by computing the Hessian, the matrix consisting of all the second derivatives of the
objective function. The eigenvalues and eigenvectors of the Hessian are evaluated to give the magnitudes and
directions of greatest and least curvature. This calculation was done for the six parameters that define the trans-
formation from the mobile part of the position sensor to the corner of the B-scan image, while holding the other
parameters constant. The three parameters defining the 3D location of the phantom plane were not included in this
analysis as they are not of interest once the calibration process is complete.

1http://mi.eng.cam.ac.uk/∼rwp/stradx/
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The quality of each calibration was assessed by measuring its precision [3]. This was done by repeating the
calibration ten times and measuring the consistency of the locations of the four corners and the middle of the
image when located in 3D space using the calibration parameters. For each of these points we measured its mean
location in 3D space, and then computed the average magnitude of its deviation from this point. This measure was
called mean 3D error by Treece et al. [3]. These five errors were then averaged.

We wish to use the minimum curvature at the solution as a measure of the quality of the solution. We therefore
measured the minimum curvature of calibrations including 30, 60, 90 and 120 images of the plane. These calibra-
tions all included the required motion sequences as described in [3], but produced solutions of increasing precision
as the amount of data was increased. We were thus able to compare the minimum curvature in solutions with
varying precision.

The probes and depth settings used in the experiments are listed in Table 1. In all, a total of: 3 probes × 4 levels
of accuracy × 10 repetitions = 120 calibrations were acquired.

Machine Type Probe Type Frequency Depth Cropped B-scan
Dynamic Imaging Diasus Linear 5–10MHz 3cm 360× 300
Dynamic Imaging Diasus Linear 5–10MHz 6cm 360× 300
Toshiba 270 Linear 7.5MHz 6cm 222× 416

Table 1. Probes and depth settings used.

3 Results

To verify the validity and reliability of the techniques for explicit estimation of the scale and temperature compen-
sation, we compare our calibrations based on 120 images with the results from Treece et al. [3], where the highest
definition performance in the literature was reported. Figure 3 shows that the calibrations in this paper are more
precise than those achieved by Treece et al. [3]. The error for the Diasus 3cm probe has been halved, and the
performance for the 6cm depth setting has been maintained.

Diasus 3cm

0.00 0.02 0.04 0.06 0.08 0.10

Diasus 6cm

Mean 3D error (cm)

Treece et al. 2003

This Paper

Figure 3. Comparison of the errors due to spatial calibration alone achieved in this paper and in Treece et al. 2003.
The errors shown are the mean 3D errors at the five corners.

Figure 4 shows graphs of the minimum and maximum eigenvalues of the Hessian at the calibration solution as the
number of scans is increased. A clear linear relationship can be seen. This shows that the minimum curvature at
the solution is related to the number of scans of the plane used in the calibration.

Figure 5(a) shows the relationship between the mean 3D error of the five corners and the number of scans per-
formed. Since the number of scans is related to both error and minimum eigenvalue, this enables us to plot the
error against the minimum eigenvalue, as shown in Figure 5 (b). This shows that we can use the size of the
minimum eigenvalue as an indicator for the quality of the solution.

4 Discussion

We have proposed some changes to the plane-based 3D ultrasound calibration protocol that increase its reliability
and ease of use, while maintaining its state-of-the-art performance. The compensation for the temperature of the
water and the simple technique for explicit entry of scale values are both easy to use and improve the performance
of the system.

The probe motion during calibration is restricted when the depth is set low at 3cm. This can result in a weakly
constrained optimisation. By removing the scale factors from this optimisation we reduce the dimensionality of
the search and improve the precision of the result, as shown in Figure 3.
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Figure 4. The graphs shows the eigenvalues of the Hessian calculated at the solution of the objective function as
the number of scans is increased.
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Figure 5. Graphs showing the mean 3D error of the four corners and the centre of the cropped B-scan for each
type of probe.

We have developed an estimate for the extent to which the calibration is well-constrained based on the minimum
eigenvalue of the Hessian at the solution. This is more effective than simply using the number of scans as the
indicator, since it is possible to perform bad calibrations with a high number of scans. An extreme example would
be to repeatedly scan the plane from the same position. In this case, both the error and number of scans would be
high, while the minimum eigenvalue would be low. The eigenvalue criterion has been evaluated and shown to be
effective on two different probes and two different depth settings.

This takes us part of the way to producing a foolproof indicator of calibration quality. The calibration equations
are over-determined, therefore a scanning pattern which omits one particular type of motion can produce a satis-
factorily constrained solution of sub-optimal precision. Our future work will explore ways of detecting this type
of problem. Nevertheless, the eigenvector technique presented here, coupled with the explicit entry of the scale
values, eliminates the problem we originally set out to address: that of inexperienced users producing seriously
under-constrained calibrations.
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Abstract. A framework is described for the automated detection of generalised (as opposed to focal) narrowing
of retinal arterioles. Such narrowing has been shown to be associated with an increased risk of stroke and
other vascular diseases. Images are acquired non-invasively using a colour digital camera attached to a standard
retinal fundus camera. Vessels in an annular region of interest centred on the optic disc are characterised by
their length, width, direction and colour in order to identify the arterioles and venules necessary to quantify the
narrowing. The result is summarised using a modified measure based on the ratio of the arteriole and venule
vessel diameters.

1 Introduction

The retinal circulation has similar anatomical and physiological properties to that of the brain. The retina may
therefore provide a useful, non-invasive view of the health of the cerebral microcirculation. This has been con-
firmed by a number of studies which have shown that, independent of other common risk factors, the presence of
retinal disease is associated with a threefold increased risk of stroke [1].

Generalised narrowing has long been suspected of being a risk factor in a variety of vascular diseases. However,
subjective assessment of narrowing is unreliable and studies based on it have consequently been ambivalent about
its importance as a risk factor. The first quantitative measure was developed in 1974 when Parr and Shears derived
an empirical relationship to estimate the diameter of a trunk vessel given the diameters of its two branches [2],
which they applied to estimate the diameter of the central retinal artery (CRA) [3] (a parameter they called the
“CRA equivalent width”). However, it is tedious and time-consuming to perform; it requires careful pairing of the
branch measurements, and fails to consider differing ocular magnification factors and normal variation in CRA size.
Later, Hubbard and colleagues derived a similar expression for the central retinal vein (CRV) [4]. This permits the
ratio of the CRA and CRV diameters to be calculated, normalising the result with respect to ocular magnification
and, to a lesser extent, normal vessel size variation. The method is still time-consuming, taking up to 15 minutes
to perform per image. This led Wong and colleagues [5] to automate part of the process. However, they still found
the result to be operator dependent. More recently Knudtson and colleagues demonstrated how the calculations
may be simplified without adversely affecting the result [6]. This paper describes the fully automated calculation
of a modified form of Knudtson’s method, which is more straightforward to perform and which removes a source
of bias from the result.

2 Method

Images covering a 45◦ retinal field-of-view, centred on the fovea, are acquired using a Canon EOS-D30 colour
digital camera attached to a Canon CR-6NM non-mydriatic fundus camera. Images are compressed by the camera,
using its highest quality JPEG option.

The steps in the analysis are as follows:
• Segment and skeletonise the retinal vessels.

• Locate the optic disc and apply an annular region of interest (ROI).

• Analyse the vessel tree structure within the ROI: remove spurs and separate dissimilar segments.

• For each remaining vessel segment:

– Measure segment length. Discard segments which are too short.
– Measure vessel width. Discard segments which are too narrow.
– Classify segment as an arteriole or a venule based on its colour.

• Calculate the arteriole/venule ratio for the four largest vessels of each type.
∗Email: k.a.goatman@abdn.ac.uk
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2.1 Vessel segmentation, skeletonisation and optic disc centred region of interest

The green plane of the colour image is used for the vessel segmentation since it offers the greatest contrast between
the vessels and background retina. A multiscale nonlinear filtering technique is used to segment the vessels, which
are then skeletonised in order to find the approximate centre line of the vessels [7]. The major vessel arcades are
then used, in conjunction with a circular Hough transform, to locate the optic disc [7]. The analysis is aborted if the
optic disc is absent, or if it is too close to the edge of the image (there should be at least one disc diameter (1 DD) of
retina surrounding the optic disc). An annular region of interest (ROI) is then centred on the optic disc, as shown in
figure 1(a). The radius of the inner circle is approximately 1 DD, and that of the outer circle approximately 1.5 DD.
The ROI was chosen to match that proposed by Hubbard and colleagues [4]; the larger vessels closer to the disc
are less affected by generalised narrowing, and the vessels further from the disc are smaller and more difficult to
measure accurately.

PSfrag replacements

(a)

(b) (c)

(d) (e)

Figure 1. (a) Retinal image showing skeletonised vessels and ROI centred on the optic disc, (b) a single vessel
segment from the image [position indicated by the white arrow], (c) the same segment split into three sections
at the junction, (d) width measurements are taken every two pixels along the segment but not within 5 pixels of
junctions, (e) final vessel segment.

2.2 Vessel tree structure analysis

The retinal vasculature consists of arterioles and venules: the arterioles branch from the central retinal artery
(CRA) within the optic disc and the venules from the central retinal vein (CRV). The arterioles and venules form
a complex interleaved branching pattern on the surface of the retina. In order to correctly measure vessels it is
necessary to break the often arbitrary segment groupings found within the ROI. A typical example is shown in
figure 1(b).

The following method was used to clean each part of the vessel skeleton located within the ROI:
1. Each segment is divided into separate sections at junctions (a junction is defined as locations where a pixel

has more than two neighbours) [figure 1(c)].

2. Short sections (spurs) less than 9 pixels in length are discarded. Even if they prove to be part of the major
vessel their proximity to a junction would prevent accurate width measurement.

3. The length, median width (see below) and branching angle at the junction are measured for all the remaining
sections [figure 1(d)].

4. Sections whose width is less than Wmin are removed, since they are too small to measure accurately.

5. Coincident collinear sections, with similar branching angles (±22.5◦) and widths (the smaller vessel at least
70% of the larger vessel’s width), are joined together [figure 1(e)].

96



6. Any section remaining which is less than Lmin in length is removed, since it represents too small a vessel
fragment to make an accurate width measurement [figure 1(e)].

7. Finally, the average vessel colour associated with each segment is used to classify it as an arteriole or a
venule (see below).

Vessel width measurement

Vessel width was measured by fitting a double Gaussian model to the vessel profile [8] perpendicular to the vessel
direction using non-linear least squares optimisation (Levenberg-Marquardt algorithm). Measurements were made
every two pixels along the segment length (but not within 5 pixels of a junction) and the median width calculated.
The median was chosen to exclude outliers, due either to poor model fit (e.g. near a vessel junction) or focal vessel
narrowing.

Colour differentiation of arterioles and venules

Larger arterioles are easily distinguished from venules by their lighter red colour (due to a higher concentration
of the bright-red oxyhaemoglobin). Pigmentation variation makes lesion colour discrimination difficult between
subjects [9]. However, in this application it is only necessary to distinguish arterioles and venules in the same
subject, which is a much easier task. Nevertheless, natural colour variations within the eye still have to be corrected
in order to classify the vessels reliably. Discrimination was achieved by shade correcting the image (dividing each
of the red, green and blue colour channels by low-pass filtered copies of themselves) and calculating the intensity
and saturation component of each pixel. Figure 2(a) shows a plot of intensity versus saturation for a single image,
both with and without the shade correction applied. It is clear that shade correction greatly improves the separation
of the two vessel types. The vessels were classified as arteriole or venule using the k-means clustering algorithm.
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Figure 2. Discrimination of arterioles (+) and venules ( * ) by colour. Plots show average vessel intensity versus
saturation in a single image, (a) without shade correction and (b) following shade correction of individual red,
green and blue channels. The ellipse represents a one standard deviation region about the mean value.

2.3 Generalised narrowing summary measure

Knudtson and colleagues [6] simplified the earlier Parr and Hubbard equations, suggesting the following empiri-
cally derived equations relating branch and trunk diameters

Ŵa = 0.88
√

w2
1 + w2

2 and Ŵv = 0.95
√

w2
1 + w2

2 (1)

where Ŵa and Ŵv are the estimated arteriole and venule trunk diameters respectively, and w1 and w2 are the branch
diameters. Knudtson chose to limit the calculation to the six largest arterioles and six largest venules. However,
in order to calculate an overall measure Knudtson recursively paired the vessels (largest with smallest, next largest
with next smallest and so on) in the unnecessarily complicated manner suggested by Hubbard. For cases where
the number of vessels is not a power of two this leads to at least one vessel being paired fewer times than the other
vessels, which will introduce a small bias towards the lesser-paired measurements.
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Rather than recursively applying equation (1) to pairs of vessels, we propose instead the following unbiased ana-
lytic estimation of the CRA equivalent width, ŴCRA, from N vessel measurements

ŴCRA = 0.88log2 N

√√√ N∑

i=1
Wa2(i) (2)

where Wa(i) is the ith arteriole width measurement. A similar expression may be derived for the CRV equivalent
width ŴCRV and combined with ŴCRA to give the arteriole/venule (A/V) ratio

A/V =

(
0.88
0.95

)log2 N
√∑N

i=1 Wa2(i)
∑N

i=1 Wv2(i)
(3)

where Wv(i) is the ith venule width measurement. Equation (3) is a weighted ratio of the root mean square arteriole
diameter and the root mean square venule diameter.

The automated method was compared with manual measurements on the same images. Measurements were made
on the four largest arterioles and four largest venules within the ROI. The manual measurements were made fol-
lowing adaptive contrast enhancement of the image to enhance vessel outlines; the mean of three measurements
was used for each vessel. In the first eye the manual A/V measurement was 0.65 and the automated measurement
0.69. In the second eye the manual measurement was 0.66 and the automated measurement 0.71.

3 Discussion

Clearly two images do not a study make. Nevertheless this appears to be a feasible framework for calculating a
tedious and error-prone metric which could aid stroke risk assessment. The non-invasive nature of the technique
means that, should it prove to be a useful measure, it would be suitable for use in a screening programme. The new
A/V calculation described here simplifies the computation of A/V whilst also removing a source of bias from the
result. It is difficult to make consistent vessel width measurements manually, and variations in focus and display
brightness, contrast and gamma have a significant effect on the perceived position of the vessel edge. Wong and
colleagues found the same problem even using a partially automated system [5]. The results here are consistent
with those in other studies. In a study of 4226 individuals Knudtson found the average A/V to be 0.69 [6]. Kagan
and colleagues quote a mean A/V range of 0.68 to 0.73, using a different measurement method [10]. One practical
problem with the measurement was that in neither case were six venules present within the ROI, as required for
Knudtson’s method. For such large vessels Hubbard suggests taking the measurements beyond the next branch,
even if this is outside the ROI. Instead we have limited the analysis to the four largest vessels. Further work is
required to investigate which is the better method.
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Abstract. The previous MDL-based automatic statistical shape modeling required a manually annotated ref-
erence shape during optimization, otherwise the result would cluster on the boundary. This paper argues that
this is because the previous derivations for the description length, did not strictly stick to MDL principle. We
derive the exact description length, and also develop an efficient approximation method to calculate it. One-part
code is used to avoid the cumbersome discretization. Experiments on both synthesized and real medical data
show that the global optimization by the new objective function can locate the right optimum without any aid
of reference shapes, which will make the modeling process fully automatic.

1 Introduction
Active Appearance Models (AAM) and Active Shape Models (ASM) have shown high efficiency and accuracy
when applied to medical image segmentation. However, labeling a large number of training images to build
them is very time consuming and scientifically unsatisfactory. So the tasks of automatically establishing this
correspondence, called automatic modeling or shape alignment, have received a great deal of attention . Among
these tasks, 2D shape alignment should be the most basic, whose solutions have the potential to extend to others.
Some public recognized works 1 [1] [2] [3] have already achieved promising results on this problem, whose basic
idea is to measure the goodness of correspondence by measuring the goodness of the model based on it, and the
quantitative measurement was derived from Minimum Description Length (MDL) Principle.

However in the above works, a manually annotated reference shape must be provided during the optimization,
otherwise the resulted shape model would collapse into a cluster on the boundary. This actually turns the so-called
‘automatic’ shape modeling to semi-automatic. Although Thodberg [4] developed one method that took the even-
arclength parameterizations as the makeshift reference shape, it will probably reduce the quality of the model since
such reference shape itself is usually not optimal. Adding a number of even-arclength nodes between parameterized
landmarks can also amend to a certain extent, but never eliminates this issue. Here we argue that this occurred
because the definition of previous objective function (description length), did not stick to the rule of MDL principle.
MDL codes the original sample data which should be the shape boundaries in this problem, whereas previous
objective functions only coded the landmarks, which were already partially modeled results. Consequently, the
description length is unable to evaluate how much the shape model fits the training shapes, becoming vulnerable
to the cluster situation. In this paper, we derive the exact description length by reconsidering the shape model
to be a model of continuous curves instead of points, and develop an efficient method to approximate it in finite
dimensional space. Eventually, in order to avoid the cumbersome discretization, the most recently developed one-
part coding scheme [5] is applied to calculate the description length. Our experiments show that the new objective
function does not suffer the issue any more.

2 Methods
2.1 Statistical Shape Model
It is the different view on statistical shape model that deduces the new objective function. Here we mainly refer
shape model to ‘Point Distribution Model’(PDM) as adopted in the previous works. PDM deals with a low dimen-
sional concatenated landmark set {xs

i}, instead of the original infinite-dimensional shape boundaries {Si}, where
where xs

i is np dimensional and i = 1 . . . ns. This is achieved by a sampling function φi: xs
i = φi(Si). Then after

Procruste analysis xi = Tpxs
i and PCA, PDM gets a linear model:

x = x̄ + Pb, P = [e1, . . . , ens−1] (1)

Where eis are the eigen vectors of the covariance of {xi}. PDM preserves the first m components of model
parameter b by a trunction scheme, e.g. λm ≥ λcut > λm+1, where λis are the eigen values corresponding to
eis and λ1 ≥ λ2 ≥ . . . ≥ λns−1. PDM assumed b is a Gaussian variable and each dimension bi is independent.
Denoting ρ1 as 1-D Gaussian distribution function, we have:

Mbi
= {ρ1(bi | µi) | µi ∼ uniform(−3

√
λi , +3

√
λi), σi =

√
λi} i = 1 . . . m,

Mbi
= N(0,

√
λcut), i = m + 1 . . . ns − 1 (2)
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Therefore the generated landmarks x is a np dimensional Gaussian variable as the linear combination of b. The
parameters of its model Mx depend on λ, x̄ and P.

In all the previous literatures,Mx was taken as the statistical model for PDM. Whereas this is absolutely not exact.
A model of shape is used to generate new shapes, which should be continuous curves instead of just points. In
cases such as PDM where only point sets are generated, actually the polygon connected by the generated points (or
more refined reconstruction) is the just result. So for PDM, it is still important to consider the final process which
recovers the shape from the landmarks. Since PDM usually uses polygons, it can be taken as a linear interpolation.
Denoting the interpolation by an ∞× np matrix H , we have the final statistical model of PDM:

MS = {ρ∞(S | b) | S = H(x̄ + Pb), bi ∼Mbi
, i = 1 . . . ns − 1} (3)

Where ρ∞ is the distribution function of an infinite-dimension Gaussian. Theoretically, the parameters ofMS can
be derived from H , λ, x̄ and P.

2.2 Objective Function Based on MDL
The MDL principle is widely used [6] for model selection. According to MDL, description length is used to
quantitatively evaluating the quality of statistical models for a given training data set. Denoting the sequence of
training shapes {Si, i = 1 . . . ns} to be Sns , it is straightforward to calculate its description length with (3):

L(Sns) = L(Sns | MS) + L(MS) (4)

Where L is an appropriate coding length function. In the right side of this equation, the first item measures how
much the PDM model fits the original training shapes, while the second measures PDM’s complexity. Here the
whole set of original data {Si} is under transmission.

However, only xns was transmitted in the previous calculation. In [1], xns is transmitted by coding all the elements
in (1), including x̄,P and b. Later in [7] [2] [3] [4], it was simplified by removing the transmission of x̄ and P,
or in other words, these two items were transmitted with infinite precision for free. Then it can be considered that
xns was transmitted in the eigen space, via P, to be bns . The total description length is the sum over the all
dimensions in the eigen space since each dimension is considered independent by PDM:

L(bns) =
ns−1∑

i=1

(L(bns
i | Mbi

) + L(Mbi
)) (5)

So unlike (4), here it is the data after partially modeling {xi = Tpφi(Si)} were under transmission. In this way,
the description length cannot reflect the fitness of the model for data, but only reflects the model’s complexity.
Therefore it is not surprising that the issue of cluster would occur.

2.3 Approximate the Calculation of Description Length
The equation (4) gives an exact calculation of description length but involves infinite-dimensional data and model.
Noticing that in the previous works, the calculation in the eigenspace is extremely simple, a good way to approx-
imate (4) can be also transforming both Si and MS into this subspace, then the result will be obtained similarly
to (5). Such transform depends on an appropriate way to degenerate each curve Si into a set of points xfs

i , corre-
sponding to the landmarks xs

i . We denote this degeneration process to be H (−1)2.

The simplest H(−1) should be projection, which degenerates the polygon model of PDM to vertices – landmarks.
Here we propose one based on such projection. Denoting the corresponding curve segment for landmark xs

ij to be
cij , and the projection result xfs

ij , the proposed H(−1) is defined as:

xfs
ij = H

(−1)
i (cij , xs

ij) = xs
ij + ε(| −−−−−→cij − xs

ij ·
−−−−−−−−−−→
(xs

ij+1 − xs
ij)
⊥ |) l(cij)

l(Si)
w~v (6)

Where i = 1 . . . ns, j = 1 . . . N , ε(·) is expectation, · is dot production as projection, l(·) is the arc-length for
segments, and ~v = xi−x̄i is the direction of the variation of current landmark. Since the fitting error ~d = xfs

ij −xs
ij

is totally independent to the variation across the training samples, redirection ~v guarantees that ~d will survive after
the projection P. w is an additional coefficient for ~d’s magnitude and is set to be l(cij)/ε(l(ci)) in our experiments.
cij is evenly sampled to nc = 20 points in implementation. Then denoting bf = (Tpx

fs
i − x̄)T P, the description

2It is of course not the inverse matrix of H in (3), but can be considered as a inverse process of interpolation.
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length now can be calculated in the eigen space, by replacing b by bf . Figure 1 shows both xi and xfs
i on 2 shape

samples. It is clear that they depart from each other wherever the polygon fits the boundary badly (Here a very
large w used to enhance visual effect.); The right figure shows the variation of distance ε(| xs

i − xfs
i |) in both

2D Euclidean and eigen spaces across a certain variation of shape parameterization, where they are proportional to
each other and reach the minimum at the same place.
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Figure 1. Distances between x and xf in both 2D Euclidean and eigen spaces

2.4 Use One-part coding for Description Length
Two-part coding was used in previous work to calculate description length, which needs a cumbersome discretiza-
tion process for both data and model parameters. Here we utilize the more recent developed one-part coding
scheme [5], more specifically, use Normalized Maximum Likelihood (NML) distribution as a universal model for
coding.

Since the statistical model of each dimension in eigen space is a Gaussian (2), the calculation for one-part code
description length is extremely simple [5]. The total description length is:

L =
m∑

i=1

(ns ln
√

2πλi +
ns∑

j=1

bf
ij

2

2λi
+ ln 3

√
2ns

π
) +

ns−1∑

i=m+1

(ns ln
√

2πσmin +
ns∑

j=1

bf
ij

2

2σmin
) (7)

We simply take L as our objective function. Note that L is not necessarily greater than zero.

3 Results
We compare the behaviors of the proposed objective function and the previous one [3] both qualitatively and
quantitatively. The synthesized box bump data and a set of metacarpals data [4] from real x-ray images are used
as training data. Their shapes can be referred to figure 1. Both of them have served as benchmarks before. λcut

is set to (0.001S)2, where S is the average size of training shape. It is very similar to the ones in [7] and [4]. On
shape parameterization, we follow [7] to use the recursive piece-wise linear φ(t); For optimization, we currently
use a complete global search algorithm – Multilevel Coordinate Search algorithm (MCS) [8]. MCS guarantees to
converge if the function is continuous in the neighborhood of a global minimum, providing more strict evaluation
than stochastic algorithms (e.g. Genetic algorithms).

3.1 Experiment 1: Behavior of Objective Function by Sliding Landmarks
We slide all the landmarks simultaneously through [0, 1] to get a global picture as a qualitative evaluation for the
objective function. This is applied on 24 synthesized box bumps with 64 landmarks. All the landmarks of all the
shapes slide from 0 to the optimum, then from optimum to 1. The optimum point is denoted as 0.5 on the x axis.
In left side of figure 2, the global minimums are denoted by small circles, which shows that the proposed function
captures the true solution, while the previous one, falls into a minimum close to the termination, indicating all the
landmarks clustered. Secondly we slide landmarks a little around optimum. This is shown in the right side where
0 on x axis represents optimum. The experiments show that both objective functions have a local minimum very
close to the ‘ground truth’ and both get closer when λcut decreases, however the one by new objective function is
always considerably closer.

3.2 Experiment 2: Global Optimization Results
To quantitatively study the properties of the objective function, sophisticated global optimization methods are
needed since both objective functions are highly nonlinear. We are still working on it by this time. Here MCS
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Figure 2. The variation of Objective Function when sliding all the landmarks.

is used to give a first quantitative evaluation. The same initial conditions [8] are used to optimize both objective
functions. Since MCS is extremely time-consuming, the number of training sample is reduced to 8 with only 4
landmarks on each shape, so the evaluations are primary here. As shown in figure 3, previous objective function
results in clustered landmarks, whereas the proposed one finds a much better solution, especially in the case of box
bump.

Figure 3. The global optimization results. Top 16 are provided by previous objective function.

4 Discussions and Conclusions
We have derived a new objective function for automatic statistical shape modeling. It strictly sticks to the MDL
principle, and this is achieved by considering PDM as a model of polygons and developing an efficient way
to approximate the calculation of description length. This new objective function does not need the manually
annotated reference shape during optimization, thus the shape modeling will become fully automatic. On the
coding scheme, the recently developed one-part code is applied to avoid the cumbersome discretization. The
degeneration process H(−1) (6) proposed in this paper can be straightforwardly extended for 3D surface models.
We eventually notice that other measurements for shape correspondence, such like curvatures [9] can also be
elegantly integrated into it, which is supposed to give more refined objective functions.
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Segmenting Tibia and Femur from Knee X-ray Images
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Abstract. Automatic segmentation of bone contours in knee x-ray images is investigated as a step towards
reliable, quantitative radiographic analysis of osteoarthritis for diagnosis and assessment of progression. A
double contour active shape model is proposed in order to simultaneously segment anterior and posterior con-
tours of the tibial plateaux. Several features are compared for modelling local appearance. Point-to-contour
segmentation errors are reported for both femoral and tibial contours.

1 Introduction

Osteoarthritis (OA) is the most common joint disease and the most common cause of disability in older people [1],
resulting in significant economic costs for society. It is characterised by an imbalance in the synthesis and degen-
eration of articular cartilage. In OA of the knee, cartilage covering the tibial plateaux and femoral condyles (see
Figure 1) is typically destroyed. Two-dimensional x-ray imaging is the most widely used modality for assessing
progression of OA. Since cartilage is not apparent in x-ray images, the primary radiographic sign used is the ap-
parent space between the femoral condyles and the tibial plateaux. This space tends to shrink as the cartilage is
destroyed. Further radiographic signs are sclerotic bone, cysts and osteophytes (bone spurs due to growth of nor-
mal bone along weight-bearing regions of the tibia and femur). Although automated measurement of joint space
width parameters has been attempted [2], reliable and objective methods for quantitative analysis of OA progres-
sion based on radiographic signs are not available. This paper deals with automated segmentation of contours of
the tibia and femur as an important step towards this goal.

Figure 1. Anatomy of the knee

(a) (b)

Figure 2. A standard clinical x-ray, contrast enhanced for visuali-
sation purposes only. (a) A manual annotation of femoral and tibial
contours. (b) A segmentation result using DCASM.

Figure 2(a) shows a manual annotation of the femoral and tibial contours of interest in a clinical anteroposterior
(AP) x-ray image. In this example, concavities in the tibial plateaux result in distinct image contours corresponding
to the anterior and posterior rims of the plateaux. It is very difficult to determine which contour is which on the
basis of the AP radiograph. The contours are therefore referred to as the inner contour and the outer contour in
a 2D sense. These double contours are not always present on both the lateral and medial plateaux. Furthermore,
the contour bifurcation points vary quite widely between example images. An extension to the active shape model
(ASM) [3, 4], referred to as the double contour active shape model (DCASM), was developed for modelling and
segmentation of such contours. The remainder of the paper describes this model and its application to a set of
standard clinical radiographs. Figure 2(b) shows an example segmentation result obtained.

∗Corresponding author: M. Seise. email: mseise@computing.dundee.ac.uk
103



Figure 3. Dominant axis Figure 4. Modes of variation of tibia for the largest 3 eigenvalues

2 Double Contour Active Shape Models

In common with the standard ASM procedure, a set of training examples is first brought into alignment using
Procrustes analysis based on landmark points extracted along manually annotated contours. The landmarks and
endpoints were determined using the minimum description length (MDL) approach of Davies et al. [5] with use of
curvature [6]. Contours with loops such as in Figure 2(a) are treated as double contours. The Procrustes alignment
and MDL landmarking process is applied only to the inner contour which is treated as a reference contour. Each
(aligned) reference contour is thus described by N landmark points {(xn, yn)}N

n=1.

Instead of treating the outer contour independently, the displacement required to move each of the N landmarks
onto the outer contour is determined. In the implementation described here, these displacements are measured
along a shared dominant axis direction α which is determined so that this representation is well-defined (see
Figure 3). The sth training shape is then represented as the 3N -vector xs = (x1, y1, δ1, . . . , xN , yN , δN )>. The
sample mean and the covariance matrix are computed using Equations (1).

x =
1
S

S∑
s=1

xs C =
1

S − 1

S∑
s=1

(xs − x)(xs − x)> (1)

Let Φ = (φ1|φ2| · · · |φD) denote the matrix whose columns are the D eigenvectors corresponding to the D largest
eigenvalues λ1, . . . , λD of C. The number of eigenvectors to retain is calculated as the smallest D such that 95%
of the total variance is explained. Any example of the training set, xs, can be approximated by

xs ≈ x + Φbs (2)

where bs is the D-dimensional model parameter vector, computed by

bs = Φ>(xs − x) (3)

It is standard practice when building an ASM to model each landmark’s local appearance using a 1-D profile
centred on and orthogonal to the contour. The appearance is sampled on the contour and at K points to either
side of the contour, giving a profile of length 2K + 1. This approach is used in the DCASM for modelling the
local appearance only at those landmark points with zero displacement for all training examples (i.e. when δn = 0
for all training examples). For the remaining landmarks, profiles in the direction of the dominant axis, α, and
centred on both the inner and outer contours are used. The dominant axis direction is used because during each
search the landmark points are constrained to move in this direction. Adopting another direction would necessitate
a complicated and numerically unstable recalculation of the displacement in each search step. The dominant axis
direction is often similar to the inner contour normal direction so the resulting appearance models are also similar.

A popular choice of appearance feature for ASM profiles is the normalised first-order derivative (normalised gra-
dient) [4]. However, Behiels et al. [7] reported significantly better segmentation of bones in x-ray images using
alternative features. Therefore, several different features were compared here, namely raw intensity, unnormalised
gradient, normalised intensity, normalised gradient, scaled intensity and scaled gradient1.

When the number of training examples is limited, appearance models learned separately for each landmark can
become unreliable. A windowing method is therefore adopted in which training profiles from nearby landmarks

1For g = (g1, . . . , gM ), the normalised vector is ĝ =

�
g1PM

m=1 gm
, . . . , gMPM

m=1 gm

�
and the scaled vector is g̃ =�

g1−min g
max g−min g

, . . . , gM−min g
max g−min g
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Figure 5. Histograms (bin width = 2) of the segmentation errors Es and Hs when using scaled gradient and
W = 6. (a) Tibia. (b) Femur.

are pooled in order to estimate the appearance model. More specifically, for each landmark, profiles from the W
adjacent landmarks to its left and the W landmarks to its right on the contour are used in addition to profiles at the
landmark itself in order to estimate a mean profile and covariance matrix. This windowing is used for the single
contour landmarks as well as the double contour landmarks.

A standard multi-resolution ASM search [4] is used along with the modifications needed to accommodate the
double contour model. It should be noted that a standard ASM is recovered as a special case of the DCASM when
all the displacements are set to zero.

3 Experimental Evaluation

The methods described above were evaluated on a data set of 30 standard clinical x-rays of normal knees. The
image shown in Figure 2(a) is 510×740 pixels which gives an idea of the resolution used. Images of left knees were
mirrored so that they appeared as right knees. All images were manually annotated and leave-one-out validation
was used for evaluation. One highly approximate, manual initialisation was provided for each image.

Segmentation accuracy is reported here in terms of the mean point-to-boundary error, Es, which is the average
distance in pixels from the obtained landmark positions to the annotated contour (taken as ground truth) for the
sth example. This error averaged over the 30 test examples is denoted E. For the application of measuring the
joint space, segmentation of the tibial plateaux and the femoral condyles is of particular importance. Therefore,
the mean error along these sections of the contours is also reported and is denoted Hs.

A typical overall segmentation result is shown in Figure 2(b). The first three modes of variation obtained for the
tibia are illustrated in Figure 4. Figure 5(a) plots the distribution of segmentation errors obtained for the tibia
using W = 6 and scaled gradient profiles. Note that three examples had very poor segmentations and two of
these are shown in Figure 7. The median of the errors Es for the tibia test examples was 3.3 pixels (min = 2.1,
max = 34.0). The median of the error Hs for the tibial plateaux was 3.2 pixels (min = 2.1, max = 26.4).

Figure 5(b) shows the segmentation errors obtained for the femur using scaled gradient profiles and the windowing
parameter W = 6. The median of the errors Es was 2.3 pixels (min = 1.4, max = 52.3). The median of the
errors Hs for the femoral condyles was 2.0 pixels (min = 1.1, max = 18.4). The worst two results are shown in
Figure 7.

Figure 6 plots the effect on the tibia segmentation accuracy of varying the windowing parameter and the choice
of appearance feature. The windowing parameter W did not have a large impact. However, the different features
resulted in quite different segmentation accuracies. Scaled gradient was best and normalised intensity was worst
for both tibia and femur.

4 Discussion and Conclusions

This paper has shown that the proposed double contour active shape model can be used to segment contours of
the tibia and femur in knee x-rays. This is the first published use, to the authors’ knowledge, of statistical shape105
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Figure 6. The effect of profile feature type and win-
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when segmenting the tibia.

Figure 7. Segmentation failures using scaled gra-
dient and W = 6. Top: tibia. Bottom: femur.

models to segment tibia and femur in plane radiographs of the knee joint. The initial results are promising. In
particular, the errors along the tibial plateaux and the femoral condyles are in many cases smaller than 4 pixels for
the tibia (19 cases) and 3 pixels for the femur (24 cases). Subsequent work is needed to determine whether this is
sufficient for useful joint space measurement.

Tibia segmentation failures appeared to be due to structured tissue outside the bone which is clearly visible in the
upper right image of Figure 7. Since the shape converges to this false contour in low resolutions it cannot find the
true contour at higher resolutions. Therefore, it converges to a false contour. The correct segmentation might be
recovered by using a different initialisation or using longer profiles, for example.

The finding that scaled gradient was best and that normalised intensity was worst stands in contrast to Ref. [7]
in which scaled intensity seemed to perform best for segmenting the upper end of the femur. This demonstrates
that even for similar applications, the optimal appearance models can be different and difficult to find. Future
work will include development of improved appearance models and search methods for this application. Since the
appearance distribution is non-Gaussian, better quality of fit measurements than the Mahalanobis distance should
be possible. Promising initial results are being obtained using k-nearest neighbour weighted local regression.
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Using colour distributions to discriminate tissues
in Wireless Capsule Endoscopy images.
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Abstract. Wireless Capsule Endoscopy (WCE) is a new colour imaging technology that enables close examina-
tion of the interior of the entire small intestine. The WCE operates for∼ 8 hours and captures∼ 40, 000 useful
images. The images are viewed as a video sequence, which generally takes a doctor over an hour to analyse. In
this paper we present a method of automatically discriminating mouth, stomach, intestine and colon tissue in
order to significantly reduce the video assessment time. We use hue saturation chromaticity histograms which
are compressed using a hybrid transform, incorporating the Discrete Cosine Transform (DCT) and Principal
Component Analysis (PCA). The performance of two classifiers is compared: k-nearest neighbour (kNN ) and
Support Vector Classifier (SVC). After training the classifier, we apply anarrowing step algorithm to converge
to the points in the video where the capsule passes through the oesophagus, pylorus (the valve between the
stomach and the intestine) and the ileocaecal valve (IV, the valve between the intestine and colon). The results
of the tissue discrimination are used to calculate the Gastric and Intestinal Transit Times (GTT and ITT), which
are useful cues for doctors. We present experimental results that demonstrate the effectiveness of this method.

1 Description of Purpose

Standard endoscopy enables a physician to view both ends of apatient’s digestive tract including the foodpipe,
stomach, duodenum, colon and terminal ileum. Examination of the remainder of the small intestine was until
very recently a difficult procedure. The solution to this problem first appeared in [1], and involves the use of
wireless transmission to send images from inside the small intestine to the outside world. The 11mm x 26mm
capsule is swallowed and propelled through the food tract bynormal peristalsis. One end of the capsule contains
an optical dome with white light LEDs and a colour camera thattakes 2 pictures a second. These images are
relayed via a transmitter to a data-recorder worn by the patient on a belt. At the end of the 8 hours (the battery
lifetime), the data-recorder is removed and the image data uploaded to a workstation for later viewing. The stored
data consists of∼ 50, 000 images, and is viewed as a video sequence using special software provided by the
manufacturers [2]. An important factor with regards to using the WCE system is that viewing each video requires
a significant time-commitment and the close concentration of an expert clinician. Even for an experienced viewer
using ”fast-forward” mode it can take over an hour to analysea WCE video [3].

The manufacturers also provide some useful additional functions to the software: The Suspected Blood Indicator,
designed to report the location in the video of bleeding areas; and a Localisation function which displays the route
and relative position of the capsule on a graphical torso model. In order for these functions to work, the viewer
must find and mark two important locations in the video, firstly, at the Pylorus and secondly, at the IV. These
points mark the extent of the small intestine, and must be input manually. Finding the place in the video where
the WCE leaves the stomach and enters the intestine can be difficult and time-consuming, even for an experienced
viewer, as visually the stomach tissue near the pylorus and the beginning of the intestine appear very similar.
Annotating the place where the capsule enters the IV is also very difficult since intestine and colon tissues are
very similar and are often contaminated with faecal material that occludes the camera view. To our knowledge, no
such software is available to identify either of these points in the video. Providing those locations automatically
would significantly reduce the amount of time taken by a doctor, when assessing the WCE video. We recently
reported [4] building a stomach/intestine classifier. In [5] we proposed stomach/intestine/colon discriminators.
Here, we present one more discriminator namely mouth/oesophagus&stomach and suggest using the appropriate
discriminators to estimate GTT and ITT, which are useful cues for clinicians.

2 Methods

The distribution of colours in an image often provide a useful cue for image indexing and object recognition. The
most commonly used method of representing image colour for image indexing is the colour distribution histogram,

∗jeff@cmp.uea.ac.uk
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Figure 1. A figure showing WCE images taken from A) mouth B) stomach, C) small intestine, D) partially faeces
occluded colon and E) completely occluded colon; and below their corresponding equalizedHS histograms. A
visible shift in hue (vertical axis of the histogram) between these examples is clearly visible.

which is relatively invariant to image scale changes, translation and rotation about the viewing axis, and partial
occlusion [6]. WCE images might be indexed using this method since colour information is the primary feature
analysed by the clinician.

Visually, the mouth contains unsaturated colours, the stomach contains pinkish colours; the small intestine contains
pinkish to yellowish colours; and the colon generally contains pinkish to yellowish colours occluded by varying
amounts of yellowish to greenish colours (caused by faecal contamination).

We convert the WCERGB images into theHSI [7] colour space and, ignoring the intensity information, we
form 2-D HS histograms. There is a great deal of intensity variation in WCE images as the distance between the
WCE and the intestine surface constantly varies. By ignoringintensity information we force intensity invariance,
and also reduce data size. The range of colours present in WCE images is relatively small, mapping to a region
covering just around 20% of the possible colour space, and sowe equalise the histograms to this subset (of red to
yellowish-green) colours. Figure 1 shows typical WCE imagestaken from the mouth, stomach, intestine and colon
regions, and their histograms. It can be seen that the colourdistribution of the stomach is slightly shifted towards
red compared to the intestine distribution. It is also clearthat the colon tissue colour distribution is highly similar
to that of the small intestine. However, it is possible to identify colon tissue by the presence of faeces - typically
most of the colon is completely obscured by faecal contamination with its distinguishing hue-saturation signature.

The 2-D histogram feature vector is a large structure, and for practical applications compression is necessary.
Consequently, we apply a hybrid transform consisting of DCTcompression followed by PCA, which was shown
to perform better that DCT or PCA alone [8,9]. This produces avery small feature vector that provides an accurate
model of the histogram data.

For our tests, we used a total of 44 WCE videos, and trained two types of classifiers (kNN and SVC [10]) as 1)
mouth/oesophagus&stomach 2) stomach/intestine and 3) intestine/colon. We built each classifier using a training
set compiled by randomly selecting2 ∗ 2400(4800) frames from 12 of the 44 videos (also randomly selected).

The algorithm to search the boundary between two GI regions starts in a (nominal) fixed frame position. Having
classified the first frame, it moves forward or backward depending on the outcome of the classification, gradually
decreasing the step. The frame which is being classified in each step is a result of an averaging operation across
certain number of frames. The frames chosen for this operation are spaced by an offset which was selected
following detailed observations - it cannot be too small since neighbouring frames tend to be very similar and
might contain the same artifact(s) whose influence we are trying to eliminate. Experiments showed that the offset
worked most effectively at thirty frames. This procedure results in smoothing the colour distribution and helps to
avoid misclassification.
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3 Results

3.1 Classifier

Before building the discriminators, we tested the raw mouth/oesophagus&stomach, stomach/intestine and intes-
tine/colon classifiers. TheHS histograms were quantized into32 ∗ 32 = 1024 bins. We applied the DCT to the
histograms and carried out the PCA on the first 136 DCT coefficients. The test set contained 200 random frames
taken from two respective regions in all forty videos. Thus,the test set contained2 ∗ 200 ∗ 40 = 16000 frames
for each classifier. We assessed the results using the ratio of correct classifications. In Figure 2, the results of
classification depending on the number of Principal Components used in a feature vector can be seen. All three
classifiers were trained using two methods:kNN and SVC, hence six plots are presented.

The results for mouth/oesophaus&stomach are clearly superior to the other methods. This is due to the significant
difference between the mouth and stomach tissues, and hencetheir colour distributions, which can be seen in Figure
1. The slightly poorer performance of the intestine/colon classifiers is caused by the close similarity between colon
and intestine tissue. However, as has previously been stated, most, but not all of the colon images are occluded
by faeces and are quite distinctive. When the colon images arenot occluded by faeces, they are very difficult to
discriminate from intestine, resulting in a slightly reduced overall performance. The most important observation
is that high compression does not affect the accuracy of the classifiers - forming the feature vector from just a few
PCs is as accurate as forming it from 64 PCs.

3.2 Discriminator

We tested our discriminators on forty WCE videos - four sequences were excluded due to the presence of food
inside the stomach, which disturbs the recognition, (thesevideo were from emergency procedures carried out
against recommended WCE operation guidelines, which demanda twelve hour fasting period before swallowing
the capsule). We used the optimum offset of thirty frames; the optimum regularisation parameterC for the SVC
classifier was found by experiment to be ten.

The accuracy of the algorithm was assessed as the frame errorbetween the point in the video where the boundary
has been manually annotated (by a clinician) and the point selected by our algorithm. It was found that the
classification errors occurred due to artifacts appearing in the images. These artifacts are normal occurrences in
the GI tract and included items such as mucous, bile, food particles, air bubbles, etc. This problem was overcome
by summing together and averaging a number of neighbouring images, which removed the artifact which tends to
be transient.

In Figure 3, the median frame error for the forty videos tested can be seen, based on the number of frames used
in the averaging operation, and the number of PCs used in a feature vector for stomach/intestine discriminator.
The best median error measurements for this SVC classifier based discriminator oscillate around 50-70 frames.
Figure 3 shows also the advantage of using the averaging operation, where averaging across three or five frames
significantly reduces the error, when compared to a single frame colour distribution classification. However, if
the number of frames averaged is more than five, the error starts to increase. Hence, we can infer that in order to
eliminate the disadvantageous influence of artifacts we should average using just a few frames. The best results
were reached using six or eight PCs as the feature vector, demonstrating that WCE image information can be
severely compressed.

For the mouth/oesophagus&stomach discriminator, the median error for SVC and thekNN discriminator unsur-
prisingly given the classifier results (see Figure 2) was only 1 frame. As to the intestine/colon discriminator, the
results deteriorate, but are still satisfactory given the difficulties of manual IV annotation. These results as well as
the respective figures forkNN classifier based discriminators have been given in more detail in [5].

Results of the discriminator experiments are generally consistent with those obtained for the respective classifiers.
The mouth/oesophagus&stomach discriminator and classifier performed the best in both experiments. Similarly,
all results for intestine/colon classification and discrimination were not as good as the stomach/intestine results.

In Table 1, the results of Gastric and Intestinal transit times are summarised. The median error of GTT is signifi-
cantly smaller than the error of the ITT since the latter depends on the result of the intestine/colon classifier which
has been shown to perform poorer than the previous two classifiers.
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Table 1. Mean & standard deviation of GTT and ITT annotated manually and automatically by the algorithm; the
median error of GTT and ITT

GTT ITT

annotated manually 18.4± 13.2 minutes 233± 60 minutes

annotated by the algorithm 15.8± 13.7 minutes 231± 60 minutes

median error 138 sec 680 sec

4 Conclusions & Future Work

This study shows much promise. We have shown that automated tissue discriminators are feasible in WCE images
using computational colour techniques. The stomach/intestine median frame error for SVC classifier is only around
50-70 frames and the mouth/oesophagus&stomach discriminator provides the perfect result on our test set. With
regard to the intestine/colon discriminator, the results deteriorate, but are still satisfactory if we consider that in
many cases it is impossible to know exactly when the capsule passes from the intestine to colon due to faeces
occlusion. Work in progress is aiming to increase the accuracy further. We are also investigating the use of similar
techniques that can automatically determine the presence of blood and diseased tissue in WCE videos.
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Measuring Indicators of Osteoporosis from Dental Panoramic 
Radiographs: Preliminary Results 
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Abstract.  We present initial results of a study designed to investigate the use of image analysis to estimate 
loss of bone mineral density using Dental Panoramic Radiographs (DPRs).  Expert measurement of the width 
of the endosteal border on DPRs has been shown to provide a measure of reduced  bone mineral density.  We 
show that location of the edges of the endosteal border using Active Shape Model search followed by local 
edge refinement provides measurements of the width that are comparable with expert manual measurement. 

Introduction 

Osteoporosis  is characterised by reduced bone mineral density (BMD), a reduction in the architectural quality 
of trabecular bone, and possible thinning of the cortical bone. This results in increased brittleness and fragility of 
the bone, leading to a high risk of fracture.  Reduced BMD that is quantitatively less severe than the official 
definition of osteoporosis is termed osteopenia [1, 2]. Dual-energy X-ray absorbtiometry (DXA) is the most 
widely accepted accurate estimator of BMD for diagnostic purposes.  Using DXA measurements as ground-truth 
Horner et al. [3] have previously shown that mandibular BMD is significantly correlated with hip, forearm and 
lumbar vertebral BMD.  Loss of BMD is associated with measurable thinning of the endosteal border in dental 
panoramic radiographs (DPRs) and Devlin and Horner [4] have proposed that radiomorphometric indices, such 
as width of the endosteal border, derived from DPRs, could be used as indicators of bone loss.  There are 
approximately two million dental panoramic radiographs taken annually in National Health Service dental 
practices in the United Kingdom [5].  Radiomorphometric indices would have their greatest value in the primary 
dental care setting, as a low cost method of detecting those who would benefit from further osteoporotic 
assessment in specialised units.  However, the endosteal border of the mandible is difficult to distinguish in 
osteoporotic individuals.  Furthermore, measurements need to be made at a consistent anatomical site.  In [4], 
the mental foramen was used as an anatomical landmark (see figures 1 and 2).  The poor contrast of the 
endosteal border and difficulty in identifying the mental foramen result in wide limits of agreement amongst 
observers in measuring of the mandibular cortical width.  In particular high variability in measurement was 
found among dental practitioners even after specific training [6]. 

If a suitably robust and accurate method of measuring the width of the endosteal border could be developed, X-
ray evidence of dental osteopenia could be a referral criterion for specialist osteoporotic bone density 
measurement.  In this study we report initial development and evaluation of an image analysis technique that 
seeks to achieve the accuracy and robustness necessary to produce measurements equivalent to an expert human 
observer. 

Methods 

Image Data 

Dental Panoramic Radiographs of one hundred and thirty two subjects, previously collected for the study by 
Horner et al. [7], were used in this study.  The subjects were consecutive female patients aged 45-55 years, who 
attended the University Dental Hospital of Manchester for routine dental treatment. Central Research Ethics 
Committee approved this project (Reference No.: 52/92 (ii) (q)).  

Films were digitised using a Kodak LS85 digitiser (Eastman Kodak, Rochester, NY) with a nominal resolution 
of 512 pixels per inch (pixel size of approximately 0.05mm). 

Image Analysis 

Figure 1 shows a DPR as it appears on a graphical user interface designed for image annotation in building Point 
Distribution models.  The endosteal border is more clearly visible in the detailed images of figure 2, which show 
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the position of the site for manual width measurement (a) and the appearance of the endosteal border in an 
individual showing significant bone loss.  We need to locate the upper and lower edges of the endosteal border 
robustly and accurately.  This is made difficult by the fact that edges between cortical and cancellous bone are 
often poorly defined, particularly in cases where there is significant bone loss and by the presence of 
confounding structure, such as shadows of the spine across the image.  We achieve robustness by the use of 
Active Shape Models [8]  for initial placement of the boundaries.  These approximate boundaries are refined 
locally by edge-following using a dynamic programming algorithm to give accurate edge locations.   

 

Figure 1 Image windows as they appear in the Graphical User Interface that allows an expert user to place 
points along the boundary of the cortical bone in panoramic mandible images for PDM training.  The main 

image shows the whole DPR with model points marked on the endosteal border.  The images contain a great 
deal of confounding structure, including a strongly opaque area in the centre which is the shadow of the spine.  
The nature of the imaging process means that shadows of the spine appear at several places across the image.  
For model-building the points may be positioned either in the main window or the scaled detail shown on the 

right-hand side.  Point positioning in the scaled window can be assisted by interactive image processing 
operations such as grey-scale windowing or edge detection.  Points indicated by larger blue circles are 

anatomically significant.  Smaller red circles denote points on the boundary between anatomically important 
sites.  Points in green squares (the angle of the jaw and the mental foramen) are labelled for completeness but 

are not involved in image search. 

 

Figure 2 (a) Detail of a DPR illustrating measurement of the width of the endosteal border.  The arrows indicate 
the measurement site at the position closest to the mental foramen.  (b) Detail of the endosteal border of a patient 

showing signs of bone loss.  The endosteal border is thinner, the contrast between the cortical and cancellous 
bone is significantly reduced and the edge (indicated by arrows) is much more diffuse and uneven. 

Active Shape Models require the training of a Point Distribution Model (PDM) by manual planting of a 
consistent set of landmark points on training images.  Forty two landmark points are specified on either side of 
the mandible (figure 1).  The figure shows the main window containing the entire image.  The movable 
magnified region allows precise point location.  Local image processing operations can be performed within this 

Mental Foramen

Thickness 
measurement 

a b 

Mental Foramen 

Gonion 
Ante-Gonion
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window to aid point planting.  The magnified region shown indicates the specific anatomical landmarks of the 
gonion and ante-gonion, which, together with the mental foramen were used to guide the positions of the mark-
up points.  All images were annotated using this interface by two domain experts. 

The positions of the boundaries of the endosteal border arising from ASM search represent a compromise 
between the constraints of the model and the data.  A further refinement of the edge position is carried out by 
Dynamic Programming (DP) using an objective function designed to locate the edge on the strongest local 
gradient while maintaining a smooth border close to that determined by ASM search.  The edge separating the 
cortical bone from cancellous bone is often weakly defined, and stronger edges can appear in the vicinity, so DP 
is used to obtain local support for the edge. 

Experiments 

In this study we seek to demonstrate that expert manual measurement of cortical width can be replicated on the 
digitised images using image analysis.  Each image is analysed in a leave-one-out fashion, using PDMs built 
from all other images in the data set.  Active shape model search is initialised from a start position in which 
every model point is randomly moved to a random position 3 mm from its correct position.  After convergence 
of ASM search the final model point positions are moved to the most significant local edge using DP. 

We use Bland-Altman plots [9] to compare widths measured manually by magnifying graticule on the films [7] 
with measurements at the same points derived by image analysis.  All width measurements were made at the 
location on the border closest to the mental foramen.  Figure 3(a) shows a Bland-Altman plot comparing the 
manual measurements of the individual experts.  The points on the scatterplot represent the differences between 
the expert measurements of the width as a function of the average width.  The mean difference is zero, 
indicating that there is no bias between the observers.  There is no noticeable effect related to the magnitude of 
the measurement.  The limits of agreement ( 2± s.d. intervals in the differences) are about 1.0mm. Measurement 
of widths using the manually planted mark-up points at the mental foramen show a similar mean and limits of 
agreement (data not shown) indicating that the edges of the endosteal border can be located manually with 
similar accuracy on the digitised images.  .Figure 3(b) compares automatic measurement using ASM search 
(prior to local edge refinement) with the average manual measurement.  The average difference is close to zero 
in this case also, with limits of agreement similar to those in figure 3(a).  The red line shows a least-squares 
linear fit to the scatterplot and indicates that there is a dependency between the measured difference and the 
absolute value of the width.  Narrower than average widths tend to be overestimated by the ASM search and 
wider than average ones underestimated.  This is not unexpected as model-based measurements will tend to be 
biased towards the model average.  In figure 3(c) the automatic measurement is made using local edge-based 
refinement of the ASM boundary position.  The slope of the plot has been largely removed by relaxing the 
model constraints on the edge position.  Limits of agreement are also about 1.0mm but the width estimate is 
about 0.5mm less than the manual estimate.  

Conclusion and Discussion 

Digital Panoramic Radiographs are widely prescribed by dentists.  Measurement of thinning of the endosteal 
border on these images has the potential to be used as a readily available indicator of loss of bone mass in 
osteopenia and osteoporosis.  If this potential is to be realised it is important that accurate and reproducible 
measurement can be carried out routinely.  To date only expert readers have been able to make measurements of 
sufficient accuracy and precision.  It is the purpose of this study to determine whether such measurements can be 
made by image analysis.  Figure 3 indicates that the same measurement made by experts can be made with an 
intrinsic variability that is indistinguishable from that among expert readers.  Figure 3b indicates that using 
Active Shape Modelling alone, while reliably locating the edges of the endosteal border, tends to bias the width 
measurements towards the mean.  This bias is corrected by use of local edge-based refinement using dynamic 
programming.  This has the result that there is a consistent offset of the measurements by about 0.5mm 
compared with manual estimates.  As it is comparative measures that are important in estimating bone loss, this 
offset is not important for the clinical aims of the study. 

The use of a single width measurement at the mental foramen reflects the practice adopted for manual 
measurement.  This is because the mental foramen is the only consistent anatomical structure that can be used as 
a landmark in the region where thinning is expected to occur.  Using Active Shape Models to locate the edges of 
the entire endosteal border allows us to make measurements along the whole border between the mental foramen 
and the gonion (see figure 1).  Our study will continue to examine whether such measurements can be made 
sufficiently accurately and reliably to improve on expert human assessment of bone loss. 
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Figure 3  Bland-Altman plot showing the 
difference (in mm) between measurements  of 
cortical width (ordinate) plotted against the 
mean width (abscissa).  The mean difference is 
indicated by the solid line and the limits of 
agreement (( 2± s.d. intervals) by the dotted 
lines. 
(a) Comparing manual measurements of two 

experts.  
(b) Comparing ASM search without local 

refinement with average manual 
measurement 

(c) Comparing ASM search with local 
refinement with average manual 
measurement 

The red lines in b and c are best fit straight 
lines to the data points 
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Abstract. This paper presents a new segmentation algorithm which embeds the active shape model in the robust 
point matching algorithm. The method allows the detection of a large number of feature points in the image. 
Robust point matching is used to search for the correspondence between feature and model points while the model 
is being deformed along the modes of variation of the active shape model. Both synthetic and in vivo results have 
shown that the proposed algorithm is immune to feature noise and can tolerate over 50% of outliers.  

1 Introduction 

The Active Shape Model (ASM) [1] paradigm is a popular method for image segmentation where a priori 
information about the shape of the object of interest is available. The effectiveness of the method is contingent upon 
a correct correspondence between model points and the features extracted from the image. The ambiguity lies when, 
for a given model point, no obvious salient point can be found in the image. In this case, the model landmark point 
should be rejected or a nearby feature point should be chosen. Poor segmentation results are often obtained when 
features are determined locally for each model point. In practice, it is easy to extract many candidate feature points 
for each model point, but the process of model/feature matching is not trivial. The purpose of this paper is to 
introduce the use of Robust Point Matching (RPM) [2] for ASM. RPM enables a global search for the 
correspondences by allowing partial matches between all points, followed by a gradual refinement until the 
correspondences are pair-wise. An important feature of RPM is the ability to match shapes of arbitrary size by 
rejecting points as outliers from both sets. We demonstrate the practical value of the proposed method by applying it 
to B-mode echocardiography images of patients with known cardiac dysfunction.  

2 Methodology 

2.1 Robust Point Matching (RPM) 

The original RPM was proposed by Gold et al. [2] to align two arbitrary sets of points. With RPM, the number of 
points in each set does not have to be equal, so the algorithm also identifies outliers in both sets. The goal of RPM is 
to align two sets of points {Xi, i=1,…,N} and {Yj, j=1,...,K} by establishing the geometric mapping that superimposes 
the two point sets in the same reference frame and reject outliers. The system maintains a matrix M of size (N+1) by 
(K+1) to store both the correspondences and the outliers as follows: 
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In Eq. (1), T is a parameter used for deterministic annealing and the first term corresponds to the geometrical 
alignment of the two sets (using for example an affine transformation A). The second term prevents the recovery of 
the trivial solution where all correspondences, Mij, are null. Finally, the third term is a deterministic annealing term 
to enforce the constraints of 
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This is to ensure that the derived correspondences are one to one. In the above equations, Mij takes a value between 0 
and 1. As the temperature T is decreased, the correspondences “harden” to get closer to the binary values of 0 or 1. 
For this reason, the term “soft-assign” is used in [2]. The strength of the method is that given two datasets, it is able 
to establish as many correspondences as possible between them while rejecting outliers. The size of the two datasets 
is irrelevant to the performance of the technique. RPM was also extended to handle local deformations through thin-
plate splines [3]. However, there is no constraint on the amount of the deformations.  

2.2 Robust Active Shape Model (RASM) 

The major strengths of ASM are the model characteristics, namely its specificity, generalization ability and 
compactness that allow only “legal” shapes to be detected. However, the decision on the best feature point for each 
model point is typically based on a local search algorithm, which might not be optimal. Usually, the best feature 
point for a model point is sought for along the line perpendicular to the model at that point. In the proposed RASM, 
a large number of feature points are generated independently of the model points. This step is done once and for all, 
and can be accomplished by using any feature detection algorithm. The way ASM is incorporated into the RPM is by 
defining the energy function E as: 
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This energy function is equivalent to Eq. (1) except that the method is now trying to minimize the distance between 
the deformed model (according to the ASM modes of variation) to which an affine transformation is applied, and the 
feature points. The algorithm can be summarized as follows:   

1 - Extract feature points in the image using a feature detection algorithm 
2 - Determine the initial temperature T0 and the final temperature Tf for the annealing schedule - Set T = T0 
3 - Run the following RPM iterations while T > Tf  
 3.1 - Establish the correspondence by updating the match matrix using Eq. (6) in [3] 
 3.2 - Determine the affine transformation given the correspondences using least squares, Eq. (30) in [1] 
 3.3 - If T is low enough (after 30 iterations in our case), determine the shape parameters using Eq. (21) in 
[1] 
 3.4 - Reduce the temperature T = T*r; in our experiments the annealing rate is set to 0.9 – go to step 3.1  
  

3 Results 

In order to assess the practical value of the RASM method, the proposed algorithm was tested on B-mode 4-chamber 
view echocardiography images acquired with an Acuson Sequoia 256 Scanner (Siemens Medical Solutions, 
Mountain View, CA). Examples of the endocardial borders as captured by the ASM from 33 patients are illustrated 
in Figure 1, where the left image is the mean shape and the other six are shape changes encoded by the first six 
modes of variation. The derived model was subsequently applied to 10 patients with known cardiac dysfunction. 

   
Figure 1: Active shape model of the endocardium. 
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Figure 2 shows an example of the evolution of the RASM under the influence of the detected image features, where 
the model points are shown in blue and the feature points are in red. Figure 2(a) illustrates the starting position of the 
algorithm, and Figure 2(b) shows the model being aligned to the feature points by applying an affine transformation 
(the black points correspond to the outlier points in the data). Figure 2(d) corresponds to the final alignment with 
local deformations through the shape parameters of the active shape model (the green points correspond to model 
points that were rejected as outliers). This example illustrates a major strength of the algorithm. On the left side of 
the endocardial border, two major subsets of feature points can be observed. The ASM search algorithm would have 
yielded feature points from a mixture of these two subsets. Therefore, the resultant shape would be a compromise of 
the true and outlier feature points. With RASM, the outliers can be correctly identified, resulting in a more faithful 
depiction of the endocardial border. Figure 3 shows more examples which illustrate the variety in the shape of the 
endocardium as well as the flexibility of the method which can deform the model to align to the data.  

    
(a) (b) (c) (d) 

Figure 2: Evolution of the RASM algorithm; blue: model points; red: feature points; black: rejected model points; 
green: rejected feature points. 

      
(a) (b) (c) (d) 

Figure 3: More examples of aligning the model to the feature points. 

To assess the effect of the density of the model points on the performance of the proposed algorithm, four models 
with different sizes (100, 200, 300 and 400 points in each model) were generated by sub-sampling the ASM model. 
We use a large number of points in the model because the shapes are very varied and somewhat detailed. For each 
experiment, we determined the maximum size of the feature point set before the algorithm breaks down, meaning 
that the recovered solution is grossly wrong (i.e.: the model collapses to only a few feature points, and most of the 
feature points become outliers). In the first experiment, we used 10 different patient data for each model and we 
averaged the number of feature points tolerated. Figure 4 shows the maximum number of tolerated feature points for 
different model sizes. As the size of the model becomes larger, the corresponding tolerance to noise (or outlier 
feature points) is also increased. With a model size of 300 points, the algorithm tolerates 50% of feature outliers.  

 

Figure 4: Robustness of the algorithm: Given a model size, RASM robustness is quantified by the maximum size of 
the features point set that could be tolerated, before aberrant results appear. 
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In the second experiment, synthetic tests with models of different sizes were used. An image was generated by 
applying an affine transformation to the average model and removing some of the model points in the image to 
simulate model outliers. We then added Gaussian noise with standard deviation 1 (to simulate localized noise), 30, 
and 100 (to simulate spread feature outliers). For each case, we averaged the maximum size for the feature point set 
over 10 images. Two examples are shown in Figure 5. It is evident that with small noise variance, even if we 
removed some of the model points in the image, the robustness of the algorithm was not affected. It has been shown 
that the algorithm can tolerate up to 50% of feature noise, irrespective of the amount of model noise. With large 
noise variance however, the larger the number of model outliers, the smaller the number of feature points that the 
algorithm can handle. Nevertheless, if 90% of more of the true feature points are recovered, the algorithm can handle 
75% of feature noise. The robustness of the algorithm decreases to about 65% of feature noise when only 80% of the 
true feature points can be extracted.  If the feature detector misses half of the feature points, then the algorithm 
cannot tolerate any feature noise. In the above, the amount of feature noise is calculated using: 

points feature ofnumber max 
noise) model ofamount size modelsize model(points feature ofnumber max noise feature ofamount ×−−

=  

Amount of 
model  

points removed 
(model 

outliers) 

  
 

Figure 5: Robustness of the algorithm with synthetic data. 

4 Conclusions 

In this paper, we have shown that endowed with outlier rejection, RASM is able to match point sets of arbitrary size. 
The main feature of the algorithm is to combine the benefits of RPM robustness with the specificity, generalization 
ability, and compactness of ASM. The results obtained with both synthetic and in vivo data have demonstrated the 
strength and potential clinical value of the technique. It is worth noting that some existing work [4] uses a different 
meaning for “robust”. They propose a method to align the model to the image using a robust fit instead of basic least 
squares. However, they still use a local search and no globally optimal decision to detect the feature points, still 
extracting one feature point for each model point. 
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Abstract. The need for an external position sensor is one factor impeding the clinical exploitation of freehand
three-dimensional ultrasound. Some sensorless systems have been developed, using speckle decorrelation for
out-of-plane distance estimation, but their accuracy is still not as good as that of sensor-based systems. Here,
we examine the widely held belief that accuracy can be improved by limiting the distance measurements to
patches of ultrasound data containing fully developed speckle. Without speckle detection, we observe that scan
separation is systematically underestimated by 33.1 % in biological tissue. We describe a number of speckle
detectors and show that they reduce the underestimate to about 25 %. We conclude that speckle classification
can improve the quality of distance estimation, but not sufficiently to achieve accurate, metric reconstructions.

1 Introduction

Freehand three-dimensional (3D) ultrasound (US), in which B-scan slices and probe trajectory are simultaneously
recorded, provides a valuable clinical tool for volume measurement and the analysis of complex geometry. How-
ever, the need for an add-on position sensor is inconvenient in a clinical environment. There has therefore been
much interest in developing algorithms to infer probe motion from the B-scan images themselves [1–3]. Conven-
tional image registration techniques can be used to track the three in-plane degrees of freedom, while the remaining
three degrees of freedom can be estimated using the phenomenon of speckle decorrelation, which exploits the fact
that the US beam is several millimetres wide in the elevational direction. Each point in the B-scan is therefore
sensitive to back-scattered echoes from a roughly ellipsoidal volume known as the resolution cell [4]. Resolution
cells in neighbouring B-scans overlap and, as a result, there is a predictable correlation between the corresponding
echoes. In fact, it can be shown that there is a roughly Gaussian relationship between the correlation of the echo
envelope intensities of a pair of patches of speckle, and their distance apart [1, 2], though the Gaussian’s width
depends on the dimensions of the resolution cell, which vary across the B-scan.

So there are two prerequisites which have to be fulfilled in order to achieve accurate distance measurements.
Firstly, the theory for speckle-based distance measurement is valid only for echoes resulting from fully developed
speckle. Secondly, the local relationship between separation and correlation must be known at every point on the
B-scan. Therefore, in this paper we determine highly localised models of the shape of the resolution cell. We
also investigate the ability of various speckle detectors to select appropriate data for correlation. The goal is to
establish the achievable accuracy of sensorless freehand 3DUS using speckle decorrelation. We are not aware of
any published papers that evaluate these algorithms in the way we report here.

2 Local model of the resolution cell

For all experiments in this paper, a Dynamic Imaging Diasus US machine modified for acquisition of the radio
frequency (RF) echo signal was used with a 5–10 MHz linear array probe. The depth setting was 4 cm with a
single focus at 2 cm. After time gain compensation, the RF data were digitised using a 14 bit Gage CompuScope
CS14100 analogue to digital converter. Whole frames, each comprising 127 vectors by 3818 samples, were stored
in on-board Gage memory before transferring to PC memory at 75 MB/s. The system operates in real time, with
acquisition rates exceeding 30 frames per second. Sampling was at 66.67 MHz, synchronous with the ultrasound
machine’s internal clock: this synchronization minimises phase jitter between vectors. Assuming an average speed
of sound of 1540 m/s in soft tissue, the acquired RF samples have an axial resolution of∆y = 0.01 mm. The RF
vectors were filtered with a 3–30 MHz broadband filter, yielding an echo signal which we shall refer to asr(t).
The instantaneous amplitude (the so called A-line) is obtained via envelope detection,e(t) = |r(t) + jr̂(t)|, where
r̂(t) denotes the Hilbert transform ofr(t). The echo intensity is the square ofe(t).

For scans comprising fully developed speckle, we measured decorrelation functions in the elevational and axial
directions by scanning a speckle phantom with Rayleigh backscatter and uniform attenuation of 0.4 dB/cm/MHz.
The probe was mounted on a mechanical assembly such that it could be translated slowly in the elevational direction
by means of a screw thread. Its displacement was measured using a dial gauge. 100 parallel frames of RF data

∗Send correspondence toph305@cam.ac.uk . This work was carried out under EPSRC grant number GR/S34366/01.
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were recorded at a pitch of 0.04 mm in the elevational direction. We partitioned each frame of RF data into a grid
of 8 × 12 rectangular disjoint patches, each comprising about 5000 RF samples. For each patch of the grid, we
trained a model of its axial and elevational decorrelation using Pearson’s linear correlation coefficientρ. A single

Gaussian with parameterα was chosen to model the decorrelation according toρm = exp
(
−δ2
α2

)
, whereρm is

the correlation at distanceδ. Both elevational and axial decorrelation play a key role in this study. The elevational
decorrelation is required for out-of-plane distance estimation, while the axial decorrelation is exploited by one
of the proposed speckle detectors. We trained the axial model only for correlation values above 0.65, where the
measured curves could be approximated satisfactorily with a single Gaussian. For each patch, 100 decorrelation
curves were obtained, one from each frame in the data set. These were averaged together, and the Gaussian model
fitted to the averaged data. A linear least squares fit of the logarithmic (and thus linearised) model was obtained
by minimising the sum of the squared deviations atn samples of the decorrelation curve. Not all Gaussian models
fitted their decorrelation curves accurately. At the top of the B-scan, this was due to the phantom’s scanning
window introducing strong specular features, at the bottom of the B-scan, the problem was noise in the RF data
due to increased attenuation (see Fig. 1, centre). Hence, only those patches in rows 3 to 8 were used in thein vitro
experiment reported in Sec. 4. A similar experiment was conducted for the purpose of training models of the local
speckle decorrelation in the elevational direction. For each patch in framef , an elevational decorrelation curve
was obtained by correlating with the corresponding patch in framef + i, i = 1 . . . 12. An average decorrelation
curve was calculated by averaging the 88 individual curves forf = 1 . . . 88. The Gaussian model was then fitted
to the average curve, one for each patch. As with the axial model, only those patches in rows 3 to 8 were used in
the in vitro experiment reported in Sec. 4.

3 Approaches to speckle detection

Agreement of regression and correlation. When comparing RF echo envelope intensity samples in corresponding
patches for the purpose of elevational distance estimation, we can calculate their correlationρ or their linear
regression. For fully developed speckle, Prageret al. derived the numerical equality of the regression parameter
b (the gradient of the regression line) andρ for samples separated in the elevational direction [3]. To employ
this result for speckle detection, we assume that ifb andρ differ, this difference is likely to result from coherent
scattering or noise. Thus detectorD1 accepts the speckle hypothesis if|b− ρ| ≤ τ1 for a given thresholdτ1.

Agreement of the observed axial decorrelation with its model. As detailed in Sec. 2, we trained local mod-
els of the axial decorrelation from scans of a speckle phantom. However, the shape of the decorrelation curves
may be altered in scans of biological tissue due to coherent scattering. Therefore, we assume that if there is a
large enough deviation of the observed axial decorrelation curve from the trained model for that patch, then this
difference is caused by coherent scattering or noise. The deviation is measured as the root mean square (RMS)
difference between the observed decorrelation curve and the corresponding local model. The test is applied to both
patches being compared for elevational distance estimation. Thus, detector D2 accepts the speckle hypothesis if
max (RMS1,RMS2) ≤ τ2 for a given thresholdτ2.

Moment-based first order statistics classification. Prageret al. [5] extended the approach of Dutt and Greenleaf
for speckle detection using first order statistics [6]. Tuples of mean over standard deviation(R) and the skewness
statistics(S) calculated from patches of uncompressed echo intensities were used to detect speckle in(R,S)-
space [5]. In this report, we use a generalised version of the elliptic region of acceptance reported in [5]. To
yield a one-dimensional measureϑ for classification purposes, we worked out the distanced of the (R,S)-point
to the centre of the ellipse.ϑ was then calculated as the ratio ofd to the radiusr of the ellipse in the point’s
direction. By this means, the elliptical nature of the feature space is preserved in the one-dimensional measureϑ.
DetectorD3 used the featureϑ calculated for corresponding patches 1 and 2. The speckle hypothesis was accepted
if max(ϑ1, ϑ2) ≤ τ3 for a given thresholdτ3.

Non-parametric goodness of fit test. For fully developed speckle, the received RF echor(t) at any point is a
zero-mean Gaussian random variable [4]. We can thus apply a formal statistical test, whether a given sample of RF
echo values is Normally distributed, and thus fully diffuse, or not. For this purpose, Georgiou and Cohen propose
the Kolmogorov-Smirnov nonparametric goodness of fit test (K-S test) [7]. The K-S test uses the maximum
vertical distance between the empirical cumulative distribution function (ecdf)Pn(w) of r(t) and its corresponding
Normal distributionG(w) with parameterŝµ andσ̂ estimated from the ecdf. The K-S test statisticDn is given by
Dn = sup−∞<w<∞ |Pn(w)−G(w)|. DetectorD4 employedDn for corresponding patches 1 and 2. The speckle
hypothesis was accepted ifmax(Dn1, Dn2) ≤ τ4 for a given thresholdτ4.
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Figure 1. Typical B-scans and the results of speckle detection.The dashed frames indicate patches for which
the two speckle detectors agreed on fully developed speckle, while the crosses indicate patches for which they
agreed on non-speckle.Left : Field II’s virtual cyst phantom.Centre: the speckle phantom.Right: the beef joint.

We verified the operation of the moment-based and K-S detectors using simulated 2D RF echo data. We were
unable to test the other detectors in this manner, since the regression/correlation test requires 3D data, while the
axial model test needs training for a specific transducer. The Field II package was used to simulate RF echo
samples from a virtual cyst phantom (Fig. 1, left), comprising five point targets, five strongly reflecting regions and
five cyst regions. Patches withϑ < 3 were regarded as comprising speckle, and0.05 was used as the significance
level for the K-S test. Note how both detectors are reliably able to reject patches which clearly do not contain fully
developed speckle. Next, we ran the two speckle detectors, with the same thresholds, on a B-scan from the speckle
phantom (Fig. 1, centre). Note how both detectors agree on fully developed speckle for the majority of the patches.

4 Achievable accuracy of distance measurement usingin vitro RF data

We seek to address both theachievableaccuracy of speckle-based out-of-plane distance measurement in soft
tissue, and ways to improve it using speckle detection. To this end, we chose to perform anin vitro experiment.In
vivo experiments are subject to additional factors that degrade speckle-based distance measurement. RF data was
recorded from a joint of beef using the same settings as described in Sec. 2. 100 parallel slices,∆z = 0.04 mm
apart, were recorded. The first slice is shown in Fig. 1, right. The speckle detector thresholds were the same as for
the other two B-scans. Note how none of the data is classified as fully developed speckle at these thresholds. We
measured distances in the beef and training data sets at an elevational separation of 0.20 mm (every fifth slice). For
the reasons outlined in Sec. 2, we limited the measurements in each frame to the patches in rows 3 to 8. Frames
z ∈ {1, . . . , 95} were chosen successively as reference frames. Speckle-based distance measurement was carried
out by comparing selected patches with their corresponding patches in framez + 5, using the local model of the
elevational decorrelation trained in Sec. 2. For each pair of corresponding patches 0.20 mm apart, the impact of
speckle detection on the elevational distance measurement was examined using the speckle detectorsD1 –D4. For
evaluation purposes, the thresholdsτ1 . . . τ4 were extended incrementally from zero until every patch was accepted
as speckle. For each threshold value, the mean relative distance error and its variance were calculated from those
pairs of patches for which the speckle hypothesis was accepted by the four speckle detectors.

Figure 2 shows the results without speckle detection. For the training data, the per-patch distance estimates were
nearly perfect, with an average measured distance ofδ̄ = 0.204 mm and a standard deviation ofσδ = 0.022 mm.
The residual 2% overestimation can be explained by the locally imperfect fit of the Gaussian models with the aver-
aged decorrelation curves. In marked contrast, the measured distances for the beef data had a distinct bias towards
smaller distances. For all pairs of patches 0.20 mm apart, the average measured distance wasδ̄ = 0.134 mm (mean
relative distance error̄ε = −33.1 %) with a standard deviation ofσδ = 0.046 mm. The coherent scattering in the
beef is decorrelating slower than the speckle in the phantom, and this is misinterpreted systematically as a smaller
separation between the patches. Occasional overestimates result from noisy patches.

The impact of the four speckle detectors on the quality of the distance measurements is shown in Fig. 3. From
D1’s poor performance, we conclude that fully developed speckle is a sufficient but not necessary condition for the
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Figure 2. Histograms of the measured elevational distances forleft the training data (mean̂µ = 0.204 mm) and
right the beef data (̂µ = 0.134 mm) for all pairs of patches withρ > 0.65 at a spacing of∆z = 0.20 mm apart.
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Figure 3. Incremental thresholdingvs.the relative distance error and the remaining patches per B-scan.

equality ofb andρ. D2 – D4 fared better, but only after having rejected most of the data. At least three patches
per B-scan are required for 3D reconstruction. Therefore, we compared the achievable accuracy at the minimum
thresholds such that, on average, at least three patches per B-scan were accepted byD2 – D4. At these thresholds,
the average relative underestimation of the elevational distances of−33.1 % could be improved to about−25 %
using any of the detectorsD2 – D4. The detectorsD2 andD3 performed slightly better thanD4.

5 Conclusions

A pragmatic approach to elevational distance estimation is to calibrate the distance-correlation relationship using
speckle from a phantom. Subsequently, when scanning biological tissue, the calibrated model is applied to those
patches which most resemble speckle. We have investigated several speckle detectors for this purpose. Our main
conclusion is that even when the detectors are highly selective, leaving just three patches per B-scan, significant
errors remain in the distance estimates. This is because the speckle pattern observed in biological tissue is seldom
fully developed. Thus speckle detection alone is an insufficient means of obtaining metric 3D reconstructions,
although it can be used to improve qualitative reconstructions by rejecting patches with strong specular scattering.
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Abstract. This paper presents a method for the initial detection of ductal structures within 3D ultrasound
images using second-order shape measurements. The desire to detect ducts is motivated in a number of way,
principally as step in the detection and assessment of ductal carcinoma in-situ. We believe this work is the first
demonstration of the ability to detect sections of duct automatically in ultrasound images.

1 Introduction

Most research into breast ultrasound analysis concerns the detection and diagnosis of lesions, therefore the de-
tection of mammary ducts may seem somewhat peripheral. However, this is not the case; the role of the duct is
central to the function of the breast, and consequently the ductal structures are an important area for analysis. Most
malignancies originate in the epithelial tissues of the ducts, and it has been suggested that ductal echography, a
process whereby the breast volume is systematically scanned along the line of duct, is the best way to manually
find and diagnose lesions [1]. The automatic detection of the ductal structure from 3D ultrasound could direct the
reslicing and visualisation of the ultrasound data along the axis of each duct for clinical analysis, or enable auto-
matic detection of anomalous ductal structure as early indicator of possible tumor development [2]. The analysis
of the duct may also have a role in the analysis of detected lesions, since the detection of duct-size features has
been found to be an indicator of malignacy [3]. To this end, comparison with the normal appearance of ducts in
ultrasound images is required, although it should be noted that this appearance changes with age [1,4].

The extent of each lobe of the ductal system is also of importance. Typically, a carcinoma will spread along a duct,
as ductal carcinoma in situ (DCIS), prior to any invasive spreading. As observed by Going and Moffat [5]:

If duct systems are independent of each other, then defining their boundaries prior to surgery for DCIS
could assist in achieving complete removal of the affected ‘lobe’ while sparing the unaffected tissue.

Even where the tumor is invasive, the ductal spread will be extensive and the lobe must be considered the minimum
excision margin. However, the presence of any ductal anastomoses must be detected if the complete extent of
possible spread is to be correctly assessed [6]. Once a ductal anomaly has been identified, ductal endoscopy and
lavage provide possible routes for accurate diagnosis. However, some lobular systems are not openly accessible
on the nipple surface [5]. A complete tree of the ductal system would facilitate assessment of whether the duct can
be accessed in such a way. Furthermore, a map of the 3D ductal structure would facilitate registration based on
anatomy [7], which would have application in assessing tumor changes following of treatment. Applications may
also include the assessment of problems associated with lactation [8], and research into mammary development [9].

Thus, the motivating reasons for automatically detecting and segmenting the ductal structure of the breast are;
1.) Detection and diagnosis of lesions by comparison with normal ductal appearance.
2.) Guide to excision margins by considering the possible intraductal spread.
3.) Aid for ductal endoscopy to assess access and navigation.
4.) Facilitate anatomy-based registration for treatment assessment.
5.) Facilitate diagnosis of problems associated with lactation.
6.) Facilitate mammary development research and other temporal studies.

In this paper, we review previous tube (mostly vascular) detection and tracking methods to motivate shape-based
detection. A simple method for the initial detection of ductal structures is proposed and demonstrated. We believe
this work is the first demonstration of the ability to detect sections of duct automatically in ultrasound images. The
paper concludes with a brief discussion of future direction.

∗mark.gooding@ruh-bath.nhs.uk
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2 Method

2.1 Previous tube detection and tracking approaches

The detection of tubular structures has mostly been focused on the detection of vessels with MRA and CT and of
bronchial tubes in CT. The approaches taken can be broadly divided into intensity-based segmentation and shape-
based detection and tracking. Intensity-based detection (e.g. [10]) is not suitable for small ultrasound structures,
such as ducts, since at a fine scale the image intensity is not directly representative of the tissue type. (At a coarse
scale some tissue/intensity relationship may be noticed.) However, shape-based detection may show promise since
the approximate structure of the tubes is still evident in the image, although significantly corrupted by speckle.

The second-order structure (the Hessian) of image intensity often considered to be a good measure of the local
shape. Frangi et al. [11] and Danielsson et al. [12] develop measures which describe the local 3D shape and
“curvedness” based on the principle curvatures. Their work can be considered an extension of the shape index
(SI), introduced by Koenderink and van Doorn [13], into 3D. The measures in [12, 14] are sufficient to uniquely
describe the local second-order shape of an image. Subsequently, both authors develop further specific measures
to detect vascular structure, based on their shape descriptors. Similarly, Sato et al. [15] use the principle curvatures
of the image intensity to calculate measures of second-order structure corresponding to a sheets, tubes and spheres.
These are used heuristically to segment image data from a range of modalities. All three authors demonstrate the
detection of tube-like structure for the purpose of vessel segmentation in MRI volumes. The Hessian is given by;
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A number of effective methods have been developed for tracking of tubular structures. These can be roughly
divided into those which track second-order structures (e.g. [16, 17]) and those based on medial-node tracking
(e.g. [18,19]). The use of medial-nodes has be demonstrated for ultrasound data at a large scale [20], however the
small size and poorly defined boundaries of ducts mean that this approach is not suited to the application of ductal
tracking. Both of these approaches require initialisation. For the MRI and CT data, on which the methods have
been demonstrated, the majority of initialisations have been achieved using an intensity threshold of the image data.
However, intensity thresholding for the initial detection of ducts would be ineffective within ultrasound images.
Section 2.2 addresses this initialisation problem, proposing a method for the initial detection of ducts within 3D
ultrasound images, with a view to employing a tracking method to find the complete ductal structure.

2.2 Simplified detection method

In this section we propose a simple method for the detection of specific second-order shape features directly from
the principle curvatures, which could been used as an initialisation to the centerline tracking methods discussed
previously. Although Danielsson’s angular measures of shape provide a way to express the complete range of
second-order shapes from volumes, the tubular shape measures introduced in [11, 12, 14, 15] to detect vessels are
unnecessarily complicated. Any shape of interest within the second-order space can be uniquely expressed in
terms of the three principle curvatures (the eigenvalues of the Hessian). Consequently, it is desirable to be able to
measure the distance to a specific shape description expressed in terms of these curvatures. Therefore, we opt to
detect tubular shapes directly from the principle curvatures, rather than introducing further measures of shape.

The local shape and the desired tube-shape prototype can be expressed as vectors of the form;shape-vector=
(κ1 κ2 κ3)

T whereκ1, κ2 andκ3 are the three principle curvatures. The orientation of this vector describes the lo-

cal shape, while its length describes the local contrast. For a tubular shape the prototype istube =
(

1√
2

1√
2

0
)T

.

We propose to measure the deviation of the local shape from the prototype shape as the normalised dot product
between their shape vectors. This gives a result of 1, for a perfect match, -1 for a perfect match of the opposite
sign (i.e. same shape but opposite intensity structure), and zero where the local shape can be considered to be as
far away as possible from the desired shape. Normalisation of the shape vectors ensures that this shape measure is
invariant to contrast.

Tubes are detected at multiple scales using scale normalised Gaussian convolution to generate progressively coarser
124



scales [21]. The shape detected at a particular location may vary over the scales, as finer features are removed.
Therefore it is necessary to choose an appropriate scale to detect features of interest. We achieve this in a number
of ways. First, we only process the scales over which we know the features exist. i.e. in looking for ducts we only
search smaller scales. Second, we opt choose the scale at which the location looks most similar to the prototype
shape vector. Detection of tubular features is achieved by accepting areas which do not deviate too far from the
desired shape, and which have a high curvedness at the scale chosen. As noted in [12], curvedness, measured as√∑

κ2
i is not shape invariant; a spherical shape having higher curvedness than a tube-like one. However, we have

chosen to detect features matching a single shape prototype, therefore using this measure is not a problem since
we are comparing the curvedness of features with similar shapes.

3 Experiment and results

In-vivo acquisitions were carried out with consenting patients in accordance with an ethically approved protocol,
using the radial scanning system described in [22,23], a Technos ultrasound scanner (Esaote S.p.A, Genova, Italy),
and linear array probe (LA532 10-5) at 9MHz. The pathologies present were assessed by a clinician at the time of
scanning. The 3D images were reconstructed on a voxel array at a resolution of 1mm3.

For the examples given, duct features were detected by accepting features whose shape vectors within33◦ of
the prototype shape vector. Empirically this was found to give good results, however the optimum distance has
not been investigated. The contrast used for feature acceptance was set (qualitatively) for each 3D image as a
percentage of the maximum contrast found for the tube feature over all scales. Typically this varied from40% to
60%. The scales used for detecting ducts and vessels had a Gaussian standard deviation rangingσ = 1 to 3 voxels.

Figures 1A and 1B demonstrate the potential of this system (both the radial scanner and detection method) to detect
the ductal system in the breast. Figure 1A is a scan from a breast displaying polycystic changes and some ductal
ectasia. Both vessels and ducts have been detected, although a number of less interesting detections have occurred
at the edge of cysts. Figure 1B shows the detection of ductal extension from a tumor in a breast containing
a malignant ductal carcinoma. The extension of the tumor along the duct affects patient management, making
mastectomy, rather than excision, the preferred option. The red volumes (colour online) shown on the scan indicate
areas which detected using a sphere-like structure prototype, rather than detecting tubes.

A B
Figure 1. A: The detection of ducts and vessels in a paracystic breast. Additional tube structures have been
detected at cyst edges.B: Ductal extension from tumor has been detected. A potential secondary has also been
detected within the same ductal tree, illustrating the importance of ductal tracking in assessing tumor invasiveness.

4 Discussion, conclusion and future work

In this paper we have presented a method of tube-like feature detection for 3D ultrasound. Several methods of shape
analysis and shape-based feature detection from the existing literature were considered. The method presented here
simplifies these by detecting specific shapes directly from the principle curvatures, via comparison with a prototype
feature, rather than introducing intermediate steps. The performance of this feature detector was demonstrated on
data 3D ultrasound data from two breast volumes, showing the detection of ducts and vessels.

Several observations can be made from these results. First, that the detected objects correspond to perceptu-
ally significant image structures. However, interesting image structure does not necessarily equate to interesting
pathology. This is not unexpected, since we are seeking a low-level shape feature rather than an anatomical feature.
However, some knowledge-based constraints (e.g. we expect ducts to be long connected tubes) must be introduced125



to remove non-anatomical features for clinical use. Second, it is also noted that the shape of the detected volume
does not correspond to the shape of the object itself. This is expected since a perfect tube will only be detected at
its centre (see [18] for a discussion). Although the shape-measure itself cannot be used for accurate segmentation,
it does give a pointer to scale and approximate tube position. Therefore, this detection method could be used as an
initialisation for a centreline tracking method, such as in [16,17].

The challenge presented in [2] to provide a method for automatically detecting the entire ductal tree structure is
significant. We believe this work is the first demonstration of the ability to detect sections of duct automatically in
ultrasound images. Future work will consider the use of centerline tracking, by finding the connecting line which
best corresponds to a tube as in [16], to form a continuous ductal tree structure. Quantitative evaluation of this tree
structure will be performed by comparison with manual delineations. The extension of this ductal tree delineation
to the normal breast, with non-enlarged ducts, is a long term goal.
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Sensorless Freehand 3D Ultrasound for Non-monotonic and
Intersecting Frames

R. James Housden∗, Andrew H. Gee, Richard W. Prager and Graham M. Treece
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Abstract. Freehand 3D ultrasound can be acquired without a position sensor by finding the separations of pairs
of frames using information in the images themselves. However, previous work has only considered frame pairs
that do not intersect and data sets produced by a monotonic scanning motion. This paper presents algorithms
to overcome these restrictions. The algorithms are evaluated on synthetic and in vitro data, and are shown to
produce reasonably accurate metric reconstructions despite typical levels of measurement noise.

1 Introduction

Freehand 3D ultrasound is a technique that generates a 3D data set from a series of 2D ultrasound scans [1]. This
requires that a position sensor be attached to the ultrasound probe, but the extra sensor can be an inconvenience.
An alternative is to use speckle decorrelation [2–4] to estimate, from the images themselves, the absolute distances
between frame pairs (the reference frame and a relative frame) at a grid of patches over the frames. It then falls to
a reconstruction algorithm to make sense of this data, as illustrated in Fig. 1. (a) shows the correct signed offsets
for an intersecting frame and (b) shows an example of the noisy, absolute data that this must be determined from.
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(a) Correct offsets (b) Noisy absolute distance estimates
Figure 1. Offsets at a grid of patches for a relative frame intersecting the reference frame.

All previously published reconstruction algorithms assume uniformly signed offsets and are therefore unable to
deal with intersecting frames. Even if the intersection information were known, there is a further difficulty when
the frame offsets are non-monotonic — when the ultrasound probe reverses direction while recording a data set.
A single frame,B, can be placed relative to another,A. However, given only the absolute distance information,
symmetric positions either side ofA are equally valid. The problem occurs when trying to fit a third frame,C,
relative toB. This can go either side ofB, resulting in totally different configurations with respect toA. Previous
algorithms [2–4] assume that each offset is in the same direction and therefore that the data set is monotonic. The
intersection and monotonicity problems are independent. It is therefore possible to determine any intersections
first, and then determine the overall structure of the data set, using the two algorithms described in this paper.

2 Determining intersections

The most robust way to avoid incorrect results due to noise would be to try every combination of positive or
negative distances and use the one that has the minimum error when a plane is fitted to the data. However, there
are typically a large number of data points: in this paper we have an8×12 grid of patches. There are therefore295

distinguishable combinations: the reconstruction algorithm would have exponential complexity. A more practical
algorithm considers each column and row in the grid separately — see Fig. 2(a). Each one of these represents a
line in the fitted plane. The distances along this line will change sign at any intersection. The intersection point
for the line is found by assuming it is between each adjacent pair of distances in turn, including outside the set
of distances, and setting the signs appropriately (Fig. 2(b)). A line is fitted to the points in each configuration,
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Figure 2. The intersection algorithm.

and the best fit line (minimum RMS error) is used to determine the correct intersection point. This is a point on
the intersection line in the reference frame (Fig. 2(c)). Each column and row can contribute a point to this line.
The actual intersection line is then found by fitting a line to these points, using orthogonal regression. A final
improvement to the algorithm, which makes it more robust to noise, is to use the fact that gradients of the fitted
lines should be the same for each row or column. The algorithm therefore looks for consistency among the gradient
estimates and ignores columns or rows where the gradient is very different to the others. All the experiments in
this paper use a gradient consensus threshold of5× 10−5 multiplied by the number of frames spanned by the pair.

3 Multiframe reconstruction for possibly non-monotonic data

B CA

C DB

A B C Dreconstructed
separately

each set is

A(i) B(i) B(i) C(i)

blocks of frames
between each coarse
frame pair are made
to fit into coarse
structure

A(i) B(i) C(i) N(i)A(0)

(d) Final reconstruction

s(i)
provides coarse structure
for reconstruction

average of length estimates

S(i) E(i)

(b) Reconstruction of one complete set using
     overlapping blocks of three frames

A(0) to N(0) estimate = [A(i) to N(i)] − E(i) + S(i)

 (c) Each set provides an estimate of the overall length
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C(0) N(0)
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B(1) C(1)
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start frames block (S) end frames block (E)

A(0) B(0) N(0)
A(i) B(i) N(i)

(a) Data set is divided into several
     sets of coarsely spaced frames

Figure 3. The reconstruction algorithm.

In Section 1, we introduced the problem of reconstructing three frames,A, B andC, when the motion is not
necessarily monotonic. By making use of the distance estimates betweenA andC, as well as theAB andBC
estimates, we can disambiguate the possible configurations. The relative pose of two frames is found by solving a
simple least squares problemd = Xw, wherew is the vector of pose parameters andd is the vector of distance
estimates. In the same way, the relative pose of three frames can be solved as a least squares problem




dAB

dAC

dBC


 =




X 0
X X
0 X




(
wAB

wBC

)

The additional information distinguishes the two symmetrical positions ofC relative toB by giving different total
errors. Also, the ratio of data to unknown parameters is increased, which should improve robustness to noise.
Building on this three-frame approach, Fig. 3 illustrates an algorithm to reconstruct an entire data set.
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The data is first divided up into several sets of interleaved, coarsely spaced frames (Fig. 3(a)), which are each
reconstructed separately. For each set, the reconstruction is done using blocks of three frames. The first three
frames are positioned relative to each other. The first two frames of the second block are the last two of the first
block. The three frames of the second block are independently positioned, then overlapped with the first block,
by averaging the mutual offset, to give a 4-frame block (Fig. 3(b)). The overlap maintains the tracking of non-
monotonicity. This is repeated for remaining blocks in the set, which results in several sets of coarsely spaced
frames. In order to relate the individual sets, the relative poses are found for two more blocks of frames, at the
start and end of the data set (S and E in Fig. 3). These blocks contain the first frame of each set and the last, and
therefore show how each coarsely spaced set starts and ends relative to the others. Using the S and E poses, each
coarse set can provide an estimate for the overall length of Set 0, as illustrated in Fig. 3(c). The algorithm looks
for consistency in the length estimates and rejects those that are obviously wrong. The remaining lengths are then
averaged. Consistency is determined by looking for lengths within 20% of each other. The performance is not very
sensitive to the threshold value as, in practice, an estimate tends to be either close to correct, or completely wrong.

The gaps are then filled between the frames of the one remaining set. The block of frames between each coarsely
spaced pair are positioned using the expanded least squares method. Their poses are then adjusted uniformly
through the block so that they fit exactly into the gap in the coarse set (Fig. 3(d)). There may be additional frames
before and after the coarse set: these are positioned using the start and end offset blocks, S and E.

4 Experiments

To test the algorithms, artificial data sets with known properties were created. It was observed in a real data set that
the standard deviation of the noise increases approximately linearly with inter-frame separation. The artificial data
therefore had zero mean Gaussian noise added, with a standard deviation that increased linearly with separation.
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Figure 4. Results for the intersection algorithm. (a) (—) the exponential algorithm, the new algorithm with (-·-)
and without (- -) gradient consensus. (b) the new algorithm with (- -) and without (—) gradient consensus.

The intersection algorithm was tested on data with varying amounts of noise by counting how many intersections
it found correctly in 100 frame pairs. It was compared to the robust exponential algorithm described earlier, for
the smaller problem of a grid of4× 4 distance estimates. The algorithm was tested with and without the gradient
consensus addition. The results are shown in Fig. 4(a). However, the gradient consensus is unlikely to make much
difference for a small number of rows and columns. Therefore, Fig. 4(b) shows only the two versions of the new
algorithm, compared for a grid of8 × 12 distance estimates, the size used in the actual reconstructions. Without
noise, each frame pair had a gradient in the lateral direction, with the intersection line5/8 of the width from the
edge. On the small grid, it is clear that the exponential algorithm performs better than the other two (Fig. 4(a)).
On the large grid, Fig. 4(b) shows the clear benefits of gradient consensus. Although it is not possible to compare
them directly for a large grid, it is likely that the difference between the gradient consensus algorithm and the
exponential algorithm is acceptably small.

The reconstruction algorithm was compared to a two frame algorithm, which necessarily assumes monotonicity.
Fig. 5 shows the performance of the two algorithms, both assuming there are no intersections, which is a correct
assumption, and looking for intersections. Before either algorithm is run, a median filter is applied to the distances
of each frame pair to remove any extreme values. The data consisted of 100 equally spaced, parallel frames. In
Fig. 5(c), the results are for a non-monotonic data set, assuming there are no intersections. Here the direction of the
scan reversed after frame 24. In this case, the two frame algorithm was not run, as it would certainly fail. When the
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Figure 5. Reconstructed lengths. The plots show the accumulated centre offsets normalised to their correct
lengths. (—) the multiframe algorithm. (- -) the two frame algorithm. (a) monotonic and assuming no intersections.
(b) monotonic and allowing for intersections. (c) non-monotonic and assuming no intersections.

intersection algorithm is used (Fig. 5(b)), the multiframe reconstruction fails above a certain noise level, because
it is finding intersections where there are not any. A significant number of the intersection failures are because the
intersection algorithm is sub-optimal. Both algorithms have this problem, but the two frame algorithm just ignores
any change of direction that this causes, so it appears to be doing better. Below noise levels where intersections
become a problem, or assuming no intersections (Fig. 5(a)), the two algorithms produce similar lengths. This
demonstrates the robustness of the multiframe algorithm: despite being vulnerable to erroneous direction changes,
the improved data-to-unknowns ratio means that performance is not compromised. Fig. 5(c) shows the success of
the multiframe algorithm when used on a non-monotonic data set, up to a certain noise level.

Two frame Multiframe
Centre Offset (mm) X gradient Y gradient Centre Offset (mm) X gradient Y gradient

(a) 3.980 0.008 0.040 3.929 0.008 0.037
(b) 3.980 0.008 0.040 3.929 0.008 0.037

Table 1. Accumulated lengths and gradients for each algorithm used on real data. (a) Assuming no intersec-
tions. (b) Allowing for intersections. The gradients are expressed in mm per mm.

Finally, Table 1 shows the results of applying the two algorithms to distances obtained from in vitro ultrasound
data, acquired by scanning a beef joint in a monotonic sweep, with parallel frames separated by 0.04 mm. There
were 100 frames, so the correct centre offset is 3.96 mm. Both gradients should be zero. For this data, the median-
filtered noise level would appear to be sufficiently small to avoid serious intersection errors. Given the results in
Fig. 5, little can be concluded from the marginally superior performance of the two frame algorithm: this is most
likely a chance consequence of the noise in this particular reconstruction problem.

5 Conclusions

This paper has presented two algorithms to facilitate freehand 3D ultrasound acquisition without a position sensor.
They allow accurate reconstruction from speckle decorrelation offsets, even when the sweep is non-monotonic and
the frames intersect each other. The intersection algorithm is sub-optimal but offers linear algorithmic complexity.
The multiframe algorithm is sufficiently robust to avoid false direction changes at moderate noise levels. The
most common cause of failure is the intersection algorithm: an error can completely change a reconstruction at the
coarse scale. In vitro noise levels are such that this is not a problem: further work needs to look at the in vivo case.

References

1. A. Fenster, D. B. Downey & H. N. Cardinal. “Three-dimensional ultrasound imaging.”Physics in Medicine and Biology
46, pp. R67–R99, 2001.

2. J.-F. Chen, J. B. Fowlkes, P. L. Carson et al. “Determiniation of scan plane motion using speckle decorrelation: theoretical
considerations and initial test.”International Journal of Imaging Systems Technology8, pp. 38–44, 1997.

3. R. W. Prager, A. H. Gee, G. M. Treece et al. “Sensorless freehand 3-D ultrasound using regression of the echo intensity.”
Ultrasound in Medicine and Biology29, pp. 437–446, 2003.

4. T. A. Tuthill, J. F. Kr̈ucker, J. B. Fowlkes et al. “Automated three-dimensional US frame positioning computed from
elevational speckle decorrelation.”Radiology209, pp. 575–582, 1998.

130



Evaluation of an explanation for boundary artefacts in terahertz pulsed 
images using tooth slices and step wedges. 

Sadie Reed,a Elizabeth Berry,a Andrew P. Foulds,b Mark R. Stringer,b A.Giles Davies.b 
a Academic Unit of Medical Physics and Centre of Medical Imaging Research, University of Leeds,       

Wellcome Wing, Leeds General Infirmary, Great George Street, Leeds, LS1 3EX, UK. 
b Institute of Microwaves and Photonics, School of Electronic and Electrical Engineering, University of Leeds, 

Leeds, LS2 9JT, UK. 

E-mail: sr@medphysics.leeds.ac.uk 

Abstract. Terahertz pulsed imaging is a technique that can give a set of images each at a different frequency 
within the range of the terahertz pulse. This study extends previous work, in which images of one tooth and 
one step wedge demonstrated that the appearance of frequency dependent boundary artefacts consistent with 
the principles of within beam interference. This study includes images of five tooth slices and four step 
wedges and uses two methods of image processing. Measurements were taken to determine the frequencies at 
which the first two minima, resulting from destructive interference, occurred. The relationship between the 
two frequencies was plotted and the results showed good agreement to the predicted values. 

 
1  Introduction 
The characteristics of terahertz radiation increase its potential for imaging applications. Terahertz waves can pass 
through most dry, non metallic and non polar objects; however they are strongly absorbed by polar liquids such 
as water. [1] This characteristic means that the penetration depth in tissue is limited to a few millimetres. 
Although this will not enable imaging of the body using transmission, it has been shown that systems which can 
detect reflected radiation may be used to image features close to the surface, and have already been used for 
imaging skin. The terahertz pulse (Figure 1) is recorded in the time domain and contains information on both the 
phase and amplitude. This data can then be transformed by a fast Fourier transformation (FFT) into the 
frequency domain. 
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Figure 1. Amplitude of a typical terahertz pulse in a) the time domain, b) the frequency domain. 

The broadband nature of the terahertz pulse allows the reconstruction of an image of a variety of parameters 
without the need to rescan the sample [2]. The images can be reconstructed in both the time and frequency 
domain. Frequency domain images are generated from the FFT of the data [a series is created, one at each 
frequency in the measured range]. One example of this is the relative power of transmission at each frequency 
(Figure 2). This uses the ratio of the amplitude squared of the pulse when the sample is present to the amplitude 
squared of the pulse when it is not, these values are represented by the black and grey arrows, respectively.  
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Figure 2. a) The measurements taken from the FFT to produce an image of the relative power of transmission at 

one frequency. The black line is the scan pulse when the sample is present and the grey line is the reference 
pulse when the sample is not present.  b) Images of a slice of tooth created in the frequency domain obtained at 

nine different frequencies using the parameter: relative power of transmission in frequency domain. The 
frequencies run from the lowest at the top left to the highest at the bottom right. 

In this work all images were generated in the frequency domain using the parameter described above, the range 
of frequencies was between 0.1–3 THz. The reduction in intensity with frequency is consistent with frequency 
dependent linear attenuation; the appearance at the boundaries is dependent on the frequency at which the image 
is recorded (Figure 3). For example, looking at the top of the tooth slice it is possible to see a non distinct 

(b) 
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boundary at the lower frequencies (top left) but this transforms to a prominent boundary at higher frequencies 
(bottom right). 

   

 

 
Figure 3. a & b) On the left of each image is the radiograph acquired using a mammographic x-ray set operating 
at 24 kV. On the right is a set of transmission images of the same dehydrated 400 �m and 460 µm slice of a tooth 
taken at frequencies 0.1–1.3 THz with the frequency separation of 0.11 THz, showing the ratio of the amplitude 

squared with and without the sample present. c & d) Transmission image of two step wedges with uniform 
refractive index and varying thickness at 0.32 THz. 

 
Previous work [3] illustrated in one example that this boundary artefact can be explained by within-beam 
interference, when the pulse passes through a boundary of two different materials. This is an example of a partial 
volume effect and leads to image artefacts. The teeth images show the presence of this effect when the beam is 
split over a boundary between two materials such as enamel and air. The first half of the beam travels through 
and is delayed by the refractive index of the first material na whilst the second half of the beam is delayed by the 
refractive index of the second material nb (Fig. 4a). This delay causes a difference in the optical path length 
between the two halves of the beam which induces a phase effect. 
 
 
 
 
 
 

Figure 4. a) The beam path through a boundary of a sample with refractive index difference �n and constant 
thickness d, where:

ba nnn −=∆ . b) The beam through a boundary of a sample with thickness difference �d and 

uniform refractive index n, where 
ba ddd −=∆  

 
Although the optical path difference is fixed due to the refractive index and thickness of the sample at certain 
frequencies it equals �/2 or an odd multiple integer of �/2; leading to destructive interference and a dark visible 
boundary. 
In the case shown in Figure 4a our hypothesis [3] is that destructive interference will occur at wavelength � if 

d
i

n
λ

λ
)2/1(

)(
+=∆  (1) 

where d is the sample thickness. 
Considering the first two minima where i = 0 and i = 1 from (1) the relationship in terms of the first two 
frequencies (f0 and f1), assuming the refractive index difference λ)(n∆  between the two materials is the same at 

each minimum is. [2,4]  

001 2 fff =−   (2). 

The terahertz system has a specific range of frequencies in the generated pulse, this limited frequency range 
therefore restricts which minima occur. It is due to this restriction that on some occasions only one minimum 
may be visible in the range of frequencies available or the first minimum may not be seen as this lies before the 
lowest frequency. Therefore a criterion is required to establish what conditions are needed within the sample 
itself for two or more minima to be seen. 
Fewer minima arise when the difference in refractive index between two materials is small, as is the case at the 
enamel and dentine border (�n = 0.49) [5]. When this occurs, the thickness of the sample becomes an important 
parameter that can determine how many minima are visualised. 
From (1) the maximum and minimum thickness required is 

(a) (b) 

(c) 

(d) 

na nb 

Terahertz radiation 

d da db 
�d 

Terahertz radiation 
(a) (b) 
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d

λ∆
=   (4), 

respectively, where fmin is the lowest frequency arising from the fast Fourier transform and fmax is the maximum 
frequency that a minima could be detected at. 
Where a sample has a constant refractive index but varying sample thickness, such as in the case of the step 
wedges (Figure 4b).  

dn
c

Fsep
∆

=    (5) 

where Fsep = fi+1 – fi . 
As n is constant, the relationship for two consecutive steps is    

FsepA
FsepB

d
d

B

A =
∆
∆  (6). 

2  Method 
The image data was recorded using a transmission system, where the terahertz pulse was passed through the 
sample and collected at the other side. For the five teeth slices, each image was acquired with 64 or 128 data 
points at 0.15 ps intervals in the time domain, with a frequency separation of 0.10 or 0.05 THz, respectively. The 
thickness of the teeth ranged from 0.10–1.1 mm. A constant refractive index difference between separate 
boundaries was assumed due to measurements in a previous study [5]. The four step wedges where constructed 
from Duraform and each step consisted of six individual steps with step sizes (�d) ranging from 0.15–2.5mm. 
The data for each of these images contained 256 points at 0.15 ps intervals in the time domain and a frequency 
separation of 0.03 THz.  

                 
Figure 5. a) & b) Positions of the measurements taken on the images of the teeth using a) line profile and b) 
region of interest. c) & d) positions of the measurements taken on the step wedge using a) line profile and b) 

region of interest. 
Measurements were taken from the images using line profiles and regions of interest (Figure 5). In both the teeth 
and the step wedge, a line profile was measured at multiple points across the borders (Figure 5a & 5c), and the 
frequency at which the first two minima (f0 and f1) appeared recorded. The teeth slices and the step wedges were 
also measured using a region of interest placed over the border (Figure 5b & 5d), the minimum value in the area 
was generated and recorded for each frequency in the set of images. The minimum values were plotted to 
determine the frequency of the first two minima. In cases where the first minimum is not visualised information 
from minima at higher frequencies were used to determine the positions of f0 and f1. The limiting thicknesses 
were calculated and compared with the known slice thicknesses. 
 
3 Results 
The results are shown in Table 1 and Figure 6. 
 

 Slope R-Squared 
Teeth – Line Profile 1.16 ± 0.12 0.92 
Teeth – Region of interest 1.01 ± 0.25 0.71 
Step Wedge – Line Profile 1.13 ± 0.15 0.91 
Step Wedge – Region of interest  1.13 ± 0.15 0.91 

  
Table 1. The results of the relationship between the first two minima for the teeth slices and the step wedges. 

(a) 
(b) (c) (d) 
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Figure 6. a & b) The relationship between the first two minima for the five teeth measured by a) the line profile 

method and b) the region of interest. c & d) The relationship between the first two minima for the four step 
wedges measured by c) the line profile and d) the region of interest. The solid line shows the theoretical relation 

from equation (1). 
For the enamel and dentine boundary where fmin = 0.11 THz and fmax = 1.28 THz, dmax and dmin are predicted to be 
0.72 and 2.87 mm, respectively. This prediction is consistent with the results generated from the five slices of 
teeth and the four step wedges. 
 
4  Discussion 
The previous study [3] demonstrated results consistent with prediction for only one tooth and one step wedge. 
This study has expanded the analysis to five teeth and four step wedges, all of which demonstrated good 
agreement with the theory, when the line profile and region of interest measurements were used to determine the 
minima. In the cases where minima were not detected the conditions were consistent with the calculated limiting 
thickness. The results in both the line profile and region of interest technique do show a strong linear relationship 
as predicted, however the line profile measurement indicated more accuracy as a results of smaller errors in the 
calculation of the slope for the teeth slices. This method is more time consuming than the region of interest and 
in situations such as the step wedge, where both gave the same results, it may be possible to use the region of 
interest as an alternative. Discrete frequency measurements arising from the FFT were used in the calculations. 
No zero padding was used in the time domain prior to the fit, thus limiting the frequency resolution. Although a 
second minimum is not visible in some samples, constructive interference leading to a maximum is present along 
with the first minimum. This indicates a possibility of using one maximum and one minimum instead of two 
minima when two minima do not occur in the frequency range available. This technique may also be used in a 
practical application to identify areas of a sample where the refractive index is not uniform, even when the 
region of differing refractive index itself is smaller then the beam width and therefore not spatially resolved.  
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Abstract. The recent availability of real-time three-dimensional echocardiography offers a convenient, low-

cost alternative for detection and diagnosis of heart pathologies. However, a complete description of the heart 

can be obtained only by combining the information provided by different acoustic windows. We present a 

new method for compounding 3D ultrasound scans acquired from different views. The method uses 

information about local structure definition and orientation to weight the contributions of the images. We 

propose to use image phase to obtain these image characteristics while keeping invariance to image contrast. 

The monogenic signal provides a convenient, integrated approach for this purpose. We have evaluated our 

algorithm in synthetic images and real heart scans from volunteers, showing a significant improvement in 

image quality when compared to traditional compounding methods. 

1  Introduction 

Real-Time 3D Echocardiography: Several imaging modalities (X-ray, angiography, MRI, 2D 

echocardiography) have been proven to be useful in cardiology. However, echocardiography presents unique 

characteristics that make it the most commonly applied imaging diagnostic technique in clinical practice. 

Recently developed technology has allowed obtaining three-dimensional images of the heart in real time. 

However, at its present stage, due to the limited field of view of the transducer, it is not possible to scan the 

whole heart in a single acquisition (and, in some cases, not even the left ventricle). Furthermore, some cardiac 

structures can be appreciated only from particular acoustic windows. For this reason, a complete diagnostic study 

in real time 3D ultrasound (RT3DUS) consists of more than one acquisition obtained from different positions. 

The development of tools to combine these acquisitions and present a single, optimal dataset to the clinician 

could greatly improve the clinical uses of the technology. 

Compounding Ultrasound Scans: Compounding ultrasound images acquired from different locations is a 

common way to improve image quality. Usually, simple techniques, such as the mean or the maximum intensity, 

are used to combine the images. Little work has been done to explore alternative, more sophisticated 

compounding techniques. In [1], the authors propose to exploit the dependence of echo intensity on the angle of 

incidence of the ultrasound beam on a reflecting surface. However, that method is based on an initial fitting of a 

surface to the data. This makes it difficult to apply to complex images, such as the cardiac ones, in which several 

structures are present and segmentation is a challenge. 

Phase-Based Image Analysis using the Monogenic Signal: Phase-based analysis has been proposed as an 

alternative to intensity for many image processing tasks [4]. Phase provides invariance to changes in brightness 

and contrast within the image: this property makes it particularly fit for ultrasound images, in which beam 

attenuation is present and echo intensity depends on the angle of incidence of the ultrasound beam. In [2], a new 

approach to calculate phase in n-dimensional signals was introduced: the monogenic signal, an isotropic 

extension of the analytic signal which preserves its basic properties. Analogous to the analytic signal for 1-D, the 

monogenic signal is built by combining the original signal with the Riesz transform, a generalization of the 

Hilbert transform for higher dimensional signals. The Riesz transform of an n-dimensional image can be 

calculated by convolving the original image with a set of filters hi. The n-dimensional phase can then be 

calculated from the monogenic signal as a phase vector, whose orientation and amplitude represent the local 

structure orientation and local phase, respectively. A complete explanation of the mathematical foundations and 

the equations needed to calculate phase and orientation from the monogenic signal can be found in [2]. 

In practice, it is interesting to localize features both in space and in frequency. The evolution of phase along 

different scales can be used as a clue to differentiate image features from noise. One of the possibilities that have 

been proposed for this purpose is phase congruency [4]. This parameter quantifies phase change over different 

scales. In [5], the following expression to calculate phase congruency (PC) is proposed: 
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where E(x) is the signal energy, As are the amplitudes of the monogenic signal at different scales s, T is a 

threshold used to minimize the effect of noise, and ε is a small constant introduced to avoid division by zero. 

Phase congruency quantifies how phase varies between scales: a high value corresponds to a consistent phase 

value and is thus an indicator of a strong image feature [6]. 

In this paper, we explore the use of phase information to develop a compounding algorithm for ultrasound images 

in general, and to multi-window, real time three-dimensional echocardiography images in particular. The aim of 

the compounding algorithm is to maximize the information content in the combined image, for which we 

discriminate between areas of speckle and those containing well-defined structures and we assign weights 

depending on the incidence angle of the ultrasound beam. The monogenic signal, which provides both structural 

and geometric information, constitutes a convenient framework for this purpose. Validation on both phantom and 

RT3DUS cardiac images is presented, showing significant improvement over common compounding techniques. 

2  Echocardiography Compounding Using Phase Information 

Constructing the Multi-scale Image Description: We use the monogenic signal, combined with a bank of 

band-pass filters, as presented in Section 1. Many alternatives for band-pass filter selection exist [3]. We use the 

Difference of Gaussians (DoG), which allows us to easily recombine the band-pass images. The filter bank is 

formed by S filters: S-2 band-pass filters with equal bandwidth, plus a low-pass filter and a high-pass filter which 

form a complete representation of the original image. In the experiments presented, we have used S=5. 

Speckle Reduction by Compounding: Averaging images acquired from different angles can be used to reduce 

speckle. However, important image structures can be much better defined in certain views, and in this case 

averaging reduces structure definition. We propose an intelligent algorithm which uses phase information to 

discriminate between regions depending on their probability of containing speckle, and applies alternative 

compounding techniques depending on their contents. As mentioned in Section 1, well-defined structures can be 

discriminated from speckle attending to their scale-space behaviour. Phase congruency appears thus as a suitable 

measure to discriminate speckle from anatomical structures. In the compounding process, we use phase 

congruency to determine whether significant image features are found at each location. In this way, we can apply 

simple averaging when no features are found in the images, or preserve the original definition where important 

features appear. 

Compounding Image Structures Based on Local Orientation: It is well known that the backscattered energy, 

and thus the ultrasound image appearance, depends on the incidence angle (the angle formed by the ultrasound 

beam and the normal to the surface at the incidence point). Averaging the intensities obtained from two different 

views is not an optimal solution, as it degrades the strong echoes generated by small incidence angles by 

introducing weaker echoes from more oblique incidences. We propose to use the orientation given by the 

monogenic signal to calculate the angle of incidence of the ultrasound beam. The incidence angle at scale s is 

defined as the angle between the ultrasound beam and the local image orientation at scale s, θs. We define a new 

parameter Ms=cos(θs-φ), where φ is the angle of the ultrasound beam. In this way, Ms quantifies how well aligned 

are the ultrasound beam and the surface normal at each point. It is important to note that, in our multi-scale 

approach, a location can have different orientations when studied at different scales. In this way, the structure 

orientation is considered at the scale at which the particular structure is defined. 

Complete Compounding Algorithm: Finally, the techniques introduced in the previous Sections are used to 

generate a compound image. Based on the criteria described, we can define the following rules to identify the 

characteristics of an image point, and thus select the best strategy for combining the values: 

− If phase congruency (PC) values in all images are low, the point is considered speckle, so the average value is 

taken 

− If PC values are low in all images but one, the value from this image is adopted. 

− If PC values are high in more than one image, the values in the high PC images are combined according to their 

respective alignment values M (those images in which the point is better aligned will contribute a higher 

amount to the combination). 
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We can transform the conditions above into continuous values, by defining variables Pi (the PC values for image 

i) and Mis (the alignment measure for image i at scale s) as the probability of a location containing a structure and 

of its normal being aligned with the ultrasound beam, and combining them using probability rules. In this way, 

we define a set of coefficients λis, which determine the weight of image i in the calculation of the compound 

image at scale s. Finally, the value for the compound image at scale s will be the linear combination of intensity 

values Iis, weighted by their respective coefficients λis. As an example, we show the weighting factor for image 1, 

λ1, in the case that three images are combined (for simplicity, we have omitted subindex s from the equation): 
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where 1i iP P= − . As can be read from (2), the weight for a given location in image 1 is calculated as the 

probability of this image being the only one containing significant information (first term in (2)), plus ½ times the 

probability of it being one of two images with significant information (second term), plus ⅓ times the probability 

of all three being significant (third term), plus a fourth term representing the probability of pure speckle at this 

point. We have introduced here a coefficient 0≤α≤1 which can be used for noise reduction. Note that α=1 

corresponds to an averaging of all images, while α=0 produces a total elimination of detected speckle in the 

compound image. It is easy to generalize the above equation for any number of images. After using coefficients 

λis to calculate the combined image at scale s, the final image is calculated by adding the results at all scales. 

3  Results and Discussion 

Tests Using a Synthetic Phantom:  Simulated images were generated using the Field II program [7]. An 

elliptical ring phantom was scanned using a simulated 5 MHz sector probe. In Fig. 1, the results of compounding 

two images are shown. Improvement of contrast and better edge definition, when compared to intensity 

averaging, can be clearly appreciated in the image. We calculated contrast to noise ratio (CNR) as the difference 

between the mean values of the ring and the background, divided by the standard deviation of background 

intensity. CNR obtained with our method is 37% higher than with intensity averaging. An important indicator of 

the quality of our method is its effect on the magnitude and direction of the intensity gradient at the object 

contours: this is a crucial parameter for edge-based segmentation methods. The increase in this parameter is 

shown in Fig 1(h): where the differences in alignment are high, increases of more than 30% are obtained. 

Tests on Three-Dimensional Real-Time Echocardiographic Images: Finally, we applied our algorithm to 

RT3DUS images of the heart. A mechanical arm (Faro Arm) was attached to a 3D probe (Philips) to obtain a 3D 

localization of the datasets. An initial calibration was performed by acquiring several scans of a known object (a 

plastic ball) [8]. Then 14 datasets were obtained by scanning two volunteers from both the apical and the 

parasternal windows. Results are shown in Fig 2. When compared to intensity averaging (Fig 2(c)), our method 

(Fig 2(d)) shows a superior definition of significant heart structures, along with a reduction in speckle. 

Discussion: We have presented a method for compounding ultrasound images acquired from different views. The 

novel aspect of our work is the introduction of information about structural content and orientation of the image. 

We also propose a particular way to calculate this information, based on the image phase, and implemented in an 

integrated way by using the monogenic signal. The use of phase provides us contrast invariance, which can be 

key in ultrasound image processing. An additional advantage of the presented technique is that the framework we 

propose is independent on the selection of the functions that quantify structural information and orientation.  

The introduction of a constant α in (4) allows to control the amount of speckle reduction depending on the 

application. For visual diagnosis, it can be dangerous to remove information from the original image, as 

important information could be there; while for automatic segmentation algorithms, a drastic reduction of the 

speckle content can be advisable. In our tests, we have not found the results particularly sensitive to different 

scale selections, as long as they include the main frequencies of the important structures of the image. For 

applications in which the basic structures are always similar (e.g., echocardiography), filter frequencies can be 

kept unmodified for all patients. Results on simulated and real ultrasound images show a significant improvement 

in image quality. Further validation, including segmentation algorithms applied on the original and combined 

images, is currently under way in our group. 
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 Figure 1. (a,e):Two views of a synthetic phantom. (b,f): Comparison of the compounding results using intensity averaging 

(b) and our algorithm (f). (c,g): Magnified views of a smaller region for the intensity averaging (c), and for our algorithm(g). 

Note the contrast increase and noise reduction. (d): schematic depiction of the location and orientation of the probe, relative 

to the scanned ring, in both scans. Points where the ultrasound beam is approximately normal to the ring are marked (1A, 1B, 

2A, 2B). (h): Increase in gradient magnitude at the ring contour with our method, when compared to intensity averaging. The 

horizontal coordinate represents the orientation angle γ. As expected, the maximum increase is obtained where the beam is 

approximately perpendicular to the ring. 

    
(a) (b) (c) (d) 

Figure 2. Application of our method to RT3DUS images. (a): original apical image. (b): Original parasternal image. (c): 

Intensity averaging. (d): Result of our method with α =0.9. Note the enhancement of the vertical structure on the right and 

left sides of the image, and the reduction of speckle. 
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Abstract.  Motion during data acquisition causes model-fitting errors in the quantitative analysis of dynamic 
contrast-enhanced (DCE) MRI time-series data. Motion correction techniques based on conventional 
registration cost functions often produce biased results or fail due to the contrast enhancement-induced time-
varying information content during the time-series. We present a locally-controlled 3D translational 
registration process driven by tracer kinetic modelling that successfully registers abdominal DCE-MRI data 
at high temporal resolution and compare this method with a similar approach based on registration to the time 
series mean image in data from 8 patients. When the registration is driven by an appropriate model, we find 
significant improvements in model-fitting. Model-driven registration also influences parameter estimates and 
reduces repeat study variability in measurements of blood volume. 

1  Introduction 

The quantitative analysis of contrast agent uptake kinetics in dynamic contrast enhanced MRI (DCE-MRI) 
allows us to estimate the magnitude and spatial distribution of kinetic parameters such as Ktrans (the volume 
transfer coefficient of contrast agent between capillaries and the extravascular extracellular space - EES), ve (the 
volume of the EES per unit volume of tissue) and vp (the blood plasma volume per unit volume of tissue) [1-3]. 
These parameters provide information on microvascular status, which is useful in studies of tumours (e.g. to 
evaluate angiogenesis) and inflammatory conditions [3]. The parameters are estimated by fitting a tracer kinetic 
model [4-6] to the time-series data, but this process is subject to errors, as patient and physiological motion 
during the data acquisition will alter the voxel-to-tissue mapping. While such problems can be addressed using 
registration-based motion correction, the strongly time-varying information content of DCE-MRI data sets 
(contrast, and therefore information, is induced in tissue regions where there had previously been none) poses 
difficulties for conventional registration cost functions. Investigators have successfully registered pre-contrast to 
“steady-state” post-contrast images using the mutual information cost function [7] and incorporated a simplified 
tracer kinetic model directly into a registration cost function [8], but it has not yet been practicable to register an 
entire DCE-MRI time-series at high temporal resolution using a comprehensive physiological model of 
enhancement in abdominal tumours. We propose a novel, tracer kinetic model-driven registration method that 
focuses the registration process on the tumour VOI, allowing us to use a computationally efficient locally-
controlled 3D translational registration. 

2  Methods 

2.1  Modelling and Data 

For each data set (see below) we extracted the MR signal intensity time course for each voxel, converted it to a 
contrast agent concentration time course and estimated Ktrans, ve and vp by fitting the extended Kety model [6] 
voxel-by-voxel with a measured Arterial Input Function (AIF) [9]. 

We acquired 3 sets of abdominal images from each patient on a Philips 1.5 T Intera MRI scanner using the 
whole body coil for transmission and reception. The conversion to contrast agent concentration used a baseline 
T1 measurement comprising 3 axial spoiled gradient echo (Fast Field Echo) volumes with 2o, 10o and 20o flip 
angles and 4 signal averages. The dynamic series comprised 75 consecutively-acquired axial volumes with a 20o 
flip angle, 1 average and a 4.97s temporal resolution. All studies used 25 slices, 375 × 375 mm2 field of view 
128 × 128 matrix, 4.0 ms TR, and 0.82 ms TE. Slice thickness was 4 mm or 8 mm for larger lesions. For tumour 
VOI definition, we also acquired co-localized T2-weighted and T1-weighted (pre- and post-contrast) image 
volumes. We graded motion on a 4 point scale and selected 10 data sets from 8 patients with “moderate” or 
“severe” motion for registration. In 5 patients we were also able to evaluate the fitted parameter reproducibility. 
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2.2  Registration 

As our studies were focused on tumours, we chose to use a locally-controlled 3D translational registration by 
calculating the registration cost function only within the tumour VOI but applying the resulting translation to the 
whole image volume. This approximation assumes that abdominal tumours are small relative to the whole 
abdomen, and that tumours are more rigid than their surrounding tissues [10]. All registrations were performed 
using FLIRT [11] from the FSL package (http://www.fmrib.ox.ac.uk/fsl).  

We incorporated the time-varying signal intensity from kinetic model fitting into the registration process using 
an iterative scheme. Step 1: Fit the extended Kety model to the original, motion-corrupted, DCE-MRI time 
series voxel-by-voxel within the tumour VOI to provide initial estimates of Ktrans, ve and vp. Step 2: Output 3D 
maps of the signal intensities generated by the model fit (back-converted from the modelled concentration 
values) for each time point in the dynamic series. These are “best-fit” images that display no motion from time 
point to time point. Step 3: Perform a 3D translational registration with a standard cost function, matching each 
original time point volume to its corresponding best-fit reference volume. Reject registrations where the 
translation magnitude exceeds the visually-observed extremes of motion for the given data set. Step 4: Re-fit the 
model to the registered time series. Step 5: Repeat Steps 2 to 4 until a minimum is found in the median sum of 
squared errors (SSE) on the model fit within the tumour VOI, at each stage fitting the model to the “last-
registered” time series to generate new best-fit images then registering this time series to the new best-fit 
reference images. 

For comparison with a more standard registration procedure, we adapted the above scheme to use the time-series 
mean image as the “best-fit” reference (we may view the time series mean as the simplest model of the time-
varying signal). The extended Kety model was applied to the data after each time-series mean registration loop 
and the SSE calculated to compare results with the model-driven registration.  

3.  Results 

Figure 1 compares the SSEs after extended Kety model-driven registration with those after registration to the 
time series mean image. As the voxel-by-voxel fitting process may give outliers in the individual voxel SSEs 
(caused by localized fit failures), for robustness we quote the median SSE over the tumour VOI. For clarity we 
show only the results for the FLIRT cost function that gave the greatest reduction in SSE for each method 
(normalized correlation for model-driven registration and correlation ratio [12] for registration to the time-series 
mean). Registration reduced the SSE for 8 / 10 data sets in each group. Registration to the time series mean 
generally gave a lower SSE than model-driven registration, but SSE is a global statistic that can hide important 
detail. 
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Figure 1. Post-registration SSE (median value in the tumour VOI) expressed relative to its pre-registration value 
for model-driven registration and for registration to the time series mean image 

Figure 2 plots the fitted models and data for a small VOI within the enhancing rim of a tumour for pre-and post-
registration model fits in one data set. The data show the expected features of a high “first pass” peak of contrast 
agent, followed by a prolonged washout. In each case the post-registration data cluster more tightly around the 
fitted curve than the pre-registration data, consistent with a reduced SSE. However, registration to the time 
series mean gave a reduced height first-pass peak and raised data values during washout (behaviour that might 
be expected of an averaging process), while model-driven registration did not.  

Figure 3 shows clear differences when comparing post-registration parameter maps to pre-registration maps for 
model-driven registration. In particular, the vp and Ktrans maps show a more clearly-defined enhancing rim after 
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Figure 2. The extended Kety model fitted (a) to pre-registration data and to data after (b) model-driven and (c) 
time-series mean registration. Lines are fitted models; crosses are pre- and circles post-registration data points 

Figure 3. 3-D maps of fitted model parameters before and after registration. In each set, the left-hand map is the 
axial, the centre the sagittal and the right-hand the coronal views.   

0.2 0.0 0.8 0.0 0.4 min-10 min-1

Model-driven 

Mean 

Pre-reg 

vpveKtrans

 Ktrans ve ve

 Model-driven Mean Model-driven Mean Model-driven Mean 
Mean change 8.4160 1.9268 4.0471 0.6934 10.6920 6.5347 
Max change 35.5854 5.3434 11.8396 2.0546 35.9272 15.8298 
Table 1. Summary of mean and maximum percent changes in parameter values after registration  

registration, with increased parameter values. However, the differences in all parameter maps after registration 
to the time series mean are less evident. These observations are compatible with the post-registration changes in 
the median VOI parameter values, which were always higher after model-driven registration (Table 1). 

For 5 patients, we were able to perform a scan-rescan test to investigate whether registration reduced inter-visit 
variability in the parameter estimates. We found only one significant reduction, in vp (P < 0.05 for a paired one-
tailed t-test on the absolute percent changes in parameter estimates between two visits, before and after 
registration), after model-driven registration and no significant reductions after time series mean registration. 

4. Discussion 

Conventional registration using standard cost functions does not always cope well with features that appear and 
disappear between images, as happens with the passage of a contrast agent. Investigators have observed biased 
output when using mutual information in a non-rigid registration algorithm for pre- and post-contrast MRI data 
of focal breast lesions [13]. This was addressed by adding a constraint to the cost function to penalize the 
artefactual deformations arising in the enhancing region of post-contrast images [14]. Also, Hayton et al. have 
successfully incorporated a simplified analytical form of a kinetic model into a non-rigid registration cost 
function [8]. Neither of these approaches can easily be directly applied when fitting more detailed kinetic 
models to DCE-MRI time series data from abdominal tumours at high temporal resolution. We have therefore 
developed a locally-controlled, 3D translational registration method that employs synthetic reference images 
generated from fits using a more comprehensive tracer kinetic model, and in this paper we have compared its 
performance to registration using the time series mean. 
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Both registration methods reduced the SSE on the kinetic model fit in 8 of 10 data sets (Figure 1). Registration 
to the time series mean image gave the greatest relative reduction in SSE, which on the surface suggests that our 
iterative model-driven procedure performs better with the time series mean as its reference. However, a closer 
look at the time-varying behaviour of post-registration fitted curves for a small VOI within the enhancing rim of 
a tumour (Figure 2), shows that registration to the time series mean alters the expected and experimentally-
observed behaviour of the data by reducing the height of the “first-pass” peak and raising values during the 
washout phase. This un-physiological behaviour implies that the averaging process reduces the scatter in the 
data at the expense of important genuine structure. This behaviour was not observed with extended Kety model-
driven registration, which gave SSEs only slightly higher than registration to the time series mean but did not 
distort the time course. Model-driven registration also gave larger changes in median tumour VOI (Table 1) and 
localized (Figure 3) parameter values, particularly for vp and Ktrans. Significantly, these parameters depend 
strongly on the first-pass peak, which was distorted by registration to the time series mean, but not by model-
driven registration. However, in the absence of ground truth data the interpretation of these changes is unclear 
because we cannot objectively determine whether they are in some sense “correct”. Future studies will address 
this problem using synthetic images. 

Only model-driven registration gave a statistically significant reduction in the variability of parameter estimates 
across two DCE-MRI studies in 5 patients, and only with vp. This gives some hope that model-driven 
registration can increase the reproducibility of fitted parameter estimates, thereby improving the sensitivity of 
quantitative DCE-MRI studies to genuine parameter changes. This factor is of significant interest in clinical 
trials of novel anti vascular and anti-angiogenic drugs (see for example [3]). 

Based on the evidence in this paper, we propose that model-driven registration is a useful addition to the tools 
available for the quantitative analysis of DCE-MRI data and that it addresses the problem of changing image 
information content due to contrast enhancement that can confound conventional registration methods. Our 
implementation is fast enough for routine use (c. 2 hours to register 75 time point image volumes on a standard 
PC). However, care must be taken in designing the registration algorithms as simple models may lack the 
physiological accuracy to characterize important parts of the time course. 
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Abstract. We are developing a system for patient management in colorectal cancer, in which the need for non-
rigid registration of pre- and post-therapy images arises. Several methods for non-rigid registration have been
proposed, all of which embody a ’generic’ algorithm to solve registration, largely irrespective both of the kinds
of images and of the application. We have evaluated several leading algorithms for this application and find
their performance uniformly poor. This leads us to identify some of the implicit assumptions and fundamental
limitations of these algorithms. For example, none of the currently available algorithms take into account the
issue of scale salience. More importantly, none of the algorithms ”know” enough about colorectal MRI to
focus their attention for registration on those parts of the image that are clinically important. Based on this
analysis, we propose a way in which we can perform registration by mobilising the knowledge of the particular
application, for example the prior shape knowledge that we have within the colorectal images.

1 Introduction

The assessment of non-rigid registration presented in this paper arose from our continuing work to develop a system
to support patient management decisions in colorectal cancer. We are aiming to evaluate the response to neo-
adjuvant chemo/radiotherapy and hence established the need for non-rigid registration. A T2 weighted MR scan is
taken when a patient is first diagnosed with colorectal cancer, and then further scans are performed after the patient
has undergone a course of neo-adjuvant chemo/radiotherapy prior to surgery. This enables the consultants to: (a)
evaluate the effect that the prior treatment has had, and (b) identify the positions of the primary tumour, and any
metastatic lymph nodes, that are still present in the patient. The tumour and lymph nodes can change dramatically
in size and shape as a result of therapy, so their effective comparison pre- and post-therapy requires non-rigid
alignment of the images. We applied a number of well-known research and commercial algorithms: Rueckert’s B-
spline algorithm [2]; Park and Meyer’s adaptive registration [3]; Crum’s fluid registration algorithm [4]; as well as
Mirada Solutions’ RevealMVSTM and the registration algorithms in the ITK package. Typical results are presented
in Sect. 3. We discuss the poor performance in Sect. 4 and the way in which knowledge of anatomy and physiology
might be mobilised to make the performance of non-rigid registration algorithms more reliable and accurate.

2 Colorectal Anatomy

We present a very brief introduction to colorectal anatomy in order to enable us to explain the effects of therapy and
to frame our discussion of where the non-rigid registration algorithms fail. The main features of interest can be seen
in Fig. 1(a). The hips and coccyx are rigid bone structures. The colorectum is where the primary tumour is usually
located. The mesorectum is a layer of fat surrounding the colorectum and contains both lymph nodes and blood
vessels. Lymph nodes often contain traces of the tumour as it metastasises. Cancerous tumours cause swelling,
primarily in the colorectum and mesorectum. Chemo/radiotherapy is designed primarily to kill cancerous cells in
the tumour and in any infected lymph nodes, and to reduce the risk of metastasis prior to, and during, surgery.
Also, they often reduce substantially the swelling in response to the tumour (up to 25%), and this changes both
the shape and size of the colorectum and mesorectum. We also note that even in the absence of cancer this area of
the body is particularly prone to localised displacement, not least because of bowel and bladder movement. For all
of these reasons, the differences between the images pre- and post-therapy are most often substantial, to the point
where even skilled clinicians have difficulty evaluating patient response to therapy. This motivates the need for
non-rigid image registration to align the anatomy and tumour in the pre- and post-therapy data-sets.

3 Data and Registration Results

The pre- and post-therapy images are T2 weighted (TE = 90ms, TR = 3500-5000ms, α = 90 deg, slice thickness
= 3mm), axial small field of view, MR images. The data-sets are 3-D, each consisting of 256 x 256 x 25 voxels
of size 1mm x 1mm x 3mm. In the experiments reported in this section, we repeated the application of each of
the registration algorithms for a randomly chosen sample comprising nine patients. Images corresponding to an
equivalent slice from the two pre- and post-therapy data-sets of one of the patients is shown in Fig. 1(b) and (c).
∗Corresponding author: sarah@robots.ox.ac.uk
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Figure 1. (a) Anatomy of the region, (b) T2 axial colorectal MR images pre-therapy and (c) post-therapy.

We first implemented affine registration to align the two data-sets. As expected, this gave very poor results and
the error for manually located points of interest, such as lymph nodes, can be up to 21mm. However, affine
registration does provide a reasonable global alignment, which can then be used as the first step in non-rigid
registration algorithms. This is assumed by several of the non-rigid registration algorithms we experimented with.

Rueckert et al. [2] proposed a registration method using B-splines and mutual information across a uniform grid
of control points. This grid is then refined and the procedure is repeated using finer grids until the optimum
registration is achieved. The results of a typical application of this algorithm can be seen in Fig. 2(a) which shows
the warped image computed by the algorithm. It seems that the key issue is that the algorithm analyses entropy at a
single scale and equates signal complexity with ’interesting features’ that drive the registration. However, the area
that is of most clinical interest (the mesorectum and colorectum) are the image regions that are the least varying,
most bland. The algorithm appears to find, at a coarse scale, points that are locally complex (high entropy) but
which are of no clinical interest. These erroneous matches are then largely preserved as the grid of control points
is refined. Hence, features of interest are misaligned by up to 30mm.

Park and Meyer suggested using a mis-match measure [3] in order to determine those areas of the image which
(in the current iteration) seem to be maximally misaligned. They then refine the current grid of control points just
in such misaligned areas. Either B-splines or Thin Plate Splines (TPS) can then be placed at these control points
in order to perform the registration. However, in our data-sets, it was seen that the control points were always
placed in areas surrounding, but never inside, the mesorectum. The algorithm becomes fixated on the areas of the
image that are of least clinical interest. A typical set of such control points can be seen in Fig. 2(b). However, we
know from prior knowledge of the effects of therapy that, after affine registration has been performed, the areas of
maximum misalignment are entirely inside the mesorectal region. Again, the Park and Meyer algorithm determines
that control points should be placed in the peripheral areas of the image where the entropy is greatest, but where
the interest is least. The misalignment of features of interest within the mesorectum is therefore the same as that
in affine registration (up to 21mm).

Crum et al. [4] proposed a fluid non-rigid registration algorithm. This was run using normalised mutual information
and the difference between the target and the registered source image can be seen in Fig. 2(c). In difference
images the misregistered areas are identified by bright and dark areas, so that a perfectly aligned image would
everywhere have the same gray-scale value. Again, the peripheral areas of the data-set are well aligned; but the
central mesorectal area is mis-registered, with features of interest misaligned by up to 7mm. This behaviour is
similar to the effect of Park and Meyer’s method which first tries to register the area of greater entropy.

RevealMVSTM, provided to our Laboratory by Mirada Solutions Ltd., as well as ITK (Insight Toolkit www.itk.org)
registration methods, were also run on the data. Though its exact form is not made explicit, RevealMVSTM appears
to use an algorithm similar to block-matching, whereas ITK uses local affine registration. Neither of the these
methods succeeded in correctly registering the image in the colorectal region as can be seen in the difference
images in Fig. 2(d) and (e). The features of interest are misaligned by up to 7mm and 10mm respectively.

4 A Shape-Based Algorithm

None of the diverse non-rigid registration methods performed either well or reliably on our pre- and post-therapy
data. We contend that there are two main reasons for the observed poor performance. The first concerns the
saliency, or ’feature-ness’, of the images. All of the registration algorithms align the images where there are
sufficiently many ”features”, at a certain scale. That is, prior to regularisation that propagates local matches, they
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Figure 2. (a) Result of registration using Rueckert’s method. (b) Positions of Control Points found using Park and
Meyer’s method. Result of registration (difference image) using (c) Crum’s method (d) RevealMVSTM, and (e)
ITK. (f) Illustration of salience across scale and space.

preferentially align areas of high feature complexity, which is generally equated with high entropy, at the scale
of interest. However, Kadir and Brady [5] have demonstrated that scale and saliency are implicitly related, both
to each other and to image complexity. That is, features are associated with a particular scale within the image
and therefore have to be analysed in terms of scale as well as space. However, all of the non-rigid registration
algorithms assess image complexity at a single scale. Even those algorithms that implement a so-called ”multi-
scale” approach actually treat the entropy independently at each scale.

We applied a recent refinement of the algorithm proposed by Kadir and Brady to the colorectal cancer images.
We set the algorithm to find the 85 most salient regions across both scale and space. A typical result can be
seen in Fig. 2(f), where the size of a circle indicates the scale of the feature that has been found. The algorithm
detects meaningful anatomic features (such as lymph nodes and parts of the tumour and colorectum) and that the
associated circles are of substantially varying sizes, indicating that it is unlikely that all of the features sought can
be detected at a single scale. The more complex areas of the images, for example the muscle regions in the bottom
left and bottom right hand corners of the image, do not yield any salient points, since the entropy in these areas is
high across the entire range of scales. We propose to find a subset of salient regions in the pre- and post-therapy
images using the Kadir/Brady algorithm, and then use these as landmark points for non-rigid registration. Having
found the salient points, the challenge is to match up corresponding points in the pre- and post-therapy images.

The second main reason for the observed poor performance of the registration methods is the fact that application
specific knowledge is not used. We intend to mobilise prior knowledge of the effects of treatment along with
an initial segmentation of the images, to find corresponding landmarks. We have previously developed a good
segmentation method [1] that finds a curvilinear coordinate frame of reference based on the hips, coccyx and
colorectum. From this we can find accurate and reliable segmentations of the colorectum and mesorectum. This
segmentation can be used as a locality constraint for matching up corresponding salient points, along with the
entropy of the region surrounding these points. We will implement a winner-takes-all algorithm to match up points
with a strong correspondence, noting that not all the salient points will have an equivalent point in each data-set
(due to the changes wrought by chemo/radiotherapy). We also intend to use our prior knowledge of the effects of
therapy in order to aid registration. Thirion et al [6], and later Rey et al [7] proposed a method of using vector
operators, in particular the Jacobian of the non-rigid registration deformation field, in order to aid segmentation of
expanding and contracting parts of images over time. We intend to use our prior knowledge that the tumour will
contract post therapy and our initial segmentation and coordinate frame of reference to estimate the value of this
vector operator. This can then be imposed as a regularisation on the registration algorithm.

We investigated the deformation field, found using Thin Plate Splines (TPS), and the resulting Jacobian for 3
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Figure 3. Jacobian plot of the deformation field using (a) 80 evenly spaced landmarks, (b) 60 evenly spaced
landmarks, and (c) 15 landmarks in the colorectal and mesorectal regions.

data-sets using a series of 80 corresponding salient landmarks placed manually and evenly spaced across the entire
image, and a good registration was achieved in each case (i.e. all features of interest were aligned within 2mm).
The Jacobian of this deformation can be seen in Fig. 3(a), where dark areas correspond to shrinking regions. It
can be seen clearly that the tumour within the colorectum has therefore reduced in size. However when landmarks
were randomly removed one-by-one the registration failed when 10-20 landmarks were removed, and the Jacobian
has changed dramatically, Fig. 3(b). A second investigation of the deformation field was performed using 15
manually placed salient landmarks, but only within the colorectum and mesorectum. This gave a good registration
and the Jacobian in Fig. 3(c) can be seen to be similar to that found with 80 landmarks, indicating that salient
features within the mesorectum and colorectum are much more important for the registration than surrounding
areas. These findings, and the shape of the Jacobian, were consistent across the nine patients we investigated.
Therefore we propose to use this Jacobian as a regulariser for the registration since it encapsulates the expected
changes and possible positions of corresponding salient points within the mesorectum.

5 Conclusions

We have shown that there are fundamental limitations and incorrect assumptions imposed on current, generic non-
rigid registration algorithms. We have then set out a way in which we can start to mobilise shape knowledge to
overcome these limitations and develop a non-rigid registration framework that makes use of this prior knowledge
to perform clinically useful and accurate registrations on colorectal images pre- and post-therapy. We intend
to use scale-saliency to find misaligned points of interest, and then match up corresponding points using locality
constraints and local entropy, as well as a Jacobian regulariser that incorporates the expected changes in the images
due to treatment.
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Abstract. This article tackles the registration of 2D biological images (histological sections, autoradiographs,
cryosections, etc.). The large variety of registration applications (3-D volume reconstruction, cross-dye histol-
ogy gene mapping, etc.) induce an equally diverse set of requirements in terms of accuracy and robustness.
In turn, these directly translate into regularization constraints on the deformation model, which should ideally
be specifiable in a user-friendly fashion. We propose an adaptive regularization approach whose rigidity is in-
formed by the registration application at hand and whose support is controlled by the topology of the images to
be registered. We investigate the behavior of this technique and discuss its sensitivity to parameters.

1 Introduction

A key component of medical image analysis, image registration essentially consists of bringing two images, ac-
quired from the same or different modalities, into spatial alignment. This process is motivated by the assumption
that more information can be extracted from an adequate merging of these images than from analyzing them inde-
pendently. In particular, by registering each pair of consecutive slices in a stack of biomedical images (histological
sections for instance), we can recover a geometrically coherent 3-D alignment of the 2-D images and reconstruct a
3-D biological volume.

1.1 Motivation.

In addition to the selected image features used to measure the adequacy of a match between two images (e.g.
similarity measure, geometric invariant, etc.), another pivotal axis put forward by most registration taxonomies is
the choice of a deformation model. This model acts as a regularizing scheme and embodies a priori information
about the registration problem at hand.

Namely, in view of the characteristics of the images to be registered (less than ideal signal-to-noise ratio, tessellated
structure, etc.) and of the inherently local nature of the process estimating point motions, a regularization scheme
is required, both to discipline an otherwise unruly displacement field and to enforce application-dependent (i.e.
user defined) constraints. In this latter respect, the selection of a suitable deformation model is crucially informed
by the objectives of the medical application and the nature of the registration process.

Clearly, both the shape (in particular the size) of the neighborhood over which the regularizing process is applied
and the nature of this process should vary as a function of the application. The common requirement of histological
section registration problems (our primary motivation here) is that of adequately matching the main anatomical fea-
tures without inducing unsightly and biologically improbable tissue distortions. Still, as argued above, the desired
rigidity of the registration process depends on the envisioned application. On the one hand, when reconstructing
a histological volume, the overall transformation must remain sufficiently rigid not to induce in the reconstructed
volume anatomically spurious alignments which would not be compatible with the anatomical reference (usually
an MR image) to which it will be subsequently registered. On the other hand, when registering slices which un-
derwent different histological treatments to reveal different genetic characteristics, a highly flexible deformation is
required since precise local comparisons will follow.

Classical techniques usually offer only limited (and often indirect) control over the characteristics of this regular-
ization process. More over, little if any information, is taken into account about the images to be registered. We
propose in this article a regularization approach whose rigidity is informed by the registration application at hand
and whose shape is controlled by the topology of the images to be registered. Such approach enables us to tackle
a wide variety of registration tasks with the same generic framework. We detail the regularization (and registra-
tion) methodology in Section 2 and discuss the reconstruction of histological volumes in Section 3, along with the
sensitivity of our algorithm to regularization parameters.

∗Corresponding author. E-mail address: alain.pitiot@mirada-solutions.com (A. Pitiot)
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Figure 1. Topological vs. non-topological regularization: (a) input floating image with edges of reference im-
age and block-matching field superimposed (vectors are rescaled); (b) displacement field regularized over non-
topological neighborhoods and corresponding registered floating image; (c) idem with field regularized by Gaus-
sian filtering without topological constraints; (d) local affine estimation on topological neighborhoods.

2 Method
To illustrate the interest of the proposed regularization approach, we implemented it within a classical nonlinear
registration framework which consists of a three phase, iterative process. First, a block-matching algorithm esti-
mates a displacement field between the floating and reference image (Section 2.1). The field is then regularized
(Section 2.2). Finally, the smooth field is fed to the B-spline coefficients and the floating image is resampled. This
process is repeated until convergence. Note that as a pre-processing step, we first affinely register the input images
with the intensity-based robust registration algorithm presented in [1].

2.1 Block-matching field

We associate with the floating image, IF , a rectangular lattice, LF , whose sites correspond to pixels in IF . We
considered a sparse regular site distribution (usually one site every 10 pixels) and discarded sites which lay on
the background as they did not correspond to actual tissue (a simple thresholding algorithm proved sufficient
for histological data). In a nutshell, for each site s in LF (around which we define a rectangular neighborhood of
pixels, bs

F , called a “block”), the block-matching algorithm determines the block btmax

R of the reference image in an
exploration neighborhood N(s) centered on s which maximizes a given similarity metric inside that neighborhood:
tmax = arg max

t∈N(s)
similarity(bs

F , bt
R). The displacement at s is then given by: d(s) = centroid(btmax

R ) −
centroid(bs

F ) (see [2] for details).

2.2 Rigidity adaptable regularization

As argued in the introduction section, the local nature of the pixel motion computation and the characteristics of
the input images both contribute to a noisy estimated displacement field which requires subsequent smoothing. We
propose to cut the regularization neighborhood to fit the topology of the images, which also enables us to craft a
regularization parameter with more intuitive anatomical semantics.

The topology of the floating image is exploited by distinguishing between pixels belonging to actual tissues and
background ones (which correspond to the glass slide supporting the tissues). Given a site s in LF , we build the
list of sites at distance R from s such that the line segment that links them does not intersect the background of the
floating image. That is, we only include topological neighbors. A robust least square regression algorithm – Least
Trimmed Squares – [3] is then used to estimate a rigid or affine transformation T from the displacement vectors
associated with the neighbor sites. The original displacement vector at s is then replaced by T (s)−s. This process
is repeated for every site in LF . The choice of a rigid or affine estimation once again depends on the application.
We illustrate them both in the Result section.

By varying the regularization radius R between 0 and +∞, we control the rigidity of the regularized displacement
field, and hence, that of the transformation. A null radius corresponds to a fully flexible transformation, while R =
+∞ yields a globally rigid transformation (or a set of rigid transformations when the image consists of multiple
connected or semi-connected components, see Section 3). Furthermore, given that the topological neighborhoods
associated with topologically adjacent sites are very similar, the estimated transformations will also be very similar,
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Figure 2. Histological volume reconstruction of a mouse brain: (a) sagittal section #6; (b) reference section #7; (c)
superimposed edges of 5 consecutive globally affinely registered slices; (d) superimposed edges of 5 consecutive
locally rigidly registered slices.

ensuring a smooth transition throughout the image.

Figure 1 illustrates this technique on the regularization of a displacement field computed on either side of a gap
between the cerebellum and the cerebrum in a small piece of a calbindin-stained mouse brain sagittal slice. The
floating image was obtained from the reference image by applying a left and a right translation on either side of the
gap. When both sides of the gap were taken into account, local affine estimation incorrectly yielded a compression
(b). Note that a rigid estimation would have given a global left or right translation depending on which side
contained the largest number of blocks, as did a Gaussian filtering approach with large standard deviation (c).
However when both sides were considered independently (d), the estimated transformations were the correct left
and right translations.

2.2.1 Interpretation.

Consider the classical gradient descent formulation. We need to estimate ∂sim
∂p , where sim is the selected similarity

measure and p are the transformation parameters. Applying the chain rule with respect to a displacement field
D yields: ∂sim

∂p = ∂sim
∂D .∂D

∂p . Translated to the registration framework we selected, and restricted over local

neighborhoods, ∂sim
∂D corresponds to the estimation of the displacement field from the value of the similarity

measure (via block-matching in our case) and ∂D
∂p to the estimation of the transformation parameters from the

computed displacement field. Classically, only translation parameters are estimated: p = (tx, ty) with ∂D
∂tx

=
local mean(tx), ∂D

∂ty
= local mean(ty). Our approach extends this estimation to the other parameters of the

considered transformations (rotation, scale and sheer) (see [4] for an in-depth theoretical exposé).

3 Results
We reconstructed a 3-D histological volume from a series of 10 calbindin-stained histological sections (600× 400
pixels downsampled from 6000× 4000) of the left hemisphere of a transgenic mouse brain. Note that in addition
to the 0.7mm gap in between slices which made for substantial anatomical differences (for instance, the olfactory
bulb suddenly appears in section #7, Figure 2(b) ), tears also induced large pictorial discrepancies. Sections
were registered pair-by-pair (3 iterations, correlation coefficient as similarty measure, blocks: 20 × 20 pixels,
exploration neighborhood: 40×40 pixels, one B-spline control point every 10 pixels). The regularization radius R
was set to 150 pixels for the first iteration and decreased by half every iteration (i.e. we started with a rather rigid
solution and progressively refined it by increasing the flexibility). Reconstruction was performed by composing
the transformation with section #7 as a reference.

Figure 2 shows 2 out of the 10 histological slices and compares the results of globally affine (c) and locally rigid
(d) reconstructions. As argued above, we did not intend here to perfectly warp the slices, rather we wanted the
main structures to be aligned as close as possible (see the corpus callosum, the hippocampus and the cerebellum
for instance) while minimizing the overall amount of distortion (cf. below). Note that the quality of the overall
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Figure 3. Registered floating image with superimposed reference edges: (a) global affine registration; (b) local
rigid registration, R = 100; (c) local affine registration, R = 100; (d) local affine registration, R = 20; (e) local
affine registration, R = 5.

reconstruction depends on the characteristics of the reference section whose potential holes, tears or arbitrary
distortions are bound to affect the reconstructed 3-D volume.

The influence of the regularization radius is illustrated on Figure 3 where section #6 of the calbindin series (from
Figure 2) is registered to the reference section #7. We demonstrate how by varying both R and the nature of
the locally estimated transformation (affine or rigid), we can control the characteristics of the registration. In
(b), locally rigid transformations were estimated over a large geodesic neighborhood (R = 100 pixels). Note in
particular how the cerebellar gyri of section #6 (identified as g1− g5) in Figure 2 were correctly repositioned. Yet,
they did not quite fit inside their counterparts in section #7, which was to be expected since their actual shapes and
sizes had changed in between. A better match was obtained in (c) where affine transformations were estimated
instead of rigid ones. This however came at the price of a large distortion in g3 (see black circle). An even more
accurate correspondence was obtained in (d) (local affine transformations, R = 20 pixels): the major structures
are perfectly aligned and so are most of the cerebellar gyri. The remaining discrepancies (gyri g4, g5 and circled
regions) again represent actual anatomical differences. Even though a more flexible transformation (R = 10 pixels
in (e) ) virtually eliminates them, it also induces unpleasant distortions as the tissues are forced to stretch.

4 Conclusion
We have presented a regularization technique which estimates a rigid or affine transformation over a neighborhood
whose size is specified by the user and whose shape depends on the topology of the input images. This offers a
more elegant control over the rigidity of the registration process. It also proves a natural continuous extension of
the piecewise registration technique introduced in [2].

Histological registration results hinted at the limitations of linear elastic models (e.g. Gaussian filtering) in the
absence of topological constraints. Our approach managed to recover arbitrary transformations while minimizing
tissue distortion. This regularization technique is however neither restricted to these applications, nor to the pro-
posed registration framework. Multimodal registrations can easily be obtained with a change of similarity measure
and/or of the displacement field computation. Also a multi-resolution scheme would further improve the robust-
ness of our method by handling large displacements, at low resolutions, in a locally rigid fashion. Finally, we are
currently investigating automated ways to vary the regularization radius as a function of the spatial position in the
images to accommodate particularly damaged sections and missing parts.
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This paper presents methods for extraction and registration of cerebral vasculature from magnetic resonance 
angiography-time of flight (MRA-TOF) images of preterm and term infants. Vasculature is extracted using a 
fully automatic version of ridge transversal algorithm. A novel vesselness response function is designed 
under the full-width-half-maximum (FWHM) criterion. We perform vasculature registration in an indirect 
way to avoid imprecise MRA-to-MRA registration. Anatomical T2 weighted images are first aligned using a 
non-rigid transformation and MRA images are then robustly registered to their corresponding anatomy with 
rigid transformations. Experiment results show the effectiveness of this vessel extraction and registration 
scheme.  

1 Introduction 

Recent advances in Magnetic Resonance angiography (MRA) have led to markedly improved image quality for 
neonatal cerebral vasculature [1]. This opens new possibilities for clinical research to study systematic 
differences in the vasculature of preterm and term-born infants and to follow growth and development in 
individual subjects. Initial studies in term born infants and preterm infants imaged at term equivalent age have 
shown that there is decreased tortuosity in the middle cerebral arteries of the preterm infants at term compared to 
the term born infants [2]; however, there is as yet no quantitative research on large groups to reveal the relation 
between this finding and neuroanatomy or clinical outcome. Similarly, more efforts are required to find 
morphological differences between the vasculature of premature and term born subjects. Post mortem studies 
have been ineffective because the brain collapses when removed from the skull, disrupting the geometry of the 
vessels, so that imaging and image analysis provide a unique way of exploring vascular development. 

Despite a clear need, specific analysis techniques have not been fully developed and evaluated. The most 
common radiological vasculature visualization tool is maximum intensity projection (MIP), but it suffers from 
overlap of non-vascular and vascular structures and poor visibility of low contrast small vessels. Furthermore, it 
does not provide quantitative information. Recently, computerized vasculature analysis methods were used to 
analyze abnormal vessels caused by malignant gliomas [3], but few studies of cerebral vasculature in infants 
have been reported so far. Key components for vasculature analysis across subjects are vessel extraction and 
registration. To compare and quantify vasculature morphology, the extraction process should provide precise 
and robust vessel centerline detection and vessel radius estimation. In addition, unlike the success of intensity-
based anatomical image registration, vasculature registration introduces extra challenges resulting from 
differences in vascular topology, low visibility and contrast of small vessels and non-overlap of sparse vascular 
structures.  

This paper describes methods to extract and register neonatal cerebral vasculature. A modified ridge transversal 
method originally presented in [4] has been developed to extract vessel centerlines. To automate this extraction, 
a seed production method derived from Z-buffer segmentation (ZBS) algorithm [5] was implemented. A novel 
response function based on a full-width-half-maximum (FWHM) criterion was applied to estimate vessel radii, 
as this FWHM criterion has been shown to be accurate for time of flight (TOF) MRA images [6]. We have 
adopted an indirect method for registration of extracted vasculatures from different individuals or from the same 
subject at different ages. Since anatomical T2 weighted images are routinely obtained in addition to the MRA, a 
non-rigid registration algorithm was first used to align T2 images and each MRA image is registered to its 
corresponding T2 image by a rigid transformation. This scheme avoids direct MRA-MRA registration which 
suffers from insufficient information correspondence and a large proportion of low contrast background. 

2 Method 

2.1 Vessel centreline extraction 

The ridge transversal method [4] starts from a seed point near the vessel centre and moves to a ridge point by 
minimizing a ridgeness function J (equation 1). A Quasi-Newton minimization method was used here to 
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minimize . By viewing a 3D image as a 3D surface in 4D,  is minimal on the 1D height ridge points of the 
3D surface, as shown in Figure 1: 
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The original implementation needs user-supplied seed points to extract a vessel [4]. This may become tedious if 
a whole vasculature is to be extracted or vascular abnormalities are included in images because hundreds of seed 
points may be required. We developed an automatic seed production method based on the ZBS algorithm. The 
ZBS algorithm computes a roughness that is the local Z-buffer or depth buffer variation rate, for each point in 
the MIPs. This roughness varies smoothly in vessel region, but rapidly in background. All points with a 
roughness smaller that a thresholdκ , are chosen as possible seed points. To detect all possible vessels, MIPs in 
three orthogonal directions were used, which is very consistent in our experiments to produce seeds covering all 
main vessels in MIPs; on the other hand, because thousands of seeds are normally produced, only randomly 
selected 5%-10% of all seeds were sufficient to extract a whole vasculature. Seed points flowing into a ridge 
point that has already been detected were abandoned.  

The majority of vessel radius estimation exploits multiscale criteria. The scale that optimizes a vesselness 
response is mapped as its radius. These approaches are applicable to different image modalities; however, they 
only measure intensity profiles. Because the full-width-half-maximum (FWHM) criterion is shown to provide 
accurate diameter estimates for TOF images [6], only if the acquisition resolution is sufficiently high and blood 
saturation at the vessel borders is limited, we proposed a radius response function combining this criterion. The 
radius )(r x
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r
 is estimated to maximize the cost function: 

( ) ( ) ( )([ ⎟
⎟

⎠

⎞

⎜
⎜

⎝

⎛
⋅⋅+⋅⋅+−= ∫

π

θθθ
2

0

2
212 dsinrcosrmin)(r

r
vvxIxIx
rrrrr )]    (2) 

where ( )xI r
is the intensity at x

r
 and 

I  

Figure 1. (a) The intensity profile of a vascular cross-
section is shown. (b) The valley point of ridgeness 
function, corresponds to the vessel center point. They are 
marked as 

J
black dots in (a) and (b). 
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with the centre being x
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and radius being r . The integral is calculated along the whole circle when θ increases 
from 0 to π2 .The circle is on the normal plane determined by 1v

r
and v2

r
. Although this circle model is not fit for 

vessel malformations, such as aneurysm, we have found that it works well for neonatal vasculature. This is 
because neonatal brain vessels are immature and with little pathology, so that they generally do have a circular 
cross sections. As the radius r  increases, the intensities on the circle will decrease from ( )xI r , given vessels 
normally have higher signal intensity than background. When the circle approximates the real vessel boundary, 
according to the FWHM criterion, the cost function will reach the minimum. The brent method [7] is used to 
find the radius of local minimum within a 1.0e-4 tolerance. 

2.2 Indirect vasculature registration 

Although image registration has been widely studied, very few approaches are reported in aligning cerebral 
vasculature, which may be because vasculature images can contain topology changes, non-rigid deformation and 
low contrast small vessels. Direct MRA-MRA registration suffers from insufficient information correspondence, 
as the vasculature is usually sparse and the background tissue is deliberately suppressed so that it contains a 
relatively small proportion of gray levels that will induce difficulties for voxel-based measures. We combined 

152



TOF1 TOF2 
1

21
−⋅⋅ rr TNT

T2 T2 N
1rT 2rT

Figure 2. Diagram of indirect vasculature registration scheme. 
TOF images are aligned by two rigid and one non-rigid 
transformation. Vessel extraction is performed on original TOF 
images and ridge points are propagated into the same coordinate.

anatomical information from separate 
images routinely acquired in addition to the 
MRA data to achieve angiographic image 
registration in an indirect way. As in Figure 
2, each MRA image is first registered to its 
T2 image by a rigid transformation .  
Two T2 images are next aligned via a non-
rigid registration 

rT

N to account for local 
deformation. As a result, two MRA images 
are finally related by one non-rigid and two 
rigid transformations and their ridge points 
are matched by 1

1
2 21

PTNTP
rr

⋅⋅⋅= −
rr .The algorithm used for rigid registration was an implementation of [7]. A 

multi-level extension of the free-form registration algorithm deforming an object by manipulating an underlying 
mesh of control points based on cubic B-splines [8] was applied for non-rigid registration. 

2.3 Image acquisition 

Infants were scanned on a 3T MR imaging system (Philips Intera) using a phased array head coil. Imaging 
parameters used to acquire 3D TOF images are optimised for neonatal cerebral vasculature imaging [1]: TR 
18ms, TE 3.5ms, Flip Angle 16 degrees, FOV 160 mm, scan matrix 288 * 288. All TOF images comprised 100 
slices of 512 * 512 pixels; the voxel dimensions were 0.30 * 0.30 * 0.60 mm. All images were interpolated into 
0.2 mm isotropic voxels using cubic spline and a centre region including vessels was selected for analysis. 
Because interpolated images were quite large (averagely 400 * 400 * 400), the programs ran at a DELL 
UltraSharp workstation with 4GB RAM. 

3 Results 

3.1 Vasculature extraction 

(a) (b) 
Figure 3. Extracted vessels are overlapped on the sagittal 
MIPs. All images are segmented with the same parameters. 
Overall segmentation is quite exhaustive as even tip vessels 
are included in the results. (a) Vasculature of term infants 
show more variation and include complicated branches. (b) 
Preterm infants, compared to term subjects, have relatively 
simple vasculature. 

We processed MRA images from 5 preterm and 5 
term infants all scanned at term equivalent age 
with same parameters. The tolerance, Tol  in (1) 
was 1.0e-4, and κ was 1.5 for seed production. 
By visual inspection of three orthogonal MIPs 
overlapped by extracted vessels, we find the 
extracted ridge segments are precisely centered 
on the vessels. The segmentation obtained was 
quite exhaustive in all cases with even tip vessels 
extracted, although there are still a few 
unsegmented peripheral vessels that can be 
extracted by manually providing more seeds. A 
typical vessel extraction result is shown in Figure 
3. In this case, 157 segments were extracted from 
a preterm infant at term and 192 from a term 
infant that has more complicated vasculature. 
Both images require ~15 minutes for process. The extracted vasculature of the infants born preterm had the 
simpler, less tortuous vasculatures previously observed from visual analysis of MIPs.  

A vessel in Figure 3(a) was chosen for radius estimation, as shown in Figure 4(a). The length of the vessel is 
approximately 69mm and 1723 points at the vessel trajectory were selected with an averaged interval of 0.04 
mm. These points are used as the circle centers to compute the cost in (2). The estimated radiuses are within a 
range from 0.66mm to 0.48mm and indicate the expected gradual decrease from root to tip. Similar 
measurements have been performed on different vessels and this method shows consistent performance unless 
the target vessel is too close to other vascular structures. 

3.2 Indirect vasculature registration 

We applied our registration method to two TOF images from the same infant that was scanned at 6 days and 41 
days from birth. The whole data volumes were used for registration computation; however, only centre regions 
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Figure 4. Radiuses of an extracted vessel are estimated by 
minimizing )(r x
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under the FWHM criterion. (a) and (b) 

show the vessel and a typical output of the cost function in 
(2). The estimated radiuses shown in (c) indicate a 
reasonable slight decrease.  
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0.12including vessels are shown here. Before 
registration, significant misalignment can be 
observed in Figure 5(a). In Figure 5(b), an 
affine transformation was successfully 
calculated to offset global deformation. Two 
vasculatures were finally aligned using the free-
form non-rigid registration [8], as shown in (c).  
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Figure 5. Registration results. For comparative purposes, one MIPs are 
subtracted from the other and results are scaled to 256 gray levels. (a) 
Direct subtraction shows remarkable deformation. (b) Vessels are 
partially aligned under the affine transformation. (c) Non-rigid 
transformation is applied to decrease misalignment.  

4 Conclusions 

This paper presents methods to extract and 
register neonatal cerebral vasculature from MR 
TOF images. An automatic ridge transversal 
method is developed to extract vasculature. This 
method, as visually compared to MIPs, correctly 
segments all main visible vessels. With detected 
centre points, vessel radiuses are estimated by 
minimizing a vesselness response function 
based on a FWHM criterion. Preliminary 
experiments on selected vessels show 
reasonable estimation with an appropriate decrease from root to tip. We have performed the vasculature 
registration in an indirect way using anatomical images corresponding with the angiograms to avoid imprecise 
MRA-to-MRA registration. This scheme shows accuracy and effectiveness in initial experiments. We are now 
proceeding to further validate these methods and apply them to the study of neonatal brain vasculature, how this 
is affected by premature birth and how vessel architecture is related to the developing brain. 
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Abstract. Inspired by a consultant radiologists classification of lung disease into a two-tier hierarchy. We
present an novel extension of Latent Dirichlet Allocation (LDA) which clusters Computed Tomography (CT)
chest scans to give a hierarchical representation of disease.

1 Introduction

In recent years there has been increasing interest in the classification of medical images [1], [2]. This has been,
in part, due to increased availability of data, but also superior processing power that enables real time computer
aided diagnosis. Most of this work has been in the area of supervised classification. That is, learning to classify
distinct tissue types based on labeled examples. In this paper we proceed in an entirely unsupervised manner.
We present a novel model based on LDA [3] which is used to generate a hierarchical representation of medical
images. We also show some intuitive qualities of LDA which confirm its suitability as a technique for learning
from Radiological data. LDA is a state of the art generative hierarchical Bayesian model which can be thought of
as a generalisation of traditional mixture models. The mixing quantities, rather than being fixed as in a standard
mixture-model, are drawn from a Dirichlet distribution for each example in the data. This re-sampling allows for
much greater flexibility. We shall derive and apply a new multi-level extension of LDA to CT image data. The
results are to act as a demonstration of the techniques involved so no in-depth analysis of the results, or comparison
to other methods will be given.

2 Data and Methods

The CT scans are a collection ( � 40 per person) of longitudinal cross sections taken from the chest. The lung area
was segmented, and then split into

�����
pixel regions. A set of eighteen common statistical image features was

then generated for each regions. The CT scan shown in figure (2) is a ���
	 � ���
	 pixel image given in Hounsfield
units (-1000 for air +1000 for bone), and is converted to a gray scale for viewing. The scheme given in figure (1)
was then proposed as probabilistic model for generation of the images. The motivation is to generate a hierarchical
representation of the images. The model assumes that each image is made up of a mixture of different tissue types.
These types come from distinct Gaussian distributions, with a unique mean � and variance  for each feature.
The proportions of each type present is unique to an individual image and has been sampled from a Dirichlet
distribution (with parameter � ). Additionally, there is a second level which allows the division of the types into
further subtypes. The types are related to the sub-types through a multinomial parameter � . In figure (1) the
circles give variables, with � , � ,  , ������ and � model parameters to be estimated and the remainder being latent
variables. Arcs show conditional dependencies between variables and frames indicate re-sampling. The indices
read as follows: � is an image index, � is for the number of regions within an image, � is for the features, � and � �
index types and subtypes respectively. ����� is thus the vector of features for a given image and region. There are
many ways to estimate unknown parameters for a probabilistic model [4]. We shall use Variational Expectation
Maximisation (EM) to give us a point estimate of the posterior parameter distributions. This is not guaranteed to be
a global maxima, but initilialization through a simple k-means algorithm will ensure a sufficiently good solution.

��� � � �"!#$!#�%!#�&!'� � !# � !'��(%) *,+.-0/21�4365 ��� �7���8� 9"��)6��!'�"!#:( ��� 9%�;)<�:� =>( ��� =?� �@(- � 3 5
A 5 � ��� �B���>� C ��)<��DE!'� � !F � ( ��� C ��)<��DG� 9%�;)6��( ��� 9"�H)I�J� �B���>!'=>('��=
(1)

The likelihood for out model is given by equation (1). First we form a lower bound on this using Jensen’s inequality.
This introduces three latent variables, K a image specific Dirichlet parameter, L the probability that in the first levelM
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Figure 1. Generative Model
Figure 2. Example Image

of the hierarchy, region � in image � has been generated by process � and N which is analogous to L for the second
level. This bound is then maximised for all parameters. The resulting update equations are:
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(2)

With � the Hessian and � the gradient. These equations are iterated until convergence.

2.1 Results and Comment

The model was applied to a collection of 60 individual CT images taken from a total of 24 patients. After seg-
mentation, there were typically � 4000 resulting

�����
regions in each scan. The update equations (2) were then

iterated. First we shall consider an image that was present in the data used to estimate the parameters. Figure
3 shows the decomposition of figure 2 into 3 top level processes and 7 sub processes. The intensity of the pixel
shows the probability that that region was generated by the given process. The width of the connecting arrows
are d � , a multinomial parameter with a range of 0-1, which sums to 1 for a given lower level process. 3 and
7 processes were chosen as this corresponded to the consultants original hierarchy. We see that in the top level
process 1 represents all the Normal, all the Emphysema and a small amount of Mild Fibrosis, Process 2 is empty
and Process 3 represents more severe Fibrosis. In the lower level process 6 is all Normal tissue and comes entirely
from top process 1. Process 1 is all Emphysema and also comes from top process 1, and process 2 is all Fibrosis
and contains the regions from top processes 1 and 3. The remaining Processes are all essentially empty for this
image. It is interesting to note that Emphysema and Normal were grouped together in the top level decompo-
sition. This demonstrated greater difference between the regions represented by Process 2 and 3 than between
Emphysema and Normal. As an example of classification we shall classify an image that was not present in the
training data. To test an image we retain the model parameters �"!#$!#� D !F D !F� and � ( � is a model parameter as it is
external to the second level). The probabilities for the generation of each region by each process in both levels of
the hierarchy are then calculated from the unseen data and model parameters. For the

�k���
testing image there are

3130 regions so only a normalised sum of these probabilities will be given across all the regions for each process.
These normalised sums are given in tables 1 and 2. The unseen image to be classified into the hierarchy is given in
figure 5. This patient is suffering from Fibrosis, shown as the denser areas. This is especially seen in upper section
of the right lung. The large circular shape appearing in the left lung is the top of the liver and should be regarded
as noise. Figure 5 gives the top level decomposition and figures 6 and 7 give the lower level decomposition. In the
top level, process 2, which was essentially empty in figure 3, is all Normal tissue. This decomposes further in the
second level giving lower level process 3. Process 1 shows a mixture of Fibrosis and Normal. This decomposes
into lower level processes 2 and 6. Lower process 2 is all Fibrosis and lower process 6 is all Normal, which are
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Process 1

Process 6

Process 4

Process 1

Process 7

Process 3

Process 3

Process 2

Process 2

Process 5

Figure 3. Figure showing membership to each process in the hierarchical model. The width of an arrow is d �
Process One Two Three���E����� �8� � �z�,�,� �,�
� ( 0.4222 0.4352 0.1425

Table 1. Probability of the image given in figure 4 for each process in the top level

both agreement with the same process in figure 3. Comparison with the image shown in figure 3 suggests that there
is often a blurring of the lines between Emphysema, Fibrosis and Normal. A hierarchical decomposition gives us
an idea of where we should introduce disease sub-types, and to what extent the standard medical classification into
disease types is appropriate for machine learning problems.

3 Conclusions and Future Work

We have demonstrated a novel extension of LDA to radiological data. The estimated posterior can be used for
prediction and classification. The whole process is completely unsupervised, this is an important point to make in
the case of medical image data as hand labeled scans are expensive in time and often very dependent on the expert
involved. Unsupervised methods can additionally highlight were specific disease classifications are unsuitable for
a machine learning algorithm. An example of this is consolidation. This is described in [5] as ’when air within

Figure 4. Unseen image Figure 5. Top Level decomposition
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Process One Two Three Four Five Six Seven���E����� �8� � �z�,�,� �,�
� ( 0.0262 0.1447 0.3728 0.0133 0.0497 0.3553 0.0381
Table 2. Probability of the image given in figure 4 for each process in the lower level

Figure 6. Processes 1-3 in the lower level decomposition

the acinus us replaced by fluid, tissue or exudate resulting in opacification of the parenchyma’, it is a situation in
which the finding can have a number of very distinct appearances. Without individual labelling of these sub-types
a standard uni-modal supervised algorithm would, without much success, try and learn the defining features of
consolidation. Conversely an unsupervised algorithm could identify the sub-types and model each one individually
with greater success. It is clear that automated radiological diagnosis is a complex problem. There are an immense
number of possible diseases and widespread variability in their appearance. On a relatively small data set we have
shown some promising results that would no doubt be improved given more examples. A natural progression
from the models given in this paper has been to construct a framework that simultaneously models both the image
data and textual report data [6]. Using this it is possible to learn to classify CT images into specific diseases in a
completely unsupervised manner.
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Figure 7. Processes 4-7 in the lower level decomposition

158



Automatic 3D Segmentation of Liver Tissue from CT Datasets 
 

Alun Evans*, Tryphon Lambrou, Alf Linney and Andrew Todd-Pokropek 
 

Department of Medical Physics and Bioengineering, University College London, WC1E 6BT 
 

Abstract. Manual segmentation of liver tissue from computerised tomography (CT) datasets can provide useful 
information to clinicians, such as an estimation of the volume of the liver and the quantification of abnormalities. 
However, manual segmentation is a slow, laborious process, and an automatic segmentation method has potential 
to assist in both the diagnosis of disease and in treatment planning. This paper presents initial results from work 
that extends on previous 2D segmentation methods by implenting full 3D liver segmentation, using a self-
reparameterising active contour model. 3D liver segmentation has the advantage over 2D techiques, as the whole 
liver dataset is analysed at once, rather than as a series of individual slices. Initial results are presented showing 
volumetric analysis of four liver datasets, assembled from over 500 CT image slices. Further work on improving 
the segmentation technique, and methods to validate the results, are then discussed in detail. 
 

1 Introduction 
 
As part of the diagnosis of liver disease, a Computerised Tomography (CT) scan is taken of the patient, which the 
clinician then uses to assist in determining the presence and extent of the disease. Frequently the clinician is required 
to hand segment the liver tissue, in order to obtain further information such as liver volume, or to quantify the extent 
of diseased tissue. As hand-segmentation is slow and time-consuming, an automatic segmentation tool for the liver 
could greatly reduce the workload for the clinician.  
 
The automatic detection of the liver from CT scans is considered one of the harder segmentation challenges in 
medical image processing. The difficulties arise due to large variations of liver geometry between patients, the 
limited contrast between the liver and the surrounding organs, and image noise [1]. All previous efforts at liver 
segmentation have been based upon 2D segmentation in each CT image slice. Bae et al. [2] used simple thresholding 
and logic functions to obtain the outline of the liver before smoothing the boundary using B-splines. Gao et al. [1] 
extended this work by using mathematical morphology on the thresholded image to separate the liver from other 
organs, before refining the obtained contour with a Fourier-based deformable contour model. Qatarneh et al. [3] 
introduced active contour models (or snakes) as a stand-alone liver segmentation tool, as part of their work to 
construct a radiation therapy planning atlas. The main problem encountered in these works is that low-level 
segmentation techniques are not robust enough to consistantly provide an accurate starting point for any higher level 
contour refinement. Our previous work on segmenting the liver in 2D [4] solves this problem by inflating an active 
contour model from a single point inside the liver. As the contour expands, it is reparameterised according to a grid 
overlaying the image, whereby a new control point is created at the intersection of the contour and the lines of the 
grid. The segmentation is improved by estimating the local curvature of the contour at each control point, and 
reparameterising the contour to a smaller resolution grid at areas of higher curvature. This method attempts to 
facilitate the contour’s movement into sharp corners within the liver, and through narrow contrictions between the 
lobes of the liver that are present in certain slices.  The segmentation results are very promising, though occasionally 
errors in segmentation were caused in individual slices due to the presence of noise in those slices (which is not 
present in slices preceeding it or following it), or the structure of the liver’s vascular tree. 
 
One significant drawback to all these methods is that they each involve segmentation in 2D only. Each instance of 
any technique can only respond to information present in one image slice - data on preceeding and following slices 
are not considered. In this paper, we present preliminary results from an active surface technique that segments the 
liver in true 3D. While 3D active surface models and 3D level sets have been used for other purposes [5], we are not 
aware of other published results regarding 3D segmentation of the liver. Our active surface differs from many others 
in that, in an analogy to our 2D technique, it expands from a single point and reparameterises at certain iterations to 
enable correct segmentation. Volumetric results are presented from four separate datasets, comprised of over 500 
slices. The implications of these results are discussed along with plans for future work, and other techniques that 
could be used to validate the data. 
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2 Methodology 
 
Our 2D segmentation technique is conceptually extended into 3D; instead of an active contour inflating to segment 
liver tissue in individual slices, the set of image slices is amalgamated into a 3D dataset and an active surface is 
inflated from a point within the liver tissue. The surface is described as a mesh consisting of both a set V = {v1, v2, 
v3…vm-1} of vertices, and a set F = {f1, f2, f3…fn-1} of faces, where fn = {va , vb , vc}. The surface moves iteratively 
according to a set of movement equations derived from the energy minimising equations developed by Kass et al.[6]. 
Each vertex moves according to the sum of energies that can be expressed as: 
 

Normalcurvelasticmove EEEE γβα ++=       (1) 
 
where �, � and � are constants that allow the forces to be balanced. If Emove is greater than an external energy Eext, 
then a vertex will move along the direction vector predicted during the calculation of Emove. Eelastic and Ecurv attempt to 
minimise the distance between each vertex and minimise the local curvature of the surface respectively, and are both 
calculated using the location of the vertices surrounding the control vertex. Let Sj,d = {Sj,d,m}, m = 1, …, M, be the set 
of M vertices on a distance d steps from a control vertex vj (e.g. if d = 1, S is the set of M vertices directly adjacent to 
the control vertex; if d = 2, S is the set of M vertices two places away from the control vertex). Let cj,d be the average 
location of the set of vertices at distance d: 
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where j represents the central vertex v in the data structure, Pj,d,m is coordinates of vertex m in Sj,d, and |Pj,d| is the 
total number of vertices in S; then the elasticity and curvature energies at the point vj can be expressed as: 
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Eext is calculated using a Kirsch filter applied in 3D to each voxel in the dataset. The Kirsch filter is an edge detector 
that utilises several convolutions to approximate the gradient of voxel intensity along multiple axes through a central 
voxel, and outputs the maximal gradient value. Further external influence is used to control the movement of the 
surface in the form of direct use of the voxel intensity values at each vertex location. If the voxel intensity value is 
outside certain threshold values, the normal force is reversed and the surface begins to deflate.This property is useful 
if Eext in an area of the liver boundary is weak and the surface ‘leaks’ into tissue other than the liver. 
 
As the surface inflates the average distance between each vertex increases, until the distance results in Eelastic and Ecurv 
energies that are greater than or equal to Enormal, at which point the expansion of the surface is halted. In addition, the 
increased spacing of the vertices greatly reduces the resolution of the surface, which affects the accuracy of the 
segmentation.  As the final size of the segmented liver is not known, creating a surface with an initial fixed set of 
vertices is impractical; thus to ensure continual movement of the surface and accurate representation of the 
segmented liver, the surface needs to be regularly reparameterised. 
 
The reparameterisation scheme developed is very different to that implemented in 2D, as calculating the intersection 
lines between the faces of the surface and planes of a 3D grid, then reconstructing the surface from those lines, 
would be needlessly slow.  Instead, the surface is reparameterised based on the size, measured in voxel area, of the 
faces of F. If the area of a face fi is greater than a certain value (AK) a new vertex is inserted into the mesh at the 
coordinates of the centre of gravity of fi. Three new faces are generated using the vertices of fi and the new vertex; 
while fi is deleted. 

160



To ensure mesh quality, a 3D surface version of Lawson’s edge flipping algorithm is used, in a similar manner to 
that employed by Chew[7]. The algorithm ensures that no new vertices are located within the smallest circumsphere 
that can be created from two neighbouring vertices. The results of applying the reparameterisation algorithm to a 
simple shape are shown in Figure 1. 
 

   
 

Figure 1. Three images demonstrating reparameterisation of a surface. The surface at left is the original, 
unreparameterised surface; the surface at center is reparameterised so the minimum area for all faces (AK) is 500 

voxel units; and the surface at right is reparameterised so that AK = 100 voxel units. 
 

As the surface expands, the liver's complex topology causes it to crease and fold, which results in the self-
intersection of the surface. A collision detection system based on Möller's intersection algorithm [8] is employed to 
detect such collisions.  To avoid O(N2) face-pair tests, an octree is used to divide the surface space and only carry out 
an intersection test for those faces that are in close proximity to each other. Once a collision is detected, the vertices 
of colliding faces are locked; this prevents further movement for those vertices, but allows their locations to be used 
in determining the movement of other vertices. 
 
Results 
 
Four complete liver datasets, with an average of 125 images per dataset, were used to test the active surface. At 
present the only validation method used is to measure the volume of the segmented structure and compare it with the 
volume of manually segmented results from the same dataset, which are treated as the gold standard. Future work on 
validation is discussed below. Table 1 shows the results of the segmentation for each dataset.  Each automatic 
segmentation volume is in the region of 5% less than the equivalent manual segmentation volume, with the exception 
of dataset three, which is ~6.5% above the manual segmentation result.  Figure 2 shows a wireframe mesh 
diagramatic example of the automatic segmentation. 
 

Dataset 
# 

Slices 
in 

Dataset 

Manual 
segmentation 

Automatic 
segmentation 

Percentage 

1 180 3269385 3157572 96.58% 
2 149 3560413 3407085 95.69% 
3 122 1962612 2090305 106.51% 
4 50 1416370 1357732 95.86%  

 
Table 1. Volume, in voxels, of manually segmented liver regions 

compared to automatically segmented liver regions. The final 
column expresses the automatic result as a percentage of the 

manual result. 

Figure 2. A wireframe mesh showing an 
example of the result of the automatic 

segmentation. 
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Discussion and Future Work 
 
The results show that, for three datasets, the automatic segmentation had ~5% lower volume than the manual 
segmentation. One likely reason for this is that in these three datasets, a contrast agent was used during the scan, 
which has the effect of the vascular structure being displayed as bright white voxels within the dataset. As the active 
surface expands, it wraps around the liver's vascular structure, thus excluding it from the segmented volume of the 
liver. Visual analysis of the manual segmentation shows that, if the hepatic portal vein is wholly surrounded by liver 
tissue in an image slice, the operator includes it within the manual segmentation of that liver slice. The inclusion of 
the portal vein in the manual segmentation, and its exclusion by the automatic segmentation, could account for the 
differences in segmented volumes. In dataset three, no contrast was injected into the bloodstream during the scan, as 
a result the vascular structure appears at a similar intensity to the liver. Thus, in this situation, the portal vein and 
vascular structure were included in the automatic segmentation. Visual analysis of the automatic segmentation result 
showed that the lack of contrast allowed the surface to 'leak' outside the boundary of the liver and along the portal 
vein. Furthermore the lack of contrast between heart tissue and liver tissue allowed the surface again to leak and 
cross the boundary between the liver and the heart. From this result it can be concluded that, to facilitate accurate 
segmentation, scans taken while the patient is injected with contrast agent are preferable. 
 
The hypothesis for the differences between segmented volumes highlights a key problem when dealing with any 
segmentation results (especially regarding 3D segmentation), that of validation. To improve upon the work presented 
in this paper, several different techniques are in development in an attempt to obtain a more accurate estimation of 
the success of the automatic segmentation. Firstly, to obtain significant results a much higher number of datasets 
must be used, which should be manually segmented by two separate operators. Secondly, more tests for the accuracy 
of segmentation must be used, such as volumetric overlap, probabilistic distances between segmentations, and 
measurements of surface distance[9]. There are also improvements planned for the segmentation technique itself. 
The immediate improvement is to fully implement a surface merging algorithm at locations where the surface self-
intersects. A novel surface merging algorithm is currently development and it is expected that it will enable the 
active surface model to provide more accurate results in a shorter time period. It is anticipated that, once the 
technique is refined, it could be applied to the segmentation of other abdominal organs with complex topologies, 
such as the aorta. In addition, a comparison with other 3D segmentation techniques, such as level set methods, could 
be studied. In conclusion, this paper presents initial results of true 3D segmentation of the liver. These results show 
that the algorithm has great potential, and that further development and validation work should be carried out. It is 
hoped that eventually the segmentation methods can be extended to analyse abnormal livers, and assist in the 
diagnosis and quantification of disease such as cirrhosis and cancer. 
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Abstract. Validation of non-rigid image registration and segmentation is vital if these research techniques are 
to be accepted in clinical practice. One common assessment is to compute a measure of label overlap to 
compare structural labels generated by a technique under test with those obtained by an expert human 
observer. Typically one overlap per label pair is computed but, with validation studies often incorporating 
multiple labels defined on multiple subjects, there is a need for a consistent framework for assessing the 
overall overlap of ensembles of label pairs on multiple images. In this paper we present such a framework 
that allows overlaps to be accumulated over labels and subjects to produce single figures of merit for 
techniques under test. In addition we use a measure of overlap tolerance to quantify the discrepancy between 
non-overlapping portions of labels. Experiments are performed on publicly available images using the new 
overlap measures to evaluate atlas-based segmentation techniques. 

1 Introduction 

An increasing number of sophisticated non-rigid registration and image segmentation algorithms are being 
developed. These algorithms are potentially powerful but hard to evaluate on clinical data where the ground truth 
may not be known. Much effort has been invested in evaluation methods resulting in some publicly available 
software [1] to compute some of the best known. One common strategy is to employ expert human observers to 
provide an estimate of the ground truth by manually labelling sets of anatomical structures. These labels can be 
compared with those produced by different segmentation algorithms. Image registration can also be used to 
transform a label set from one image to another where a similar evaluation can be performed. When comparing a 
pair of corresponding labels, A and B, two overlap measures (and some variations) are commonly used. 
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In equation 1, N(.) is the number of voxels in the enclosed set. It can be shown that OP and OQ are equivalent and 
that OP ��OQ with OP = OQ at the extreme values of 0 and 1. These overlap measures are simple and fairly 
intuitive. However what is not intuitive is how to deal with (i) partial volume labels that fill a fraction of each 
voxel (ii) multiple labels (iii) multiple images, or how the overlaps relate to a measure of registration or 
segmentation error. A framework for computing overlaps that accommodates these issues would allow single 
summary measures pooled over subjects and/or labels to give an overall assessment of how well a new algorithm 
reproduces a known partial volume partitioning of the image space. In this paper we present such a framework 
and demonstrate its utility in the evaluation of an atlas segmentation task.  

2 Theory 

2.1 Accumulated Fuzzy Overlap Measures 

It is straightforward to write down a label overlap measure for fractional labels by using results from fuzzy set 
theory for the intersection and union of two fuzzy sets. The overlap measure OP in equation 1 becomes: 
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Equation 2 defines the fuzzy overlap as the ratio of the fuzzy intersection to the fuzzy union of fractional labels A 
and B which are defined such that at each voxel i, Ai and Bi ∈ [0, 1]. MIN/MAX takes the smallest/largest 
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numerical value of its arguments. To compute an accumulated overlap over multiple fractional labels and 
multiple subjects the contributions to the fuzzy intersection and fuzzy union are pooled. 
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In equation 3, the intersections and unions of multiple fractional label pairs are combined in a double weighted 
sum where αl relates the relative contribution of one anatomical label to another and βk relates the relative 
contribution of labels defined on one image pair to another. Note that this is not simply averaging individual 
overlaps but is accumulating the total intersection and union of fractional label voxels. Setting αl=1, all labels are 
implicitly weighted by their volume. This may not be desirable as smaller labels may represent a greater 
registration or segmentation challenge. Alternatively, αl can be set to  (i) the inverse mean volume of the current 
label pair to give all labels equal weighting or (ii) to the inverse mean volume squared of the current label pair to 
weight by the inverse volume. The inter-pair weight βk could be used to incorporate information about image 
quality into the weighted sum or to weight inversely with the variance of labelling accuracy; in this work however 
we have set βk=1. 

2.2 The Relationship of Overlap to Segmentation Error 

In [2] a tolerance parameter, τ, was associated with an overlap measure. The tolerance specified the minimum 
spatial distance between two label voxels for them to be considered overlapping.  Conventional overlap measures 
use τ = 0 i.e. voxels must be coincident to be overlapping. The rate at which the overlap increases with tolerance 
indicates how close the strictly non-overlapping voxels of a label are to being coincident. The smallest tolerance, 
τ1, that maximises the overlap, estimates the residual displacement between labels and defines a mm error. 
Increasing the overlap tolerance corresponds to dilating one of the labels isotropicly using a spherical structuring 
element and computing its overlap with the other label. In a symmetrical form this can be written: 
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In equation 4, Dτ is a fuzzy dilation operator applied to each label in turn. The fuzzy dilation is defined in [3] as 
( ) ( )[ ]{ }SyyxytD ∈−= ,,sup µυτ  where (in their terminology) S is the image-space,  is a structuring element,  is 

a fuzzy set and x, y are both elements of S. t is a t-norm which in our case is simply defined as t(a, b) = ab. 

3 Experiments 

The fuzzy overlap measures were used to evaluate atlas-based segmentation algorithms using fluid [4] and Free 
Form Deformation (FFD) [5] registration algorithms. The evaluation data were nine T1-weighted MR brain 
(256x256x128 voxels of dimensions ~1x1x1.5mm) images from the Internet Brain Segmentation Repository1. 
The segmentation problem was to automatically obtain ten anatomical labels on each subject by using non-rigid 
image registration to compute a mapping between each image and a tenth reference image that contained the 
desired labels. The following anatomical labels from the IBSR were defined on the reference image: amygdala, 
caudate, cerebellum, cortex, hippocampus, lateral ventricle, pallidum, putamen, thalamus and white matter. For 
evaluation purposes, the same set of labels were also defined on each of the nine subjects but were not used to 
drive the registration. Therefore a comparison between these labels and those derived from the atlas segmentation 
could be made.  

3.1 Experiment A: Assessing Fluid Transformation Scale 

We have been developing an enhanced fluid registration algorithm that can operate at different scales. Therefore 
experiment A first examined how the scale of the fluid registration (full, half or quarter in-plane resolution) 
impacted on the segmentation test problem above.  
 

                                                           
1 http://www.cma.mgh.harvard.edu/ibsr 
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3.2 Experiment B: Comparing Fluid and FFD Approaches to Atlas Segmentation 

This experiment revisits the work in [6] comparing non-rigid registration schemes where the performance of the 
full resolution fluid algorithm and the FFD algorithm (with 2.5mm control-point spacing) were compared using 
the simple binary overlaps of equation 1. Here a similar comparison is performed on the smaller test problem of 
section 3.1 but using the more principled overlaps introduced in this paper and using the enhanced full-resolution 
fluid algorithm tested above. 
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Figure 1. Fuzzy overlaps accumulated over all subjects for each label. Error bars represent the standard 
deviation of the overlap for each label across subjects. 

4 Results 

4.1 Experiment A 

The fuzzy overlaps accumulated over each structure for the nine subjects are shown in Figure 1 for the three 
different scales of fluid registration and prior to registration. There is considerable variation in the overlaps 
between structures but there are two general trends (i) smaller or more convoluted structures tend to have smaller 
overlaps than larger or more regular structures (ii) allowing more degrees of freedom in the registration results in 
generally higher overlaps. These trends are expected, as an error represented as a fixed magnitude label 
displacement will affect the proportion of intersecting volume of a small label pair more than a large label pair. 
The ability of image registration to match small labels or those with complex boundaries is known to depend at 
least in part on the available degrees of freedom in the transformation model. 

4.2 Experiment B 

Figure 2a shows summary overlaps accumulated over all subjects and all structures for the unregistered, fluid and 
FFD label sets by applying equation 3 with volume weighting, equal weighting and inverse volume weighting 
between structures. Overall the performance of the fluid and FFD registrations is comparable. Interestingly the 
scale of structures being registered is important for the performance. The volume weighting (where larger 
structures are more important) ranks the FFD highest whereas the inverse volume weighting ranks the fluid 
highest. For equal weighting, the two methods are ranked almost equal. The fluid algorithm has more degrees of 
freedom available so in principle should be able to match the detail of smaller structures better than the FFD 
algorithm. However for larger labels such as the cortex and white matter, fluid registration does not perform quite 
so well. This may be because the boundaries between these structures can have poor contrast and be highly 
convoluted which are more likely to draw the fluid algorithm into local minima because it is operating at higher 
resolution. A related issue is that we have not accounted for error in the labelling which could be similarly 
affected and mean that some label boundaries did not coincide with image features. Figure 2b shows the average 
tolerance, τ1, obtained by applying equation 4 until the overlap is 0.99 for each structure. Note that tolerances 
were capped to a maximum of 10mm. Again the fluid and FFD are comparable with some variation over 
structures but the fluid tolerances for smaller labels tend to be smaller than those of the FFD indicating that the 
non-overlapping portions of smaller label pairs are closer to overlapping in the fluid case i.e. the residual error is 
smaller. 
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Figure 2. (a) Accumulating fuzzy overlaps to summarise segmentation quality.  Accumulated overlaps are 
weighted for structure volume, equally, and weighted for inverse structure volume respectively. (b) The tolerance 

for which the overlap = 0.99 for each structure. Tolerances were capped at a maximum of 10.0mm  

5 Discussion 

We have rationalised the definition of overlap measures commonly used in evaluation of image registration and 
segmentation to accommodate fractional labels and to allow logical accumulation of overlap over multiple labels 
and subjects. This allows the results of complex segmentation and registration tasks to be summarised to facilitate 
evaluation and comparison with other techniques. By computing the tolerance corresponding to maximum 
overlap, an estimate of the residual error in the technique can be obtained. We found some variation in these 
tolerances both within-structure and across-structure (figure 2b) with larger error bars associated with more 
convoluted (e.g. lateral ventricles and white matter) and smaller (hippocampus) labels. Both these cases are 
where we might expect the largest registration and labelling errors to occur. The weighted summaries (figure 2a) 
are a convenient representation of overall performance that distinguishes the effects of large, medium and small-
scale structures and we are also experimenting with weighting by a measure of label structural complexity. There 
are increasing numbers of sophisticated algorithms but for these techniques to be adopted into routine clinical 
practice, rigorous evaluation is required. Historically this has proved extremely difficult to perform 
comprehensively but the work in this paper adds firmer foundations to one common evaluation procedure to 
facilitate improved interpretation.  
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PCA-based filtering for hypothesis testing on hippocampus shape
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Abstract. Statistical shape analysis has become of increasing interest to the neuroimaging community due to
its potential to precisely locate morphological changes and thus potentially discriminate between healthy and
pathological structures. A common shape description is based on the sampled boundary defined by a spherical
harmonic SPHARM description. Shape analysis is computed by means of hypothesis testing of differences
from an average template structure using multivariate group mean difference tests. The presence of noise in the
landmark location or correspondence may obscure the statistical significance at certain locations of the structure.
This work shows that statistical significance is improved when hypothesis testing is done on reconstructed
shapes by means of PCA. Performance evaluation was done on a hippocampus study for schizophrenic patients,
confirming deformations previously found in the head and tail regions of the right hippocampus.

1 Introduction

Extracting knowledge about the morphological characteristics of brain structures is an important and challenging
problem in medical image analysis. One approach is volumetric analysis, which is based on measuring the volume
of a structure of interest. The main advantage of volumetric analysis is its simplicity; however, many structural
differences may be overlooked. On the other hand, shape analysis has the potential to provide important informa-
tion above and beyond simple volume measurements and may characterize abnormalities in the absence of volume
differences.

Shape analysis of densely sampled 3D point distribution models (PDM) and their deformations was first investi-
gated by Cootes et al. [1]. Later, Gerig et al. proposed shape analysis based on a parametric boundary description
based on spherical harmonics called SPHARM [2]. Several studies used later the implied PDM in the SPHARM
approach [3, 4].

Several researchers have focused their analysis on the hippocampus [4–7]. Some authors locate shape differences
at each boundary point by means of mean difference hypothesis testing [7], yielding a regional shape analysis. On
the other hand Shen et al. [4] formulate a classification problem in the feature space defined by a subset of selected
coefficients obtained by principal component analysis (PCA). These features are a global shape characterization.

PCA is a very well-known technique for multivariate statistical analysis, very often used for shape analysis [1]. The
basis functions are the dominant eigenvectors of the covariance matrix. The subspaces spanned by the dominant
eigenvectors explain most of the shape variance. In this way, PCA is often used for filtering purposes [8].

The goal of this work was to evaluate the effect of PCA-based filtering on local hypothesis testing of mean shape
differences between healthy controls and shizophrenic patients.

2 Methods

The SPHARM shape description is a parametric boundary shape description with spherical harmonic basis func-
tions. Its spherical parameterization is computed via optimizing an equal area mapping of the original 3D segmen-
tation mesh onto the sphere and minimizing angular distortions. Based on a uniform icosahedron-subdivision of
the spherical parameterization [7], we obtain a PDM with correspondence governed by the spherical mapping and
an additional alignment of the parameterization that coincides the axis of the first order ellipsoids. The resulting
shape description (SPHARM-PDM) is a sampled surface with an object-inherent point-to-point correspondence.

The presence of noise in the landmark locations of the SPHARM-PDM may obscure the statistical significance
of the hypothesis testing of differences. Several noise sources may be present, among them manual segmentation
errors or a non-accurate landmark correspondence. One way to reduce noise variance is by means of using linear
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expansions that simultaneously provide dimensionality reduction and filtering [8]. Noise variance is reduced when
a subset of the basis functions are used in the expansion. The lower the dimensionality is used, the greater the
noise variance reduction will be obtained. However, this noise reduction is inherently related to a reduction of the
shape space dimensionality, which may introduce bias in the reconstructed shape. Quantification of this effect was
studied in detail in for electrocardiogram compression, where several noise distributions where analyzed [8].

The low dimensional shape space that is obtained by selecting the basis functions as the dominant eigenvectors,
as in PCA, represents most of the shape variance. In addition, the low dimensionality provides an important noise
variance reduction, which hopefully improve statistical significance of the hypothesis testing of shape differences.

3 Results

Statistical shape analysis was performed in a hippocampus dataset of schizophrenic patients and healthy controls
described elsewhere in more detail [7, 9]. We investigated the shape of the hippocampus structure in the left
and right brain hemisphere in schizophrenic patients (56 cases) and healthy controls (26 cases). The subjects
in this study are all male gender and same handedness. The two populations are matched for age and ethnicity.
The hippocampi were segmented from IR SPGR MRI datasets (0.93×0.93×1.5 mm) using a manual outlining
procedure [9]. The objects were normalized via a rigid-body Procrustes alignment and scaled to unit volume. The
SPHARM-PDM was computed using a sampling of 1002 points along the boundary [7]. PCA was performed on
the whole set of 82 aligned shapes.

Bottom view Top view Right lateral view
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Figure 1. Statistical maps of the local shape analysis of right hippocampus with a set of dominant PCA eigen-
modes: 7,10,20 and 81 from top to bottom. Larger regions with stronger significance are found on the hippocampi
reconstructed using 10 modes. White color represents regions with p-values lower than 0.001.

The template of healthy controls and schizophrenic patients was computed as the average of each landmark lo-
cation. For each landmark, a multivariate Hotelling T 2 test including x,y,z coordinates was computed to assess
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regional mean differences between both templates. A non-parametric permutation test was used in order to estimate
the p-value with 50000 permutations.

Statistical shape analysis was performed on reconstructed shapes with a varying number of PCA modes. Fig. 1
shows the p-value maps of the right hippocampus for the following number of modes: 7, 10, 20 and 81. The last
value corresponds to the case of no-filtering.

According to the results shown in Fig. 1, PCA filtering with 10 eigenmodes provides p-value maps with larger
regions with significant differences in the mean templates. In addition, the statistical significance is notably in-
creased.

In order to illustrate this effect, we selected five landmarks pointed with arrows in the second row of Fig. 1. Each
landmark is located at the biggest and most significant regions at any number of modes. The p-values at these
locations are shown in Fig. 2. In general, each landmark attains the minimum p-value at different number of
modes, but for most of them the minimum is achieved for dimensions in the interval 8-10. Landmarks 1-4 showed
a fast and steep improvement of statistical significance at very low PCA dimensionalities (below 10), while for
larger dimensions a poorer significance was obtained due to the increase of noise variance. On the other hand
landmark 5 did not experience a degradation of the statistical significance at high dimensionalities. Landmark 5
was located in a smaller region and with larger p-value.
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Figure 2. Statistical significance at specific landmark locations specified in the second row of Fig. 1 for varying
number of eigenmodes.

Statistical maps shown in Fig. 1 illustrate the sensitivity of the dimensionality parameter. In order to make the
selection of this parameter more easy, a new map was built with the PCA dimensionality that minimized the p-
value at each landmark. This map is shown at the top of Fig. 3. Non-significant regions are represented as white
color. The map with the minimum p-values is shown at the bottom row of Fig. 3. The most significant regions are
mostly obtained with dimensionalities from 8 to 10.

4 Discussion and conclusions

In a previous study [7] significant shape differences between hippocampi from schizophrenic patients and healthy
controls were mainly found at the tail of the right hippocampus. A univariate t-test was computed at each boundary
point on the signed distance between templates. In this work a multivariate T 2 test was used with the three spatial
coordinates instead. The p-value maps at the bottom row of Fig. 1 correspond to the case of no PCA-filtering. The
regions with statistically significant differences in the non-filtered shapes became larger and more significant when
PCA-filtering, achieving the maximum significance when about 10 PCA modes were used. We hypothesize that
the noise reduction achieved by PCA-filtering was the main reason for such improvement.

In this work we have shown that PCA-based filtering of SPHARM-PDM provides noise reduction. As a conse-
quence, multivariate Hotelling T 2 hypothesis testing on filtered hippocampi allowed to find new and more statis-
tically significant regions with differences between healthy controls and schizophrenic patients. Further research
should focus on the clinical implications of these findings.
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Figure 3. Top row: map with the number of modes with largest statistical significance. In this case white color is
used for non-significant (p≥0.05) regions. Bottom row: corresponding minimum p-value. White color represent
highly significant regions.

Acknowledgements

We are thankful to Guido Gerig and Neuroimage analysis lab at UNC for providing original MR data and the
hippocampus segmentation of schizophrenia study. This work was funded by grants PI04/1795 and PI04/0689
from Health Research Foundation (Spain). The work of M Bossa is supported by the Aragon Government under
FPI grant B097/2004. The hippocampal schizophrenia study was funded by the Stanley Foundation.

References

1. T. Cootes, C. Taylor, D. Cooper et al. “Active shape models-their training and application.” Comp. Vis. Graphica Image
Proc. 61, pp. 38–59, 1995.

2. G. Gerig, M. Styner, M. Shenton et al. “Shape versus size: improved understanding of the morphology of brain structures.”
In MICCAI, pp. 24–42. 2001.

3. G. Gerig, M. Styner, D. Jones et al. “Shape analysis of brain ventricles using spharm.” In MMBIA, IEEE Press, pp. 171–178.
2001.

4. L. Shen, J. Ford, F. Makedon et al. “Hippocampal shape analysis surface-based representation and clasification.” In SPIE-
Medical Imaging. 2003.

5. J. G. Csernansky, S. Joshi, L. Wang et al. “Hippocampal morphometry in schizophrenia by high dimensional mapping.” In
Proc. Natl. Acad. Sci., volume 95, pp. 11406–1141. 1998.

6. J. G. Csernansky, L. Wang, J. Swank et al. “Preclinical detection of alzheimer’s disease: hippocampal shape and volume
predict dementia onset in the elderly.” Neuroimage 25, pp. 783–792, 2005.

7. M. Styner, J. A. Lieberman, D. Pantazis et al. “Boundary and medial shape analysis of the hippocampus in schizophrenia.”
Medical Image Analysis 8, pp. 197–203, 2004.
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Abstract. Intensity based image inhomogeneities constitute a fundamental problem in MRI applications that
prevent visual inspection and tissue segmentation. Bias field removal is an essential pre-processing step in
medical image analysis and many algorithms have been developed to date to restore MR images. Most up
to-date methods use either expectation maximization methods or polynomial estimation to compute the bias
field and remove it from the MR image. In this paper we propose a combination of a modified expectation
maximization framework and polynomial approximation for bias field estimation. Our study unifies the works
of Styneret al [1] and Wellset al [2], providing a new generation bias field algorithm that we have tested with
particular success on coronal 2D breast MR up to date. The superiority of the new algorithm is confirmed by
comparative experiments against the method of Styneret al.

1 Introduction and Review
The segmentation and registration algorithms used in clinical MR data require all areas of a particular tissue class
to have the same intensity and texture pattern on the image. The idealized pixel intensity should follow a Gaussian
distribution with a small standard deviation. However, in MR images, a slowly varying field known as the bias field
corrupts the pixel values causing notable variations in intensity across the image. Although for qualitative analysis
this does not cause a problem (though it does adversely affect brightness and contrast depending on the magnitude
of the effect), quantitatively it prevents accurate tissue segmentation and for that reason it must be removed prior
to further image processing. The image signal model that is broadly adopted in clinical MR studies has the form
s̃(x) = o(x) ?h(x) ? b(x)+n(x), wheres̃(x) is the signal,o(x) represents the mean tissue class at locationx, h(x) is
a small kernel with which the image is convolved to account for the partial volume effect,n(x) represents the random
noise andb(x) is the bias field. For simplicity in this study, we neglect the partial volume effect, and because bias
distortion has a multiplicative effect in MRI, it follows that the image model reduces tos̃(x) = o(x)b(x) + n(x). The
problem is equivalent to estimatingo(x), if an estimatêb(x) of the bias field can be calculated, from the expression:

log s̃(x)− log b(x) = log
(

o(x) +
n(x)
b(x)

)
. (1)

The bias field is due to the interaction of the RF field inhomogeneities with the patient and as a result, it must be
computed for each individual dataset. The most widely used methods for bias field correction rely either on a modi-
fication of the expectation maximization algorithm (Wellset al [2–4] and Van Leemputet al [5]) to compute the bias
field, but require an initial good estimate of the bias field to facilitate convergence. The method also works satisfac-
torily only when the bias field is very slow varying. Guillemaud and Brady [6] improved the original algorithm of
Wells et al [2] by providing a solution to modelling the tissue classother by a uniform pdf, that includes all tissues
not explicitly modelled by Gaussian pdfs. Their modification and subsequent estimate of the initial parameters of
the class tissues, is based on a constraint and exhaustive search guided by minimum entropy, which is equivalent to
the maximum likelihood principle [7], but remains sensitive to initialization. The assumptions of approximation of
the bias field by a low pass filter (as in the method of Wellset al [2]) poses notable limitations to reliable bias field
modelling and only under good parameter initialization the method produces good results. In addition, the method of
Guillemaud and Brady [6] requires the bias field to be very slow varying across the image. Essentially, both methods
of Wells et al and Guillemaud and Brady assume that the bias field produces mixed classes in each pixel from the
existing classes, an assumption that does not capture the effect of the bias field on pixel values. On the contrary, the
method of Styneret al [1] successfully introduced a plausible model for the bias field: As it is a smooth intensity field
that multiplies the image, it can be approximated by smooth functions (polynomials). Legendre polynomials were
chosen to model the smooth bias field, although more specific information of the intensity inhomogeneity character-
istics could determine alternative choice for the modelling polynomials, depending on the application. The method of
Styneret al is more natural for low number of class tissues as it is assumed that the underlying pixel value belongs to
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a single class but its value has been moved away from the class mean. The main advantages of the method of Styneret
al include flexibility in choosing the number and type of approximating polynomials, depending on the application,
and a reliable mathematical model for the bias field, which alternative methods do not provide. Despite the success
of the method, the speed of computation along with the lack of robust initialization or any form of estimation of the
underlying class means, create two main problems: Firstly, the method may not converge in real time applications
depending on how well the initial parameters are chosen. Secondly, even if convergence is achieved, because the so-
lution depends on the tissue class parameters, the algorithm does not compute the correct coefficients of the Legendre
polynomials and the bias field is not removed entirely. This is a limitation that prevents particularly the bias field
removal of multi-component images, such as coronal breast MR (Figure 1 (a)). The algorithm of Styneret al lacks
a method of parameter estimation that ideally should be adaptive to each restoration step of the image, following the
estimation of bias field at each iteration. This is the topic and contribution of this paper.

2 Method and Results
The algorithm of Styneret al is semi-automatic as it requires a manual input of the tissue class means which are
not updated during the optimization process. The algorithm initializes randomly the bias field and uses an energy
functional that depends on the tissue class means to update the bias field parameter estimate iteratively, resulting in
errors. This results in partial bias field removal even in case of convergence. The semi-automatic nature of Styneret
al original algorithm can be corrected if we choose an initial segmentation of the image using Tree Structure (TS)
k-means clustering when the number of classes is known [8] or the ISODATA algorithm that does not require any
prior knowledge [9]. The major drawback of the original Styneret alalgorithm is that the initial tissue class means are
not updated, leading to the above problems. However, it is convenient to update these parameters after every iteration
step that computes the bias field correction. This is done using an expectation maximization (EM) update of the class
means. Once this is done, the energy function is computed using the updated class means in the next iteration and if
convergence is achieved, the removal of the bias field is complete as the correct solution has been reached. The crucial
point in this improvement is how to introduce an EM update scheme, as it is computationally demanding for large
image data sets and requires a large number of iterations for convergence. The number of iterations is not an inherent
problem introduced by an EM step but it is rather an intrinsic characteristic of the original (1+1)-ES optimization
scheme introduced by Styneret al to compute the bias field parameters. Because the original method will converge
after many iterations, the introduced EM step will either converge before the final iteration or will have produced a
good approximation of the actual class means, still better than the static manual initialization that relies exclusively
on the bias field corrupted image and prevents the reproducibility of the results under different users. To reduce the
computational demand of the EM step for updating the class means, we introduce a modification of the EM step that
we call, “fast EM” which is derived from the original EM algorithm in the following way: Ifµ

(t)
` is the current estimate

of the class mean with label`, the classical EM update of this mean is:

µ
(t+1)
` =

∑
i∈S P (t)(`|yi)yi∑
i∈S P (t)(`|yi)

(2)

whereP (t)(`|yi) is the posterior probability calculated using the Bayes rule but it is evaluated at each pixel intensityyi

which makes the computational cost enormous for large data sets. We avoid this complication in the following way: If
K is the known number of image classes (otherwise estimated by the ISODATA algorithm), we consider the partition
of the current image histogram at step (t) intoK +1 equally sized bins. For any given indexi, there is a corresponding
k-th bin that any image intensityyi belongs to, and letnk be the number of image intensities that belong to thek-th
bin. If substituteyi with the valueIk defined by:Ik = ((k − 0.5)/K)

(
Imax − Imin

)
+ Imin, the updates of the class

means become:
µ

(t+1)
` =

∑K
k=1 nkP (t)(`|Ik)Ik∑K
k=1 nkP (t)(`|Ik)

. (3)

Comparing this equation with its original form, we can see a remarkable improvement in terms of computational
efficiency. Take a256 × 256 2-D image with 256 gray levels for example. For each class, the number of required
calculations for the probabilityP (`|Ik) is only 256 with the new method while 65536 with the old one. This modifi-
cation addresses the issue of computational expense which is minimized by adding the extra modified EM step before
the computation of the new energy, given the updated parameters of the bias field. The position of the image clusters
in the intensity space is irrelevant to the computation of class means, because each tissue class mean is computed by
an equal number of intensity contributions from all the (K+1)-bins (equation 3), regardless of their position in the
image histogram; effectively, we compute the tissue class means from a sub-sampled version of the original image.
To express the differences between the original algorithm of Styneret aland our proposed new algorithm, we denote
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by xt the estimate of the bias field parameters at stept and letΣ = A · AT be the corresponding covariance matrix
andf denoting the image energy, defined explicitly in [1] in terms of class means and bias field parameters. The two
algorithms can be summarized as follows: We note that the new algorithm is applied for 2-D multi-slice bias field

Styneret aloriginal Algorithm Modified Algorithm

(1) Initialize tissue class meansµ` as user inputs. (1) Initialize tissue class meansµ(0)
` by ISODATA.

(2) Select random initial parametersx0 for the bias field. (2) As in step (2) of Styneret al.
(3) Update:xt+1 = xt + At · rt, A0 = I, rt ∼ N(0, I) (3) As in step (3) of Styneret al.

(4) At+1 =

 At(I + (cg − 1) rtr
T
t

rT
t rt

) if f(xt+1) < f(xopt)

At(I + (cs − 1) rtr
T
t

rT
t rt

) otherwise
(4) computeµ(t+1)

` =
∑K

k=1 nkP (t)(`|Ik)Ik∑K
k=1 nkP (t)(`|Ik)

.

(5) xopt =

{
xt+1 if f(xt+1) < f(xopt)
xopt otherwise

(5) As in step (4) of Styneret alwith f
µ

(t+1)
`

(:).

(6) As in step (5) of Styneret alwith f
µ

(t+1)
`

(:).
Table 1. Summary of the two algorithms. The are differences both prior (steps (1) and (2)) and during (step (3)
onwards) the iterative scheme. The new method is fully automatic, as the initialization of the class means is performed
through the ISODATA algorithm. In addition, the class means are updated through EM and the energyf is also
updated both from the new class means and the new bias field parameters.

correction and it can operate slice by slice when 3-D bias field correction is sought.

3 Algorithm performance comparison
The performance comparison of the proposed new algorithm against the original algorithm of Styneret al, considered
23 MR volumes each containing 80 coronal slices of the breast,256 × 256 pixel each, from which the bias field was
removed using the two methods. The results are displayed in Figure 1. During implementation, to increase further the
computational speed of both methods, we removed the image background by thresholding using Otsu’s method.The
convergence criterion is that if the new estimate of the bias field parameters differ from the previous by less than a
given threshold, or if a maximum number of iterations is reached, convergence is declared. The algorithm of Styneret
al produced each of the Figures 1 (b) in a mean time of 1min 13sec in a 1GHz CPU Pentium IV processor. On the
same machine the new method removed the bias field in 1min 42sec on average and produced each of the Figures 1
(c). Both algorithms declared convergence. The results demonstrate the improvement that the new method achieves
in the accuracy of the bias field removal with a small time penalty which was due to the additional EM step and the
ISODATA parameter initialization. The comparison was performed with visual inspection by an expert radiologist
who confirmed the improved accuracy of the new method.

4 Discussion and Conclusions
We have modified the original algorithm of Styneret al to incorporate the advantages of the EM algorithm used by
Wells et al (modified by Guillemaud and Brady). Our method combines the advantages of both these algorithms
in a new framework that succeeds on improving the accuracy in the estimated bias field. The idea is to adaptively
estimate tissue class means as bias field is removed at each step of the iterative process. The natural framework for
achieving this is maximization of the posterior probability which is achieved through EM. The huge computational
cost that a complete EM framework would introduce, is compensated by a modification that improves the speed but
maintains accuracy of estimation against a full EM framework. The new method is compared against the original
method of Styneret al on identical coronal breast slices, where it demonstrates its superiority in accuracy with an
reasonable additional computational cost under the same conditions. The automatic initialization of the new algorithm
is an additional improvement of the original, semi-automatic algorithm of Styneret al. Current and future research
examines the performance of each method in 3D data sets with the aim to develop a fully automatic segmentation
toolkit for breast MR.
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a. b. c.

Figure 1. Three examples of the success of the improved method for bias field removal from coronal breast MR.
Figures (a) display the original coronal slice. Figures (b) display the performance of the original Styneret alalgorithm
for optimized manual selection of class parameters resulting from repeated experiments. Figures (c) display the result
of the new, fully automated method, which provides an improvement in the bias field correction according to expert
visual assessment.
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MR measurement of thickness changes in the articular cartilage of
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J. H. Naisha∗, E. Xanthopoulosa, C. Hutchinsona, J. C. Watertonb and C. J. Taylora

aImaging Scienc e and Biomedical Engineering, University of Manchester, Manchester, UK
b AstraZeneca, Alderley Park, Macclesfield, Cheshire, UK

Abstract. A semi-automated method of mapping the thickness of articular cartilage in the hip using MR images
is presented. The underlying femoral head is used as a frame of reference in order to compare local thickness
measurements both within an individual over time and across a population. The method has been applied
in a study of weight-bearing in six normal volunteers and is shown to be reproducible (CoV 2.5%) and with
sufficient sensitivity to detect significant (P < 0.02) changes in thickness due to weight-bearing. This method
may be useful in monitoring cartilage thickness and quality in longitudinal studies of osteoarthritis of the hip.

1 Introduction

Osteoarthritis (OA) is an active disease process, characterized by degeneration and eventual loss of hyaline cartilage
in articulating joints. The disease most frequently affects the weight-bearing joints of the lower extremities, notably
the knee and hip. There is currently much research into strategies to prevent the destruction or increase the repair
of articular cartilage, but there is a need for improved methods to monitor disease in longitudinal trials. In the
knee, Magnetic Resonance Imaging (MRI) has become the method of choice for assessing articular cartilage, and
a number of studies have demonstrated accurate quantification of both volume and thickness [1–3]. The hip poses
a greater challenge than the knee due to the much narrower joint space, the spherical morphology and the lower
spatial resolution which can be achieved; to date very few in vivo quantitative MRI studies have appeared in the
literature [4, 5].

We have developed a semi-automated method to produce hip cartilage thickness distribution maps, and have used
it to investigate changes in cartilage thickness due to weight-bearing in normal volunteers.

2 Methods

2.1 Imaging

The imaging protocol was carried out using a 1.5T Philips Gyroscan NT Integra MR system (Philips Medical Sys-
tems, Best, Netherlands) and involved the acquisition of two 3D gradient echo images of the right hip, orientated
with the slices in an oblique sagittal direction. The first acquisition used a fat-suppressed, T 1-weighted sequence
(TR = 58ms, TE = 11ms, θ = 40◦), which provides a good contrast between the cartilage and surrounding
tissue. These images allowed a semi-automatic segmentation of the hip articular cartilage. The second acquisition
used a T2-weighted sequence (TR = 15.4ms, TE = 5.9ms, θ = 25◦) with no suppression. This sequence
produces images which allow the edge of the bone to be identified for use as a common frame of reference. Both
image sets had an in-plane resolution of 0.78mm, a slice thickness of 1.6mm and covered an identical field of
view resulting in corresponding image slices.

Six normal female volunteers (aged 22 to 34) were scanned using these sequences. Before each scan session
commenced, the subjects were asked to stand (or walk) for a minimum of 35 minutes. The first set of images was
then taken with the subject in a supine position, the total time inside the scanner was approximately 35 minutes.
Subjects were then transferred to a trolley and remained supine for a further 35 minutes before being returned to
the scanner for repeat scans. The entire protocol was repeated on two consecutive weeks at the same time of day
to assess reproducibility. Ethical permission was obtained and the subjects gave informed consent.

2.2 Image analysis

Segmentation was carried out using a semi-automated method based on the live-wire algorithm [6] implemented
in the software package Endpoint (imorphics, Manchester, UK). The upper section of the femur was segmented
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from each of the T2-weighted images in a 3D volume set. In order to define a common frame of reference, a sphere
was fitted to the femoral head and a cone to the shaft of the femur using 2D non-linear least squares fit routines.
The centre of the sphere provided the origin of a common reference frame. The intersection with the sphere of
the plane passing through the axis of the cone and the centre of the sphere provided a meridian. Together these
defined a unique coordinate system for cartilage thickness measurements which allowed comparisons to be made
both within a subject over time and across subjects.

The cartilage was segmented from each of the fat-suppressed gradient echo images in the 3D volume sets. Seg-
mentation was carried out blinded as to visit date and weight-bearing status. It was not possible to separate the
femoral and acetabular cartilage layers on the images due to the narrow joint space and adhesive nature of the two
layers at the weight-bearing area [7], and so the entire cartilage of the hip was segmented as a single unit. Cartilage
surfaces were constructed from the segmentation using the method of Williams et al. [8]. Inner and outer cartilage
surfaces are identified for each segment and the segments are then connected. This operation is automated, with
manual correction if required. The resulting quadrilateral mesh is triangulated to generate inner and outer surfaces.
Cartilage thickness measurements were made by finding the intersection of the faces of the inner and outer carti-
lage surface with a radial line from the origin of the sphere defined from the fit to the femoral head. A number
of radial lines were defined which passed through equally spaced points on the surface of the sphere in order to
construct a cartilage thickness map.

Cartilage thickness maps were combined across individuals and visits to produce population mean thickness maps
for the post weight-bearing and the post non weight-bearing cases. Thickness difference maps (post non weight-
bearing minus post weight-bearing) were calculated for each individual at each visit and these were also combined
across individuals and visits to produce a single population mean thickness difference map.

2.3 Statistical analysis

Mean cartilage thickness values were calculated by averaging over the cartilage thickness maps at each time point
for each subject.

A two-way repeated measures analysis of variance was used to test for a change in the mean cartilage thickness due
to weight-bearing or visit date. The reproducibility of the method was assessed from the test-retest coefficient of
variation (CoV) of the mean thickness values. For a single subject, i, the CoV is defined as the standard deviation
σi, for a series of measurements on that subject divided by the mean, µ i for that subject. The overall test-retest
CoV for a group of N subjects can then be defined as CoV =

√∑
i(σi/µi)2/N .

3 Results

Population mean thickness maps for post weight-bearing and post non weight-bearing are presented in figures 1a
and 1b. In figure 1d, the mean thickness map for post weight-bearing is shown superimposed on an example bone
segmentation to aid the viewer in orientation. The hole in the cartilage corresponds to the fovea on the head of
the femur for the attachment of the ligament. The horseshoe shaped thicker region of cartilage corresponds to the
acetabular cartilage superimposed onto the femoral cartilage. The acetabular cartilage appears to be thicker in the
anterior region and has a thinner area superiorly. The most obvious difference visually between the mean weight-
bearing and non weight-bearing thickness maps is in this superior region of the acetabular cartilage which appears
to thicken following the period of non weight-bearing. This observation is confirmed in the mean difference map
in figure 1c which shows a region of thickening anteriosuperiorly.

Mean thickness values across the cartilage surface for each individual for post weight-bearing and non weight-
bearing are plotted in figure 1e. In 9 out of 12 (2 visits x 6 subjects) cases the mean cartilage thickness increased
following the period of non weight-bearing, the average change was +0.05± 0.05mm. The analysis of variance
showed that this increase was statistically significant (P < 0.02). There was no significant change in thickness
due to visit date. The overall test-retest CoV was calculated as 2.5%. This gives a measure for the reproducibility
of the method.
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Figure 1. a) Mean cartilage thickness map across individuals for the post weight-bearing case and b) mean cartilage
thickness map across individuals for the non weight-bearing case. c) Mean cartilage thickness difference map (post
non weight-bearing minus post weight-bearing) across the individuals. The scales are all in mm. d) The map in
(a) superimposed onto an example bone segmentation. e) Mean cartilage thickness values for each individual for
post weight-bearing (W) and post non weight-bearing (N) for each of the two visits. The different symbols indicate
different individuals.

4 Discussion

The method presented allows hip cartilage thickness maps to be produced and combined across a population. The
hole in the cartilage surrounding the fovea aligns well between subjects, justifying the use of a sphere plus cone fit
of the femur to define the common coordinate system.

Unlike the knee, in which separate cartilage compartments are easily identified on an MR image, the hip has a very
narrow joint space and the acetabular and femoral cartilage layers cannot easily be distinguished. Previous authors
used continuous leg traction [4, 5] to separate the cartilage layers. This works well, but may be unacceptable to
OA patients for the purpose of longitudinal studies and the traction force may itself affect the cartilage thickness
distribution. In the present study a different approach was adopted in which the entire cartilage of the joint was
segmented as a single unit. The disadvantage of this approach is that it is not possible to locate changes in thickness
to a particular cartilage compartment, although an overall change in thickness still provides a useful marker of
disease progression. It is also more prone to relative repositioning errors which can be overcome to a certain extent
by careful positioning of the subject. Both of these disadvantages are present in the current gold standard used to
monitor progression of OA in the hip which is the joint space as measured on a plain radiograph [9].

The population mean thickness maps provide a direct visualisation of the distribution of cartilage in the hip. These
may be useful in future studies of hip OA, both in order to compare overall thickness distributions for normals
and OA patients in order to identify regional effects of disease, and in longitudinal studies of progression and/or
therapeutic intervention. The population mean thickness maps produced are consistent with a femoral articular
cartilage layer with a horseshoe region of acetabular cartilage overlaid. The local mean thicknesses are consistent
with in vitro measurements of cartilage thickness [10, 11] except in the thinner superior region. This may be due
to compression of the cartilage in vivo in the weight-bearing area. The overall mean thickness is slightly less than
that found in vitro, possibly for the same reason. Changes in the thickness distribution as a result of unloading can
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be seen by directly comparing the population mean thickness maps in figures 1a and 1b. The main difference is
the anteriosuperior region and corresponds to the region in which maximum contact pressure has been observed
in biomechanical studies [12] i.e. to the region of maximum weight-bearing. Examination of the difference map
of figure 1c reveals some regions of large change (positive and negative) around the outer edges of the femoral
cartilage. These are likely to be artifactual, due to partial volume errors in those regions where the angle between
the cartilage surface and the imaging plane is small, and due to segmentation errors in determining the extent of
the cartilage around the head of the femur. Partial volume errors may be reduced by reducing the slice thickness
although to retain sufficient signal-to-noise it may be necessary to scan at higher fields. In the present study, the
slice orientation was chosen to be oblique sagittal so that the cartilage surface was perpendicular to the imaging
plane in the regions of maximum weight-bearing.

The statistical analysis of the spatially averaged cartilage thicknesses showed that the difference observed due
to weight-bearing was significant at a 2% level. The average was taken over the whole cartilage surface but for
improved statistical power in an OA study it would be possible to define a priori anatomical regions of interest. In
young adults, unloading increases height by about 17mm [13]. Most of this variation arises from the compression
of the cartilage in the invertebral discs, but the articular cartilage in the knee [2], and no doubt ankle, also contribute
as well as the hip (as shown for the first time in this study). The tiny changes in the hip were only detectable because
of the averaging across anatomical regions, subjects and visits enabled by our technique. It should also be noted
that degenerate cartilage responds differently to unloading, so our method may also provide an index of cartilage
quality. The ability to detect the small changes in thickness due to weight-bearing is an indication of the sensitivity
of the technique but this also highlights a potentially confounding factor in OA studies and suggests that it may be
advisable to include a period of non weight-bearing immediately prior to scanning in the protocol.

5 Conclusions

This technique provides accurate and reproducible measurements of hip articular cartilage thickness. Thickness
distribution maps may be successfully combined over populations. A statistically significant increase in thickness
was observed as a result of removal of weight-bearing, and this increase tended to be localised in a region expected
to correspond to the region of maximum weight-bearing contact pressure. The technique may be useful both in
population studies and longitudinal studies of OA.
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Abstract. There has been much work recently in the classification of interstitial lung disease from CT scans
using texture analysis. The process generally involves one or more radiologists labelling regions of the lung
parenchyma as representative of a particular condition. The character of these regions falls broadly into two
groups: those which the radiologists present and, it is supposed, all others would agree are highly representative
of a particular pattern; and the regions which, although deemed to belong to the class in question, are not
necessarily perfect examples and need not possess an homogeneous texture throughout. In short, the data can
be clean or contain noise. There are circumstances in which information from only one of these categories may
be available and it may be necessary to train a machine learning algorithm using this data in order to classify
regions which belong to the other type or are of unknown origin. Here we evaluate the decrease in classification
accuracy associated with such incomplete information using the k-nearest neighbour classifier.

1 Introduction

The development of a computer aided diagnosis (CAD) system for detecting disease from Computed Tomography
(CT) scans of the lung has received increasing attention in the last few years, in part no doubt due to the advances
made in the scanning machines which enable more and increasingly accurate information to be extracted during
a single breath of the patient. Texture analysis and pattern recognition techniques are most appropriate in the
evaluation of global conditions (eg. fibrosis, emphysema) rather those that are focal (eg. small isolated nodules,
pulmonary embolism) and the former are the conditions with which we are concerned here. Most of such work to
date has involved training a machine learning algorithm, using statistical and/or textural features of the common
patterns found on CT scans of the thorax as features, and documenting the success achieved in differentiating
between these patterns using a variety of machine learning techniques. Regions deemed to be representative of
each of the patterns are identified on the scans by creating either what we will call clean or Type C data, on
which two or more radiologists can agree is an ideal example of a particular class [1, 2], or Type N data, regions
which are deemed broadly representative of the patterns without necessarily possessing a homogeneous texture
throughout [3]. The latter data set may loosely be termed noisy in that there is less effort to reduce inter-observer
variability

There are though circumstances, due to cost or practical necessity, when labelled data from only one of these
categories may be available and one may be forced to use this data in classifying regions which are deemed to
belong to another class or are of unknown origin. For example, the lung parenchyma of a random unseen scan
from a patient with interstitial lung disease most likely contains little data which would qualify as Type C data - the
data would in fact be much closer to Type N. Is it necessary, or even helpful at all, to assemble a data set of Type
C to segement the lung parenchyma of such a scan? Alternatively, if it is not possible to assemble noise-free data,
is there a decrease in accuracy when classifying the regions of Type C? Here we present results of a study carried
out using the k-nearest neighbour classifier to begin to answer these questions by testing on all four combinations
of training and testing data where Test A-B signifies training on data of Type A and testing on data of Type B.

2 Method and materials

2.1 The data

There are 91 people used in this study and all the slices have a thickness of 6mm or 8mm. 22 are considered
normal and the rest diseased - 26 provide fibrosis data, 24 emphysema and 26 ground glass opacification (some
have regions representative of more than one disease). The lungs are not homogeneous or isotropic [3] and the
texture may differ throughout the scans and so we have chosen data from the mid-regions of the scans. Here we
are using 16x16 blocks from the CT scans. We have data also on blocks of smaller and larger sizes but here simply
note that the fusion of the results from different block sizes is the subject of ongoing research [4].

∗email: J.P.Malone@bristol.ac.uk
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Figure 1. The two data sets reduced to two-dimensions using Canonical Correlation Analysis. The filled in markers
are the cluster centres. There is clearly more overlap between the four classes in the Type N data (right) than the
Type C data which appears to be largely separable even in two-dimensions. Note: not all the normal points are
included in the plot.

Along with normal lung, three patterns associated with interstitial lung disease are considered here - emphysema,
fibrosis and ground glasss opacification. For data of Type C, individual blocks were chosen by the author under the
supervision of a radiologist as highly representative of the four classes and in each case the reporting radiologist
had made the same finding. For the diseased subjects, no more than four blocks were chosen from any one subject
and no two are from the same scan. From the normal subjects, around eight to ten normal blocks were chosen
from each of four scans. Regions from the same scan were allowed as a normal subject contains lungs of a, by
definition, normal texture and it is less controversial to choose a number of normal blocks, although in this data
set particular care is taken to avoid regions of unusually large vessels near the hilum - these may be identified
separately [5]. For the Type N data, larger regions were identified as broadly representative of a particular pattern
and these regions were later broken down into a number of non-overlapping sub-regions of 16x16 blocks. Here not
every sub-region need be a perfect example of the pattern and the normal data was labelled without taking care to
avoid any regions which appeared artefactual or contained large vessels. This kind of data is much more like that
one would be required to classify in a clinical situation. The classes and the number of blocks for the two data sets
obtained in this fashion are shown in Table 2.1 and, using the features to be described later, we can view the data
in two dimensions in Figure 1.

Table 1. The four classes under consideration and the total number of points for each block size.
Class Blocks set 1 Blocks set 2

1 Normal 792 2865
2 Fibrosis 90 186

3 Emphysema 88 404
4 Ground glass 98 219

2.2 Textural Features

The role of texture analysis in medical imaging was discussed recently [6] and the most commonly used fea-
tures were split into 6 main groups: histogram, absolute gradient, run-length matrix, co-occurrence matrix, auto-
regressive models and wavelets. It is the first four groups, those belonging to the larger class of statistical features,
which we use here: 8 x histogram features - mean, standard deviation, skewness, kurtosis, minimum and max-
imum pixel value, modulation (range/maximum) and mean absolute deviation; 20 x GLCM features - energy,
inertia, entropy, homogeneity, contrast, dissimilarity, maximum probability, cluster shading, cluster prominence,
variance of pair-sums, entropy of pair-sums, entropy of pair-differences, difference moment 2, difference moment
3, correlation, information measure of correlation, diagonal correlation, summation correlation, difference corre-
lation [7] [8]; 11 x GLRM features - short run emphasis, long run emphasis, grey-level non-uniformity, run-length
non-uniformity, run percentage, low grey-level run emphasis, high grey-level run emphasis, short run low grey-
level Emphasis, short run high grey-level emphasis, long run low grey-level emphasis and long run high grey-level
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Figure 2. The results for each of the four tests. Clockwise top left: C-C, C-N, N-N and N-C. Only the best
performing of the number of neighbours is shown.

emphasis [9]; and 5 x gradient features - the vertical and horizontal average of the mean gradient, gradient standard
deviation, mean absolute slope, mean absolute deviation and the maximum absolute gradient value.

2.3 Experiment Design

Using these 44 features, we classify the data using the k-nearest neighbour (KNN) algorithm and have only to
decide on the number of neighbours to use for each of the four tests. We present results for 3,5,7 and 9 neighbours.
All the data is standardized to have zero mean and unit variance and we use Forward Feature Selection (FFS) [10].
We have used ten-fold cross-validation but, as data points from the same person cannot be regarded as independent,
during the cross-validation process data points from a particular subject always appear entirely in either the training
set or the test set. So the average accuracy across all four classes for all ten folds, weighted according to the number
of points in each fold, was calculated and the feature providing the maximum increase in accuracy was added each
time - FFS is a greedy algorithm in that once a feature is accepted it is never discarded.

3 Results

For each of the four tests, the accuracy is plotted against the number of features, for all four numbers of neighbours,
in Figure 2. We can see that the number of neighbours makes little difference in comparison to the difference
between the tests. The maximum accuracy acheived in each each test is shown in Table 3. It is debatable exactly
how many features are appropriate in providing a balance between model complexity and accuracy. Most of the
models shown in Figure 2 achieve their maximum value, or get very close, by about 10 features, and the standard
errors over the ten folds for the maximum accuracy by ten features for less, for tests 11,12,21 and 22 respectively,
are ±0.010, ±0.021, ±0.032 and ±0.019. We provide two sets of results and as there are here a large number
of features (44) being used compared to the number of training points, we suggest the simpler model is more
appropriate.
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Table 2. The maximum accuracy in each test.
Test Params All feats Ten or less Test Params All feats Ten or less
Test Nbrs Acc Feats Acc Feats Test Nbrs Acc Feats Acc Feats
C-C 3 96.44 29 95.88 10 C-N 3 89.87 11 89.52 10
C-C 5 96.26 15 95.88 7 C-N 5 89.82 9 89.82 9
C-C 7 96.26 10 96.26 10 C-N 7 89.96 11 89.92 9
C-C 9 96.07 11 95.97 10 C-N 9 89.96 17 89.56 10
N-C 3 95.32 13 94.85 10 N-N 3 91.37 26 91.10 4
N-C 5 95.51 10 95.51 10 N-N 5 91.67 22 91.40 4
N-C 7 94.19 26 92.79 10 N-N 7 91.64 4 91.64 4
N-C 9 94.94 13 94.85 10 N-N 9 91.86 5 91.86 5

In each case, as one might expect, the best results on a given data set are obtained having used the same data set
to train. We can now answer the questions posed in Section 1. If we have only data of Type C available and are
forced to use this to classify data of Type N, or of unknown origin, what is the potential penalty? The best accuracy
on Test N-N was 91.86% using 5 features, while the best for Test C-N was 89.92%. But if we only had labelled
data of Type C, we would not of course be able to use the Type N data during feature selection as in Test C-N and
so would in fact have little option but to choose the best feature subset found in Test C-C, where the maximum
accuracy was 96.26% and the corresponding features were numbers 35,27,5,17,16,38,26,6,20 and 28. Using these
features and the Type C data to train with and the Type N data to test we get an accuracy of 85.03%.

We can also carry out the alternative exercise, where there is Type C data to classify but the only training data we
have is Type N. An accuracy of 91.86% was obtained using features 5,17,16,35 and 18 in Test N-N. Testing on
Type C using these features of the Type N to train gives an accuracy of 83.24%.

4 Conclusion

Due to the expert input required, there is a cost associated with the assembly of a data set suitable for the training
of a machine learning algorithm to recognise normal and diseased patterns on thoracic CT scans. We here show
that the possible extra cost associated with the assembly of data considered free from noise, and on which it is
presumed all experts would agree, is not only unnecessary but actually counter productive when the regions to
be classified contain noise as is most likely in a clinical situation. We also show that using the the noisy data to
train, while increasing accuracy on regions of a similar type, decreases the accuracy on the noise-free data. Not
all classifiers of course respond the same way to the presence of noise in the training and/or testing phase and we
are presently conducting a study to determine the extent to which this is true for some other common classification
algorithms.
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Abstract. There is a strong correlation between mammographic density and the risk of developing breast
cancer and it is custom to divide the mammographic density range in distinct classes. A number of automatic
approaches have been developed, which have been based on grey-level information. In particular, grey-level
histograms have been used as a feature space. This work is closely related, but here we use grey-level histograms
to build statistical models of the various density classes. Subsequently, a feature space is build from the first few
principal components of each model. Classification of unseen mammograms is based on a leave-one-woman-
out methodology and a k-nearest-neighbour classifier. Results on the MIAS database show better than 70%
agreement, with respect to an expert radiologist’s classification. When allowing minor (i.e. a single class)
mis-classifications the results improve to about 98%.

1 Introduction

Wolfe has shown that mammographic parenchymal pattern provides a strong indicator of the risk of developing
breast cancer [1, 2]. This relationship between mammographic density and risk has been confirmed by Boyd et
al. [3]. Boyd et al. [3] proposed six classes (SCC) representing the ratio of prominent duct pattern in the breast.
However, the number of classes is commonly reduced to three [4] or even two classes, as the bottom line might be
to separate women in low and high risk classes. In Fig. 1 a number of example mammograms are shown covering
the three Mammographic Image Analysis Society (MIAS) density classes: fatty, glandular, and dense.

(a) (b) (c)
Figure 1. Example mammograms, where the MIAS classification is (a) fatty, (b) glandular, and (c) dense.

A number of automatic density classification approaches have been developed [5–15]. Some of these methods are
based on grey-level distributions whilst others incorporate some aspect of spatial correlation or texture measure.
Although Zhou et al. [10] indicated that there are typical grey-level histogram patterns representing the BI-RADS
range [16], they also discussed that the variation within classes was large. This was more or less confirmed by
Masek et al. [11], who used grey-level histogram information as a feature vector and agreement with an expert was
about 60%. To illustrate the problems with straight forward classification on grey-level histogram data we have
included Fig. 2, which shows typical grey-level histogram examples for the MIAS density range. It should be clear
that there can be a significant overlap between the histograms of the three classes. Although outside the scope
of the current paper, it should be mentioned that texture based approaches might have the potential to provide
improved classification results [12]. In addition, the use of volumetric instead of area based estimations might
show a closer correlation with risk [13–15].

Here we have developed an alternative approach based on the grey-level histogram information and statistical
modelling, we have used principal component analysis [17], of the mammographic density classes. Based on a

�
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Figure 2. Example histograms for the MIAS density classes. The three histograms in (a) represent the fatty
(continuous line), glandular (dashed line), and dense (dotted line) mammogram examples shown in Fig. 1 and
show good separation with respect to grey-level. The three histograms in (b) represent three other mammograms
(using the same key for fatty, glandular and dense examples) from the MIAS database for which it might be difficult
to separate them just on grey-level information.

leave-one-woman-out approach, a statistical model of grey-level histograms is constructed for each density class.
Subsequently, unseen mammograms are classified by building a feature space from the first few principal compo-
nents of each model and a k-nearest-neighbour classifier. Evaluation is based on the MIAS database, using three
density classes for the statistical modelling.

2 Material and Methods

We evaluated the developed approach on 321 images of the MIAS database, which provides three density cate-
gories; i.e. fatty, glandular, and dense [4]. There are approximately equal numbers for each class.

2.1 Feature Space

The first step in extraction of the feature vectors from the MIAS database was the segmentation of the breast
area. This covers both the breast-background and pectoral muscle segmentation. The former was based on simple
grey-level morphology [6] and the latter on the appropriate use of Hough space [5]. This results in automatic
segmentation of the breast area. However, on evaluation it was clear that the pectoral muscle segmentation ap-
proach failed on a few mammograms. As we are interested in developing fully automatic approaches the failed
segmentation mammograms were removed from the dataset. In addition, only pairs of mammograms, representing
the left and the right breast, were used in the remainder of this paper. In total 312 images (out of 321) from the
MIAS database were used. The removal of nine images is not seen as significant for the current risk assessment
work as their removal was not linked to this work but to the overall breast area segmentation work. All the results
(see Sec. 3) are based on these 312 mammographic images.

Mammograms from the MIAS database contain 256 grey-levels. However, to improve computational processing
and reduce the sparseness of the data the number of bins in the grey-level histograms was reduced to 64. A simple
summation of four of the original grey-levels was used to achieve this. Finally, to account for the variation in
the size of the mammographic images, or more precise the segmented breast area, all the grey-level histograms
were normalised with respect to the number of pixels in the breast area. This results in 312 samples containing 64
dimensional data to be used in the statistical modelling.

2.2 Principal Component Analysis

Principal component analysis (PCA) is a well documented statistical approach to dimensionality reduction [17].
The principal components of a set of observation vectors

���������
	���  ���
(in our case the normalised grey-level

histograms) are the characteristic vectors, � , of the covariance matrix, � , constructed from the data set. Projecting
the data into its principal components generally results in a compact and meaningful representation in which the
characteristic vectors associated with the largest characteristic values describe the major modes of data variation.
The characteristic values give the variances associated with the principal components. An observation

���
can be

approximated from the principal components using

����� ��� ������� (1)
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where
�

is the average vector and � � is a vector of weights. The dimensionality of the data set can be reduced
by ignoring the principal components with low (or zero) characteristic values. Using only this limited set of
characteristic values in the reconstruction process provides a method to reconstruct the original observation vector,
but in the process will remove less characteristic, according to the statistical model, information. It is common
practise to retain a number of characteristic values which describe a set level, like 50% or 95%, of the variation in
the data. The three MIAS density statistical models are shown in Fig. 3, which shows the mean of each class and
the effect of the first principal component (PC). This shows clear overlap between the classes, but also a difference
in the mean shape of the histograms. For the fatty class, the first PC indicates a simple shift of the average grey-
level. For the glandular and dense classes, the first PC also seems to indicate a change in shape with a bias towards
higher grey-levels.
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Figure 3. PCA model description, where the MIAS classification is (a) fatty, (b) glandular, and (c) dense. In
each graph the continuous line represents the mean normalised histogram and the dashed lines show the effect ( � 2
standard deviations) of the first principal component.

2.3 Classification

For the classification, the first � elements of the � � vector from each density model were obtained to form the
feature space. The value of � was selected to described 95% of the data variation in each mammographic density
class. This results in a feature space with ��� dimensions. The classification is based on a leave-one-woman-
out methodology and a k-nearest-neighbour classifier. Using a leave-one-woman-out approach means that the
statistical mammographic density models are constructed from all training samples except those two representing
the left and right mammogram to be classified. The classification is based on the eight nearest neighbours and also
takes the prior probabilities into account to determine the final classification. This process is repeated for all cases.

The distribution of the first two characteristic values from each density model are displayed in Fig. 4. It should be
clear that there is a clear grouping of all three density classes for the three models. However, it should also be clear
that there is no clear separation between the classes and there are clear outliers.
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Figure 4. Distribution of the first two characteristic values for each density model, where the statistical models
are based on (a) fatty, (b) glandular, and (c) dense mammograms. In each case the distribution contains fatty ( � ),
glandular ( � ), and dense ( � ) samples.

3 Results

The confusion matrices for the triple MIAS density classification can be found in Table 1. This shows an agreement
of 71.5%, which increases to 98.1% when allowing minor (i.e. a single class) mis-classifications.
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Expert Classification
1 2 3

A
ut

o.
C

la
ss

. 1 86 20 5
2 15 68 34
3 1 14 69

Table 1. Comparison between automatic, histogram based, and expert classification. The MIAS density classes
are represented as 1: fatty, 2: glandular, and 3: dense.

4 Discussion and Conclusions

The presented results show improvements compared to alternative grey-level histogram based approaches [5–11].
It is expected that the results will further improve when a larger dataset will be used.

There are a number of areas that warrant further investigation, which cover a) alternative classifiers and feature
space dimensionality, b) the overlap between the non-consensus cases of the expert radiologists and the mis-
classified cases by the automatic approach, c) the behaviour of the statistical mammographic density histogram
models, and d) the use of alternative databases and the need for retraining the statistical models.

In summary, we have developed an automatic mammographic density classification approach, which uses nor-
malised grey-level histograms to build statistical models of the various density classes, subsequently the models
are used to construct a feature space. Based on a leave-one-woman-out methodology and a k-nearest-neighbour
(with �

	��
) classifier, our results show better than 70% agreement, compared to an expert radiologist’s classifica-

tion and when allowing minor mis-classifications of one class the results improve to about 98%.
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Multi-channel multiple-source optic disk detection (MIUA)
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Abstract. This paper presents an automatic algorithm to locate the optic disk in images from fundus cameras
and scanning laser ophthalmoscopes. The algorithm uses red and green images (multi-channel), and combines
geometric and brightness information about optic disk and vessel appearance (multiple-source). Location is
first attempted on the red channel by orientation correlation, resulting in frequent success. Failure, detected
automatically, triggers a multi-channel search combining brightness and local vessel density, orientation and
contrast. We achieved 93% success on the STARE test set, a better performance than [1] and similar or better
to algorithms of comparable complexity to ours. We also achieved 98% success with ultra-wide-field-of-view
images from an OPTOS Panorama ophthalmoscope.

1 Introduction

We propose a multi-channel, multiple-source approach to OD detection. The location of OD and other retinal
landmark (macula, vasculature) is an important step towards the automatic detection of symptoms of important
retinal and systemic diseases, most notably glaucoma, age-related macula degeneration, and diabetic retinopathy
[2,3]. Diabetes, for example, has an average incidence of 3 to 5% in the UK, and peaks to around 20% in some US
areas. Many algorithms have been proposed for OD and vasculature detection in fundus images [1–8], bothper
seand in the context of disease detection: see [1] for a recent, concise review. A serious difficulty is that disease
symptoms, lesions, imaging conditions and other factors create a significant range of variations in the appearance
of retinal images.

RED−CHANNEL
 DETECTION

ACCEPTABLE
CANDIDATES?

GREEN−CHANNEL
 DETECTION

BRIGHTNESS AND
GRADIENT−BASED 

 DETECTION

VESSEL−BASED
ROI REFINEMENT

VESSEL−BASED 
ANALYSIS

 

OD ESTIMATE 

OD ESTIMATE 

OD ESTIMATE 

Figure 1. Left: overall system structure. Right: basic structure of green-channel detection.

Most authors have reported algorithms based on single-channel images (typically green), e.g., [1,7,9,10]. Various
authors sought to exploit the high brightness or high brightness variation in OD regions, e.g., [4, 11]. Limited
performance motivated the use of geometric models [7,9] and vessel geometry [1,10]; see [7] for a concise review
of recent work. Knowledge of retinal anatomy has also been used, e.g., in symbolic reasoning [3] and constraint
satisfaction schemes [12]. Performance quality is quantified typically by the percentage of true positives (correct
detections) in controlled experiments with ground-truth (“gold standard”) data. In our system, location is first
attempted on theredchannel by orientation correlation. Although OD brightness does not stand out in red images,
the pattern of gradient orientations of contour pixels proves a useful clue resulting in frequent success. Failure,
detected automatically, triggers a search on a candidate set of regions of interest (ROIs) identified through both
red and green channels. The final detection is based on several properties of candidate ROIs, incl. high brightness
and shape, and of blood vessels, incl. density, orientation and contrast. The main contribution of this paper is
an efficient and effective combination of multiple information sources within a multi-channel framework. Our
implementation achieved 92.5% correct detection on the standard STARE set [13], significantly better than the
86% reported in [1], and 98% correct detection with 219 UWFV images (200◦ field of view) from a non-mydriatic
OPTOS Panorama scanning laser ophthalmoscope (SLO). The remainder of this paper describes briefly our current
system and its key modules (Section 2) and some experimental results with the two sets of retinal images (Section
3). We summarize our results in Section 4.
∗Christophe Mazo[cmazo@optos.com],Emanuele Trucco [E.Trucco@hw.ac.uk]
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2 The algorithm

2.1 System structure

The architecture of the algorithm is shown in Figure 1 (left). First, fundus-camera images are masked to discard the
non-data pixels (dark periphery). Detection is then attempted on the red channel only, using shape and brightness
information. If the candidate region resulting does not pass an acceptance test, a multi-channel search is triggered
(Figure 1 right). Each component is described briefly below.

Figure 2. Left: red-channel image. Centre: result of orientation correlation filter. Right: thresholded correlation image
(correct detection).

2.2 Red-channel detection and acceptance test

Background elimination.Various solutions are possible given the characteristic circular pattern of fundus camera
images. Simply keeping the 0.7% brightest pixels after applying morphological dilation (Intensity maximum, 5-
pixel radius) worked very well on STARE images. We found that pushing contour accuracy (e.g., circle detection)
did not improve the overall detection quality.OD candidate selection.Healthy OD do not appear necessarily
brighter than other areas in the red image, but have a well-defined, elliptical shape. The intensity gradient at
boundary points is distributed accordingly. We therefore perform orientation correlation on gradient directions with
a pre-defined radial pattern of radius 60 pixels (Figure 2). This simple procedure identified the correct candidate
quickly in 52.8% of the STARE images (47 out of 81).

Figure 3. Left: green-channel image. Centre: result of morphological vessel enhancement filter. Right: search region as union
of neighborhoods of maximum-response, near-vertical vessel pixels.

Acceptance test.We identify points in likely OD regions as theN highest-response points in the filtered image.
N number is determined empirically from experiments on images of the target type (sensor); e.g.,N = 100 for
STARE and OPTOS images. The correct candidate is expected to generate a dense, small cluster of high-response
pixels (Figure 2). If this is the case, the algorithm returns the cluster as the final answer, otherwise a multi-channel
search is triggered. In detail, the test seeks a high-response pixelpc surrounded by a clusterCR = {p}, p a
high-response pixel, which is dense in the sense thatavg(‖p − pc‖) < 10 pixels andstdev(‖p − p‖) < 3. The
numerical values are related to the size of the OD observed in fundus-camera images; tests indicate that reasonably
small variations of these values do not degrade detection performance. Notice that varyingN reasonably around
100 makes the candidate cluster slightly smaller (N < 100) or introduces a few spurious candidates dropped by
subsequent processing (N > 100), without worsening the overall performance.
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2.3 Multi-channel detection

If OD detection on the red channel fails, the multi-channel detection is triggered. The algorithm structure is shown
in Figure 1 (right). In essence, a set of candidate regions is formed using brightness and gradient information.
The set is then refined using vessel-related properties. A merit coefficient,c, combining vessel and brightness
properties is evaluated for each surviving candidate region. The final OD location is the region maximizingc.
Brief details are given below.

Brightness and gradient-based ROI selection.As the ODmayappear usually as a bright region in the green image,
the brightest pixels are located in the green channel and subjected to the grouping test described above, yielding
a setCG. C = CG

⋃
CR is the new set of candidates for the multi-channel stage.Vessel-based ROI pruning.

The candidate set,C, is pruned exploiting vessel-related knowledge. The OD region is expected to be traversed
by prominent, mostly vertical vessels, generating strong contours. Morphological vessel enhancement is therefore
employed to identify strong vessels in each candidate region [8]. Vessel segments forming angles larger than30◦

with the imagey axis are discarded. Such regions of interest (ROIs) are created around the surviving vessels pixels
by overlapping rectangular windows slightly larger than the expected OD size (see above). An example is shown
in Figure 3.Estimating the OD location.We quantify edge pixel properties within each ROI by running a Canny
edge detector (σ = 1, low threshold = 0.08, high threshold = 0.2). The correct OD region is expected to contain a
significant proportion of high-contrast edge pixels with orientations clustering around the image vertical axis. For
thek-th ROI,Rk, we computeck =

∑
p∈Rk

‖∇I(e)‖, with e a Canny edge point. This criterion increases with
gradient strength and the number of edge points in the ROI, where∇I(p) is computed at near-vertical pixels only.
The final OD location isR∗ = arg maxk{ck}, a very modest effort given the small number of candidates.

Figure 4. Left column: examples of image classified correctly by our system but not by Hoover and Goldbaum (images 13,
41). Right column:vice versa(images 10, 43). White spot is ground truth, black spot estimate.

3 Experimental results

MATLAB and C implementations on a 3-GHz Pentium PC were tested with fundus camera and SLO image sets.
We report and discuss our results after stating our criteria for correct detection.Defining “correct detection”.To
compare results meaningfully, we use Hoover and Goldbaum’s definition [1]: a correct estimate is a point falling
within one average OD radius of the ground-truth location. In all test images the ground truth was established
manually by a non-clinician person, and the average radius computed from circles fitted manually to the OD.

Fundus camera tests.Hoover’s popular test set [13] contains605 × 700 images of 31 healthy and 50 diseased
retinas, acquired by a Topcon TRV-50 fundus camera with35◦ field of view. The author’s method [1] is reported
to fail on 9 images (89% success). Our system failed on only 6 images (93% success), namely 10, 19, 20, 27, 43,
44, and succeeded on 6 of the 9 misclassifications by Hoover’s method, namely 3, 7, 13, 26, 41, 139. All of these
but 26 were classified correctly by the simple red-channel module, and no multi-channel detection was necessary.
The reason is arguably that vessel direction as estimated in [1] does not give enough information when only part of
the vasculature is visible; instead, we use vesseldensityin the final merit coefficients, making classification more
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Figure 5. Examples of UWFV images classified incorrectly due to severe retina alterations (left) and imaging conditions
(right, strong reflection). White spot is ground truth, black spot estimate.

reliant to vasculature occlusion. Figure 4 shows examples of images on which we succeed and [1] fails andvice
versa. This solution is simpler than Foracchia’set al. parametric model of vessel geometry [10], who report 98%
success on the STARE set. They report difficulties with images 8, 26, 27, 41; interestingly, our system succeeded
on all but one (27). Indeed our MATLAB prototype ran in 4 s on average (the C++ one in 0.4 s), significantly
faster than the 2 minutes reported by Foracchia’s MATLAB system on a 2-GHz Pentium PC even considering the
different clocks. UWFV images. We also tested the system with 2191984 × 1984 images of 110 healthy and
109 diseased retinas, acquired by a non-mydriatic OPTOS Panorama200 SLO with up to200◦ field of view. Our
systems failed on only 5 images (98% success) severely departing from normal retina appearance due to diseases
or lesions, or with imaging artifacts. Some examples are shown in Figure 5.

4 Conclusions

We have presented a multi-channel, multiple-source OD detection algorithm. The strength of the approach is the
combination of multiple-channel information with multiple sources of evidence, incl. vessel density, orientation
and contrast, and gradient orientation at OD contour pixels. Current results show very good performance with the
standard STARE test set as well as with 219 ultra-wide field of view SLO images. An important goal of our current
and future work is the development of a computer-assisted screening system, aimed to increase early detection of
symptoms of high-incidence diseases (e.g., diabetes).
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Improving optic disk location in fundus camera images by
plausible detection

Emanuele Trucco and Hind Azegrouz∗
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Abstract. We present a robust constraint satisfaction algorithm to detect the optic disk in retinal images, sub-
stantially improving our previous results [1], and matching the performance of, or outperforming, recently
reported algorithms. The algorithm locates a number of candidates of optic disk and macula, and the approx-
imate path of the main blood vessels (arcades). The number is high enough that the confidence to include the
right landmark is high. The optic disk is detected as member of the triplet disk/macula/arcade which best satis-
fies a-priori anatomical constraints. The MATLAB prototype was tested on the 63 images of the STARE set [2]
including both disk and macula, with only 3 failures (95%).

1 Introduction and related work

We present a robust algorithm to detect the optic disk (OD) in retinal images, based on plausible detection and
constraint satisfaction. The algorithm is a substantial improvement on the previous version reported in [1] pushing
successful detection from 86% to 95% on the popular STARE test set of fundus camera images [2].

Many retinal image analysis algorithms have been proposed to detect OD, macula and vasculature and to identify
disease symptoms [3–11]. Hoover and Goldbaum [6] and Li and Chutatape [12] give recent, concise reviews
focussing on OD.

Most approaches aim to generate single, optimal candidates with the highest confidence possible. Here, we are
particularly interested in algorithms taking advantage of a-priori knowledge on retinal imagery. Such knowledge
derives fromretinal properties, e.g., the expected shape, position and orientation, relative or absolute, of retinal
elements, and fromimage formation properties, i.e., the expected appearance (grey levels and their properties)
of retinal elements due to the interaction of the retina with light and sensor. Assumptions about the latter are
usually approximate as quantitative models of retinal image formation; they are however complex and not easily
incorporated in image processing algorithms. Instead, various retinal properties have been used to counter the
variability of retinal appearance due to lesions, diseases, imaging conditions, race, and other factors, which limit the
performance of algorithms based purely on relative brightness variations [4, 13]. Hoover and Goldbaum detected
the OD as the (fuzzy) convergence region of retinal vessels [6]; Foracchia’set al.[14] devised a parametric model of
vessel geometry. Extended symbolic schemes have also been reported: e.g., expert systems [15], retina mapping [9]
and constraint satisfaction with plausible detection [1].

We deploy simple detectors of OD, macula and arcades to generate sets ofplausiblecandidates for each landmark;
such sets include the true landmarks with high probability. We then search the space of all possible triplets (OD,
macula, arcade) formed by the candidates to identify the one best satisfying constraints imposed by retinal anatomy.
The approximate arcades path is found by a simulated annealing search. This statistical algorithm offers excellent
optimization performance and can locate plausible paths in the presence of severely altered retinas.

This approach has several advantages. Searching a potentially large space of plausible solutions supports robust-
ness, as it is easier to generate a set of candidates for a given landmark including the true one with high confidence,
than to findonly the true one with the same confidence. Although here success is defined as correct detection of
only the OD, the selected triplet contains correct macula and arcades in most cases.

2 The algorithm

2.1 Algorithm outline

The algorithm is organised in two stages. First, independent detectors of OD and maculas as used to generate plau-
sible candidates, and approximate arcades traced. Second, triplets OD/macula/arcades are formed and searched.

∗Corresponding author, E-mail: ha19@hw.ac.uk.
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OD and macula detection follow our previous work [1], arcade detection and constraint satisfaction are novel. We
describe briefly each module below.

2.2 Optic disk detection

This simple detector assumes that the OD is one of the brightest image regions [8], although not necessarily the
brightest. First, we apply a7 × 7 median filter to attenuate image noise. We then apply morphological closing
followed by opening to suppress most of the vasculature information. The structural element is a disk larger than
the largest vessel cross-section (8-pixel diameter in our case). Finally, we collect theNo brightest regions in the
image (based on mean region intensity) as plausible OD candidates. These may include diseased areas and possible
bright, noisy spots.

2.3 Macula detection

Similarly to the OD detector, we assume that the macula corresponds to one of the darkest image regions. However,
unlike the OD, grey levels in the macula region cannot be expected to be significantly darker than the rest of the
image, e.g., than major vessels. We use the same, simple detector adopted for the OD, but collect theNm darkest
candidates. These may include noisy areas (e.g., peripheral low-intensity spots), diseased areas, nevus, and so
forth.

2.4 Arcade detection

We aim to trace theapproximatepath of the arcades, as this is sufficient to constrain the position of macula and
OD. This proved a critical step as incorrect detection would cause overall failure. We assume a simple geometric
model formed by two horizontal half-parabolas,x = ajy

2 +bjy+cj with j = 1 or 2, fitted independently but with
vertices constrained to be within an optic disk diameter of each other. Parabola fitting is cast as two optimization
problems, each for a half-parabola, in the 3-dimensional parameter space,v = [ajbjcj ]. We describe briefly the
target function and the optimization algorithm used.

Target function.We aim to optimize a cost coefficient based on the expected intensity profile along a candidate
parabola arc. If the latter follows the arcade well, the intensity profile across the arc should correlate well with
cross-sections of large vessels, which we take to be Gaussian as commonly done. The image is preliminarily
smoothed by a Gaussian filter withσ = 1.5 to reduce the side peaks due to brighter vessel contours. We use sum
of squared difference instead of correlation, yielding a cost function to minimize.

Given a half-parabola candidatevk, the target function is

c(vk) =
Ns∑

i=1

Np∑

h=1

[Ir(h)− I(ps
i (h))]2 (1)

whereNs andNp are the number of, respectively, the segments normal to the arc (20 in our experiments) and
the point on each segment (i.e., on each intensity profile).Ir(h) is theh-th intensity on the reference profile, and
I(ps

i (h)) is the image intensity at the the corresponding point on thei-th segment perpendicular to the parabola.

Optimization.Simulated annealing (SA) can explore wide regions of an energy landscape at reasonable compu-
tational cost. We refer the reader to [16] for SA details; in essence, SA explores increasingly smaller regions of
the search space, the size of which is controlled by a decreasing “temperature” parameter. Points to evaluate are
picked at random, and states with worse (higher) energy are accepted again randomly, with probability decreasing
with temperature as the algorithm homes in to a solution. This feature allows the algorithm to escape from local
minima. In our system, temperature is reduced exponentially asT = T (0.9)k, k the iteration index. The end
temperature is chosen so that the probability of accepting lower-energy states is 0.1. We have successfully applied
SA search to iris detection in [17].

The parabola concavity is initialized to the average of observed values, and the vertex to the center of the currently
explored OD candidate. Our choices of values for SA parameters rely on extensive experimentation carried out in
a twin project: tests were run with hundreds of manually ground-truthed images and statistics of location errors
plotted. From this, we estimated a-posteriori optimal values for all parameters.
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Figure 1. Failure examples. Img026 (top): candidates of macula (left), OD (center), final detection (right). Img013 (bottom):
candidates of macula (left) and OD.

2.5 Constraint satisfaction

We must now search the space of the triplets (OD, macula, arcade) generated by combining all plausible candidates
to locate the one most consistent with the following anatomical constraints.

1. The macula must be near the approximate axis of symmetry of the arcade.
2. The distance between OD and macula must fall within a pre-defined interval.
3. The average contrast along the hypothesized parabola must be high.

The arcades are forced to converge in the OD by initializing the vertex of the parabola fit to be at the hypothesized
OD location. All quantities in the constraints are modelled as Gaussian random variables with mean and standard
deviation derived from healthy retina images. Values observed at run time yield probabilities, one per constraint,
which are composed assuming independent constraints. The result provides a merit score for each triplet, which is
used in the following stage.

Search for the optimal triplet.Even 6 to 10 candidates per OD and macula generate rather relatively small triplet
numbers, which can be simply sorted by score in reasonable time. The OD is located as the member of the
highest-scoring triplet. More complex schemes like the constraint satisfaction one reported in [1]do not intro-
duce advantages for small search spaces, but become necessary if further elements are considered (e.g., disease
symptoms) causing the search space to grow rapidly.

Figure 2. Top: examples of correct OD detection (3, 20, 41); notice that 41 is a difficult case for [14]. Bottom: Examples of
full triplet detection (imgs 240, 219), normally achieved when the OD is located correctly.

3 Experimental results

An initial prototype has been implemented in MATLAB on a 2.4GHz PC under XP. The diameter of the disk used
as structural element in the morphology-based OD and macula detection was 8 pixels throughout. We consider the
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OD successfully located if its center falls within 60 pixels (average OD radius in STARE images) of the manually
located center of the true OD region. This is in essence the same criterion used in [6], which facilitates comparison.

We tested our system on the STARE test set of605× 700 images [2] acquired by a Topcon TRV-50 fundus camera
with 35◦ field of view. Given our assumptions, we considered only the 63 images capturing a region including
both macula and OD, even if not necessarily visible. This subset included several retinas showing severe disease
symptoms. We allowed a maximum of 10 candidates per detector for OD and macula (No = Nm = 10). Detection
was successful in 60 out of 63 images (95.24% success), outperforming [6] (86% success over the whole set).
Common failures were img 13 and 26 (the latter a very corrupted retina), shown in Figure 1. Our system could
correctly detect the OD in images 7, 19, 27, 139, on which [6] failed or did not conclude. Figure 2 shows examples
of successful detection with diseased images. Performance is very close to Foracchia’set al algorithm [14], who
report only 4 failures on the full 81-image set; our algorithm, module by module, is arguably simpler. Performance
is similar or better than that of several other algorithms reported recently, but comparisons based on reports is made
difficult by the use of independent data sets [12,18,19].

4 Conclusions

We have presented a robust algorithm to detect the optic disk in retinal images, substantially improving the detec-
tion rate of our previous work [1] and matching the performance of, or outperforming, recently reported algorithms.
Current results show the excellent potential of the approach to incorporate disease symptoms, towards an integrated
retina mapping and computer-assisted diagnosis system for fundus camera images. Further future work is planned
on an experimental, comparative evaluation of recent OD algorithms on an extensive test set, including normal and
wide field of views.
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Abstract. This paper describes the simulation of a realistic clinical gamma camera using the MCNPX software
package. Each section in the imaging chain of events is modelled by either the MCNP Code or Matlab. Gamma
ray backscattering from the photomultiplier tube array structure is approximated by substituting a homogenous
Pyrex R

�
block with 66 % of the density of normal Pyrex R

�
. The spatial resolution of the simulated camera is

also investigated and compared with other methods.

1 Introduction

The gamma camera is a widely used in nuclear medicine imaging device for detecting, for example, tumours via
enhanced uptake of radio-labelled tracer molecules. In this paper, we present our work in simulating a multihole
collimator gamma camera with a combination of MCNPX code [1] and in-house software. The choice of the
MCNPX library is based on the fact that MCNPX allows actual geometric simulation of all the main components
in the imaging system, and allows precise control of geometry and materials used in the simulation. Much work has
been done to develop and validate models of the multihole collimator gamma camera, either by using the general
Monte Carlo software packages, e.g. GEANT [2] and EGS [3], or the specific Monto Carlo codes for medical
radiation physics e.g. SIMSET, SIMSPECT, SIMIND and PETSIM [4]. For the MCNP code, which is also a
general Monte Carlo code, work has been done to validate the energy spectrum of I-123 using the pulse height
tally in MCNP version 4c by Jangha [5]. In this paper, we used the model that we developed with a combination
of MCNPX and the in-house software to validate the spatial resolution of the multihole collimator gamma camera.
Accurate simulation of the gamma camera imaging process using Monte Carlo code is important in order to use it
as a platform for gaining insight into the sources of image corruption and methods to address such problems.

In general, the simulation of the the multihole collimator gamma camera is divided into two stages: simulation
of the geometrical functions and of the blurring functions. Every photon event is tracked within the MCNPX
environment until the incident photon is either terminated by full absorption or it escapes via a non-intersecting
trajectory with the gamma camera. The result is recorded in a list-mode file referred to as a PTRAC file within
MCNPX. All pertinent nuclear reaction mechanisms, such as Compton and Rayleigh scattering and photoelectric
absorbtion are undertaken by MCNPX for all materials encounted by each photon. In Section 2, we describe the
methods that we used to simulate the multihole collimator gamma camera, and in Section 3, we present some
comparisons between results from our simulation model and the related works [6, 7]. The proposed technique that
we present in this paper gives the user total freedom on using the camera as a platform for a realistic multihole
collimator simulation and enables user-defined control of all components within the simulation.

2 Method

2.1 Geometrical structure of a simulated camera

The geometrical structure of the camera is simulated by the MCNPX code. Figure 1 shows the structure used. The
collimator is a square-hole type [8] and filled with tungsten septa, and the detector is filled with sodium iodide. To
model the backscattering effects due to the photomultiplier tube array, we followed a technique used by Vries ���
� ��� [9] by using a block of 66% density of Pyrex R

�
. In order to limit the MCNPX calculations, we used a sphere

as a geometrical boundary to constrain tracking of unwanted photons. The source to be imaged may be located
anywhere within the sphere. In this paper, we used specific parameters based on a Toshiba GCA-7200A at the
Royal Surrey County Hospital, Guildford. The specifications of the collimator are as follows: the septa thickness
is 0.02cm, the hole size is 0.15cm and the collimator depth is 4cm. Meanwhile, the detector that we used is 40cm
by 40cm with 0.3125cm/pixel and 4cm thickness.

�
m.saripan@eim.surrey.ac.uk
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(a) Side view (b) Top view

Figure 1. The MCNPX model of the multihole collimator gamma camera. The geometrical boundary describes
the spatial extent to which photons are tracked. Those which intersect the boundary are discarded.

2.2 Blurring process

In the second stage of the simulation process, in-house software is used to interogate the PTRAC file. Nor-
mal random distributions are used to simulate the statistical blurring of the deposited energy response due to the
Poisson-limited charge signature associated with each interaction in the detector. A similar process is followed
for position blurring. There are a number of functional models for energy blurring which appear in the literature
e.g. Beattie and Byrne [10] and Westmore [11]. For the purpose of this work, we derived a relationship using
experimental values obtained from plotting the full width half maximum (FWHM) of the photopeak obtained from
various radioisotopes (Tl-201, Co-57, Tc-99m and Cr-51) using a Toshiba GCA-7200A camera. This produces
an energy spectra with similar structure to that seen in experimental studies. Figure 2 shows the energy blurring
functions of several different models. For Monte Carlo imaging studies, an energy acceptance window of 20%
about the photopeak is used to reject scatterred photons [9]. A realistic gamma camera has a problem of limited
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Figure 2. Various relationships between the full-width-half-maximum and the energy.

intrinsic spatial resolution when generating an image, due to the Poisson-limited charge signal associated with
each detected gamma ray event. In this work, we model this phenomenon by sampling a Gaussian point spread
function distribution with a width derived from practical experimentation. The standard deviation, � used is based
on the intrinsic resolution1 of the Toshiba GCA-7200A gamma camera 2. Finally, the positions of the recorded
photons that fall within the energy acceptance window after energy blurring are determined and arranged into a 2D
histogram image. To display this as an image, we normalised the raw data from 0 to 255 (8 bit greyscale image).
Figure 3 shows the statistical blurring process used to process the raw MCNPX output file.

1Intrinsic resolution is 0.37cm (provided by the manufacturer)
2Note that whilst the instrinsic approximation will fail at very low energy, this is assumed adequate for modelling photons greater than few

10s of keV
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Figure 3. The detection and image generation process of the modelled gamma camera. � (E) defines the width of
the Gaussian sampled for energy blurring purposes. This width is given by the experimental curve shown in figure
2. � (x) is the width of the Gaussian approximating the user-defined point spread function.

3 Results and Discussion: Validation of Collimator Recorded Spatial Resolution

In this experiment, a point source is located at various distances above the collimator’s top surface, i.e. at 10cm,
20cm, 25cm, 50cm and 75cm, and the results are recorded. We simulated 5 � 10

�
photon histories at each position.

The FWHM is used to determine the resolution, and the result is shown in figure 4. In this figure, the FWHM
obtained by our simulation is compared with theoretical models proposed by Anger [6] and Webb [7]. The result
shows that the simulation’s results follow the expected trend. The discrepancy occurs because the other methods
model ideal cases: Anger’s and Webb’s equations are derived based purely on the geometrical structure of the
camera.
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Figure 4. Comparison of the spatial resolution in terms of the FWHM between geometric models proposed by
Anger [6], Webb [7] and results from our simulation.

In addition, figure 5 shows a comparison of the simulated and experimented point spread function. The simulation
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used 50million photon histories using a Tc-99m point source. For the actual physical experiment, we used a � 1cm
�

drop of Tc-99m, as a close appoximation of a point source. The source to the collimator distance for figure 5(a) is
25cm and 5(b) is 50cm. The FWHM of the simulated image in figure 5(a) is 1.19cm while the FWHM of the real
experimental image is 1.22cm, while in figure 5(b), 2.15cm and 2.21cm respectively.

(a) 25cm (b) 50cm

Figure 5. Comparisons between the proposed simulated model and the experimental data from the Royal Surrey
Hospital in terms of the image profile taken along the x axis at y=65 from point A to B. The small inserted pictures
are the simulated images. The source to collimator distances are (a)25cm and (b)50cm. The differences of the
FWHM between the simulated and the real images in (a) is 2.5% and (b) is 2.7%

4 Conclusion

Initial validation of a multihole collimator gamma camera Monte Carlo simulation appears to suggest that image
data produced is a realistic approximation to reality. Current work is focussed on using phantom data to inves-
tigate methods of enhancing resolution at different levels of noise and with different attenuating and scattering
geometries.
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Abstract. This paper describes a technique to map the number of distinct fibre populations in each voxel of a
3D diffusion MRI acquisition. The map is formed by fitting a hierarchy of models of the particle displacement
density with increasing numbers of distinct fibre populations to the diffusion MRI measurements in each voxel.
We select the simplest model that describes the data in each voxel.

1 Introduction

Diffusion MRI provides an insight into the microstructural architecture of tissue by observing the restricted and
hindered displacement of water molecules undergoing Brownian motion [1]. By looking at the probability density
function p of displacements over a fixed period of time, inferences can be made about the tissue microstructure.

Diffusion-Tensor MRI (DT-MRI) is the most common diffusion MRI technique [2] and is often used for mapping
fibre orientations. However, DT-MRI is only capable of recovering a single fibre orientation in each voxel. DT-
MRI computes the apparent diffusion tensor based on the assumption that p is a zero-mean tri-variate Gaussian
distribution with covariance proportional to the diffusion tensor D.

Normalised diffusion MRI measurements A(q) sample the Fourier transform of the particle displacement density
p at wavenumber q, which depends on the direction, strength and duration of the magnetic gradient used in the
acquisition. With Gaussian p, A∗(q) = A∗(0) exp (−tqT Dq), where A∗(q) = A∗(0)A(q) is the unnormalised
measurement at q, A∗(0) is the signal with no diffusion-weighting gradients and t is the diffusion time. Typically,
L > 6 measurements A∗(q1) . . . A∗(qL) are made, each with a unique q, and D is fit to the measurements in the
least squares sense [2].

The literature contains several scalar indices that describe the size and shape of the DT. Two of the most common
are Tr(D), which is proportional to the mean squared displacement of particles, and the fractional anisotropy
(FA) [1]:

FA =

(
3
2

3∑

i=1

(
λi − 1

3Tr(D)
)2

∑3
i=1 λ2

i

) 1
2

(1)

where λ1 ≥ λ2 ≥ λ3 are the eigenvalues of D. The FA increases with directional dependence of particle displace-
ments and is greatest in tissue with organized microstructure such as white-matter fibres.

DT-MRI works well in voxels containing a single fibre orientation. However, sometimes fibres cross within one
voxel. DT-MRI cannot resolve the orientations of crossing-fibres, but a new generation of reconstruction algorithms
such as PAS-MRI [3], q-ball [4] and spherical deconvolution [5] has appeared that can resolve crossing fibre
orientations. However, these more complex algorithms are generally less successful in correctly identifying the
orientation of single fibres and are more computationally demanding than DT-MRI. Therefore, it would be useful
to know the expected number of fibre populations present in each voxel in order to choose a suitable reconstruction
algorithm. The aim of this work is to map the number of fibre populations in each voxel of a 3D diffusion MRI
acquisition. We generate the map by fitting a hierarchy of models of the particle displacement density p with
increasing numbers of distinct fibre populations to the diffusion MRI measurements in each voxel. We select the
simplest model that describes the data in each voxel.

In related work, Alexander et al [6] fit the spherical harmonics to the log measurements and use model selection
to pick an order for truncating the series. This classifies voxels into those with isotropic, anisotropic Gaussian and
non-Gaussian p, but does not directly provide an estimate of the number of crossing fibres. In [7], Hosey et al use
a Monte Carlo Markov chain Bayesian inference method to infer the probability density function and the number
∗Email: S.Nedjati-Gilani@cs.ucl.ac.uk, P.Cook@cs.ucl.ac.uk, geoff.parker@manchester.ac.uk and D.Alexander@cs.ucl.ac.uk.
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of fibre orientations in each voxel. They use a similar hierarchy of models to this work, but limit the maximum
number of crossing fibres to two. The Bayesian method requires an explicit prior model, which we avoid here.

2 Method

We use the hierarchy of models of the form proposed by Behrens et al [8]. Each model consists of two components:
one modelling the isotropic diffusion of free water in the voxel, and the other modelling the anisotropic diffusion
along the fibres. Thus,

A∗(qi) = A∗(0)
((

1−
N∑

n=1

fn

)
e−t|q

i
|2d +

N∑
n=1

fne−td(en·qi
)2

)
, (2)

where en is a unit vector in the direction of the nth fibre population, N is the number of fibre populations, d is the
apparent diffusion coefficient, and fn is the volume fraction of the nth fibre. The hierarchy contains four variations
of the model, with N = 0, 1, 2, 3.

We use a Levenberg-Marquardt algorithm to fit the models in Equation [2] to the data for N = 0, 1, 2, 3 by least-
squares minimisation. The fitting process provides estimates of d, A∗(0), fn and en (n = 1, 2, 3). We choose
starting values for f , d, A∗(0) and en from the fitted diffusion tensor as follows:

• We initialise A∗(0) in the model to the geometric mean of the A∗(0) measurements.

• We initialise d to 1
3Tr(D).

• We initialise the fibre directions ei, i = 1 . . . N , to the eigenvectors vi, i = 1, 2, 3, of the DT, where vi has
eigenvalue λi.

• The choice of starting values for the fn varies among the 1, 2 and 3-fibre cases. In each case, we initialise
the volume fraction of the isotropic component to 1−FA. We then distribute the initial volume fractions of
the fibre populations according to the distribution of eigenvalues of the DT:

– For N = 1, f1 is taken to be equal to the FA.

– For N = 2, we assume that the anisotropic diffusion is along v1 and v2, and diffusion along v3 is purely
from the isotropic component. This means that the contribution of the anisotropic diffusion along v1

is λ1 − λ3. Similarly, the contribution of the anisotropic diffusion along v2 is λ2 − λ3. The volume
fraction of the anisotropic components are divided along these proportions, leading to the constraint
f1/(λ1 − λ3) = f2/(λ2 − λ3), which results in f1 = (λ1−λ3)FA

(λ1+λ2−2λ3)
and f2 = (λ2−λ3)FA

(λ1+λ2−2λ3)
.

– For N = 3, we initialise the volume fractions as directly proportional to the λi, so that fn = λnFA∑3

i=1
λi

.

The Levenberg-Marquardt algorithm does not guarantee to find the global minimum of the objective function.
We run the fitting routine many times from perturbed starting points to improve the chances of finding the global
minimum. We perturb the starting points for d, A∗(0) and fn by additive Gaussian noise with zero mean and
standard deviation one-tenth of the initial values from the procedure outlined above. Similarly, we perturb the
starting points for en by additive Gaussian noise on the angles of latitude and longitude with zero mean and
standard deviation 0.1.

We use the repeated runs to determine the fraction of trials in which the fitting routine finds the global minimum or
a value to within 0.1% of the global minimum, and thus determine the probability of finding the global minimum
in a single run. We use these probabilities to estimate the number of runs required to ensure that we find the global
minimum to some degree of confidence for each voxel. We compute the number of runs required separately for
each model in the hierarchy. We assume the run that produces the smallest fitting error finds the global minimum,
although we cannot guarantee that this is the case in a finite number of runs. In practice for voxels where the
minimum is located only once in the repeated runs, we assume the minimum has not been found.

In order to decide the most suitable model for each voxel, the results obtained from each model must be compared
with one another. We use an F-test [9] to select the best model for the data in each voxel. The F-test compares
two nested models to decide whether the improvement of fit resulting from the more complicated model is worth
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Figure 1. Plots of the probability of finding the global minimum against the number of runs for the N = 0, 1, 2
and 3 models.

the cost of including the additional variables. If Ma and Mb, with respective degrees of freedom νa and νb (where
νa < νb), are the two models to be compared, with the null hypothesis of Ma and Mb being equally suitable given
a level of confidence c, i.e. the simpler model Ma is sufficient, the F-test for this hypothesis is

F (Ma,Mb) =
νa

(
V ar(Mb)− V ar(Ma)

)

(νb − νa)E(Mb)
, (3)

where V ar(M) is the variance of model M about its mean value, and E(M) is the mean squared error between M
and the sampled points. The value obtained from Equation [3] is compared to a threshold value Tc such that if
F (Ma,Mb) > Tc, the probability of the null hypothesis is less than c. The algorithm used to select the best model
using the F-test is as follows:

• Initialise a = 3
• For b = 2, 1, 0

- Let null hypothesis H0 be that Ma and Mb are equally suitable
- If F (Ma,Mb) < Tc, accept H0 and let a = b

• Select Ma

3 Experiments and Results

For N = 0, 1, 2, 3, we run the Levenberg-Marquardt algorithm 1000 times per voxel on 1000 randomly selected
voxels from the brain, and calculate the probability of finding the global minimum in each case. If for voxel vj

(with j = 1, . . . , 1000), the minimisation algorithm converges to the global minimum (or within 0.1% of the global
minimum), for rj runs out of 1000 runs, the probability that the global minimum is found after k runs is

1− 1
1000

1000∑

j=1

(
1− rj

1000

)k

. (4)

Figure 1 shows the probability of finding the global minimum (y-axis) after a certain number of runs (x-axis) of
the minimisation algorithm on a voxel for each model in the hierarchy.

The results suggest for each voxel we can find the global minimum at least once with 95% certainty for N =
0, 1, 2, 3 fibre orientations using 4, 15 and 45 and 1626 runs of the Levenberg-Marquardt algorithm respectively.
To reduce computation time, we limit the N = 3 case to 162 runs, which provides a 90% certainty of finding the
global minimum. The F-test was then applied as described in the previous section over a 128 × 128 × 10 image
with 61 diffusion weighted images with a b-value of 1270 s mm−2 and eight measurements at q = 0, producing
the results shown in Figure 2. For comparison we show results inferred from the model selection of the more
established voxel classification in [6] on the same slices in Figure 3 by assuming voxels classified as order 0 to
have zero fibre crossings, voxels classified as order 2 to contain one fibre orientation, and voxels of order 4 to have
two. The results are similar in both cases in terms of differentiating areas of isotropic and anisotropic diffusion.
The results of the new technique however tend to show a less dispersed distribution of 2-fibre voxels, and also has
the benefit of distinguishing between 2-fibre and 3-fibre voxels. Some 2-fibre clusters appear in different locations.
The spherical harmonic method looks for non-gaussian behaviour rather than distinct fibres and so may pick out
regions of fibre divergence that the new method does not.
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Figure 2. Estimated number of fibre orientations per voxel for three slices of a brain.

Figure 3. Estimated number of fibre orientations per voxel for three slices of a brain using spherical harmonics.

4 Discussion

We have suggested a method for mapping the number of fibre orientations in each voxel of a 3D diffusion MRI
acquisition. This information can be used for selecting the most appropriate algorithm for finding the orientations
of fibres in each voxel. The approach described does have some limitations, as it does not allow for oblate fibre
orientation distributions, which could be expected in various brain regions in the presence of fanning (e.g. corona
radiata) and of high curvature (e.g. optic radiation). The results generated from this method are similar to those
obtained with spherical harmonics used by Alexander et al [6] as can be seen by comparing the images in Figure
2 with their counterparts in Figure 3. We might improve the method by using global optimization techniques such
as simulated annealing for fitting. The new method is computationally expensive, but we plan to use the output as
a ‘gold standard’ for simpler and faster ways of mapping the number of distinct fibre populations.
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Abstract

Background: In order to statistically analyze cohorts of images, automated anatomical segmentation methods
are  required.  Using  label  propagation  (LP)  from manually  segmented  atlases  onto  acquired  images  is
particularly promising. Methods: We investigated LP on 6 normal three-dimensional brain MRI data sets.
Each image was associated with a manually prepared segmentation of 67 structures. Each subject image was
used as an atlas and registered non-rigidly to each other subject's image. The resulting transformations were
applied to the label sets, yielding five different generated segmentations per subject,  which we compared
with the native manual segmentations using an overlap measure (similarity index, SI). By visually reviewing
LP results for five structures, we determined how the registration procedure had delineated their boundaries.
Results: The majority (80%) of structure segmentations showed an SI of over 70. Boundaries marked by
definite  intensity  differences  were  congruent  between  the  manual  and  the  generated  segmentations.
Boundaries  that  were  defined  as  planes  intersecting  landmarks  showed  greater  mismatch.  Proximity  of
structures with similar intensity tended to distort LP results: e.g., parahippocampal structures were labeled as
hippocampus  in  two  cases.  Conclusion:  Anatomical  structures  can  be  segmented  reliably  using  label
propagation, especially where boundaries are defined by grey scale gradients. Further work will assess the
method for potential clinical uses.

1 Introduction

Interobserver variability in visual image interpretation is a pervasive problem in diagnostic radiology, and in
particular in the assessment of degenerative brain disease on magnetic resonance (MR) imaging. Accurate and
reliable image segmentation methods are a key requirement for the extraction of objective information from
images, in the context of developing diagnostic decision support methods as well as for cohort image analysis.

Currently, segmentation methods for brain MR images range from coarse classification programs that demand
little or no user input to detailed protocols that draw extensively on the knowledge of a human expert (eg., [1]).

An  approach  that  promises  to  provide  highly  detailed  anatomical  segmentations  automatically  without
requiring interactive human input is label propagation: labels from an atlas are “warped” into the space of a
target subject, using a transformation that represents an anatomical correspondence estimate. This estimate is
based  on  image  registration  of  the  MR  images  underlying  the  atlas  and  the  target.  Previous  publications
evaluated  relevant  registration  algorithms on  a  theoretical  level  [2].  The  aim of  this  work was to  provide
clinically  relevant  insights  into  how  non-rigid  registration-based  label  propagation  performs  on  three-
dimensional magnetic resonance (MR) images of the human brain, and to determine possible modes of failure.
These insights will be useful for the further development of registration and label propagation methods, and
could be used to generate improved anatomical atlases for use as label sources.

2 Material And Methods

MR data sets from six normal individuals (3 male, 3 female, age range 20 to 38, median 26.5,  all  right-
handed) were obtained on a 1.5 Tesla GE Signa Echospeed scanner. A coronal T1 weighted 3D volume was
acquired using an inversion recovery prepared fast spoiled gradient recall sequence (GE), TE/TR/NEX 4.2 msec
(fat and water in phase)/15.5 msec/1, time of inversion (TI) 450 msec, flip angle 20°, to obtain 124 slices of 1.5
mm thickness with a field of view of 18 × 24cm with a 192 × 256 matrix (voxel sizes of 0.9375 × 0.9375 × 1.5
mm, resliced to create isotropic voxels of 0.9375  × 0.9375  × 0.9375 mm, using windowed sinc interpolation.
Each data set was associated with a corresponding volume containing anatomical labels for 67 structures. These
label sets had been carefully prepared and reviewed using a previously published method, requiring circa 30
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hours of expert time per subject [1].
Each MR data set was used in turn as a label propagation target, using the other five subjects as atlasses. The

propagating transformations were calculated by registering the source MR image with the target image. The
registration process consisted of two steps, both maximizing normalized mutual information (NMI): an affine
step  to  correct  for  global  differences  between the  images,  and  a  free-form deformation  step,  where  detail
alignment was achieved by manipulating a grid of control points within a smoothness constraint [3]. Using a test
pair, registration parameters were optimized to achieve a high degree of anatomical congruence. The resulting
parameter sets were used in all 30 registrations. Output transformations were applied to each of the label sets
using nearest-neighbour interpolation, resulting in five generated label sets for each target.

To assess the degree of congruence between manually prepared and propagated labels, we determined an
overlap value (similarity index, SI) [4] for each of the 2010 propagated label versus manual label pairings:

SI=
n  L p∩Lm 
n  L p∪Lm 

⋅200

Lp: Propagated label 
Lm: Manually prepared label
n: Number of voxels

Considering the SI results, we made a selection of five structures that  prima facie  represented the range of
degrees of overlap, sizes, anatomical characteristics and boundary types seen in the labelled structures (right
hippocampus, right superior temporal gyrus, left thalamus, left pallidum, and left lateral ventricle). The right
superior temporal gyrus was included because its posterior boundary in the manual segmentations followed an
arbitrary definition as a coronal plane intersecting a landmark. For each of the five structures in each subject,
coloured label overlays were created that represented agreement between the propagated labels. Congruence
between generated labels and the subject's anatomy was assessed visually, noting the type of boundary mismatch
occurring in all six spatial directions. Boundary mismatch was defined as a voxel being labeled as part of the
structure by one or two, but not the other measurements. Each mismatch observed was assigned to one of three
types:  random  mismatch  (RND,  individual  voxels  probably  representing  effects  of  interpolation,  Fig.  1),
registration error (REG, due to tissues in the vicinity of the structure of interest showing spurious similarity to
the structure of interest in shape and/or intensity, Fig. 2), and label disagreement (ARB, resulting from arbitrary
boundaries in the manual segmentations being displaced or deformed by the transformation, Fig. 3).

3 Results

The mean SI in all 2010 measurements was 75.5. The frequency distribution of overlap values is shown in Fig.
4. SI was high in structures with homogeneous intensity and sharp boundaries, such as the basal ganglia (left
thalamus: mean 86; right thalamus: 85) and the lateral ventricles (frontal horn, central part and occipital horn
(labeled  as  one  structure);  left:  86;  right:  84).  SI  also  tended  to  be  higher  for  large  structures  and  those
approaching spherical shape (probably due to the smaller amount of random misregistration that can take place if
the surface/volume ratio is small). Poor overlap results were seen in small and variable structures, such as the
temporal horns of the lateral ventricles (left: 39; right: 52) and the nuclei accumbentes (left: 57; right: 56), which
in addition do not have a clear superior intensity boundary with the remainder of the striatum. The fusiform gyri
were  also  problematic  (left:  51;  right:  62);  this  is  a  structure  that  is  difficult  to  outline  manually  due  to
interrupted gyri, and sulci crossing at acute angles.

The  detailed  investigation  of  the  right  hippocampus,  right  superior  temporal  gyrus,  left  thalamus,  left
pallidum, and left lateral ventricle showed RND type mismatch around the edges of all structures (e.g. Figure 1).
In the hippocampus (SI: 73), small amounts of ARB mismatch were seen at the occipital boundary, since it was
defined by a landmark-based plane in the manual segmentations. Surrounding structures occasionally mimicked
the intensity (parahippocampal gyri) or the shape (frontal boundary of the temporal horn of the lateral ventricle)
of the hippocampus, resulting in REG type mismatch (Figure 2). The superior temporal gyrus (SI: 81) showed
ARB incongruence at its occipital boundary, which in the manual segmentation is defined as a coronal plane
through a landmark. Registration error was not seen at the boundaries of this structure, as it is otherwise well
delineated by intensity steps (Figure 3).  The thalamus showed predominantly random error at its boundaries
(Figure 1). On two occasions, registration errors were noted that labeled small parts of the insula as thalamus.
The pallidum (SI: 82) registered well, with only RND type error observed around its edges. The lateral ventricle
(frontal horn and central part) was also well registered. Discrepancies were seen that affected the occipital horn,
probably due to anatomical variability seen across the study set.
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Figure 1. RND mismatch at the boundaries of the thalamus. White pixels represent mismatch:
voxels that have been labeled as part of the thalamus by one or two out of five measurements.
Voxels labeled as part of the thalamus by three or more measurements are shown in grey.

4 Discussion

This study demonstrates the extent to which non-rigid intersubject image registration, when applied to extract
neuroanatomical features from MR images by label propagation, produces results that are in agreement with
manually  prepared  segmentations.  Previously  published  work  has  shown  that  non-rigid  registration  using
normalized mutual information as a similarity measure performs well in comparison with other algorithms (Crum
et al., 2004). This work goes beyond these results and demonstrates the performance and modes of failure of
non-rigid registration when applied to automated anatomical segmentation.

Our  results  indicate  that  the  label  propagation  method  works  particularly  well  for  structures  that  show
homogeneous  MR  signal  intensity  and  clear  boundaries.  The  SI  measure  has  previously  been  shown  to
exaggerate mismatch in particularly small structures [5]. This partly explains why very small structures like the
temporal horns and the nuclei accumbentes yield poor results. Another reason may be that these structures are
highly variable.

However, the left and right pallidum, in spite of being comparatively small and delineated by subtle intensity
gradients, registered well. This may be attributable to the relative homogeneity of the pallidum itself and its
adjacent structures.

By pooling the results from five automatic segmentations, we were able to identify modes of error of the label
propagation process. Generating color overlays to highlight discrepant labeling was particularly helpful in this
respect. 

Since transforming a finite-resolution label set from one individual's coordinate space into that of another
requires interpolation, a disagreement of one voxel's width between two propagated labels will in most cases be
unavoidable. This explains the prevalence of RND type error seen in the visual analysis.

The boundary definitions of some of the structures included coronal, sagittal or transverse planes intersecting
with certain landmarks. As the registration process does not take into account any knowledge about landmarks,
and as such boundaries are not matched by intensity gradients in the MR image, these boundaries tend to be
displaced in an unpredictable fashion by the transformation. This leads to the  ARB type of error  described
above.  Ideally,  boundary definitions in the atlas sets should be changed so they are supported  by intensity
gradients. Based on this insight, we are planning to develop label sets that can be propagated more accurately.

We used a normalized mutual information-based non-rigid registration algorithm [3] that compares favourably
with other registration strategies [2]. The approach was robust in the majority of structures labeled. Still, there
are situations where regions that are easily identified visually are wrongly classified on label propagation. This
was noted on reviewing the hippocampus labels, which sometimes covered other structures that resembled its
image  intensity  or  shape.  The  anatomy surrounding  the  hippocampus  is  particularly  complex  with  several
adjacent small structures. Therefore, using images which show more detail may alleviate this problem. We have
acquired experimental high-resolution datasets and are currently using these to investigate this hypothesis.  

Label propagation based on non-rigid intersubject registration of brain MR images is a method that can be
used to determine the size and shape of neuroanatomical structures. In order to yield valid and clinically useful
information  in  this  way,  especially  in  cohort  image  analysis,  the  accuracy  of  label  propagation  has  to  be
optimized and ascertained. We identified sources of error in this process. Knowledge of such error sources will
help  in  the  further  development  of  schemes  for  label  definition  that  result  in  label  sets  that  can  be  more
accurately propagated, thus widening the range and impact of potential clinical applications.
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Figure 2. REG type mismatch in the hippocampus. The area frontal and superior to the hippocampus
(outlined) is congruent with the temporal horn of the lateral ventricle, but is spuriously marked as
hippocampus by one of the five label propagations.

Figure 3. ARB mismatch at the posterior boundary of the superior temporal gyrus. Mismatched (outlined)
areas are due to differences between the label sources as to where this arbitrary boundary is placed.
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Figure 2. Frequency distribution of all SI measurements. X axis shows SI value ranges, Y axis shows number of
measurements.
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Abstract: A novel feature extracted from intensity of skin line pattern is developed. The difference in 
skin pattern intensity over the skin and lesion areas is identified as a measure of skin pattern disruption 
caused by the lesion. Test results show that the skin line pattern intensity combined with skin line 
direction is promising for distinguishing malignant melanoma from benign lesions. 

 
1 Introduction 
Since detection of malignant melanoma at an early stage considerably reduces its morbidity and mortality, 
computer automatic diagnosis (CAD) of skin lesions using early symptoms would be particularly useful as 
an aid in primary care. In order to implement this, a feature set enabling accurate differentiation between 
benign and malignant skin lesions is required. One of these features may be derived from a consideration 
of skin pattern. 
 
Most areas of the human skin surface are covered with a network of segmented skin lines (glyphic pattern) 
[1]. This skin pattern is clearly disrupted when a malignant melanoma disturbs the structure of the dermis 
[2]. This suggests that a measure of skin pattern disruption can be used as part of a feature set to 
distinguish malignant from benign skin lesions [3]. In a previously published procedure [4] the skin pattern 
was extracted from normal white light clinical (WLC) images by high-pass filtering and the profile of local 
line strength at different angles was used for lesion classification. However the computational complexity 
of this process was high and the number of skin line features for lesion classification is large. In order to 
simplify the classification algorithm, skin line direction (orientation of skin pattern) was suggested for 
lesion discrimination [5]. However intensity of skin line pattern has not been utilized yet. 
 
In the work described in this paper intensity of skin line pattern is computed. The disturbance of this 
intensity in a lesion area is chosen for lesion classification and the result of a classification test on a set of 
clinical skin lesions including 8 malignant and 14 benign lesions is encouraging. 
 
2 Intensity of Skin Line Pattern 

Skin pattern can be produced by high-pass filtering [4]. From skin pattern image ),( nmG , the gradient 

vector T
yx nmGnmGnmG )],(),,([),( =∇  is calculated where ),( nmGx  and ),( nmGy  are the 

gradients in horizontal and vertical directions. Then, in order to find the skin line structure, a tensor 
),( nmJ  is introduced, that is, 

),(),(),( nmGnmGnmJ T∇∇= .       (1) 
For a local sub-image centred at pixel ),( ji  with a size of M×N pixels, the averaged tensor is defined as 
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positive semi-definite and its eigenvalues are not negative. These eigenvalues reflect the variation of image 
grey values. The eigenvector corresponding to the smallest eigenvalue is the direction along skin line 
where the variation of grey value is least and the intensity of skin line can be measured by this eigenvalue. 
Thus skin line intensity is defined by the minimum eigenvalue of ),( jiJ , namely, 

2
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If ),( jiI  is small, then the skin line pattern is clear. On the other hand a large ),( jiI  means the skin line 
pattern is indistinct. 
 
Figure 1 shows, from top to bottom, the original image, skin pattern, and skin line intensity. The left image 
is that of a benign naevus. The right image is that of a malignant melanoma. Skin line intensity was 
computed at a local patch with 16×16 pixels. Grey blocks in the skin intensity images represent the 
intensities of each patch. It indicates the disruption of skin line intensity by a malignant rather than a 
benign lesion. 
 
3 Feature Extraction 
The skin line intensity represents the cleanness of skin pattern and the disruption of skin pattern should be 
apparent from the change of skin line intensity. We therefore take the difference of the average skin line 
intensity in the skin and lesion areas as a straightforward measure of skin pattern disruption produced by 
the lesion. The lesion boundary is determined by a snake-based edge detection technique [6], which makes 
use of image grey value. The detected boundary segments the image into skin area sA and lesion area lA . 
The average skin line intensities in the skin and lesion areas are calculated by 
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respectively, where sN  and lN  are the number of sub-images in the skin and lesion areas. To calibrate 

the brightness of individual clinical images, the absolute difference between sm  and lm  normalized by 

sm is used for lesion differentiation. Table 1 shows the mean of skin line intensity over skin and lesion 
areas and their normalized difference for the two examples of skin lesion as shown in figure 1, suggesting 
that the normalised difference in skin line intensity between skin and lesion might well be a useful 
classifier. 
 
4 Classification Results 
The image set used in the experimental test of this technique contains 8 melanomas and 14 compound or 
junctional naevi. The original images were in 24-bit full colour digital format and were converted to grey-
level to produce 230×350 pixel source images. 
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The means of skin line intensity for skin and lesion areas and their normalised difference were calculated 
and the distribution of the skin line intensity difference is shown in figure 2. As expected, there is a 
tendency to a greater skin line intensity deviation in the maliganant melanoma images compared to that in 
the benign lesion images leading to the conclusion that this could be a useful addition to a diagnostic 
feature set.  
 
Feature of skin line intensity was combined with that of skin line direction [5] to enhance the classification 
accuracy. The scatter-plot of 22 skin lesions in the two-dimensional feature (skin line direction and skin 
line intensity) space is given in figure 3 which demonstrates that malignant lesions usually have greater 
disturbances in skin line direction and skin line intensity and thus they can be discriminated from benign 
lesions. A receiver operating characteristic (ROC) curve using skin line direction and intensity is shown in 
figure 4 where the area under the curve is approximately 0.90, indicating an encouraging classification 
result, which uses a smaller feature set and has a slightly higher classification accuracy compared with the 
results in [4]. 
 
5 Conclusions 
A new skin pattern characterisation, skin line intensity, has been developed and suggested as a means of 
measuring the disruption of skin pattern caused by a lesion. Results comparing average skin line intensity 
within a lesion to that of the surrounding skin indicate that the skin line intensity tends to be disrupted 
significantly by malignant lesions but not by benign lesions suggesting that this is a promising feature for 
lesion classification. Future work is to investigate the performance of the proposed classifier using a large 
image set. 
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Figure 1 Top to bottom: original, skin pattern, and skin line intensity.  

Left, benign naevus and right, malignant melanoma. 
 
 

       
 ml ms |ml-ms|/ms 
Benign  7.2483 6.6201 0.0069 
Malignant  9.3906 2.7416 0.0501 
Table 1 Means of skin line intensity in             

skin and lesion areas and their  
normalised differences. 

 

Figure 2 Differences between skin line intensity  
within lesion and surrounding skin. 

   
         Figure 3 Scatter plot of skin lesions.                      Figure 4 ROC curve for lesion classification. 
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Abstract: Computer Aided Design and Computer Aided Manufacture (CAD/CAM), and Reverse 
Engineering (RE) are employed to machine and enhance the fitting accuracy of ceramic crowns and inlays. 
We are currently developing a vision system (VS) based Reverse Engineering approach to surface digitizing 
where two dimensional (2-D) images of the teeth from CCD cameras are used to create three dimensional (3-
D) Computer- Aided Design model. Our approach involves using shape recovery from a series of convex 
profile images of teeth (e.g. incisors). A camera calibration technique is used to minimize the image distortion 
caused by lenses. Our slicing algorithm, derived from occluding boundaries technique, attempts to generate 
surface point data (point cloud) from the profile images.  Disparity maps of various teeth between VS and 
Renishaw plc.’s dental Triclone system has been carried out to evaluate the accuracy of our VS. 

1. Introduction 

There has been interest in the use of reverse engineering in dentistry for a number of decades. Its potential was 
brought to the attention of the dental industry in 1988 by Francois Duret et al. who set out to explain the merits 
of “CAD/CAM in dentistry” [1]. The use of vision systems in dentistry predominantly centres on dental 
restoration [2]. This involves the fabrication of crowns and inlays through to complete mouth restructuring [2, 3]. 
This paper is investigating and developing a new vision system in restorative dentistry and its potential for other 
applications in collaboration with Renishaw. 

2. VS Development 

The VS integrates three development phases: 1) Vision system rig prototype (VSRP), 2) Vision system 
techniques (VST), and 3) Vision system software (VSS). The VSRP is responsible for multiple image acquisition 
in conjunction with the methods used for image processing. The VST, which integrates depth recovery 
techniques [4] and multiple images processing, involves camera calibration [5, 6], edge detection [7, 8, 9] and 
slicing algorithm development [7, 8, 9, 10]. The VSS finally converts (or use commercial software) VST into 
programs used to digitize surface point data and reconstruct the surface models which can be used in downstream 
process, such as CAD Design, Computer Aided Tissue Engineering [11, 12], Finite Element Analysis [13, 14] 
and Rapid Prototyping [15]. The complete work flow chart and photo of the VS are shown in Figure.1.  

 

A set of Point Cloud 

Data Acquisition 

Images Optimization 

Point Cloud Processing 

Cameras for images acquisition

Images Distortion Reducing, Noise Removing, Edge Enhancement

Slicing Method Program (SMP)

Point Cloud data reduction

Surface Reconstruction using Imageware

Downstream Process

Human Teeth 

Depth Recovery 

 

Figure.1 The flow chart and photo of the VS 
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Phase 1, the rig is built according to 3-D depth recovery principles to accommodate up to 3 CCD cameras and a 
turntable with the ability to turn 360˚ for holding physical objects (e.g. incisor) for image acquisition.  The 
horizontal camera is used at this stage for Slicing Method with a turntable to capture images. The image quality 
improved by a set of 9 lights installed around the rig and fully covered light-tight boards during the image 
acquisition process. The two extra cameras created flexibility for further implementation of the Stereo Vision 
technique to deal with concave surfaces such as molars.  

Phase 2, 3-D depth recovery or shape-from-X techniques [16] are investigated and developed. Occluding 
Boundaries (OB) technique and its derived Slicing Method are the main depth recovery methods used in this 
project. OB usually consists of one camera and relative motion between object and camera [17]. When the object 
is rotated in different angles, a number of 2-D profiles/views can be taken and then the objective is to recover 3-
D shape from these 2-D views. Edge detection [9] is the key in this method; for each view, the silhouette (3-D 
boundary) of the object is extracted using edge detection. OB can be applied to convex objects without regional 
concaved surfaces and almost any kind of solid materials (because only the silhouette of the object is to be 
detected). This can be recognized as one of the advantages of this optical method.  From different angles many 2-
D profiles of teeth are captured.  As per all Occluding Boundary techniques these images are then binarised 
(edge detection), so that each image of the object is a silhouette. Each silhouette is then ‘sliced’ into one pixel 
high segment, and then projected onto a new image.  This new image is a cross sectional slice at a specific height 
of a particular view.  Once a complete set of slices exists for each view, a union operation is performed on 
corresponding slices from all the views.  When all union operations are completed the final set of slices are 
produced that contain the data for the 3-D model of the object. The edge detection technique used in this project 
is greyscale thresholding, which is useful to separate out the region of the image corresponding to objects in the 
background [9]. The input to the thresholding operation is a greyscale image and the output is a binary image 
representing the segmentation. In this study, the segmentation is determined by a single parameter known as the 
intensity threshold. Usually, black pixels correspond to background and white pixels correspond to foreground 
[8].  

Phase 3, the WIT studio programming environment [10] is used for image acquisition, noise removal, edge 
detection, slice and point cloud generation. Matlab’s camera calibration toolbox is also used [5] to reduce profile 
images distortion. The aim of the camera calibration is to determine the internal camera geometric and optical 
characteristics (intrinsic parameters) and/or the 3-D position (Translation) and orientation (Rotation) of the 
camera frame relative to a certain world coordinate system (extrinsic parameters) [5, 6]. It is known that the 
optical distortion of lens and non-linearity of the CCD camera will influence getting the correct and accurate 
image [8]. Telecentric lens are used to eliminate the optical distortion by collimating the light entering the lens 
and configuration of all chief rays are parallel to the optical axis.  

Figure.2 shows the slicing method processing a series of profile images of a tooth preparation. Prior to the 
Slicing Method Program (SMP), number N profile images of the objects are captured from angle 0˚ to 180˚. The 
object is divided into SN slices. In SMP, assuming the height of the object is H pixels, then SN=H/pixel. For 
every slice i of the object, there is one sub-slice from each angle. These N sub-slices are then intersected to 
generate the final slice of slice i. By applying SMP to the profile images, number SN object slices are created 
with the information of every edge point coordinate for each slice. These edge points are the object surface point 
data required for downstream process, usually interpreted into the form of a point cloud. 

 

 

 

 

 

 

...

... (d)
(a) 

(b) (c)

i
Slice i 

(e)

Figure.2 Slicing Method in processing a tooth preparation model (example shown on a sample slice i): 
a)Original tooth preparation, b) Profile Images, c) Noise removal, Cropping & Edge Detection, d) Projection of 

each slice for every angle (Slice i), e) Intersection of every slice is the final slice of the tooth (Slice i). 
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3. VS application examples 

A cracked 7-year-old child’s incisor (Figure 3a) and a tooth preparation model (Figure 3e) are used to evaluate 
the VS accuracy. These are provided by the first author and Renishaw where they are digitized and scanned by 
the VS (Figure 3 c&g) and Renishaw’s Triclone dental system (Figure 3 b&f) (10 µm accuracy) respectively. 
This comparison is shown with the VS point cloud and the surface generated by Triclone point cloud in Figure 3 
(c&d and g&h). The experimental process and its results evaluation are as follows;  

Image acquisition 40 profile images are captured from each sample with Bandit-II RGB frame grabber using 
SONY XC-ST70 CCD camera with Computar TEC M55 telecentric lens. The angle increment between each pair 
of neighbourhood images was 4.5˚. The images captured had a resolution of 640 × 480.  The CCD camera had 
effective pixels of 768 × 494. 

Image optimization the calibration process described by Jean [5] is applied to reduce the distortion caused by 
the lens, and then, the scale factors in both X and Y directions of these profile images are calculated by carrying 
out 2D dimension test. Noises on the images are removed using WIT studio’s noise removal operator. 

SMP processing the cracked child’s incisor and tooth preparation are divided into 349 and 487 slices 
respectively by the SMP. The SMP then generated 208,631 points and 139,498 points as point clouds for the 
cracked incisor and the tooth preparation respectively. These point clouds had quite a huge density and were 
reduced before surface reconstruction. This huge density is partly caused by the low resolution of the images 
which made the teeth edges jagged. This error can be overcome by higher resolution cameras and better edge 
enhancement. The cracked region of the child’s tooth was the key area which is given the greatest attention 
(Figure 3h). This area’s point cloud accuracy is discussed in the following results evaluation parts. The SMP has 
the ability to interpret up to 1,000 slice images. For 500 slices, it usually takes around 2 and a half hours to run 
on the platform of Pentium P4 2.6G and Memory 1G. 

Results evaluation Figure.3 (b) and (f) show the two Triclone point clouds. To obtain a relatively accurate 
comparison of the result, the Triclone point clouds are surface reconstructed (Figure 3 c&g) using Imageware 
styling software [17]. Figure.3 (c) and (d) show the comparison of this reconstructed surface and the VS point 
cloud of the cracked child’s incisor in top view and profile view respectively. Figure.3 (g) shows the same 
comparison with the tooth preparation. Figure.3 (h) shows the disparity map between the Triclone surface and 
VS point cloud of the incisor. In the disparity map, the cracked region of the incisor is marked by a rectangle. 
This area showed a deviation difference less than 100 µm. Figure.3 (h) shows a very accurate comparison result 
in profile view. The difference between the Triclone surface and VS point cloud is currently not possible to be 
ascertained accurately due to the coordinate system difference and alignment difficulty. 

 

 

 

VS  
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Triclone 
Surface 

Triclone 
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VS  
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Figure.3 Evaluation of the SMP results: a) Cracked Child’s Incisor, b) Triclone scan, 6103 points,  
c)Comparison of Triclone surface and VS point cloud (cracked incisor, top view), d) Comparison of Triclone 

surface and VS point cloud (cracked incisor, profile view), e) Tooth Preparation, f) Triclone scan, 6984 points, g) 
Comparison of Triclone surface and VS point cloud (tooth preparation, profile view) and, h) Disparity map 

between the Triclone surface and VS point cloud (incisor, average deviation: 157 µm) 
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4. Conclusion & Future Work 

A VSRP is designed, fabricated and tested, being capable of scanning different types of objects, especially in the 
area of restorative dentistry. Its functions are demonstrated by applying two typical samples used in dentistry. 
The point clouds obtained by the VS had a very satisfying density compared to Triclone. Our current 
development concentrates on a final integrated system, incorporating Stereo Vision technique and LED structure 
lighting devices to deal with concave surfaces such as molars. The developed VS can also be applied to the 
insect wing motion simulation systems where it has important industrial, civil and military applications [19].  
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Abstract. Statistical classifiers, based on local image features, have shown great potential when applied to
detection of abnormalities in diagnostic images. Here a number of classification algorithms were applied to the
detection of extracapsular extension (ECE) of prostate cancer from MR images. Grey-level intensity profiles
extracted orthogonal to the 2D prostate boundary were used as feature vectors for the classifiers. The main
objective of this study is to investigate the effects of different profile extraction strategies on the performance of
specific classifiers, and to identify the best ones with respect to detection accuracy and computational efficiency.
N-fold cross validation experiments were performed to evaluate these strategies.

1 Introduction

The application of pattern recognition techniques to the detection of prostate cancer from diagnostic images such
as US and MR data has been widely investigated in the past decades [1–7]. One of the most important factors
affecting the prognosis and choice of treatment in patients with prostate cancer is the presence of extracapsular
extension (ECE) [8]. Modern Magnetic Resonance Imaging (MRI) is able to visualise the prostatic and peri-
prostatic anatomic structures with superior detail due to high spatial and contrast resolution, multi-planar capa-
bility, and large field of view [9]. Moreover, it has been reported that the endorectal/pelvic phased coil MRI is
highly accurate in detecting seminal vesicle invasion and extracapsular extension of prostate cancer (96% and 81%
respectively) [10]. We have investigated the application of computer vision and pattern recognition techniques
to the automatic segmentation of the prostate from MR images and the detection/staging of prostate cancer using
this modality. The main aim of our research is to identify organ-confined and extracapsular prostate cancer from
MR images, and consequently aid the radiologists in improving diagnosis and treatment decision-making of the
disease. In a preliminary study, information local to the prostate boundary was extracted and classified using a
kNN classifier to determine if cancer was confined to the prostate gland [11]. Although this study only covered a
kNN classifier, the evaluation of the proposed approach indicated promising classification results and demonstrated
potential in the assessment of the spread of prostate cancer.

2 Material and Methods

The basic strategy in the proposed approach is to detect the presence of ECE of prostate cancer using the infor-
mation contained within a number of grey-level profiles which are extracted orthogonal to the prostate boundary.
For normal prostates, these profiles present a number of transitions between anatomical structures. When cancer
extends out of the gland, these profiles can be radically changed.

2.1 MRI Data

All images in our prostate MRI data base were obtained on a 1.5 Tesla magnet (Signa, GE Medical Systems,
Milwaukee, USA) using a phased array pelvic coil, with24 × 24 cm field of view,256 × 512 matrix,3.0 mm
slice thickness and0.5 mm inter-slice gap. To be able to extract the profiles the prostate needs to be segmented
from the image, either manually or automatically. In this study, manual annotations of the prostate and ECE region
were provided by an expert radiologist and used for both training and evaluation. It should be noted that automatic
segmentation approaches, which are closely correlated with manual annotations, have been developed [12, 13]. A
typical example slice, with a region of ECE manually annotated can be found in Fig. 1 (a).

∗Email: yz@cmp.uea.ac.uk
†Email: mhf@cmp.uea.ac.uk
‡Email: rrz@aber.ac.uk
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Figure 1. (a) An example MRI slice, with the prostate boundary (dotted line) and a region of ECE (solid line)
annotated. (b) Profile extraction positions on the slice, where large black dots indicate ECE positions according to
the manual annotation.

2.2 Boundary Grey-level Profile Information

From each segmented image a finite number of grey-level profiles are extracted orthogonal to the in-slice prostate
boundary. The parameters at this stage includeb: inter-spacing between neighbouring profiles,d: profile length,
and s: sample spacing along profiles. Each profile is assigned a label 1 if it intersects with any ECE regions
in that image and -1 otherwise. Fig. 1 (b) shows the profile extraction positions on the example slice, as well
as the determination of profile labels according to the manual annotation. Once extracted, these profiles can be
treated as vectors (or points) in ad-dimensional spaceRd, whered is the length of the profile. The detection
of ECE from these profiles can be treated as a two-class (binary) classification problem. Given a training set
S{(x1, y1), . . . , (xN , yN )} of profilesxi ∈ Rd and their known classesyi ∈ {−1, 1} (-1 for absence and 1 for
presence of ECE), a classifier,f : Rd → {−1, 1}, can be trained and applied to predicts the classf(x) for any
(unseen) profilex ∈ Rd. A few typical example profiles can be found in Fig. 2.
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Figure 2. Four example profiles extracted atsequentialpositions. (a) Profiles labeled ‘ECE presence’. (b) Profiles
labeled ‘ECE absence’.

2.3 Supervised Classifiers

In this study three classifier are applied to predict the ECE likelihood using the extracted profiles. These are
Fisher linear discriminant (FLD),k Nearest Neighbour (kNN), and Parzen density based classifiers. We use the
implemented classifiers taken from a Matlab toolbox PRTools1. As these are conventional pattern recognition
approaches, a verbose description is seen to be not necessary.

3 Experiments and Results

In this study,3101 intensity profiles, including485 ECE and2616 normal ones, are extracted from 9 prostate
MR images which belong to 5 patients. N-fold cross validation experiments are performed using profile data
sets extracted using various parameter settings of profile extraction. Four sets of experiments are performed for
s{1, 2, 3, 4}, each of which contains a number of 10-fold cross validation experiments on profiles of lengthd =
{3, 5, 7, . . . , 2× 48/s + 1}, where 48 is the maximum geometric length of the profile on either side of the prostate

1Pattern Recognition Toolbox (PRTools 4.0) for Matlab 5.0+, developed by The Pattern Recognition Research Group of the TU Delft, The
Netherlands, available free at: http://www.prtools.org/.
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boundary. The inter-profile spacingb is fixed at 1 pixel, hence the total number of profiles in these experiments and
their labels do not vary. In each experiment, all3101 intensity profiles are randomly divided into ten equal-sized
partitions. Training of the classifiers is then performed on all except one partition, which is left for testing. This
process is repeated for every partition, and the average of various accuracy measures are used to investigate the
effects of different profile extraction parameters.

We first inspect the impact of profile lengthd (i.e., feature values on each profile). The average detection accuracy
of the classifiers for variouss values is presented in Fig. 3. In all four cases, bothkNN and Parzen classifiers
demonstrate a clear correlation to the profile lengthd, indicated by the continuous increase of classification accu-
racy when the profile length is increased. However this parameter has little impact on the performance of FLD
classifier.
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(a)s = 1 (b) s = 2 (c) s = 3 (d) s = 4

Figure 3. Average detection accuracy of FLD (¦), kNN (◦), and Parzen (M) classifiers.

The second aspect of the profile extraction parameters that we are interested in is thegeometric lengthof the pro-
file, namelys × d, which identifies the area covered by the extracted profiles. Note that for a given geometric
length, largers means less feature values on a profile. Fig. 4 demonstrates a comparison of detection accuracy of
the Parzen classifier when the geometric profile length is increased from3 to 97 pixels. It can be observed that,
even though the number of feature values on the profiles ofs = 2 is only half of those ofs = 1, classification
of these profiles produces quite close detection results with respect to same geometric profile length. This can be
explained by the fact that, while maintaining the area covered by the profiles, increasing the sample spacing along
the profiles to some extent is equivalent to reduction of the high-frequency noise along the profiles. Moreover,
increasing the sample spacing also leads to reduction of the number of the feature values and consequently the
reduction of computational expense during training and classification of the classifiers while preserving the accu-
racy. Nevertheless, whens is increased to3 and4 pixels, the classification accuracy drops by a small amount, as a
result of loss of useful information along the profiles.

Of all three classifiers, Parzen density based classifier responds most strongly when the number of feature values
is increased. Moreover, it shows the highest average detection accuracy (95.80% − 96.49% when the maximum
profile length is applied). Example detection results of the Parzen classifier applied to the slice in Fig. 1 (a) can
be found in Fig. 5. The detection results are based on the 10-fold cross-validation experiment performed on the
profiles extracted using parametersb = 1, d = 33 ands = 1. It should be clear that these results demonstrate a
high correlation with the manual annotation, with an overall accuracy of 95.6%.
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Figure 4. Detection accuracy of Parzen classifier
applied to profiles of different sample spacing.
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Figure 5. Detection results of Parzen classifier on
the MRI slice in Fig. 1 (a)
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4 Discussion and Conclusions

The main focus in this paper is to investigate the impacts of different profile extraction strategies on the classifica-
tion accuracy of ECE of prostate cancer. For this purpose N-fold cross-validation experiments have shown to be
effective. Nevertheless, since the final aim of the research project is to identify prostate cancer patients who are at
high risk of ECE, leave-one-slice-out and leave-one-patient-out experiments are needed to provide a comprehen-
sive evaluation of the profile-based classification approach. In addition, due to the limited number of ECE example
images,the impact of increasing variability, and hence the effect on the classification performance, that might come
with a larger data set are yet to be investigated. In this case, the use of normalised and/or derivative profiles can
be adopted to minimise the effects of global brightness and contrast changes caused by variable image acquisition
protocols in clinic radiology.

Although intensity profiles are low-level descriptors, they can explicitly present grey-level transitions between
anatomical structures. The use of intensity profiles for image interpretation is intuitive and directly related to human
observations. Beside intensity profiles other more complex descriptors, such as scale-orientation signatures [14]
and co-occurrence matrices, are to be considered in the future. It should be noted that, however, one must be
careful when choosing pattern descriptors for a pattern recognition task, since too little information contained in the
descriptor will lead to non-discriminative recognisers, while too much information may cause poor generalization
performance of a pattern recognition learning machine.

In summary, as a simple descriptor of local image information, intensity profiles have shown to be discriminative
with regard to the detection of ECE in our experiments. Experiments on different profile extraction strategies show
that both geometric length and feature value number are influential factors for the final detection rate. However,
geometric profile length is more crucial. Profiles with larger geometric length are shown to be superior to those
with with same number of feature values but smaller geometric length. When the geometric length is fixed, the
number of feature values has minor impact on the final accuracy. In this case, the extraction strategy that uses
doubled sample spacing has been shown to be optimal with respect to both detection accuracy and computational
efficiency.
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Abstract. Spatio-temporal filters are used to improve the perceived quality of X-ray image sequences exhibiting
severe noise in real-time. The strength of spatial and temporal filtering has to be adapted locally in order to
avoid artifacts. We propose a method processing the positive and negative pixel values of difference images
independently in order to detect regions dominated by motion and single pixels dominated by noise. In the
context of threshold determination for noise-adaptive binarization using Euler numbers, the influence of noise
and motion on Euler curves is investigated.

1 Introduction

X-ray image sequences visualized in real-time play an important role in clinical applications as e.g. angiography,
where medical instruments are navigated or the flow of contrast agents is observed. As patients and medical staff
are exposed to radiation over a long period during interventions, the radiation doses used are very low resulting in
low image quality exhibiting severe noise.

The use of digital sequences enables us to apply image processing algorithms like multiscale analysis [1] or spatio-
temporal filtering for noise reduction in real-time. In our experience, temporal filtering, e.g. by averaging several
images, has proven to be essential for a stable image impression when viewing sequences. However, temporal
filtering in the presence of motion causes distractive artifacts. Hence, moving structures must be detected in order
to reduce the strength of temporal filtering in these regions. The task is complicated significantly by severe signal-
dependent noise, because fluctuations at a given pixel location over time might be mistaken for changes due to
motion.

The objective of the presented work was i) fast binary local adaptive motion detection based on difference images
and ii) utilization of motion masks to control the spatial and temporal strengths of a recursive averaging noise
reduction filter.

2 State-of-the-Art

Noise reduction of X-ray image sequences possessing severe noise are commonly based on temporal filtering
because temporal filtering improves subjective image quality in regions without strong motion significantly. While
the preservation of static structures is superior to spatial filters of comparable complexity, artifacts due to motion,
e.g. motion shadows, are a challenge.

As motion generates large signal values in difference images, the method applied so far is based on gray value
differences of the current image and the previous filtered image. For each pixel it is estimated to what extend the
difference is due to noise or to motion. A signal-dependent noise estimation is used to take into account the high
degree of signal-dependency of the noise. The estimated motion probability having a smooth transition between
motion and noise is used to control the strength of spatial and temporal filtering at a given pixel [2]. Although
the method has low complexity and adopts to the signal-dependency of the noise, the estimation of the motion
probability on a pixel basis not taking into account the local neighborhood produces artifacts as e.g. fringed edges
and salt-and-pepper noise.

The method proposed in this paper is based on binary images. The noise-adaptive determination of suited bina-
rization thresholds makes use of the topological term Euler number. Rosin and Ellis [3] introduced Euler corners
to determine appropriate thresholds from Euler curves, i.e. the Euler number of a binary image as function of the
threshold used in the binarization.
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Figure 1. Recursive filter structure

3 Method

A local adaptive spatio-temporal recursive filter as shown in Figure 1 is given by

fst(x, y, t) = [1− α(x, y, t)] · fst(x, y, t− 1) + α(x, y, t) · fs(x, y, t) (1)

with spatial filtered images fs, spatio-temporal filtered images fst, and a weighting term α ∈ [0, 1] controlling
the strength of spatial and temporal filtering. α = 0 and α = 1 correspond to temporal or spatial filtering only,
respectively. At a given pixel, α(x, y, t) is chosen depending on whether the pixel has been classified as motion,
noise, or none of the previous.

3.1 Algorithm

The proposed method consists of four steps (Fig. 2):

1. Independent binarization of positive and negative values in a difference image. This yields two binary images
representing positive and negative fluctuations from one image to the subsequent image.

2. Postprocessing generating four binary images. Each of the two binary input images is split into an image
representing significant motion and an image representing strong noise.

3. Combination of the two motion or noise images to one motion or noise image, respectively.

4. Assignment α(x, y, t) ∈ {αmotion, αnoise, αelse} depending on the binary motion and noise masks.
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Figure 2. Binary motion and noise detection

3.2 Binarization

Figure 3 illustrates the positive and negative values of a difference image. The ranges are thresholded independently
generating two binary images I+ and I−. Thresholds are determined adaptive to the signal-dependent noise using
Euler numbers E = Nobj − Nhole, with Nobj the number of N8 objects and Nhole the number of N4 holes in the
objects. To achieve local adaptive binarization, the image is segmented into blocks and thresholds are determined
for each block. Measures are taken to avoid blocking artifacts.

3.3 Postprocessing and Classification

The binary images I+ and I− contain pixels of high fluctuation, i.e. pixels representing significant motion as well
as pixels representing strong noise. Postprocessing based on morphological operations splits each binary image
into an image representing motion and noise, respectively (Fig. 4). The resulting masks are combined to a motion
image Imotion = I+

motion ∨ I−motion and a noise image Inoise = I+
noise ∨ I−noise with Imotion ∩ Inoise = ∅.

Finally, α(x, y, t) is assigned one of the constant values αmotion, αnoise, or αelse, depending on Imotion(x, y) and
Inoise(x, y), and the image is filtered using equation (1).

220



Figure 3. Example image taken from a sequence (left), continuous difference image with positive (blue) and
negative (red) ranges (right)

Figure 4. Positive binary image I+ before postprocessing (left), pixels classified as significant motion I+
motion

(middle) and strong noise I+
noise (right). Note that static structures and objects, e.g. the instrument in the lower

right, are clearly visible in the noise image. This is not due to motion, but illustrates the signal-dependency of the
noise.

4 Results

The proposed method was optimized and evaluated using X-ray image sequences of clinical interventions and a
mechanical test object in motion as well as theoretical considerations and an artificial sequence containing noise.

It has shown that independent processing of positive and negative values of difference images significantly im-
proves the detection and discrimination of pixel fluctuations due to motion and noise. Motion is observed as
connected objects in the positive or the negative binary image I+ or I−. Noise generates a mixture of positive
and negative values that, contrary to applying thresholds to absolute difference values and using one binary image,
does not form objects of significant size in the positive or negative binary image (Fig. 4).

Euler numbers proved suitable for threshold determination and can be calculated efficiently with numerical com-
plexity O(n). Our experiments confirmed our expected dependency of the Euler curve and the remaining noise in a
binary image. The general shape of the Euler curve is shown in Figure 5. Noise basically affects the position of the
maximum and the width of the curve, but not the maximum value. Image block size mainly affects the maximum
Euler number linearly. Hence, the block size should be chosen to contain preferably homogeneous regions, i.e.
regions disturbed by signal-dependent noise of comparable strength.

Our experiments indicate that motion inside a block leads to an Euler curve composed approximately of the super-
position of the basic Euler curve and curves shifted by the length of the motion vector (Fig. 5). The basic curve221
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Figure 5. Euler corner method (left): The threshold is determined by the point of maximum distance to the line
through the maximum and the first drop to zero. Influence of motion (right): Motion creates additional peaks
disturbing the results of the Euler corner method. Peak sizes depend on the motion portion in the image block.

is broadened and disturbed by additional peaks. Thus, Euler corners [3] are not suited for the given task. Instead,
the threshold is determined by the Euler number Et = p ·max{E(t)} with a fixed percentage p ∈ [0, 1]. Evaluat-
ing artificial sequences containing homogeneous moving objects with superimposed Poisson-distributed noise, we
found the optimum threshold at p ≈ 0.25 without and p ≈ 0.7 with postprocessing. In the latter, about 98% of the
pixels representing motion were classified correctly.

5 Discussion

The presented binarization method has proven to be suited for motion detection in X-ray image sequences exhibit-
ing severe signal-dependent noise. Postprocessing further improves motion detection and additionally generates a
binary mask of pixels disturbed by strong noise. In particular the independent processing of positive and negative
instead of absolute difference values and combination of the results was of significance for the achieved quality of
the binary motion and noise masks. Regarding neighborhoods instead of isolated pixels enables us to recognize
motion as structure and noise as isolated small objects in the difference images, both removing distractive artifacts
of the method used so far.

A dependency of noise-adaptive binarization and Euler numbers was established. In sequences containing motion
and severe noise, the Euler curve, i.e. Euler number as function of the threshold, can be used to determine a
threshold suited to separate noise from significant motion. Noise estimation is not required as adaptation to noise
levels takes place by the impact of the thresholds on the resulting binary images.

Subjective image quality of processed clinical sequences has improved significantly over large image regions and
sequences seem more stable compared to motion detection on a pixel basis. Problems remain in image blocks
dominated by strong motion. Introducing further classes in the classification might improve the image quality at
these structures.

The presented method utilizes computational efficient binary algorithms suited for real-time applications. Improve-
ments in noise reduction hold the potential to reduce radiation doses, and consequently the exposure of patients
and medical staff, while keeping the image quality constant.
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Ultrasound Point-Spread Function Estimation using Higher Order
Statistics
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Abstract. This paper presents a comparison of two different methods ofestimating the point-spread function
of an ultrasonic imaging system based on 3rd order cumulantsof the received ultrasound signal. No special
ultrasound phantom is required; it is however necessary to ensure that the object scanned does not produce data
with Gaussian statistics. Once estimated, the point-spread function may be used in deconvolution algorithms
to enhance the resolution of ultrasound images. The methodsconsidered are Pan & Nikias’ [1, 2] cepstrum-
based technique for separating a blurring function from a non-Gaussian random field, and the one and two-
dimensionalc(p, k) algorithm [3, 4] for direct blur estimation. We show in simulations that the Pan & Nikias
method gives the best results in one dimension. Thec(p, k) algorithm is less accurate but much faster, and can
be extended to solve for point-spread functions in two and three dimensions. We also illustrate the qualitative
performance of the algorithms on radio-frequency ultrasound data.

1 Introduction

Diagnostic medical ultrasound is cheap, safe and fast, but the output is degraded by speckle caused by constructive
and destructive interference of scatterers within the point-spread function of the imaging system. Attempts to
improve the resolution of ultrasound systems or produce quantitative back-scatter images need an accurate estimate
of the three-dimensional (3D) point-spread function (PSF). This paper describes a comparison of two techniques
for estimating the PSF of an ultrasound machine based on the radio-frequency ultrasound signal without explicit
knowledge of the object being scanned.

Figure 1. The advantage of using higher order statistics
for point-spread function estimation.

Traditional techniques for identifying the PSF make
use of the 2nd order autocorrelation sequence of the
radio-frequency ultrasound data. For a random system
input, parametric methods can be applied to construct
a minimum-phase model. Unfortunately such methods
cannot provide exact representations of non-minimum
phase systems; see the top row in Figure 1.

We have therefore chosen to explore approaches based
on higher order statistics which are capable of accurate
phase reconstruction, provided the back-scattered sig-
nal doesnot conform to Gaussian statistics. The lower
part of Figure 1 shows how this analysis might even-
tually be incorporated in a system for improving the
resolution of an ultrasound machine. Only the shaded
part is the subject of the present paper.

2 Method

Two methods for blind system function estimation were considered: Pan & Nikias’ cepstrum-based method [2]
and Giannakis’c(p, k) technique [3, 4]. Both techniques were evaluated in simulations using a random field with
exponential statistics as the input signal. A windowed sinewave was first used as the PSF in order to explore the
accuracy of the algorithms as a function of PSF length. A reference PSF, estimated using another method [5],
was then used to assess the reconstruction error when PSF models of different orders were estimated. Finally,
the techniques were used to extract the PSF of an ultrasound machine from radio-frequency scans of a speckle
phantom.
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2.1 Overview of Pan & Nikias’ method

This technique [1, 2] provides a PSF estimate using the differential cepstrum of 3rd order cumulants of the radio-
frequency ultrasound signal. As the radio-frequency signal is zero mean, the third order cumulants are equal to the
third order correlation sequence,R(m, n) = E{y(k)y(k + m)y(k + n)}. Given the definition of the cepstrum
C(z1, z2) = ln[B(z1, z2)], whereB(z1, z2) denotes the bispectrum, one can differentiate with respectto z1 and
take the inverse z transform to obtain the elegant convolution expressionR(m, n)⊗ [−mC(m, n)] = −mR(m, n).
This is expressed as a series of sums for variousm, n and solved by least squares to give the differential cepstrum
C(m, n).

The minimum and non-minimum phase components of the impulseresponsei(n) ando(n) are calculated by iter-
ative operations on the differential cepstrum. The iterations are terminated wheni(n) ando(n) become arbitrarily
small. The system impulse response is given byh(n) = i(n)⊗ o(n).

2.2 Overview of Giannakis’ c( p, k) method

Published in 1987, Giannakis’ technique [3] for non-minimum phase system function estimation reconstructs a
one-dimensional impulse response directly from a third order cumulant slicec(m, n). Again, we use the fact that
c(m, n) = R(m, n) for a signal with zero mean. Once the model orderp has been selected, the system PSF can
be directly estimated usingh(k) = R(p,k)

R(−p,−p) . The PSF can thus be calculated extremely quickly, since there is no
need to calculate moments for all possibleR(m, n).

A two-dimensional version [4] of thec(p, k) algorithm is possible if the 3rd order cross cumulant is calculated,

R(τ11, τ12, τ21, τ22) =
q1∑

i=0

q2∑

j=0

h(i, j)h(i + τ11, j + τ12)h(i + τ21, j + τ22)

There are a number of possible variants on the formula for PSFestimation in two dimensions. In this paper we
have used one of the simplest:

h(τ1,τ2) =
R(q1, 0, τ1, τ2 − round( q2

2 ))
R(q1, 0, 0, 0)

whereq1andq2 are the finite impulse response (FIR) orders in theτ1 andτ2 directions and the round(•) function
computes the closest integer to its argument.

3 Results

3.1 Estimating a PSF of varying length using simulated scatterers

The estimators were run on simulated PSFs comprising a sine wave of fixed frequency windowed by a Gaussian
function of varied standard deviation (hence varied overall PSF length). The FIR model order of the target PSF
was set to the length of the simulated PSF.

The scatterer field was simulated by drawing random samples from an exponential distribution. The Pan & Nikias
algorithm used 128 arrays, each array of length 128 samples,to estimate the 3rd order correlation sequence in
order to avoid the input becoming Gaussian [1, 2]. Thec(p, k) method used a single array of random samples of
length128 × 128 = 16384 to calculate the 3rd order cumulants, i.e. both methods operated on exactly the same
amount of data.

The root mean squared (RMS) errors, at optimum alignment, between the PSF and estimates from the two methods
are shown in Figure 2. Each point on this plot is the average of9 simulations with different random excitation fields.
It can be seen that the Pan & Nikias algorithm performs significantly better thanc(p, k) for most lengths of PSF.

3.2 Estimating a non-minimum phase reference PSF using simulated scatterers

The second experiment involved estimating a non-minimum phase reference PSF with different target model
lengths. This provided a measure of how sensitive the algorithms are to incorrect model order selection. The
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Figure 2. Mean RMS error as a function of PSF length for Pan & Nikias andc(p, k) reconstruction of the variable-
length PSF. The bars represent one standard deviation.

reference PSF contained 170 samples, of which approximately 60 were non-zero. The excitation sequence for
both algorithms was again 16384 data points drawn from an exponential distribution.

The RMS errors, at optimum alignment, between the referencePSF and the estimates from the two methods are
shown in Figure 3. Each point on the plot is the average of 9 simulations with a different random excitation field.
The RMS error achieved by Pan & Nikias’ algorithm was an orderof magnitude lower than the RMS error achieved
by thec(p, k) solution. For comparison, a sequence comprising only zero-valued samples gives an RMS error of
0.34 and a sampled sine wave at the same frequency as the referencePSF yields an RMS error of0.33.

Figure 3. Root mean squared error as a function of target model PSF length for Pan & Nikias andc(p, k) recon-
struction of the reference PSF. The bars represent one standard deviation.

3.3 Estimating a PSF from radio-frequency ultrasound data

We used both algorithms to estimate the PSF in the axial direction using radio-frequency ultrasound data from a
tissue-mimicking phantom manufactured by the Department of Medical Physics at the University of Wisconsin,
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Madison, Wisconsin, USA [6]. The radio-frequency data was sampled at 66.6 MHz from a Diasus ultrasound
machine (Dynamic Imaging Ltd.) using a 5–10MHz probe. We usethe convention that the axial direction is the
direction of insonification, the lateral direction is alongthe face of the probe and the elevational direction is normal
to the plane of the B-scan. We were fortunate to have available a PSF estimate for the probe used to scan the
phantom calculated using a technique based on a custom-built thin-wire phantom [5]. We were therefore able
to compare the estimates produced by the Pan & Nikias andc(p, k) algorithms with an independently calculated
estimate that we would expect to be more accurate.

Figure 4. Point-spread function in the elevational and ax-
ial directions estimated using the two-dimensionalc(p, k)
algorithm. The vertical axis is normalised PSF magni-
tude. The axial direction is approximately from left to
right; each unit on this axis corresponds to 0.0011mm.
The elevational direction is coming out of the paper; the
units in this direction correspond to 0.1588mm.

After appropriate alignment, thec(p, k) method
yielded an RMS error of0.18 and the Pan & Nikias
method yielded an RMS error of0.07. Both methods
performed better on the real data than in simulation.
This suggests that modelling tissue as exponentially
randomly distributed scatterers is not totally valid, and
some larger scatterers in the phantom behaved as im-
pulses and helped to improve the estimates.

Finally, we used the two-dimensional version of the
c(p, k) algorithms to estimate the PSF in the axial and
elevational plane using a dense block of 3D ultrasound
data from the same phantom. The result is shown in
Figure 4.

4 Discussion

We have presented results which show some of the
strengths and weaknesses of two PSF estimation algo-
rithms. If only one-dimensional estimates are required,
the Pan & Nikias solution is a strong contender due to
its high accuracy and lack of dependency on model or-
der selection. The susceptibility of Pan & Nikias to the input becoming Gaussian may be of some concern, but was
ultimately shown not to be problematic for in-vitro radio-frequency ultrasound data.

Thec(p, k) method is less accurate but much faster than the Pan & Nikias algorithm and may be extended into two
or more dimensions. A two-dimensional extension of the Pan &Nikias algorithm is not currently available. The
difference in the accuracy of the algorithms may be attributable to the fact that thec(p, k) algorithm operates only
on a one-dimensional cumulant slice and therefore has less data to work from.
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Abstract. Previous work has shown that the tissue content of a voxel in Magnetic Resonance Imaging (MRI)
data should not necessarily be classified as a single tissue type. This is due to the finite sampling of the MRI data
acquisition process where the Partial Volume (PV) effect describes multiple tissue classes for a single voxel.
Previous work has also illustrated that the MRI image acquisition process is three-dimensional (3-D) and a
feature space based on intensity and 3-D gradient magnitudeinformation can reduce the mis-classification of
individual voxels compared to using a 1-D or 2-D based classification scheme. However, as with any probabilis-
tic model, existing models possess an inherent limitation in the form of the classification error. These models
describe the feature space in a form that impedes an estimation of confidence associated with a classification
of an individual voxel from being evaluated. The new parametric PV model, presented for the first time in this
paper, overcomes this limitation and simplifies the formulation of the intensity and gradient magnitude feature
space. This work also proposes that the previous formulation is actually approximately equivalent to the model
presented in this paper.

1 Introduction

The Partial Volume (PV) effect is often associated with medical images, such as that acquired using a Magnetic
Resonance Imaging (MRI) scanner [1]. This PV effect resultsin voxels containing a mixture of signals from
two or more tissue components. For example, when attemptingto quantify tumours in the human brain [2] the
voxels along the boundary of the tumour might be considered to be affected by the PV effect. Probabilistic based
techniques exist to estimate the amount of the individual tissue components in a given voxel, but due to the similar
and overlapping range of intensity or signal values of the tissue components, an error is associated with estimates
of the exact composition of tissue components in individualvoxels. Ideally, one would like to have an estimate of
the possible error associated with an individual estimate,but in practice this is difficult to achieve. This work is
concerned with a novel formulation of the probabilistic description of the PV effect utilising intensity and spatial
Gradient Magnitude (GM). This new formulation allows a confidence value to be associated with a voxel’s PV
estimate. It is hoped that this confidence may be used as an indicator of the possible error associated with an
individual voxel’s PV estimate. A previous formulation forthe feature space that models the PV effect using
intensity and GM information was of the form [3]:

P (τj |g, z) =
p(g, z|τj).P (τj)

∑

∀k

p(g, z|τk).P (τk)
, (1)

wherep(g, z|τj) is the Probability Density Function (PDF) of a particular voxel with grey levelg and GM z

created from tissue classj. P (τj) is the scalar prior probability for tissue classj andP (τj |g, z) is the posterior
probability. This formulation was initially presented to model the combined intensity and two dimensional (2-D)
GM feature space [3]. This has been extended to 3-D [4] and to 2+N-D [1]. Our 2+N-D model describes the
behaviour of the GM over image slices that have not been acquired in an isotropic format (i.e. anisotropic slice
thickness). As with any probabilistic voxel classificationtechnique, there will always be an error associated with a
particular PV estimate; therefore it can be beneficial if a confidence measure can be associated with any particular
PV estimate. As can be seen from the formulation described thus far, it is not apparent how one might be able to
derive such a confidence measure, therefore an alternative formulation was developed that could address this issue
whilst utilising a GM and intensity feature space that models the continuous nature of the PV effect.

∗Email: jpchiverton@iee.org
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2 Methodology

2.1 An Alternative PV Voxel Formulation

Previously, others utilising image intensity for PV analysis have formulated the PV [5] or mixed pixel [6] problem
in the form:

p(α|x) =
p(x|α).p(α)

p(x)
, (2)

where previous techniques have givenx = g, i.e. image intensity and for the two tissue class case,α = [0, 1].
α is a continuous variable that explicitly indicates the proportional tissue class composition for a particular pixel
or voxel. For example, for a two tissue problem,j andk, α = 0 would indicate a voxel is composed of 100% of
tissue classj, where asα = 1 would indicate a voxel is composed of 100% of tissue classk. In [5], the prior PDF
for the continuous class membership,p(α), was modelled as a uniform density function and to our knowledge,
these are the only authors who have previously attempted to assign a confidence or credible region measure to
their intensity based PV estimates. In [6], the prior PDF wasmodelled as a Beta density. We also choose to
model this as a Beta density, due to the goodness of fit of the Beta density to the actual prior PDF obtainable from
simulation (previously described in [1]). The PDF describing the image intensities given a particular pixel or voxel
mixture,p(g|α), is modelled as a Gaussian density in [5] and [6], with parameters that are linearly dependent on
the value ofα. Advantages of this model include explicit modelling of thePDF of a given tissue class mixture,
where as the previous formulations derive the tissue class mixture from the probability of the discrete tissue class
memberships, [1–4]. This explicit modelling also enables aconfidence measure in the tissue class mixture estimate
to be derived from the posterior PDF,p(α|g). For these reasons, we sought to combine our 2+N-D GM model into
this alternative formulation.

2.2 The New Parametric PV Intensity and Gradient Magnitude Model

Our new formulation takes the form, where the posterior PDF of a continuous class membership that includes both
intensity and GM information, is given by:

p(α|g, z) ∝ p(g, z|α).p(α). (3)

Assuming the voxels in the MRI data are identically and independently distributed (i.i.d.), then:

p(g, z|α).p(α) = p(g|α).p(z|g, α).p(α) = p(g|α).p(z|α).p(α). (4)

This new formulation is simpler than the formulation utilized in [1] and due to the explicit specification of the
tissue component prior PDF, the GM PDF is no longer dependenton the intensity1, thus removing problems that
occur due to noise values associated with the intensity.p(z|α) is modelled using the non-central Chi-squared
density as used in [1]. In Bayesian problems the Maximum A Posteriori (MAP) estimate is often used for the
most probable classification. The expected value ofα for the posterior PDF will give the least costly classification
overall, so we therefore choose to use the Expected A Posteriori (EAP) estimate, in common with [6]. Also, in
continuous Bayesian problems, a credible region may be sought to describe a plausible range of classification class
memberships as in [5]. Unfortunately, due to the proximity in feature space of individual class densities and the
overlapping nature of the PV densities resulting in, at times, a multi-modal posterior PDF, a credible region cannot
be determined in this conventional manner. We therefore choose to use the standard deviation of the posterior PDF
as a measure of spread of the posterior PDF. It should be notedthat this does not provide a method to calculate a
true confidence interval. The EAP estimate is given by:

E[α|g, z] =

1
∫

0

α.p(α|g, z).dα. (5)

The variance is given by:

V ar[α|g, z] =

1
∫

0

α2.p(α|g, z).dα − E2[α|g, z]. (6)

1
p(z|α) is no longer dependent on the intensity as pure and PV regionsare explicitly encoded into the value ofα. As α → 0.5, it is

assumed that a high gradient region is more likely to occur, but whenα → 0.0 or α → 1.0, then it is assumed that a low gradient region is
more likely to occur.
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For the purposes of this work, the means and variances are simply estimated using the Trapezium rule. In addition,
we can show that the new and old formulations (using intensity information) provide approximately equivalent
estimates of the PV content of a voxel, i.e.:

1
∫

0

α.p(α|x).dα ≈
p(x|τj).P (τj)

∑

∀k

p(x|τk).P (τk)
,→ E[α|x] ≈ p(τj |x). (7)

3 Results

To evaluate the performance of the new formulation and to determine the benefit of the availability of the variance
for each estimate, exemplar two tissue class 3-D synthetic PV data sets were generated as previously described
in [1, 4] with a range of distances between the means,δµ, of the two tissues in the feature space using standard
deviations of12 and6, labelled as data sets I to VI. Thus it was possible to examinethe benefit of explicit modelling
of the PV mixing effect as shown in (2) and the incorporation of the GM information. To determine the parameters
of the prior PDF,p(α), (in equation (3)), the data simulator was designed to output a data volume (a) with noise
and (b) without noise. The intensity histogram of the seconddata volume, (b), was then used to perfectly determine
the desired parameters ofp(α). The performance of the new intensity GM PV model was assessed in conjunction
with the performances of three other PV models to investigate, using simulation, the potential benefit of the new
formulation and to consider the proposed equivalence in performance of old and new formulations, as implied by
(7). The following Root Mean Square (RMS) error was used to determine the performance of each classifier:

eRMS =

√

1

K

∑

∀ω

(E[α|x(ω)] − αtrue(ω))2, (8)

whereK is the number of voxels in the simulated data andαtrue(ω) is the ground truth value ofα at pointω. x(ω)
is either a scalar value equal to the intensity at the pointω or the intensity and the GM at pointω. The results can
be seen in table 1.

        RMS Voxel Errors for Each Classifier 

        
Classifier A 

P(τ|g) 
Classifier B 

P(τ|g,z) 
Classifier C 

E[α|g] 
Classifier D 
E[α|g,z] 

Pure Pure Pure Pure Data 
Set δµ Joint 

Error PV 
Joint 
Error PV 

Joint 
Error PV 

Joint 
Error PV 

2% 3% 2% 1% 
I 160 3% 

6% 
3% 

6% 
3% 

7% 
2% 

6% 
2% 3% 2% 1% 

II 130 4% 
8% 

4% 
7% 

4% 
8% 

3% 
7% 

3% 4% 3% 1% 
III 100 5% 

11% 
5% 

9% 
5% 

10% 
4% 

9% 
4% 4% 5% 2% 

IV 70 7% 
15% 

6% 
12% 

7% 
15% 

5% 
13% 

11% 11% 11% 10% 
V 40 14% 

25% 
15% 

29% 
14% 

24% 
13% 

24% 
37% 32% 37% 34% 

VI 10 36% 
35% 

34% 
44% 

37% 
34% 

34% 
35% 

Table 1. RMS Errors (see (8)), between the classifiers’ outputs and the ground truth of the simulated PV data sets
I to VI with distances between the means of the two simulated tissue classes given byδµ.

ClassifierA uses the intensity PV model, [2]. ClassifierB uses the intensity and 2+N-D GM PV model, [1].
ClassifierC uses the expectation intensity PV model discussed in this paper, and similar to the model in [6]
but applied to 3-D data. ClassifierD uses the new expectation 2+N-D intensity GM PV model as presented in this
paper. The pure, PV and joint errors (combination of pure andPV errors) are presented to illustrate the performance
of the classifiers for PV voxels and for pure tissue class regions. As can be seen from table 1, the two intensity
based classifiers (A andC) present classification performances that are approximately equal for the pure and PV
errors, therefore reinforcing the proposition that the twoclassification formulations provide an equivalent estimate
of PV voxel composition. These preliminary results also suggest that the new intensity GM classifier (D) provides
slightly better performance than either of the two intensity based techniques (A andC) or the previous intensity
GM classifier (B), possibly due to model (D) providing independence ofz from g. The motive for providing a new
formulation for the 2+N-D intensity GM based PV classifier, was to provide an estimate of a confidence measure
that we could utilize in our estimates for a PV voxel. As proposed previously, our confidence measure can be
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calculated usingV ar[α|g, z], (see (6)), for the intensity GM model andV ar[α|g] for the intensity model (C). An
idea of the benefit of calculating the posterior variance with respect to estimating the true value forα is required.
One technique to assess the usefulness of the posterior variance is by normalising the absolute difference error by
the square root of the posterior variance for every voxel, i.e.:

estdev =
1

K

∑

∀ω

|αtrue(ω) − E[α|x(ω)]|
√

V ar[α|x(ω)]
. (9)

This error will increase (> 100%) if the true value forα is more than a single standard deviation away from the
estimated value forα, E[α|x(ω)]. This standard deviation error for the two classifiers,C andD can be seen in
table 2.

        Mean of the Posterior PDF Standard 
Deviations for each voxel estdev 

        Classifier C Classifier D Classifier C Classifier D 
Pure Pure Pure Pure Data 

Set δµ Joint 
StDev PV 

Joint 
StDev PV 

Joint 
estdev PV 

Joint 
estdev PV 

0.04 0.01 20% 7% 
I 160 0.05 

0.09 
0.02 

0.08 
27% 

69% 
13% 

51% 
0.05 0.01 20% 6% 

II 130 0.06 
0.10 

0.03 
0.10 

27% 
70% 

13% 
51% 

0.06 0.02 20% 6% 
III 100 0.07 

0.13 
0.03 

0.13 
28% 

73% 
12% 

54% 
0.09 0.03 20% 5% 

IV 70 0.10 
0.19 

0.05 
0.18 

28% 
76% 

13% 
59% 

0.18 0.10 21% 8% 
V 40 0.20 

0.33 
0.13 

0.31 
29% 

75% 
20% 

92% 
0.63 0.62 38% 33% 

VI 10 0.64 
0.72 

0.63 
0.72 

41% 
59% 

37% 
73% 

Table 2. Mean standard deviations of the posterior PDF ofα for each voxel in the synthetic data sets (I-VI) (given
by 1

K

∑

∀ω

√

V ar[α|x(ω)]) and the mean standard deviation errors,estdev.

estdev in table 2, indicates that the intensity based model, (C), and the intensity GM based model, (D), provide
useful estimates of a plausible range of mixture values. Thelargest mean deviation from the true value forα is
within one standard deviation for the joint mean standard deviation error (estdev < 100%). This observation is
especially interesting as the standard deviations for the intensity GM based model are smaller than the standard
deviations for the intensity based model, therefore possibly indicating that the intensity GM based model can
provide improved classification performance whilst also providing a smaller plausible range of likely mixtures.

4 Conclusions

We have presented a new formulation for our 2+N-D intensity GM model, which provides an estimate of tissue
composition in PV voxels, whilst also allowing for a plausible range of mixture compositions to be evaluated based
on the standard deviation of the posterior PDF. We have also proposed that the previous and the new formulations
are approximately equivalent. It is thought that these preliminary investigations will allow us to provide improved
tissue estimates in clinical MRI data. This is the current focus of on going work.

AcknowledgementsJPC would like to thank EPSRC for the doctoral training grantnumber GR/P00956/01.
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A Border Irregularity Measure Using Hidden Markov Models as a
Malignant Melanoma Predictor

Benjamin S. Aribisala and Ela Claridge
�

School of Computer Sciences, The University or Birmingham, Birmingham B15 2TT, U.K.

Abstract. Malignant melanoma, a skin cancer, manifests itself as a dark lesion, most often with an irregular
boundary. The degree of irregularity is an important diagnostic indicator. This paper presents a new measure of
irregularity using Hidden Markov Models (HMMs) based on the Weibull probability distribution. The measure
was tested on 98 skin lesions of which 16 were malignant melanoma. The ROC analysis showed that the
measure is 82% sensitive and 82% specific in discriminating the malignant and benign lesions. These results
compare favourably with other measures and indicate that HMM captures some distinguishing features in the
boundary of malignant lesions.

1 Introduction

Malignant melanoma can be characterised using physical features such as shape, edge, colour and surface texture of
skin lesions. The border irregularity of pigmented skin is a significant factor in clinical diagnosis of melanoma [1].
This fact was supported by evidences from medical textbooks [2]. Additionally, border irregularity is a major
feature in the seven point checklist used for computing a “suspiciousness” score for skin lesions [3].

It has been empirically discovered that clinicians have difficulties in visually assessing border irregularity of skin
lesion outlines and that their assessments are not invariant to reflection and rotation [2, 4]. Much research on
quantitative measures of irregularity has been carried out to overcome these shortcomings [2]. The most common
approaches include the Compactness Index (e.g. [5]), Fractal Dimension (e.g. [6]) and measures based on radial
distance (e.g. [7]). These methods are critically reviewed in a recent paper by Lee et al. [8].

The term “Irregularity” is intuitive and can express different meanings. If irregularity is to be quantified, it is nec-
essary first to develop its formal definition, or at least provide its formal description. Five attributes of irregularity
have been proposed [9]. One of these attributes which is of interest here is lack of predictability. The elements of a
sequence corresponding to a regular shape or pattern are predictable, whereas in an irregular sequence they cannot
be easily predicted. That is, the extent to which a sequence can be predicted may help us to determine how regular
the sequence is. This paper presents a new measure of irregularity based on Hidden Markov Model. In contrast to
the existing measures, the proposed measure is based on a formal criterion of irregularity outlined above.

Section 2 presents a brief description of the HMMs while section 3 presents the HMM for skin lesions. Section 4
describes the experiments. Results and discussion are in section 5. Finally, section 6 presents the conclusion.

2 Hidden Markov Model

A Markov model can be defined as a process that consists of a finite number of states N, and an N x N stochastic
matrix with elements ����� which gives the probabilities of transition from states i to j. A Hidden Markov Model
(HMM) is a ”composite” Markov model where each state has an associated probability density function � ���
	���
which gives the probability of the state j emitting a particular observation 	�� at time t. The states are hidden and
can only be observed through the emissions.

Let ��� ��� and � 	���� be sequences of states and associated observations respectively, t=1, ..., T where T is the
sequence length. HMM assumes that � � depends only on � ����� and that the observation 	 � is independent of any
other observations. Therefore the joint probability distribution of ��� � � and � 	 � � can be written as [10]

� � � ����� � ��� ��! � 	 ����� ���"� 	 ! $# � � � �  � �
	 �&% � � 
!'
�)(+*

� � � ��% � �����  � �,	 ��% � �  (1)

Using the observation variables HMMs can be discrete-valued or continuous valued. For a continuous HMM which
is of interest here

� �
	�� % � �� can be modelled using different probability distributions such as Gaussian, Gamma,-
B.S.Aribisala@cs.bham.ac.uk and E.Claridge@cs.bham.ac.uk
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exponential, Weibull etc. In this paper we model the observation sequence using Weibull distribution (see 3.2).
For a detailed discussion of HMMs see [10].

3 Skin Lesion Shape Model

3.1 Data Description and Problem Definition

Medical experts regard a skin lesion that is nearly circular or elliptical in overall shape as more likely to be normal
than not [4]. In view of this we have taken the ellipse to be a shape model for a normal skin lesion and to represent
the most regular instance of the lesion shape. The more irregular the lesion border, the less likely it is to conform
to the model. Figure (2) shows examples of lesion outlines, (a) regular and (b) irregular.

A “distance” between the model and a given lesion data is a measure of the lesion’s irregularity. If irregularity is
framed as a lack of predictability (see section 1), it is easy to see that the points on the circumference of an ellipse
can be easily predicted whereas points belonging to an irregular shape are not easily predictable.

The lesion border is represented as a sequence of (1D) radial coordinates in a polar coordinate system centred at
the centre of gravity of the lesion. The coordinates constitute an observation sequence 	 # 	 � � 	 * � ����� � 	�� where	 � , i=1, ..., M is an i-

���
boundary point. A model 	 describes a set of ellipses representing a normal skin lesion.

The transition probability matrix � � � constructed during training encodes a set of probabilities that the state � � is
followed by the state � � for observations 	 � (ellipse coordinates). If an unseen set of observations, O is presented,
the probability P(O/ 	 ) will be greater if O corresponds to the model (i.e. it is an ellipse) than if it corresponds to an
arbitrary shape. P(O/ 	 ) can be interpreted as the degree of conformity when 	 is generated using the knowledge
	 . Our hypothesis is that 
��� � � �,	�� 	 � should decrease with increase in border irregularity.

3.2 Choice of Probability Distribution for the Observation Sequence

The choice of a probability distribution was investigated using the quantile-quantile (Q-Q) plot method [11]. For
the most appropriate distribution the data will have the largest linear correlation coefficient. The mean and standard
deviation of the coefficients for the entire lesion data set were 0.977 (0.023) for Weibull distribution, 0.975 (0.025)
for Gaussian distribution and 0.876 (0.066) for Gamma distribution. Figures ( 1 a, b and c) show the Q-Q plots for
a typical benign skin lesion using Gamma distribution, Gaussian distribution and Weibull distribution respectively.
It can be seen that both Gamma distribution Gaussian distribution have more outliers than the Weibull distribution.

4 Experiments

Experimental data consisted of 98 skin lesions of which of 16 were histologically confirmed cases of melanoma
and the remaining 82 were benign lesions [12]. The radial coordinates corresponding to lesion boundary were
extracted using a boundary modelling technique [13].

As the elliptical shape is likely to correspond to normal lesions (see 3.1), a Weibull distribution based HMM
of the regular (elliptical) boundary was trained on a small set of ellipses, each represented by a sequence � #
� ��� � * � ����� � � � of normalised radial coordinates. A model 	 developed through this training is assumed to capture
the essential characteristics of all similar � -s. Training employed an expectation maximisation method based on
Baum-Welch algorithm [10]. The testing procedure was carried out by computing the log(P(O/ 	 )) for the entire
experimental data.

The experiments were repeated with the HMM trained using Gaussian probability distribution in place of Weibull
distribution. The discriminatory power of the log-likelihood measure was assessed by performing the ROC analysis
for both HMMs (i.e Weibull and Gaussian distribution trained). Lesions were arranged in order of decreasing log-
likelihood measure, so that according to the hypothesis the most regular lesion would be first, the least regular
would be last. The operating point (OP) was set for every value of the log-likelihood and sensitivity and specificity
at this point was computed by counting how many benign (presumed regular) lesions had log-likelihood measure
below the OP threshold and how many above.

One interesting question, not answered through the above experiments, was whether any of the computed measures
corresponds to the human perception of the border irregularity of skin lesions. To this end an experimental survey

232



was carried out. 20 skin lesion outlines randomly selected from the full data set of which ����� represented malig-
nant lesions, were given to 23 none medical experts. They were asked to rank the outlines based on their degree
of irregularity. The level of agreement between their assessments was evaluated using rank correlation ��� based on
Kendall coefficient of concordance W [14]. To test a “default” hypothesis, that irregularity simply depends on the
magnitude of variations along the boundary, the standard deviation was computed for all the lesion outlines.

The Spearman coefficient of correlation was determined for each pair of the three irregularity estimations: the
log-likelihood measure, the visual assessment (using the average ranking from the 23 subjects), and the standard
deviation for the selected 20 lesions. Finally, the relationship between all three estimations was examined using
multiple linear regression analysis.

5 Results and Discussion

The ROC analysis of the log-likelihood measure as a melanoma classifier showed 75% sensitivity and 76% speci-
ficity when the observation sequence was modelled using Gaussian probability distribution and 82% sensitivity
with 82% specificity when using Weibull probability distribution. Standard deviation gave sensitivity of 77% and
specificity of 78 %. Figure (3) shows the ROC plots for all three cases. On the basis of these results we have
concluded that boundary sequences corresponding to abnormal lesions are less predictable (i.e. more irregular)
when assessed using the Weibull probability distribution model than when using the Gaussian model of a reg-
ular (assumed normal) boundary. The departure from the Gaussian model of the regular lesion as measured by
log-likelihood is no more discriminatory than a simple standard deviation of the boundary data.

In the experiments examining the perception of irregularity, the coefficient of concordance W was 0.886, indicating
good agreement between all 23 subjects. The assessment of irregularity by the subjects correlated moderately well
with both the Weibull based irregularity measure (Spearman correlation coefficient of 0.568) and standard deviation
(0.466). This could be partially due to the small size of the dataset used in these experiments. Correlation was very
poor between the Weibull based irregularity measure and standard deviation (0.229). The multiple linear regression
analysis for all three tests showed equally poor correspondence (0.228). These results suggest that humans have
similar way of assessing shape irregularity, but the human notion of irregularity may not be the same as measured
by the indicators investigated in this paper. One possible interpretation of these results is that the features of a
lesion boundary which makes it look irregular are not necessarily those associated with the irregularities present
in abnormal lesions. A suitable computational irregularity measure may thus be a better abnormality predictor.
This interpretation is only tentative because, first, the assessment of irregularity by clinicians is most likely to be
different than those with no medical training; and second, they are drawn based on a small number of subjects (23).
However, they are suggestive enough to encourage further work on this problem.

We have compared the result of the proposed measure with one of the best published melanoma predictors based
on irregularity, the Indentation Irregularity Index (III) [12,15]. The comparison used the area under the ROC curve,
which is a global measure commonly used to assess the overall predictive power of classification schemes. The III
computed for a superset of the set of lesions used in our experiments has the area under ROC curve of 0.73 [12],
whereas for the HMM based measure the area is 0.81. This indicates that the HMM-derived measure has a greater
discriminatory power than the III index. Using Wicoxon statistic [16], both the III index and our measure were
significantly better than chance with P � 0.0001. The comparison of the methods using the same statistic showed
that our method was slightly more predictive than III index, with Z=1.0373, P � 0.15.

Figure 1. Q-Q plot: (a) Gamma distribution, (b) Gaussian distribution, (c) Weibull distribution
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Figure 2. Sample Lesion Outlines:(a) regular,
(b) irregular

Figure 3. ROC curves for the three measures
- as melanoma predictor

The irregularity measure discussed in this paper uses as a criterion the lack of predictability. Our earlier work
proposed four other criteria of irregularity, namely lack of compressibility, asymmetry, lack of rule, and devia-
tion from rule [9]. It will be interesting to investigate a combined irregularity measure which incorporates these
additional criteria.

6 Conclusion

In this paper we have proposed a new measure of border irregularity for pigmented skin lesions based on Hidden
Markov Models. The measure has been devised to quantify one of the attributes of irregularity, namely a lack
of predictability. We have demonstrated that regular lesion boundaries can be modelled using a Hidden Markov
Model assuming Weibull distribution. Irregular boundaries do not conform to this model, which results in the
decrease of the log-likelihood of the boundary being represented by the model. ROC analysis of the log-likelihood
as a malignancy predictor gave 82% of both sensitivity and specificity. This result shows that the model captures
some distinguishing features in the boundary of malignant lesions and thus can contribute to lesion classification.

References

1. M. Keefe, D. Dick & R. Wakeel. “A study of the value of the seven point checklist in distinguishing benign pigmented
lesions from melanoma.” Clin. and Exp. Derm. 15, pp. 167 – 171, 1990.

2. J. D. Morris-Smith. “Characterisation of the appearance of pigmented skin lesions.” Ph.D. thesis, The University of
Birmingham, U.K. 1996.

3. R. Mackie. “Malignant melanoma, a guide to early diagnosis.” Tech. Rep., University Glasgow 1989.
4. E. Claridge, P. Hall, M. Keefe et al. “Shape analysis for classification of malignant melanoma.” J. Biomed. Eng. 14(3),

pp. 229–234, 1992.
5. W. Stoecker, R. H. Moss, F. Ercal et al. “Nondermatoscopic digital imaging of pigmented lesions.” Skin Research and

Technology 1, pp. 7–16, 1995.
6. P. Hall, E. Claridge & J. Smith. “Computer screening for early detection of melanoma - is there a future.” British Journal

of Dermatology 132, pp. 325 – 338, 1995.
7. D. Gutkowicz-Krushin, M. Elbaum, P. Szwaykowski et al. “Can early malignant melanoma be differentiated from atypical

melanocytic nevus by in vivo techniques ?” Skin Research and Technology 3, pp. 15–22, 1997.
8. T. K. Lee, D. I. McLean & M. S. Atkins. “Irregularity index: A new border irregularity measure for cutaneous melanocytic

lesions.” Medical Image Analysis 7(1), pp. 47–64, 2003.
9. B. Aribisala. “Computing irregularity for features in medical images.” Thesis Proposal, The University of Birmingham

May 2003.
10. L. R. Rabiner. “A tutorial on Hidden Markov Models and selected applications in speech recognition.” Proceedings of the

IEEE 77(2), pp. 275 – 286, 1989.
11. J. M. Chambers, W. Cleveland, B. Kleiner et al. “Graphical Methods for Data Analysis.” Wadsworth 1983.
12. T. K. Lee & E. Claridge. “Predictive power of irregular border shapes for malignant melanomas.” Skin Research and

Technology 11(1), pp. 1–8, 2005.
13. E. Claridge & A. Orun. “Modelling of edge profiles in pigmented skin lesions.” Medical Image Understanding and

Analysis 2002 pp. 53–5, 2002.
14. W. Hays. “Statistics, chap. 19.” Holt, Rinehart and Winston pp. 836–847, 1988.
15. T. K. Lee & M. Atkins. “A new shape measure for melanocytic lesion.” Proceeding of Medical Image Understanding and

Analysis, London,U.K. pp. 25 – 28, 2000.
16. J. Fogarty, R. Baker & S. Hudson. “Case studies in the use of roc curve analysis for sensor-based estimates in human

computer interaction.” To Appear, Proceedings of the ACM Conference on Human Factors in computing Systems 2005.

234



A New 3D Segmentation Methodology for Lumbar Vertebral Bod-

ies for the Measurement of BMD and Geometry 

André Mastmeyer*, Klaus Engelke*, Willi A. Kalender
  

Institute of Medical Physics, Erlangen, Germany 

Abstract. In this paper a new technique is presented that extracts the geometry of lumbar vertebral bodies 

from spiral CT scans. Our new multi-step segmentation approach yields highly accurate and precise meas-

urement of the bone mineral density (BMD) in different volumes of interest, which are defined relative to lo-

cal anatomical coordinate systems. The approach also enables the analysis of the geometry of the relevant 

vertebrae. Intra- and inter operator precision for segmentation, BMD measurement and position of the coor-

dinate system are below 1.5% in patient data, accuracy errors are below 1.5% for BMD and below 4% for 

volume in phantom data. The long-term goal of this work is to improve fracture prediction in osteoporosis. 

1  Introduction 

Aim. Low BMD is a very important risk factor for osteoporotic fractures of spine and femur. Quantitative com-

puted tomography (QCT) is one of the standard techniques to analyze trabecular BMD of the vertebrae L1-L3. 

Traditionally single slices of the mid-vertebral sections were scanned and analyzed [1]. Based on an anatomy 

oriented coordinate system trabecular volumes of interest (VOIs) were defined. In this contribution we present a 

new three-dimensional approach using spiral CT scans that enables a volumetric analysis of BMD and an assess-

ment of the vertebral geometry. 

State of the Art. First approaches to use spiral CT for volumetric BMD measurements of the spine were re-

ported by Lang et al. [2] who achieved excellent in vivo precision errors of 1.3 %. However, they used a 2D 

semiautomatic approach to segment the vertebral bodies, which is tedious and operator dependent. Another pro-

cedure has recently been presented by Kaminsky et. al [3] who started with a manual separation of the individual 

vertebrae, which took 1-2 hours. More methodology-focused techniques used statistical shape models. Leventon 

[5] employed a combination of statistical models and Level Sets. When used for segmentation statistical models 

still show deficits in locations with high curvature, which may be attributed to insufficient training data. The 

problem of the generation of suitable statistical shape models of the spine is also addressed in Vrtovec [6]. 

The segmentation of bony structures in QCT images has been extensively explored recently in our group [4]. A 

combination of thresholds adapted to the local noise environment and morphological hole filling is quite success-

ful, although some user interaction is still required. In the contribution presented here we transplanted parts of 

our previous work to the spine and replaced the initial segmentation step by a deformable model. In the literature 

these are categorized as explicit models using meshes [7] or implicit formulations also called Level Sets [8]. To 

avoid computational costs and delicate numerical problems associated with Level Sets we have chosen an explicit 

three-dimensional triangle mesh. 

2  Methods and Materials 

The proposed segmentation scheme proceeds from coarse to fine. First domain-specific constraints are deter-

mined, which are described in more detail below. Then a deformable balloon surface is iteratively moved towards 

the outer cortical shell on radially emerging profiles. In the last step in locations with high curvature the segmen-

tation is improved by local volume growing. 

Constraints. Initially the user has to mark the center of the vertebral bodies to be analyzed. In a second step the 

center of the spinal channel is detected by a rolling ball procedure similar to Kaminsky’s [3]. Then planes are 

automatically fitted into the inter-vertebral disks. Based on landmarks defined in these three steps each vertebral 

body is enclosed in an irregular box built of a boolean combination of a cylinder and of planes that limit the 

search space in the following segmentation step. The boxes effectively exclude the aorta, the vertebral processes, 

and the adjacent vertebral bodies. 

Balloon Segmentation. The balloon model chosen here consists of a content-adaptive triangle mesh with auto-

matic regularization.  
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From a formal point of view the algorithm solves the Euler-Lagrangian equations of motion 

bal inf smg imgm p p f f f fγ+ = = + +
� � � �� �ɺɺ ɺ  

for every vertex at position p
�

using finite differences [7]. 
bal

f
��

 is the sum of the inflation forces 
inf

f
��

, external 

image forces 
img

f
��

, and smoothing forces 
smg

f
��

 that determine the viscosity of the balloon surface. In our im-

plementation the damping γ and the inflation forces are ignored. An exclusion of the latter prevents the well 

known ’leaking out’ problem. The external image forces are determined along surface normals of the balloon [7]. 

For each vertex the grey value profiles along these normals are sampled with sub-voxel resolution. Points of at-

traction on the outer cortical shell are detected in these profiles. If the points of the balloon are not directly at-

tracted, they only move due to the influence of the smoothing term which is modeled by spring forces between 

vertices and their neighbours. In order to improve the local flexibility of the balloon surface new vertices are 

added in stretched areas. Here additional degrees of freedom are needed to allow the surface to better adjust itself 

to fine anatomical structures such as the edges close to the endplates. However, due to the smoothness term that 

is a major regularizing part of a deformable model the surface still lacks accuracy in highly curved regions. 

Multiseeded Volume Growing. To increase accuracy surface points with high BMD are identified on the bal-

loon surface. The intersection of two Gaussian distributions fitted to the typically bimodal histogram of the grey 

values in the search space of each vertebra is used to define a low and a high threshold. Voxels below and above 

the two thresholds are classed as soft tissue and bone respectively. In the grey value range between the two 

thresholds, a local noise adaptive criterion is used to separate bone and soft tissue. Voxels identified as bone are 

used as seeds for local volume growing operations. These are followed by a closing and hole-filling procedure 

described in [4]. During this step parts of the spinal processes are also included in the resulting binary model. In 

the next step these are removed automatically. 

Pedicle Cut. In order to precisely determine the volume of a vertebral body its processes must be removed by an 

automatic procedure. In brief we try to find the smallest dissecting surface through the pedicles between the ver-

tebral body and the transverse processes (see Figure 1).  

a  b   

Figure 1: a) axial view of L2 (120 kV, 60 mAs, slice thickness 1 mm, FOV=150 mm), b) sagittal view. The 

surface of the complete vertebral body is shown as light contour, that of the trabecular portions as dark 

contours. The second dark surface is an ’eroded trabecular’ surface that excludes sub cortical bone. Two 

geometric VOIs (1 cylindrical VOI and 2 ‘Pacman’ VOI) are also indicated as dark contours. 

The methods used here are derived from the morphological concepts of Ultimate Erosion and Skeleton by Influ-

ence Zones (SKIZ). These are related to the ideas of Euclidean Distance Transforms and Voronoi partition of 

space [9]. First the binary model is eroded to its main components, which are the residuals of the vertebral body 

M2 

M3 
M4 

M1 

M2 

1 

2 1 2 
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and the processes. Then non-intersecting parallel dilations of the residuals are carried out. While dilating the re-

siduals each voxel newly joined to a component is labeled to be occupied exclusively. In this way the space is 

partitioned into voxels influenced by the vertebral body and the processes respectively. The two contact areas of 

the dilated residuals define the desired dissection surfaces (see Figure 1, contours through M3 and M4). 

Trabecular Compartment. A grey value based locally adaptive erosion is used to remove voxels with high grey 

values from the cortical shell of the vertebral body. The high threshold described above is used for this purpose. 

In a second step a further homogeneous erosion is used to peel off the sub cortical bone in order improve preci-

sion of the trabecular BMD measurements (see Figure 1, first and second dark contours). 

Vertebral Coordinate System and VOI generation. Four landmarks are used for the definition of a vertebral 

coordinate system (VCS). The first is the centre of volume (COV) of the vertebral body (M1 in Figure 1). The 

central line of the vertebral column is approximated by an interpolating spline curve of the COVs of all seg-

mented vertebral bodies. The second landmark (M2) is defined as the intersection of the plane perpendicular to 

this spline curve with the center line of the spinal channel. Landmarks three and four (M3, M4) are defined as 

centers of the dissection areas between vertebral body and transverse processes (see above). The origin of the 

VCS is identical to the first landmark, the COV of the vertebral body. The x-axis is defined by the vector point-

ing toward M2, the z-axis is the tangent to the spline curve (Figure 1b), and the y-axis is perpendicular to the 

other two. The VCS is used to reproducibly position a cylinder and a so called ‘Pacman’ VOI. 

Performance Evaluation: Accuracy was assessed using the European Spine Phantom, a geometrically defined, 

semi-anthropomorphic phantom [10]. CT datasets were obtained on a Siemens Sensation 16 (Siemens Medical 

Solutions, Forchheim, Germany) at 120 kV and a slice thickness of 1 mm. In order to investigate the influence of 

noise we varied the exposure dose: three different time current products (580, 145, and 36 mAs) were used. Rela-

tive to 580 mAs the other two settings increase noise by factors of 2 and 4. Each dataset was analyzed three times 

by the same operator. BMD and volume were determined in the trabecular compartments. Results were averaged 

and compared to the nominal values of the phantom. For volume measurement the sub cortical bone was in-

cluded, for the BMD measurement it was excluded. Thus BMD was analyzed for the eroded trabecular segmenta-

tion, the cylindrical and the ‘Pacman’ VOIs. 

Intra- and inter-operator precision were analyzed using clinical routine abdominal scans from 10 patients. CT 

acquisition was again performed on a Siemens Sensation 16 (60 mAs, 120 kV, slice thickness 1 mm). For each 

patient datasets three different fields of view (FOV) (150, 250, 350 mm) with corresponding in plane pixel sizes 

of 0.3, 0.5, and 0.7 mm were used. For intra-operator analysis all datasets were analyzed three times by the same 

operator, for inter-operator analysis all datasets were analyzed once by three operators. Precision errors were 

determined for BMD and volume of the vertebral bodies L1-L3 as follows. For each patient and each of the three 

analyses results for L1-L3 were averaged. Then for each patient a percent coefficient of variation (%CV) was 

calculated from the analyses. As final precision result a root mean square average and a standard deviation was 

computed for these %CVs. Inter-operator precision was determined using the same calculations but only the FOV 

that yielded the smallest precision error in the intra-operator analysis (150 mm) was included. 

3  Results 

FOV [mm] 150 250 350 

Time current 

product [mAs] 
580 145 36 580 145 36 580 145 36 

 BMD1 1.10 0.91 0.44 0.52 0.51 -0.23 1.08 0.84 -0.25 

L2 BMD2 1.38 1.95 0.90 1.16 1.75 0.16 1.08 1.46 -0.75 

 BMD3 1.27 1.02 0.06 0.67 0.64 -0.70 1.22 0.97 -0.35 

L1 Vol. -0.38 -0.42 -0.96 -0.05 -0.70 -2.20 -0.25 -1.31 -3.43 

L2 Vol. -3.48 0.31 -1.20 -3.14 -0.09 0.17 -1.96 -0.03 0.17 

L3 Vol. -2.18 -0.12 2.73 -2.17 2.57 4.51 2.27 2.71 3.52 

Table 1: Accuracy errors in % from nominal value. BMD1: eroded trabecular VOI. BMD2: cylindrical 

VOI. BMD3: ‘Pacman’ VOI. Vol.: total trabecular volume.  

Accuracy. As seen in Figure 1 the segmentation that results from the proposed multi-step procedure works well. 

The results in Table 1 show that in the analyzed phantom accuracy errors are below 1.5% for BMD and below 

4.5% for volume. Partial volume effects at some endplates and especially at the lower endplate of L3 may explain 

the higher errors for volume as we visually checked. 
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a   b                 c 

Figure 2: Precision errors as %CV for: a) Intra-operator analysis of trabecular BMD and total volume. b) 

Inter-operator analysis of trabecular VOIs (FOV=150 mm) c) Inter-operator precision of the position of 

the landmarks defining the VCS. 

Precision. The intra- and inter-operator precision analysis results are shown in Figure 2. Inter-operator precision 

was carried out for FOV=150 mm only. Precision errors are given for trabecular BMD and total volume. The 

precision errors for BMD and volume for the geometrically defined VOIs (Figure 2b) are below 0.5 % and 1 %. 

respectively which is an excellent result. In Figure 2c precision errors for the positions of the 4 landmarks defin-

ing the VCS are given. 

While continuously improved our procedure currently takes approximately 15 minutes on a standard Pentium IV 

(2.8 Ghz, 1 GB). In comparison the concepts of other groups that are less automated take up to 1-2 hours al-

though often the complete vertebra and not just the vertebral body is segmented [3, 5]. Performance characteris-

tics on these methods have only partly been published. 

4  Conclusions 

The proposed multi step approach has resulted in excellent segmentation results. An initial analysis of the new 

3D segmentation method demonstrated comparable precision errors to existing volumetric methods [2] which 

yield better precision than the currently established single-slice procedures. We have shown that a multi-step pro-

cedure is an effective tool for 3D segmentation. The combination of several steps corrects deficiencies of the 

individual methods. Improved performance should result in superior diagnostic performance which is very im-

portant for fracture prediction in osteoporosis. 
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A level set driven by MR features of focal cortical dysplasia for
lesion segmentation

O. Colliot�, T. Mansi, N. Bernasconi, V. Naessens, D. Klironomos, A. Bernasconi

McConnell Brain Imaging Center, Montreal Neurological Institute, McGill University, Montreal, Canada

Abstract. Focal cortical dysplasia (FCD), a malformation of cortical development, is an important cause of
medically intractable epilepsy. FCD lesions are difficult to distinguish from non-lesional cortex and their de-
lineation on MRI is a challenging task. This paper presents a method to segment FCD lesions on T1-weighted
MRI, based on a 3D deformable model, implemented using the level set framework. The deformable model is
driven by three MRI features: cortical thickness, relative intensity and gradient. These features correspond to
the visual characteristics of FCD and allow to differentiate lesions from normal tissues. The proposed method
was tested on 18 patients with FCD and its performance was quantitatively evaluated by comparison with the
manual tracings of two trained raters. The validation showed that the similarity between the level set segmen-
tation and the manual labels is similar to the agreement between the two human raters. This new approach may
become a useful tool for the presurgical evaluation of patients with intractable epilepsy.

1 Introduction

Malformations of cortical development (MCD) have been increasingly recognized as an important cause of med-
ically intractable focal epilepsy. Focal cortical dysplasia (FCD) [1], a malformation due to abnormal neuroglial
proliferation, is the most frequent MCD in patients with intractable extra-temporal epilepsy [2]. Epilepsy surgery,
consisting in the removal of the FCD lesion, is an effective treatment for these patients. However, freedom from
seizures after surgery is closely related to the resection of the whole lesion [3]. The precise delineation of lesions
is thus important for surgical planning in epilepsy.

Although magnetic resonance imaging (MRI) has allowed the recognition of FCD in an increased number of
patients, standard radiological evaluation fails to identify lesions in a large number of cases [3]. Moreover, the
spatial extension of the lesions is difficult to define on the MRI. The segmentation of FCD is thus a challenging
image analysis application as the lesions are often subtle, difficult to differentiate from the normal cortex, of
variable size, position and shape, and with ill-defined boundaries. Recently, image analysis techniques have been
developed to detect FCD lesions automatically on MRI, relying on different types of voxel-wise analysis [4, 5]. In
particular, computational models of FCD characteristics [6] and a Bayesian classifier for lesion detection [4] were
previously proposed by our group. While these approaches successfully identify the FCD in a majority of patients,
they provide a very limited coverage of the lesion (about 20%) and thus cannot be considered as segmentation
techniques.

This paper presents a method for segmenting focal cortical dysplasia (FCD) lesions on T1-weighted MRI, based
on a level set deformable model driven by MR features of these lesions. This method partly relies on our previous
detection approaches [4, 6]. However, our target application is FCD segmentation and not detection. The compu-
tational models of FCD features are used to drive a level set deformable model and the FCD classifier is used only
to obtain a starting point for the segmentation procedure.

2 Methods

Our approach relies on a 3D deformable model, based on the level set method. The level set is guided by a
probability map derived from FCD features. These features correspond to the visual characteristics of FCD: cortical
thickening, a blurred transition between gray matter (GM) and white matter (WM), and hyperintense signal within
the dysplastic lesion [3]. Additionally, it is necessary to provide a starting point for the level set evolution. To this
purpose, we made use of our previously developed FCD classifier [4], under supervision of an expert user.

2.1 Probabilistic Modeling of FCD Features

To quantitatively evaluate the visual MR characteristics of FCD, we relied on our previous computational mod-
els [6]. A cortical thickness map, denoted as ��, is computed by solving Laplace’s equation over the cortical

�Corresponding author. email: colliot@bic.mni.mcgill.ca
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ribbon. Hyperintense signal is represented using a relative intensity index defined as ����� � ���� �� ��������
where ���� is the intensity at voxel � and �� is the boundary intensity between GM and WM. Blurring of the
GM/WM transition is modeled with a gradient magnitude map, denoted as �	. These three characteristics define
a vector-valued feature map 
��� � ������� ������ �	���� at each point � in the image space.

We then performed a supervised learning to estimate the probability of different tissue classes in the brain given
the feature vector 
 . Four different classes, denoted as �, were considered: gray matter (GM), white matter (WM),
cerebro-spinal fluid (CSF) and the FCD lesion (L). Normal tissues were segmented using a histogram-based ap-
proach with automated threshold, while the FCD lesions were painted by trained observers (see Section 3). Con-
ditional probabilities  �
������ for each class � were modeled using a trivariate normal distribution and estimated
using the maximum likelihood on a learning set of patients. The posterior probabilities  ���
���� were then ob-
tained by Bayes’ rule. As the size of FCD lesions is variable, we assumed equal prior probabilities for the different
classes. Figure 1 presents an example of the three feature maps and of the posterior probability maps in a patient
with FCD.

Figure 1. Probabilistic modeling of FCD features. Upper panels: T1-weighted MRI where the FCD lesion is
indicated by the arrow (A), cortical thickness map (B), relative intensity map (C), gradient map (D). The lesion is
characterized by higher cortical thickness, higher relative intensity and lower gradient. Lower panels: probability
maps of the lesion class (E), GM (F), WM (G) and CSF (H).

2.2 Feature-based Level Set

Based on the previous features, the deformable model was designed to separate the lesion from the non-lesional
regions. The region competition approach proposed by Zhu and Yuille [7] is well adapted to our purpose. It aims at
segmenting an image into several regions by moving the interfaces between them. The evolution of the interfaces
is driven by functions indicating the membership to each region. In our case, these functions can be derived from
the FCD features.

We intended to isolate the FCD lesion from the non-lesional region, which is composed of three different classes
(GM, WM, CSF). However, the boundaries between these three non-lesional classes were of no interest for our
application. Thus, region competition occurred in each point between the lesion class and the most probable
non-lesional class. The membership to the lesional region was defined as ����� �  ���
���� which is the
previously computed posterior probability of the lesion class. The non-lesional region was modeled by � ����� �
���� ���
����� � � �	
��
�����.

The feature-based deformable model describes the evolution of the interface (or surface in 3D) � of the lesional
region, according to those membership functions and a regularization term. The motion of a point � belonging to
� is defined as:

��

��
� ����������������� � ����� (1)

where �� is the inward normal to � at point � (directed towards the interior of the lesion), � � is the mean curvature
and � and � are weighting coefficients. In the previous equation, �������� � ������ is a feature-based term
and ��� is a regularity term producing a smooth surface. If ����� � ������, meaning that the most probable
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Figure 2. Results of FCD segmentation: level set segmentation (A), initialization (B), manual tracing � � (C),
manual tracing �� (D).

class for point � is the lesion, the surface � will be expanded, in order to include this point. On the contrary, if
������ � �����, meaning that this point should belong to one of the three non-lesional classes, the surface will
be shrunk.

The motion equation was implemented using the level set method [8]. The principle of this method is to define
the surface � as the zero level set of an implicit function �: ������� �� � �. As an implicit function �, we chose
the classical signed distance to the surface �, with negative values in the interior of �. Using the derivation from
curve motion to level set evolution [8], the feature-based level set can be described by:

��

��
��� � ����������������������� � ���������� (2)

The previous equation was implemented using the numerical scheme proposed in [8, chap.6]. To reduce the
computational complexity, we made use of the narrow-band method [8].

3 Experiments and Results

Subjects and Image Preparation We selected 24 patients (13 males, mean age � SD= �� � � ) with MRI-
visible FCD. The Ethics Board of the MNI approved the study, and written informed consent was obtained from all
participants. 3D MR images were acquired on a 1.5T scanner using a T1-fast field echo sequence with an isotropic
voxel size of ����. All images underwent automated correction for intensity non-uniformity and intensity stan-
dardization [9], automatic registration into stereotaxic space [10] and brain extraction [11]. Classification of brain
tissue in GM, WM and CSF was done using an histogram-based method with automated threshold [6].

Initialization The FCD classifier is used to initialize the deformable model. It successfully identified the lesion
in 18 (18/24=75%) patients. We assessed the possibility of segmenting the six undetected lesions with a manual
initialization of the procedure. However, the segmentation failed in these cases because their features where not
sufficiently discriminant. The evaluation was thus done on the 18 detected lesions.

Manual segmentation Lesions were delineated independently on 3D MRI by two trained raters (VN and DK).
The corresponding manual labels are further denoted as � � and ��. Interrater agreement was assessed using the
similarity index � � ������

������� (where � and � denote two labels), which is a special case of kappa statistic [12].
For the 18 manual labels, the mean interrater similarity index was ����� ���� (range=���� to ����).

Level set segmentation We compared the automated segmentations to the sets of manual labels using the similar-
ity index � presented above. The evaluation was performed using a leave-one-out approach: for the segmentation
of a given patient, this patient was excluded from the learning set (Section 2.1). This approach avoids the introduc-
tion of bias in the result. Moreover, we computed the similarity obtained with the FCD classifier to evaluate the
added value of the level set. Results are reported in Table 1. Figures 2 and 3 present the segmentations obtained in
two patients with FCD.

Table 1. The table presents the similarity indices for the level set and the FCD classifier with respect to the two
manual tracings, as well as the interrater similarity. Results are reported as mean�SD with the range in parentheses.

�� ��

Level set ����� ���� (���� to ����) ����� ���� (���� to ����)
Classifier ����� ���� (���� to ����) ����� ���� (���� to ����)

Interrater (�� vs. ��) ����� ���� (���� to ����)
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Figure 3. Results of FCD segmentation. Left panels: level set segmentation (A), initialization (B), manual tracing
�� (C), manual tracing �� (D). Right panel: 3D rendering of the FCD lesion segmentation together with the
cortical surface.

4 Discussion

In this study, we proposed a method for segmenting FCD lesions on MRI. There is no available gold standard for
evaluating the delineation of these lesions. For this reason, we compared the level set segmentation to the manual
tracings of two trained observers. The interrater similarity was ���� which corresponds to a substantial agreement,
in particular when keeping in mind the difficulty of FCD segmentation. The level set segmentations achieved a
degree of similarity of ���� and ���� with the two sets of manual labels, which again constitutes a good agreement.
The similarities achieved by the level set are also very close to the interrater agreement. A significant portion of
the remaining differences between automated and manual labels is probably due to the interrater variability rather
than to the unability of the level set to recover the full extension of lesions. This can be seen in Figure 3 where the
two raters decided to exclude different parts of the lesion (Panels C and D) while these parts were included in the
automated segmentation (Panel A). Moreover, compared to our previously developed FCD classifier, the present
method achieved a similarity twice as large and therefore constitutes a significant improvement.

In conclusion, this paper demonstrates the effectiveness of a feature-based level set approach for the segmentation
of FCD lesions. It has the potential to reduce user subjectivity and, more importantly, to unveil lesional areas that
could be overlooked by visual inspection. This new method may become a useful tool for surgical planning in
epilepsy.
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Partial volume segmentation of MR images using non-parametric
mixture model

Niranjan B. Joshi and Michael Brady∗†
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Abstract. We consider the problem of fitting the intensity distribution of an MR image using probability mass
functions (PMFs) of pure and partial tissue classes. To do this, we adapt a recently proposed PMF estimation
method, which is based on the assumption of bandlimitednessof signals. This enables us to estimate pure tissue
PMFs directly from the image. Unlike most previous methods,we make no assumptions about the parametric
form of the pure tissue PMFs (e.g. that they follow Gaussian distributions). As one important application,
we formulate partial volume segmentation in a Bayesian framework and thea priori PMF of pure and partial
tissue classes is estimated using an inequality constrained least squares method. The utility of the algorithm is
demonstrated on simulated as well as real data.

1 Introduction
We consider the problem of fitting the overall intensity distribution of an MR image using probability mass(density)
functions (PMFs/PDFs) of tissue classes. As an applicationof the method, we consider the segmentation of MR
images within a Bayesian framework. Segmentation is made even more difficult due to the presence of artifacts
such as: the partial volume (PV) effect, random noise, and the B1 inhomogeneity (bias) field. In this paper,
we address the first two of these artifacts. It is assumed thatthe inhomogeneity field is either removed as a pre-
processing step [1] or that it is negligible. In most methodspresented to this date, the pure tissue PDFs are assumed
to follow a particular parametric form, for example Gaussian distributions [2, 3]. While this assumption helps in
simplifying the analytical treatment of the problem, in reality magnitude data of an MR scan follows a Rician
distribution [4]. If the image is further corrupted with artifacts such as aB1 inhomogeneity field, the shape of the
PDF becomes distorted, usually in way that is unpredictable. Even if a correction is applied to such an image, it
is always possible that some residual effect of the artifactremains, thereby distorting the PDFs. We illustrate this
later in section 6. Strong assumptions about the parametricform of the PDFs, in the simplest case Gaussianity, also
prove restrictive when the method is applied to other image types, such as PET. In this paper, we take a step towards
removing such an assumption for the segmentation of MR images. In order to utilise the continuous representation
of MR images, we adopt a recently proposed method [5] for PDF estimation. This method is briefly explained in
Section 2. With respect to assumptions about basis PDFs, we adopt the downsampling model suggested by Van
Leemput et. el. [2]. This is briefly discussed in section 3. Insection 4 we propose a solution to the problem of
fitting the overall intensity distribution, within the framework of the inequality constrained least squares (ICLS)
method. Section 5 summarises the overall procedure to effect the Bayesian PV segmentation of MR images. In
section 6 we present the results of the proposed algorithm for simulated as well as real data. Finally we conclude
the paper and comment on the direction of future work.

2 Estimation of a PDF using continuous representation of discrete signals
Recently Kadir et. al. [5] proposed a method to estimate the PDF of a discrete signal using its continuous represen-
tation based on a polynomial interpolation. For reasons of space, here we limit the discussion to 1-dimensional (1D)
signals and to linear interpolation, though neither of these restrictions are intrinsic to the method. Consider a 1D
signaly(x), where the random variabley is a function of the random variablex whose PDF is assumed to be known.
Note that the variablex may either be discrete or continuous, depending upon the representation we seek in that
particular case. Each piecewise linear section of this signal can be represented asy(x) = ax + b, 0 ≤ x ≤ 1. The
transformation formula for the PDF of amonotonic function of random variable is given by,fY (y) = 1

| dy
dx |

fX(x)

where,fY andfX are the PDFs of the random variablesy andx respectively. It follows from the transformation
formula equation and the assumed relationship betweeny andx, thatfY (y) = 1

|a|fX(y−b
a ), b ≤ y ≤ a + b.

Further, we assume thatfX is uniformly distributed between0 and1; i.e. fX(x) = 1, 0 ≤ x ≤ 1. From the above
statements, we conclude thatfX(y−b

a ) = 1, b ≤ y ≤ a + b. Therefore, the PDF of a piecewise linear section is
given by,fY (y) = 1

|a| , b ≤ y ≤ a + b As a result, we can obtain a smoother, more accurate estimateof the PDF

fY of a given discrete signal, by superposing all the piecewiseconstant sections of magnitude1|a| .

In the the work reported here, we used a 2D version of this method with linear interpolation. Note that the method
provides the PDF of a discrete image. We further bin this PDF into a finite number of bins to produce a PMF of
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the image. It is beyond the scope of this paper to discuss in detail either the 1D case in association with other
interpolation schemes or the practical details of the 2D implementation of the method. The interested researchers
is referred to [5].
3 Downsampling image model
S = {1, 2, . . . , S} denotes the set of indices for pixels of the image under consideration, whereS is the number
of pixels in the image. LetY = {Y1, Y2, . . . , YS} be the observed intensity image, andyi be a particular instance
of the random variableYi. yi ∈ I = {0, 1, . . . , Imax}, whereImax depends upon the number of possible inten-
sity levels in the image; for example in an 8-bit grey scale imageImax = 255. Let X = {X1, X2, . . . , XS} be
the underlying PV segmentation for the image andxi be a particular instance of the random variableXi; such
that xi ∈ L = {l1, . . . , lK , . . . , lT } where,L is the set of all possible tissue class labels,K is the number of
pure tissue classes, andT is the total number of tissue classes includingpartial tissue classes. Note that each
lj corresponds to aK-dimensional vectortj = [tj1 . . . tjK ]T of the contributing tissue fractions of each pure
tissue, such that

∑
k tjk = 1. The value ofK is chosen after taking account of anatomical knowledge. To

choose the value ofT , we assume the image model mentioned in [2]. In their model, the observed intensity im-
age is assumed to result from downsampling a high resolutionimage, with a downsampling factorM . The high
resolution is assumed to be free of PV effect. With this assumption, the values thattj can take are fixed automati-
cally. Let Ỹ = {Ỹ1, Ỹ2, . . . , Ỹq, . . .} be the corresponding high resolution image andX̃ = {X̃1, X̃2, . . . , X̃q, . . .}
be the underlying segmentation. Note thatx̃q, a particular instance of the random variableX̃q, is drawn from
L′ = {l1, . . . , lK}, the set of only pure tissue class labels. We further assume that the random variables̃Yq are
conditionally independent. Consider the case whereM = 2. According to the assumed donwsampling image
model, random variableY1 in the observed image is obtained by averaging four corresponding random variables
Ỹ1, Ỹ2, Ỹ3, andỸ4. Applying the conditional independence assumption and downsampling model for the image, it
can be shown that the PMF

P (Y1 = y1|X1 = x1) = 4f(4y1) where, f(.) = P (Ỹ1|X̃1) ∗ P (Ỹ2|X̃2) ∗ P (Ỹ3|X̃3) ∗ P (Ỹ4|X̃4) (1)

and∗ indicates convolution. Therefore, given an estimate of thePMFs for the pure tissue classes in the high
resolution image, we can readily calculate the estimates ofthe basis PMFs of all tissues in the low resolution
image.
4 ICLS estimation of the prior PMF of tissue classes
In the following discussion, for notational convenience, we omit the suffices of the random variablesYis andXis.
This should not lead to confusion because (in this work) we donot assume any spatial correlation, so the position
of a pixel in the image does not affect the decision process ofestimation of its class label. We first note that,

P (Y = b) =
T∑

j=1

P (Y = b|X = lj)P (X = lj) ∀ b ∈ I (2)

where,P (Y ) is the overall intensity distribution,P (Y |X) are thebasis PMFs, andP (X) is the prior PMF of
tissue classes. In section 2 and section 3 we outlined a procedure to estimateP (Y ) andP (Y |X). Implementation
details are presented in the next section. To estimateP (X), we arrange the system of linear equations given in
eqn.(2) in vector form:py = Py,x px, where,py andpx are(Imax + 1) × 1 andT × 1 vectors, andPy,x is
(Imax + 1) × T matrix whose columns represent basis PMFs. In order to estimatepx, we seek a least squares
solution of this equation. However we note that sincepx represents a PMF; its elements must follow the positivity
and summability constraints of a PMF. Hence we formulate theproblem as follows:

p̂x = arg min
px

1
2
(Py,x px − py)T (Py,x px − py); subject to, I px ≥ 0 and uT px = 1 (3)

where,I is T × T identity matrix,u is T × 1 vector with all its elements equal to 1, andp̂x is the ICLS estimate
of prior PMF of tissue classes.
5 PV segmentation in a Bayesian framework
We adopt a Bayesian framework to obtain amaximum a posteriori (MAP) estimate for tissue class labels. The
optimal class label is given by:xmap = arg maxlj∈L P (X = lj |Y = y) , where,P (X |Y ) is posterior PMF of
tissue classes. We refer to this new algorithm as a non-parametric mixture model and inequality constrained least
squares (NPMM-ICLS) algorithm. Now we summarise the steps of our algorithm.
1. Initialisation: Choose the number of pure tissue classesK and the downsampling factorM . Together, these
two choices will determine the total number of basis PMFsT .
2. Supervised training: (a) Since estimation of pure tissue basis PMFs is an important step in the algorithm,
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we initialise the estimation process interactively. Specifically, an operator crops one or more small regions of each
pure tissue class from the image. Then the PMF estimation method described in section 2 is used only on the
selected regions to provide an initial estimate for the puretissue class PMFs.(b) The initial estimate for the pure
tissue class PMFs given by the previous step is used to obtainmaximum-likelihood (ML) estimate of pure tissue
class labels. Since we want to use this classification for therefined estimation of pure tissue class PMFs, we choose
only those samples which confirm the following relationship.

xml = arg max
lj∈L′

P (Y = y|X = lj) , andP (X = xml|Y = y) ≥ θ, andP (Y = y|X = xml) ≥ δxml

η
(4)

where,θ andη are manually set threshold values, andδxml
is the value that the basis PMF, corresponding to

class labelxml, takes at its mode. Based on experimentations we find thatθ = 0.9 andη = 10 provide good
segmentation results.
3. Estimate the overall intensity distributionP (Y ) by applying the PMF estimation method to the whole image.
4. Unsupervised training: (a) We refine our estimate of the pure tissue basis PMFs by using the PMF estimation
method (section 2) only on the segmented regions of pure tissue classes. During initial iteration, segmentation
obtained in step 2(a) is used.(b) An estimate of the partial tissue PMFs is calculated using eqn. (1) with appropriate
changes governed by the choices ofK andM . (c) The ICLS solution given by eqn. (3) is used to estimate the prior
distribution of tissue classes.(d) Bayesian formulation is applied to obtain a MAP estimate forPV segmentation
of the image. Steps 4(a), 4(b), 4(c), and 4(d) are repeated until the algorithm converges. However in actual
implementation we use fixed number of iterations.
6 Results and discussion
We evaluated the performance of NPMM-ICLS algorithm on number of test images, which included synthetic,
simulated MR, and real MR images. To evaluate the accuracy ofPV segmentation we use the mean of absolute
errors (E1), the variance of absolute errors (E2), and the mean of squared errors (E3) between the true and esti-
mated tissue class fractions for the simulated data. In caseof real images, we visually checked the NPMM-ICLS
fitted PMF with overall intensity distribution and the quality of final PV segmentation. For the latter purpose we
recomputed another image by replacing each pixel’s intensity value with the mode of the basis PMF of tissue class
to which this pixel belonged. Intuitively, thisrecomputed image should provide an ‘enhanced’ version of the orig-
inal image. Fig. 1 shows the synthetic image similar to that used in [3]. The left-side and right-side parts simulate
pure tissues, intensity values of which were drawn from Gaussian distributions with means 100 and 200, and vari-
ances 100 and 400. The middle part simulates partial tissueswhere we linearly increased/decreased the fractions
of pure tissue classes. Close inspection of the performanceplot reveals that the indices increase noticeably after
reaching a minimum. This could be because for lower values ofdownsampling factor, model underfits the data
severely; whereas for higher values of downsampling factor, it overfits data to some extent. It follows from this
that an optimal value for downsampling factor exists. Next we present results on simulated brain MR images,
obtained from [6]. We experimented onT1 weighted MR images with1 mm slice thickness and without a bias
field. In the case of brain images, we assumed only pair-wise mixture classes andM = 4. Fig. 2 shows a sample
segmentation for grey matter. We notice that the segmentation shows spurious presence of grey matter within
white matter regions. This is because we have not yet assumedany spatial correlation. Values of the performance
indices appear to be comparable to those reported in [3]. Fig. 3 shows aT2 weighted colorectal MR scan, hand
cropped to delineate the mesorectal part only. We assumedK = 3 andM = 4, with all possible tissue mixtures.
Fig. 4 shows a good match of overall intensity distribution and NPMM-ICLS fitted PMF. It also shows pure tissue
basis PMFs weighted appropriately. The image retains some residual bias field even after applying a correction
in the pre-processing step. Other effects such as chemical shift can also be noticed in the image. Corresponding
distortion in tissue PMFs can be observed in fig. 4. The recomputed image still shows some traces of bias field in
the lower right part of the image, but overall PV segmentation appears satisfactory, which leads us to believe that
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Figure 1. (left) Synthetic image, (middle) correspondingly recomputed image withM = 6, (right) performance
plot
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Figure 2. (left) A sample segmentation for grey matter, (right) corresponding performance plots.

Figure 3. (top) MR scan of colorectum, (bottom)
corresponding recomputed image. Note: necessary
changes have been made for visualization purposes.
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Figure 4. Plot of various PMFs for the images
shown in the adjoining figure.

the algorithm learns the global statistics of the image properly. Note that we perform no explicit bias correction
while applying our algorithm, apart from taking caution to provide samples from both ‘brighter’ and ‘darker’ part
of the image equally during supervised training step of the algorithm.
7 Conclusions
We presented a novel NPMM based algorithm to fit the overall intensity distribution with underlying basis PMFs.
We also showed its utility for PV segmentation of MR images. Our initial experimentation gives promising results
and leads us to enquire further into various issues of both theoretical and practical importance. For instance, we
now plan to extend this algorithm to seamlessly encompass explicit bias field correction and spatial correlation
assumption. In section 3, we mentioned that to estimate all basis PMFs in low resolution image, we need the
knowledge of pure tissue basis PMFs in high resolution image. Since the high resolution image is not observable,
we can make measurements only on low resolution image. In this work we assumed that pure tissue PMFs at
higher resolution level are same as that at lower resolutionlevel. Although there can be a solution to this problem
in some specific case like that of Gaussian distribution, it is understood that no generic answer exists. Therefore
we seek to explore approximate approaches to the issue.
Acknowledgements: Authors are grateful to Timor Kadir of CTI-Mirada Solutions, for his valuable help during
this work. Authors also thank Jonathan Lo and Sarah Bond of Wolfson Medical Vision Lab, Oxford, for their help.
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Trends in Brain Volume Change with Normal Ageing
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Abstract. In order to measure cerebral atrophy due to neurodegenerative diseases, the major confounding factor
of normal age-related atrophy must be taken into account. We describe a normalisation for this effect, based on
measuring CSF volumes in MR images of 70 normal volunteers. We also investigate the regional distribution
of the atrophy, and conclude that age-related cerebral atrophy occurs uniformly across the brain at coarse scales
and obeys a Weibull cumulative distribution function.

1 Introduction

Distinctive patterns of accelerated cerebral atrophy are a feature of a large number of neurodegenerative and de-
menting disorders such as Alzheimer’s disease, frontotemporal dementia, Parkinson’s disease and others. In pre-
vious work [7] we demonstrated the feasibility of using relatively coarse regional measurements of brain volume
to diagnose the above diseases. However, atrophy also occurs in normal ageing, and this confounding effect must
be removed in order to identify abnormal effects due to disease. The purpose of the work described here was to
determine correction factors for age-related atrophy for arbitrary coarse ( �����������	��
��� ) regions of the brain.

Previous work on the effects of normal ageing on brain volume [2, 3, 9] has focused on measurements of grey
and/or white matter volumes. We instead measured only cerebro-spinal fluid (CSF) volumes. Since the interior
volume of the cranium is approximately fixed throughout adulthood [3], increases in CSF volume provide an
accurate marker for decreases in grey and white matter volume. However, since the grey-level separation between
CSF and the other tissues present is higher than the separation between grey/white matter and bone, fat and air,
for the MR imaging sequence used here, the signal-to-noise ratio for the segmentation process is higher and thus
the segmentation is more accurate. In addition, since the CSF volume is much lower than the combined grey and
white matter volume ( ��������� of the total intra-cranial volume between early childhood and adolescence [3],
any trends in the volume change are much more apparent. This allows such trends to be identified more accurately,
and therefore allows some conclusions on the underlying biological processes that lead to age-related atrophy to
be drawn. The drawback of measuring CSF is that volume changes cannot be ascribed to specific tissue locations.
However, this issue did not affect the work described here since, as demonstrated below, no regional variation in
age-related atrophy was detected between arbitrary ( �����������	�	
���� ) volumes.

2 Method

Heavily T1-weighted inversion recovery MR image volumes were obtained from 70 normal volunteers (36 male
and 34 female) ranging in age from 19 to 85 years with a mean age of 65.5, and real image reconstruction was
performed. All MR volumes were then coregistered to the volume that represented the median of the patient
group in terms of its atrophy pattern, using rigid Mutual Information based coregistration [1], allowing subsequent
analysis of the results in a standard coordinate system. Segmentation of the CSF was achieved using a technique
based on fitting a partial volume model of the tissues present in the head using the Expectation-Maximisation
algorithm, as described in [6]. The segmented images were then multiplied with a set of binary masks produced
in the standard coordinate system. The masking had two purposes: to delete non-CSF fluid spaces (e.g. eyes,
sinuses) and to enforce a consistent inferior boundary to the measurement space, defined by drawing a line in
the mid-sagittal section parallel to the horizontal axis that passed through the junction of the calvarium and the
tentorium cerebelli. The anterior, posterior, lateral, and superior boundaries of the CSF space were automatically
identified by locating the extremes of the CSF.

In order to avoid errors in the CSF volume measurements due to interpolation, all CSF measurements were per-
formed in the original coordinate system of the data, and the coregistration was used only to align the masks.
Therefore, normalisation for head size differences was also required. Division of brain volume measurements by
total intra-cranial volume (TIV) has been shown [9] to be an effective normalisation for both inter-individual vari-
ations in head size and variation in voxel sizes in longitudinal studies, but assumes an accurate segmentation of the
�
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Figure 1. The relationship between the TIV and the CSF bounding box size for head-size normalisation

intra-cranial space. In other work [7] we have used a simpler alternative, finding the product of the maximal CSF
extents in the anterior-posterior, lateral, and superior-inferior directions, multiplying these to produce the volume
of a bounding box on the CSF space, and dividing all volume measurements by this volume in order to normalise
for head size. In order to compare the two, a simple TIV measurement was obtained through an independent seg-
mentation technique, using a simple grey-level threshold. Figure 1 shows TIV plotted against CSF bounding box
volume. The two measurements are directly proportional and the standard deviation of the fit residuals is approx-
imately the same (R.M.S. error of 3.8% in both cases), showing that CSF bounding box and TIV normalisations
are statistically equivalent. TIV normalisation was used for the remainder of the work, since the results are more
easily related to tissue volumes. The main effect of this normalisation was to correct for sex-linked differences in
head size, which was found (as in previous studies e.g. [3]) to be on average 12% lower in females than in males.
The mean TIV across the patient group was �	� ������� �!�"�$#&% , consistent with previous results [2, 3, 9].

3 Results

Figure 2 shows the distribution of normalised total CSF volumes with age. A markedly non-linear trend can be seen
in the data. Previous studies [3] have produced some evidence for such a trend, but not at statistically significant
levels. Its presence here allows speculation on the underlying biological causes of age-related atrophy. Several
candidate functions were fitted to the data in order to explore its age dependence, and are shown in Fig. 2. The
non-polynomial functions were fitted using the Levenberg-Marquadt technique. Since the data represent the result
of a counting process they were subject to Poisson errors, and so were weighted by their square-root during the
fitting process in order to normalise their variances [5]. No independent estimate of the errors was available and
so ')( goodness-of-fit probabilities could not be calculated in the usual way. Instead a noise estimate was obtained
from the Weibull CDF fit, which had the lowest residuals, assuming a '*( per degree of freedom of one, and used
to calculate relative goodness-of-fit probabilities for the other functions. These are given in Table 1.

Two types of process could be envisaged: a mechanism resulting in continuous volume loss, such as might be seen
in dehydration or demyelination that occurs in diseases such as alcoholism and multiple sclerosis, or a volume
loss associated with the loss of discrete units (e.g. neurons). A continuous process with a constant rate of volume
loss would result in a linear dependence: the bi-linear function represented this possibility, allowing for a non-
zero age of onset for the atrophy (set to 55 years, identified in [3] as the age of onset of accelerated volume
loss). This function can be rejected at the p=95% confidence level on the basis of the '+( tests. The quadratic
function represented a continuous process with a linearly increasing rate of volume loss. Its relative goodness-
of-fit probability was �,�-� : statistically a significantly worse fit than the Weibull CDF, although not sufficient for
a categorical rejection. If the atrophy were due to the loss of discrete units with a constant probability, i.e. a
Poisson process, then an exponential decrease in brain volume would be observed. However, this would produce
a decrease in the rate of atrophy with age: the data show an increase. The goodness-of-fit probability for a
function representing exponential growth of the CSF is statistically equivalent to that for the Weibull CDF, but it
is difficult to envisage a biologically plausible mechanism that would lead to this dependence, since it takes no
account of the grey and white matter volume, and extrapolates to a brain volume of zero at the unacceptably low
age of 115 years. Finally, systems that exhibit loss of discrete units with a time-dependent probability usually
exhibit a Weibull distribution. This function was originally used to describe failure rates in light bulbs [8], and
is commonly observed in systems where the decay of a given unit increases the probability of decay in those
remaining. Given the high level of interconnectivity in the brain, this is a more plausible mechanism for cerebral
atrophy than exponential CSF growth. Therefore, although the goodness-of-fit probability for the Weibull CDF is
statistically indistinguishable from that for the exponential function, we tentatively conclude that the data show a
Weibull functional dependence. This function gives an average atrophy rate of 0.33% of the TIV per year between
the ages of 60 and 80, consistent within errors to the 0.41% measured from a much smaller sample in [4].
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Figure 2. Bi-linear, quadratic, exponential and Weibull CDF fits to the normalised CSF volumes, and Weibull fits
to all volumes and sub-volumes (right).

Figure 3. The Weibull fit parameters d, a, and c for all volumes and sub-volumes. Errors were estimated from the
confidence interval on the fits themselves, and so are correlated across the parameters.

In order to investigate the regional distribution of the volume loss, the CSF space was divided into twelve equi-
sized volumes as described in [7] and fitted using Weibull CDFs. Parameter �b” of the function sets the scales the
abscissa: we instead required an overall multiplicative scale parameter (i.e. a scaling parameter on the ordinate),
to account for sub-volumes containing less than 100% of the total TIV. Therefore, parameter �b” was fixed to the
value determined from the fit to the whole CSF volume, and a multiplicative scale parameter �d” was applied to
the function. Figure 2c shows Weibull CDF fits to all volumes and combinations of contiguous sub-volumes (the
sums of the front, middle and back four volumes, and the sums of the left, right, top and bottom six volumes).
The curves suggest that age-related atrophy shows no regional dependence i.e. that the fit parameters for a given
region depend only on the proportion of the CSF that is located in that region. Ideally this proportion would
be determined from an independent normal brain atlas: since the subject group used in this study was large, it
was deemed acceptable to use an average of all subjects instead. Therefore, the parameters of the fits were plotted
against the the percentage . of the total CSF volume in each region1, and are shown in Fig.3. The fits are dependent
only on the scale parameter / , which is directly proportional to . (where /10-. is the ratio of total CSF volume to
TIV, averaged over all subjects). Parameter �a” is the intercept of the fit to the total volume. The shape parameter
�c” is constant to within errors, proving that for volumes of this size there is no regional dependence of age-related
atrophy. Therefore, normalisation factors for age-related atrophy in arbitrary volumes can be interpolated using
the parameters /32 � � 4�#�#657�8� 9:� . , ;<2>= �?�&@��A5B�8� 9 ( , and 
 2 @ � = #	� obtained from the linear fits shown in Fig.3,C 2 ��� ���	� , and the equation

DFE*GIH$J %LKM�ON 0QP6R�S�2T/MU ;�V>W ��� ;1X�W �6�YN 9[ZL\^]`_badc^_e\gf`hjikLlelem npo Xrq
The RMS errors on both interpolated and fitted Weibull CDF functions for all volumes and sub-volumes are shown
in Fig. 4. Since the fitting was performed in a variance-normalised domain, the fitting errors were expected to
show a linear dependence on the averaged CSF volume: this can indeed be seen in the results, and linear fits to
the data are shown. The averaged increase in the RMS error due to interpolation across all volumes was 2.17%: a
statistically insignificant amount. The errors obey the dependence

s�t E N8u-u J u 2 ���v�-#	#35Y�8� 9:� V � � @�����5w��� 9 ( .

Name Function Fit probability c.f.Weibull fit (%)
Bi-linear xy2T;IWL.{z � �?#	# X x<2 C .|V 
 W}.�~ �,� #�# X 3.0
Quadratic xy2T;�.M(�V C

41.0
Exponential x�2�;�V C N&�r� 94.3
Weibull CDF xy2T; � W ��� ;1X�W ����N�9[�v�-���e� o X 100

Table 1: Errors on functions fitted to the total normalised CSF volumes measurements shown in Figure 2.
1This quantity was found to be independent of age: again showing that, at this scale, age-related atrophy occurs evenly throughout the brain.
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Figure 4. RMS error on fitted and interpolated Weibull CDFs for all sub-volumes.

4 Conclusion

In previous work [7] we have shown the feasibility of developing fully automatic diagnostic systems for neurode-
generative diseases using regional measurements of CSF volume as a surrogate for measuring cerebral atrophy.
Normalisation for the major confounding effect of age-related atrophy is required in order to identify the influence
of disease on such measurements. This paper has presented such a normalisation, and also the first statistically sig-
nificant observation of a non-linear trend in age-related atrophy. It has shown that age-related atrophy can plausibly
be described by a Weibull CDF, and that the atrophy occurs evenly throughout the brain at the scale of arbitrary
( ���8�<���8�	��
��� ) volumes. Therefore, interpolated correction factors can be produced for any region based on
the proportion of the CSF located in that region, determined from a normal brain atlas. However, this simple rela-
tionship may fail for small volumes containing specific structures, particularly in the brain stem. Cerebral volume
measurements also frequently require normalisation for head size or variations in voxel dimensions, often achieved
by normalising to TIV. This paper has shown that normalisations to the volume of the bounding box on the CSF
space and to TIV are equivalent. Therefore, in studies that involve analysis of CSF distribution, this equivalence
removes the need to measure TIV, avoiding a potential source of error and reducing the computational overhead.

Identification of the functional behaviour of age-related atrophy as a Weibull CDF allows speculation on the un-
derlying biological processes. It indicates that the atrophy is due to the loss of discrete (presumably cellular) units
within the brain, with a time-dependent (power law) probability of decay. Such behaviour is observed in systems
where the decay of a given unit increases the probability of decay in those remaining: this is an entirely plausible
mechanism in a highly interlinked system such as the brain.
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A method of automatically calculating hippocampal atrophy rates.
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Abstract. We describe a method of automatically calculating hippocampal atrophy rates on T1-weighted MR
images. This method was applied to a group of Alzheimer’s disease (AD) (n=38) and control (n=19) subjects
and compared with a manual method (manual segmentation of baseline and repeat image hippocampi) and a
semi-automated method (manual segmentation of baseline hippocampi only). We found our automated method
was a significant predictor of disease (p < 0.001) and gave similar discrimination compared with both semi-
automated and manual methods. The automated hippocampal analysis in this small study took two days to
complete, whereas manual delineation of the hippocampus in the same subjects took three months following a
period of three months operator training. This method may be useful in a clinical trial where analysis of many
scans may be required.

1 Introduction

The hippocampus, a paired grey matter brain structure in the medial temporal lobe (see figure 1), is critical to
memory function.

Figure 1. A segmented (outlined) hippocampus on T1-weighted MRI in coronal and sagittal views (R=right,
L=left, A=anterior, P=posterior).

Autopsy studies have shown the hippocampus to be affected by Alzheimer’s disease (AD) pathology early in the
disease process with very significant (approximately 20-40%) neuronal loss by the time individuals are moder-
ately affected [1]. As a result many imaging studies have focused on this region in order to test the efficacy of
hippocampal volume as a predictor of AD. Hippocampal volume has been shown to be reduced in AD subjects
cross-sectionally (at one scanning time-point) although there is much overlap with elderly controls owing to large
inter-subject variability. Hippocampal volume change obtained from serial scanning (multiple time-points) has
been shown to provide a measure with less between-subject variance and corresponding decrease in overlap be-
tween AD and control groups. Such measures of change may be more sensitive diagnostically but may also be
useful in tracking disease progression.

Most volumetric studies of hippocampus use manual measurements [2] [3]. Such manual outlining is both time
consuming and requires trained operators. Each hippocampus takes approximately 45 minutes to delineate (each
scan pair therefore takes 3 hours). As a result, efforts have been made to decrease the amount of operator interaction
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required for hippocampal segmentation. A number of semi-automated techniques have been developed. These may
require manual outlining (a binary mask) of the baseline hippocampus of a scan pair [4] [5], or the definition of
a number of landmarks on each scan to permit template-based segmentation [6]. Operator interaction could be
reduced further by increased automation of the quantification method. The fully automated method described here
calculates the atrophy rate using the baseline hippocampal region automatically generated from the template. The
resulting resliced hippocampi on the registered template image are transformed using the affine transformations
and copied to the baseline images of those subjects in the study. A hippocampal boundary shift integral (HBSI) [5]
is then performed using this transformed template region as a registration and HBSI mask.

2 Methods

2.1 Theory

The automated hippocampal mask is generated using the following registration and quantification methodology
(see figure 2).

Figure 2. Registration methodology for generation of automated hippocampus mask. Numbers 1-4 show the
registration steps of whole brains (large circles) and hippocampi (HC) (smaller circles). Arrows represent direction
of registration.

A template was chosen from the group of hippocampi (AD and controls). This individual had average hippocampal
volumes (manually delineated) compared with the whole group.

1. An affine registration of the template brain onto the baseline target brain was performed [7]. The template
hippocampal region was resliced using the obtained transformation parameters (all reslicing of regions of interest
utilized both trilinear interpolation and thresholding).

2. Following this, a local affine registration was performed to match the resliced template hippocampus more
precisely to the baseline target hippocampus. The hippocampal region was again resliced using the obtained local
transformation parameters. This locally resliced template hippocampus was copied to the baseline target image.

3. The repeat target image was globally registered (whole brain to whole brain 9dof) to the baseline target image.
The repeat target brain region was resliced using the obtained transformation parameters.

4. The repeat target brain was then locally registered using 6dof to the baseline target brain using the copied
resliced template hippocampus as a mask for the registration. The globally resliced repeat target brain region was
resliced using the obtained transformation parameters.

The copied locally resliced template hippocampal region was used to mask the XoR region (union - intersection
region) of the baseline and locally registered repeat target brain regions. The automatically generated hippocampal
mask was dilated by two voxels to incorporate as many of the hippocampal boundaries as possible. The automated
HBSI was calculated over this masked XoR region [5]. HBSI was also performed as previously described to allow
comparison of measures [5]. This procedure was completed for both left and right hippocampi.
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2.2 Application

We applied our techniques to a group of 38 clinically diagnosed AD patients and 19 age-matched healthy controls
(1 control and 4 AD subjects were subsequently autopsy confirmed). The mean (SD) scan intervals in days were
365(5) for AD, and365(17) for control subjects. Hippocampi were segmented for each subject by an experienced
rater on the baseline and 9dof brain-brain registered-repeat images using MIDAS software [8].

HBSI and automated HBSI were applied to these image pairs and the resulting quantification was expressed as an
annualised volume loss of total (left plus right) hippocampus. We compared means and SDs of atrophy rates using
the three methods and their ability to separate AD subjects from controls.

3 Results

Table 1 shows the mean (SD) annualised rates of total (left plus right) hippocampal atrophy for manual, HBSI and
automated HBSI. Figure 3 shows individual results using each method in control and AD groups. Analysis using
a generalised least squares regression model showed there was significant evidence of a difference between rates
of atrophy between the AD and control groups (p < 0.000001). Using paired t tests there was no evidence for
a difference in means between HBSI and manual methods (p = 0.46) or automated HBSI and manual methods
(p = 0.96). SDs were greater using HBSI and automated HBSI than when using manual measures. This difference
only reached significance for the comparison of automated HBSI and manual measures in AD subjects (p = 0.03
Pitman’s test).

There was generally good individual agreement between HBSI and automated HBSI methods, with the SD of the
difference between the methods being 37.12mm3. Such agreement was not as good between manual and HBSI
and manual and automated HBSI with the SDs of the differences between methods being 92.67 and 98.85mm3

respectively.

Figure 3. Manual, HBSI and automated HBSI measures in control and AD groups.

As a result of a difference in means between AD and control groups, all three methods of generating hippocampal
atrophy were significant predictors of disease(p < 0.01). The combination of manual and HBSI was a significantly
better discriminator than HBSI alone(p = 0.006) but not manual alone(p = 0.12), suggesting that manual
alone is a sufficient discriminator. The combination of manual and automated HBSI was significantly better than
automated HBSI alone(p = 0.008) and borderline significantly better than manual alone(p = 0.052) suggesting
that manual is the strongest predictor but a combination of the two methods could improve discrimination. For an
90% specificity cut-off, sensitivities were 74% for manual, 57% for HBSI and 79% for automated HBSI. For an
80% specificity cut-off, sensitivities were 82% for manual, 84% for HBSI and 79% for automated HBSI. Power
calculations showed that in a trial with 90% power to detect a 20% reduction in atrophy rate relative to controls
at the 5% level, 293 subjects per treatment arm of manually derived, compared with 481 for HBSI and 425 for
automated HBSI were required.
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Atrophymm3/year Manual HBSI aHBSI
in controls 18.1(53.5) 10.4(83.1) 6.5(68.8)
in patients 173.9(104.2) 164.0(121.3) 178.6(138.8)

Table 1. Hippocampal atrophy rates (Mean (SD)) using manual (outlining of both baseline and repeat scans),
HBSI (outlining of the baseline scan) and aHBSI (fully automated template-based BSI) measures.

4 Discussion

In this paper we describe a way of automating calculation of hippocampal atrophy in AD and control subjects.
This method gave similar results to our semi-automated method of generating atrophy rates (HBSI), and manual
measures. Manual measures proved to be only marginally (but significantly) better at discriminating between the
AD and control groups, although clinically there was little difference between the methods.

On an relative scale, our findings were in keeping with those in the literature with respect to rates of atrophy in
elderly controls, and AD subjects [9] [10]. Mean atrophy rates were around 180mm3 per year in AD (which
approximates to 4-5% per year) compared with less than 20mm3 per year (under 0.5% per year) in controls but
there was a large degree of overlap between subject groups. The HBSI has previously been shown to be at least
as good as manual segmentation in differentiating AD from controls [5]. In this study the automated HBSI and
HBSI gave results that were similar to the manual measures. In addition, manual measures were generated by
one operator giving this measure a degree of consistency that may not be possible in a multi-centre clinical trial
where numerous operators are employed. It may be that the automated method is most beneficial in a clinical
trial situation. Furthermore, the automated hippocampal analysis in this small study took two days to complete,
whereas manual delineation of the hippocampus in the same subjects took three months following a period of three
months operator training.
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Abstract. Acetabular wear of total hip replacements can be estimated from radiographs based on the apparent
displacement of the femoral head relative to the acetabular cup. A wire marker is often attached to the poly-
ethylene cup rim and its projection can be modelled as an ellipse. The centre of this ellipse is not the projection
of the centre of the rim and its use as a reference point to measure wear can be problematic. The implications
of the resulting eccentricity errors were investigated. The 3D poses of acetabular cups estimated from projected
ellipse parameters were used to estimate error bounds and expected error values. The effect of correcting for
these errors on wear measurements was investigated using standard clinical anteroposterior radiographs and an
automated ellipse fitting method.

1 Introduction

Acetabular wear is the major cause of aseptic loosening of total hip replacements, leading to costly revision surgery
and patient discomfort. Accurate estimation of wear is therefore important for early assessment of prosthesis
performance. Wire markers are typically attached to the polyethylene acetabular component of the prosthesis so
that both it and the metal femoral head component can be imaged effectively using standard x-ray imaging. In this
paper, acetabular cups with rim wire markers are assumed. Displacement over time of the femoral head component
relative to the acetabular cup indicates wear, the main component of which will be apparent in an anteroposterior
(AP) radiograph.

The acetabular rim wire marker and the articular surface of the femoral head can be modelled as circular and
spherical, respectively. The femoral head gives rise to an elliptical arc in the radiograph which is extremely close
to circular. The acetabular rim marker, on the other hand, projects as a clearly non-circular ellipse due to (i) rotation
in depth and (ii) translation away from the x-ray beam centre. Figure 1(a) shows a CAD model of a ZCA acetabular
cup undergoing such a rotation.

The centre of the acetabular rim ellipse has been used as a reference point for the measurement of acetabular
wear [1–3]. The implications of the fact that this point does not correspond to the projection in the image of
the 3D centre of the rim wire marker (nor consistently to any point on the prosthetic structure) have not been
properly explored. Figure 1(b) illustrates the eccentricity error that arises, defined as the distance between the
centre of the projected ellipse and the projection of the centre of the circle. This paper explores the magnitude of
this error and its effect on wear measurements made from standard clinical radiographs using an automated ellipse
fitting method [1]. Sections 2 and 3 describe the methods used to estimate rotation in depth and eccentricity error.
Section 4 presents an empirical investigation using standard clinical AP radiographs. Finally, some conclusions
regarding clinical relevance and implications for related methods are drawn in Section 5.

2 Estimation of Rotation in Depth

The 3D pose of the acetabular rim circle can be estimated from its image provided that the film-focus distance, f
is known. Consider the cone of perspective projection that intersects the acetabular rim ellipse and the centre of
projection. The acetabular pose can be found as the rotation such that the intersection of this cone with the image
plane becomes a circle. Forsyth et al. [4] suggested computing this rotation in two stages. The first stage computes
a rotation which centres the projected ellipse at the image centre with its major axis aligned with the x-axis. This
is achieved by diagonalising the ellipse matrix. The second stage computes a rotation about the x-axis in order to
obtain a circle. This method is now outlined more formally.

The image ellipse can be written in the form:

Ax2 + Bxy + Cy2 + Dx + Ey + F = 0 (1)
∗Corresponding author: S. J. McKenna. email: stephen@computing.dundee.ac.uk
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(a) (b)

Figure 1. (a) The acetabular cup with a circular rim and rotated in depth to produce an elliptical rim. (b) Side view
showing the projection of the circle to the ellipse’s minor axis. Eccentricity error, ε, is the distance between the
projected ellipse centre B and the projection C of the rim centre.

If all distances are expressed as multiples of f , the equation of the cone (formed by this ellipse and the centre of
projection) in matrix form is xT Ex = 0, where x = [x, y, z]T and E is the real, symmetric matrix:

E =

 A B/2 D/2
B/2 C E/2
D/2 E/2 F

 (2)

The first rotation, R, of this cone is obtained by matrix diagonalisation to obtain E = RΛRT , where R is the
matrix whose columns are the eigenvectors and Λ = diag[λ1, λ2, λ3] is the diagonal matrix of corresponding
eigenvalues. Applying this rotation to the cone gives the new cone λ2x

2 + λ1y
2 + λ3z

2 = 0. Recall that a second
rotation is then needed to obtain a circle in the image and that this rotation will be about the x-axis. Rotation by
an angle ω about the x-axis would result in the cone:

λ2x
2 + (λ1 cos2 ω + λ3 sin2 ω)y2 + (λ1 sin2 ω + λ3 cos2 ω)z2 + 2(λ1 + λ3) sinω cos ωyz = 0 (3)

In order to obtain a circle, the x2 and y2 coefficients must be equated:

λ2 = (λ1 cos2 ω + λ3(1− cos2 ω)) (4)

Rearranging gives the desired x-axis rotation:

ω = ± cos−1

√
λ2 − λ3

λ1 − λ3
(5)

In general there is a fourfold ambiguity in the value of ω corresponding to the four quadrants. It is assumed that ω
lies in the first quadrant in the AP radiographs considered here.

3 Eccentricity Error

In standard clinical practice, the x-ray beam is centred on the symphysis pubis. Since the distance on the x-ray film
between the symphysis pubis and the acetabulum is small relative to the film-focus distance, f , the beam centre
is taken to be at the acetabulum in what follows. This simplifying assumption introduces an approximation error.
Eccentricity of the rim marker ellipse is then explained in terms of a rotation in depth, ω, out of the plane of the
radiograph.

The assumption that the acetabular rim marker centre is on the x-ray beam centre means that the eccentricity
error’s component in the direction of the ellipse’s major axis is zero. An expression for the eccentricity error,
ε, can therefore be computed as the midpoint of the two projected ellipse points that lie on the minor axis (see
Figure 1(b)):

ε =
1
2

(
fr cos ω

d + r sinω
− fr cos ω

d− r sinω

)
(6)

=
−f sinω cos ω(

d
r

)2 − sin2 ω
(7)256



where r is the radius of the acetabular cup and d is the distance between the acetabular rim centre and the focus.
In the experiments reported here, the rotation in depth, ω, was estimated using Equation (5).

4 Empirical Investigation

A test set of 50 cases consisting of year 1 and year 5 radiographs of cemented 28mm head diameter Zimmer CPT
prostheses was obtained. These were standard clinical radiographs for which the exposure parameters f and d were
unknown. Each radiograph was digitised at 150 dpi. The femoral head and acetabular rim ellipses were localised
automatically using the active ellipses method [1].

Rotations in depth were computed using Equation (5). Figure 2 shows the resulting distributions at year 1 and year
5 represented as histograms with a bin size of 5◦.

(a) (b)

Figure 2. Distribution of rotations in depth obtained for (a) Year 1 and (b) Year 5 radiographs.

Values for f and d are needed in order to compute the eccentricity error using Equation (7). Since these were
unavailable, best, expected and worst case scenarios were investigated using values from the literature. In partic-
ular, Krismer et al. [2] report minimum, mean and maximum values for f of 900mm, 1000mm and 1300mm
respectively. They report object-film distances between 180mm and 270mm. A middle value of 225mm was used
here as an estimate for the expected value. Figure 3 shows the best, expected and worst case eccentricity errors for
one of the radiographs. Displacing the ellipse centre along the minor axis by a distance ε recovers the projection
of the rim centre and thus corrects for the eccentricity error.

(a) (b) (c)

Figure 3. Visualisation of correction results where (a) f = 1300mm, d = 1120mm, (b) f = 1000mm, d =
775mm, and (c) f = 900mm, d = 630mm.

Acetabular wear can be estimated based on the change over time of the acetabular cup centre position relative to
the femoral head centre. However, if the rim ellipse centre is used in place of the true centre, eccentricity error
will affect wear estimates. If the eccentricity error is consistent over time, the wear error could be small. In order
to investigate the possibility of such consistency, the absolute difference between rotations in depth at year 1 and
year 5 were computed for each case. The resulting distribution is plotted in Figure 4(a).

The effect of correcting for eccentricity error upon wear estimates was computed using the worst, expected and best
case exposure parameters. The distributions of the differences between wear estimates with and without correction
are plotted in Figure 4(b). Standard deviations were found to be 0.016mm, 0.026mm and 0.036mm, with means
of −0.004mm, −0.008mm and −0.012mm for the the best, expected and worst case exposure parameter values.
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(a) (b)

Figure 4. (a) Distribution of absolute differences between Year 1 and Year 5 rotations in depth. (b) Binned
distribution of differences between uncorrected and corrected wear values for different exposure parameters.

5 Discussion and Conclusions

The eccentricity error can have a significant effect on individual wear measurements producing changes as large as
0.05mm, 0.08mm and 0.11mm using the best, expected and worst case exposure parameter values respectively.
Linear wear rates have been found experimentally to range between 0.09mm/year and 0.25mm/year [5] so these
errors can become clinically relevant. This serves to highlight the importance of recording f and d at acquisition
in order that the errors can be corrected.

It is worth noting that as well as the duoradiographic approach to estimating wear (using two radiographs separated
in time), there exist uniradiographic wear measurement techniques (that use only one radiograph). Such techniques
include EBRA [2] and that of Eggli et al. [3]. While consistency of rotation in depth helps to mitigate the effect
of eccentricity errors in the duo-radiographic approach, the effect of such errors on uniradiographic techniques is
likely to be more pronounced.

Eccentricity error due to translation of the acetabular cup away from the beam centre was not considered in this
study. Such translation introduces further error including, in general, a component in the direction of the ellipse’s
major axis. In standard clinical radiographs the beam centre often lies on the symphysis pubis which can be as
much as 900 pixels away from the acetabular rim centre on a 150 dpi radiograph. If the location of the beam
centre, or that of the symphysis pubis as an approximation to the beam centre, were known, the full eccentricity
error could be estimated. Ahn et al. [6] provide a detailed treatment of the relevant geometry (using a camera
model).
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Abstract: The in vivo estimation of tissue elasticity parameters is important for realistic tissue deformation modeling and 
diagnosis tasks such as cancer detection. So far the commonly used approach involves solving the so-called inverse elasticity 
problem of recovering elastic parameters from displacement measurements. A limiting factor in this solution is the accuracy 
of displacement estimation. In this paper, we propose to improve the inversion elasticity imaging approach by converting the 
inverse problem into a global optimization problem involving a similarity measure. We apply this approach to ultrasound 
images and recover the tissue elasticity distribution by adaptively adding new regions based on the local mismatch of the 
images. The test on simulated data and phantom images illustrate that the approach we have developed poses the optimization 
in a more natural and computationally efficient way.

1. Introduction: The contrast of elastic stiffness between normal and abnormal tissue has long been 
recognized [1]. Characterizing the mechanical properties of tissues has two primary clinical uses: to provide new 
information to differentiate normal from abnormal tissue and to build more precise tissue mechanical models for 
improving image-guided surgery. Ultrasound elastography is evolving into a novel and useful imaging modality 
to image tissue strain due to the applied force or to directly characterize the mechanical modulus of the tissues 
and provide additional diagnostic information to conventional B-mode ultrasound to help distinguish healthy 
from diseased tissues [2-4]. Comparing with strain imaging where the induced strain is related to both the spatial 
distributions of the Young’s modulus and the boundary conditions, the modulus imaging approach can supply a 
quantitative measure of the tissue hardness. Advances in ultrasound elastography mean that it is being 
considered seriously as a possible adjunct to Xray mammography for clinical assessment of cancers of the breast 
and prostate. Evaluation of the general approach in clinical trials is now underway.
Recently, a general approach to elastography was introduced by Miga [5, 6] that attempts to relate the inverse 
reconstruction problem to the problem of non-rigid image registration. Miga poses the elasticity problem as a 
minimization of a functional of the square of an image similarity residual involving the Jacobian of the similarity 
measure with respect to the material elasticity distribution. This paper, which is a continuation of our previous 
work in ultrasound elasticity imaging [7-9], follows this similarity based approach and explores its potential 
benefits for ultrasound elasticity imaging. The approach we have developed is related to Miga’s work, but poses 
the optimization in a more natural and computationally efficient way. We consider the inverse elasticity problem 
as a global optimal problem based on the similarity measures of the observed and the model-deformed 
ultrasound images. By converting the displacement-based inverse problem into the similarity-based problem, the 
optimal elasticity distribution will be the one that finds the model-deformed image with the best registration to 
the observed deformed image. An obvious advantage of the proposed method is that no explicit displacement 
estimation step is needed. The displacement calculation is actually embedded in the optimization process. Thus 
there is no explicit displacement error introduced in the inverse solution. The main error sources relate to the 
validity of the deformation model and the signal-to-noise ratio of the recorded images. A split-and-merge 
approach [7-9] is then employed based on the local mismatch of the model-deformed and the observed image 
and the inverse problem is solved iteratively.

2. Method: We have developed a similarity-based inversion elasticity reconstruction method to estimate the 
tissue elasticity parameters. First the ultrasound images before and after deformation are acquired, namely the 
source and target images. A forward finite element model (FEM) that simulates the deformation process is built. 
To simplify the problem, small deformations are assumed. The governing equations for such a situation have 
been described in many papers [3]. The model-deformed image (Deformation transform of the pre-compressed 
source image) is then obtained from the forward model with known boundary conditions and an initial elasticity 
distribution. The elasticity distribution acts as the optimization variable of the inverse problem and is updated 
during the reconstruction process. The inverse problem is defined as a minimization of the similarities of the 
target and model-deformed image at every location centered at the observed pixels. In this paper different image 
similarity metrics are investigated for comparison. A split-and-merge approach is then employed based on the 
local similarity mismatch of the target and model-deformed image and the inverse problem is solved iteratively.
A. Image warping: Once the theoretical displacement is calculated using the forward FEM, the displacement at 
an arbitrary point in the image can be obtained by interpolation of the computed displacement vectors at the 
nodal points of the finite element mesh. We use linear interpolation in order to minimize computation time. The 
source image is warped using the interpolated displacement field to obtain the model-deformed image.
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Gaps in the model-deformed image are filled from their nearest neighbors. Since after deformation, previously
occluded objects in the source image can be visible in the new view, we fill these regions in the model-deformed 
image from the target image.
B. Local similarity measure: After the model-deformed image has been obtained, we need to quantify how 
similar it is to the target image. We employ the intensity-based approach to calculate the similarity of the target 
image and the model-deformed image. We have investigated some commonly used similarity metrics for 
ultrasound images that have appeared in the literature [10-12]. The metrics are the sum-of-squared difference 
(SSD), normalized correlation coefficient (NCC) and a normalized speckle matching measure (CD2bis).
C. Inverse elasticity reconstruction based on image similarity: Let us return to the inverse elasticity problem. 
It can be posed as a global minimization problem based on the similarity measures of the target and the model -
deformed ultrasound images

( ){ }EJE minarg=
)
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where Ê  is the estimated elasticity distribution and ( )EJ  is an objective function.
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Here M is the number of images in the image sequence, ( )EJi  is the sub-objective function for each target 
image and model-deformed image pair, iN  is the number of blocks for similarity calculation in the ith image 

pair, ( )ESij  is the similarity of the jth region between the ith target image and the model-deformed image and

( )ESijˆ  is the similarity of the jth region between the ith target image with itself, which is of a constant value.

D. Split-and-Merge Strategy: In our earlier work [7-9] we proposed a split-and-merge strategy for elasticity 
reconstruction in which strain images were used to provide a priori knowledge of the relative stiffness 
distribution of the tissue to constrain the inverse problem solution. Here we use this method but in a more 
flexible way. The algorithm begins with a user-supplied initial elasticity distribution, which could be any a priori 
information the target Young’s modulus. Some segmentation of masses in B-mode ultrasound images could also 
be a good initial guess for the tissue elasticity distribution. The block size over which the local similarity is 
computed acts as the scale parameter because it dominates the deformation scale. The largest scale could be the 
size of the image or other user-defined size. The minimum scale is determined by the size of the finite element. 
The spatial resolution of the reconstructed Young’s modulus can be improved with finer scale at the expense of 
heavier computation cost.

For every iteration at one scale, we solve the inverse problem and evaluate the value of the cost function J. If the 
value of J is greater than a preset tolerance, we calculate the local similarity of the image and find a region of the 
size of the current scale, where the local mismatch is maximum (i.e., the local similarity is minimum). We then 
add a new region at this location and update the material property of all the finite elements inside this region 
with a pre-set value. The algorithm operates iteratively on multiple scales from large to small and only adds one 
new region at each scale until the finest scale is reached. In each iteration, if the normalized differences of the 
reconstructed elasticity in different regions is small, these regions merge into one region. The hierarchical 
process stops when the value of J becomes smaller than a pre-set tolerance. The overall algorithm is as follows.

Initialize elasticity distribution with largest scale 
For I= large scale to small scale 

Do 
Solve the inverse reconstruction problem 
If reconstructed Young’s modulus in different region are identical 

   Merge these regions 
End if 
Identify region with maximum mismatch (smallest similarity) 
Add new region at the identified location 

While J>tolerance  
End for 
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3. Experiments and Results: In this section we evaluate the performance of the similarity-based inverse 
elasticity imaging method through a series of experiments with synthetic images and ultrasound data for which 
the “ground-truth” is known. A comparison between a standard displacement-based method and the similarity-
based method is also presented. 

In the first set of experiments we implemented the proposed method and tested it on a synthetic image with a T-
shaped elasticity distribution. The target image was obtained by warping the synthetic image using the 
displacement vector field calculated by the finite element model. A 10*10 pixel quadrilateral finite element mesh 
was used to solve the forward problem. Different levels of noise (0% and 5%) were added to the synthetic source 
and target images. To illustrate the principle of the method without specially considering the imaging modalities, 
a Gaussian noise model was used. 

The convergence behavior of the proposed method with different similarity metrics is shown in Fig. 1, using 
normalized mean squared error (MSE) as the convergence criterion. Each method began with a homogenous 
Young’s modulus distribution. We observed that in the ideal case (without noise) both similarity methods work 
well and the algorithm converged rapidly in the sense that the MSE between the reconstructed Young’s modulus 
and its target distribution approached zero with respect to the iteration number (Fig. 1(a)). With 5% noise the 
convergence curves became more fluctuant and final reconstruction results were biased away from the target 
Young’s modulus distributions (Fig. 1(b)). 
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Fig. 1. Convergence of the method using “����” SSD, “*” NCC and “o” CD2bis with (a) no noise an d (b) 5% noise.  

 

 

 
 

Fig. 2. (Left column) user-supplied initial guesses for the elasticity distribution, (middle column) reconstruction 
results without noise and (right column) with 5% noise. 

In Fig. 2 we show the stability of the proposed method with different initial elasticity distributions and using the 
same T-shaped synthetic images. The NCC was used for similarity calculation. When no a prior information was 
available, a homogenous initial elasticity distribution was assumed and the reconstruction process carried out 
with this initial guess. Then a T-shaped and an S-shaped initial guess were used, representing the case when 
good or wrong a prior information was provided (left column in Fig. 2). Without adding noise to the source and 
target images, the elasticity distributions were recovered very well in both cases (middle column). When 5% 
noise was added to the synthetic source and target images, the reconstructed elasticity distributions deviated 
from the target distribution, but the shape of the object was recovered (right column). We can also see that the 
result with a good initial guess is visibly better than the other, while the results with a homogenous and an S-
shaped initial guess are comparable. 
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We next compared the performance of the similarity based approach with the displacement based approach. Fig. 
3 (a) is the B-mode ultrasound image of a rectangle gelatine phantom with a cylindrical inclusion inside. The 
inclusion is twice as soft as the background. In the displacement based approach, the axial displacement field is 
calculated from the radio-frequency signals before and after compression using cross-correlation. The elastic 
parameters were recovered using a split-and-merge method described in [7, 8]. The strain image was used as an 
initial guess for the elasticity distribution. In the similarity based approach, we used the segmentation of the B-
mode image as an initial guess. The reconstruction results are shown in Fig.3 (b) and (c). The bright region 
shows the soft inclusion and the red circle indicates its theoretical shape. Both methods converge quickly to a 
stable solution and the shape and stiffness of the soft inclusion is well-reconstructed, but we should note that the 
elasticity image in Fig. 3(b) is calculated using RF data. The performance of the similarity based approach could 
be improved by introducing a RF-based similarity measurement method. 

   
(a)   (b)    (c) 

Fig. 3. Elasticity imaging of a gelatin phantom: (a) the B-mode image, (b) reconstructed elasticity distribution 
with displacement based method and (c) with similarity-based method. 

4. Conclusion: In this paper a similarity-based algorithm for tissue elastic property characterization is 
presented. The algorithm avoids the displacement estimation between the pre and post deformed ultrasound 
images, which is the major source of error in conventional inverse elasticity reconstruction. Instead the inverse 
elasticity problem is converted into a nonlinear optimization problem using local similarity measures. The 
solution of the inverse problem is then calculated using an efficient multi-scale split-and-merge strategy. 
Although this preliminary work is achieved by a linear elasticity model and B-mode data, there’s no impediment 
to improve the algorithm by using a nonlinear elasticity model for tissue deformation modeling and with 
ultrasound radio-frequency signals for similarity calculation. The only concern is heavy computational cost. 
From the experimental results we can also observe that the solution of the inverse problem (i.e., the recovered 
tissue elastic parameters) would converge more quickly and precisely if a good initial solution is presented. We 
believe that the morphologic structure of the tissue from the segmentation of its B-mode image could be used as 
a good initial guess for the tissue material structure, which will be investigated in the future. The experimental 
study has allowed us to investigate the performance of our approach in the controlled environment of simulated 
and phantom data. In vivo validation of methods in this area is hard to do because of the absence of easily 
accessible ground truth. Indeed there is very little work in this area. We plan to carry out a study correlating X-
ray mammography findings, elasticity imaging and conventional B-mode imaging with surgery outcome in the 
next few months and we will hopefully be able to report results by the time of the conference. 
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Abstract: This paper describes a new method of analysis of fluorescence images containing a mixture of 
fluorophores. Parametric maps showing the relative quantity and distribution of each individual fluorophore 
are generated using a predictive model of image formation. Error analysis applied to the model supplies 
objective criteria for choosing the optimal filters for image acquisition in the regions in the spectra where 
error is lowest. The method has been successfully applied to the detection of Fluorescence Resonance Energy 
Transfer (FRET) which provides evidence of interaction between proteins in a cell. The study of protein-
protein interactions is of crucial importance in basic biomedical sciences. 

1  Introduction 

Individual cells from living organisms can be specifically stimulated by their extracellular environment to 
perform a defined task, for example a hormone from the blood supply may stimulate cell growth. This requires 
the transduction of the extracellular stimulant into an intracellular signal. Intracellularly, the transduction of 
such a signal can be mediated through consecutive modular interaction between two or more proteins. It is 
probable that the pathology of many diseases results from complete loss or aberrant interactions between such 
proteins. Although the homogeneous purification of specific proteins facilitates the in vitro characterisation of 
an interaction, these studies provide no information with regards to the spatial and temporal regulation of 
interactions within a living cell; information that is likely to be essential to enable future therapeutic 
interventions. With the aid of standard optical microscopy it is possible to see whether two proteins co-localise 
(i.e. they are close one to another in the cell), but not whether they interact. To achieve this, the proteins of 
interest are each tagged with a different coloured fluorescent molecule (fluorophore), for example red and green. 
Each of the fluorophores is individually stimulated and images of the resulting fluorescence are taken through 
the matched filters (e.g. red and green). In the registered images yellow hues indicate the locations where both 
the red and the green fluorophores co-localise. As well as not giving any indication as to whether or not these 
proteins interact, the reliability of this analysis is sometimes questioned because registration errors or accidental 
overlap in depth can generate false positives. In Fluorescence Resonance Energy Transfer imaging (FRET) the 
proteins of interest are tagged with specially matched fluorophores. One of them will fluoresce only if it is at a 
Förster distance (1-10 nm) from the other, which is likely to occur only if the two tagged proteins interact. The 
occurrence of FRET is taken to provide much firmer evidence of interaction, but the FRET induced fluorescence 
is much weaker than the primary fluorescence and hence difficult to detect reliably.  

This paper presents a novel semi-quantitative method of the analysis of fluorescence microscopy images 
developed to provide a principled method of FRET detection. The next section describes FRET in more detail. 
Section 3 outlines the modelling of the fluorescence emissions and of the imaging pathway, and sketches out the 
error analysis. The selection of the optimal filters and the implementation of the inversion process which 
computes the relative levels of the emission by a given fluorophore are presented in section 4. The remaining 
sections describe the experiments, their results and the conclusions. 

2  Fluorescence Resonance Energy Transfer (FRET) 

Fluorescence is a phenomenon in which light at an appropriate wavelength excites electrons in a molecule; the 
electrons returning to a resting state emit light at a longer wavelength. FRET involves two molecules 
(fluorophores). The donor molecule receives the initial energy from a photon whose wavelength is within a 
specific spectral excitation range. During the subsequent decay stage a photon with the longer wavelength is 
emitted. The acceptor molecule must have its absorption spectrum tuned to the emission spectrum of the donor 
molecule. When it receives a photon from the donor it fluoresces (weakly) at a longer wavelength. The energy 
loss in a donor makes its own fluorescence level decrease. As FRET can only occur within 1-10 nm, the 
detection of the emission from the acceptor means that the two molecules are very close. If they are attached as 
markers to the proteins of interest, this is strongly indicative of the protein interaction. This evidence can be 
further corroborated by the drop in the fluorescence level by the donor molecule. FRET suffers from several 
problems of which the main ones are the low signal levels, the overlap of the donor and the acceptor spectra, the 
excitation of the acceptor by the donor excitation wavelengths, and the background fluorescence. 
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3  Predictive modelling 

The analysis employed in this work draws on the understanding of the image formation process which can 
explain the relationship between the quantities we try to measure and image values to which they correspond. 
Given the spectral definition of all the individual fluorophores that can be present in a sample it is possible to 
model the spectra resulting from their mixtures in different proportions (Sect. 3.1). The next modelling step 
computes the effects of transmission through spectral filters and the capture of photons by camera electronics 
(Sect. 3.2). In this way it is possible to predict image values originating from various mixtures of fluorophores. 

3.1  Fluorescence spectra 

The pair of fluorophores used in this work is Cyan Fluorescent Protein (CFP) and Yellow Fluorescent Protein 
(YFP). Their respective excitation and emission spectra are shown in Fig.1(a) and (b). CFP acts as a donor in 
FRET and YFP as an acceptor. Fig.1(c) shows the CFP emission spectrum together with YFP excitation 
spectrum demonstrating the spectral overlap which is necessary for FRET (30% or more). 
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Figure 1: Excitation (Ex) and emission (Em) spectra for (a) CFP and (b) YFP; (c) spectral overlap between the 
CFP (donor) emission range and the YFP (acceptor) excitation range necessary for FRET. 

The spectra in Figure 1 are normalized so that the peak emission has value 1. In practical imaging the magnitude 
of the emitted fluorescence depends on the magnitude of the excitation light (which “donates” photons), its 
spectral overlap with the excitation spectrum of the acceptor, and the local concentrations of the fluorophores. If 
a sample contains a mixture of CFP and YFP, its fluorescence spectrum should be a linear combination of their 
emission spectra, PC(λ) and PY(λ). A well known analysis method, known as spectral unmixing, uses this 
assumption of linearity to identify the contributions of individual fluorphores from spectra containing their 
mixtures [1]. However, the purity of these spectral responses is compromised by additional emissions which 
may originate from background fluorescence, cell autofluorescence and other sources. These unwanted 
background contributions (not noise!) are difficult to model theoretically, but they need to be incorporated into 
the model. In this case their theoretical modeling was replaced by the experimental collection of data from the 
slides containing cells not tagged with fluorophores. The background spectra PB(λ) were incorporated into the 
model and a full set of spectral emissions was generated by the equation 

P(c,y,b,λ) = c ⋅ PC(λ) + y ⋅ PY(λ) + b ⋅ PB(λ), where c ∈ [0,1], y ∈ [0,1], b ∈ [0,1] (1) 

Taken together this family of spectra constitutes a spectral emission model. The model has three variable 
parameters: the level of CFP emissions c, the level of YFP emissions y, background fluorescence b. Each 
combination of the quantities of c, y and b forms a parameter vector p, which is associated through the model 
with the appropriate spectrum. Image values corresponding to the spectra are modeled by convolving each 
spectrum with the response functions of the appropriate colour primaries, for example red, green and blue. A 
vector of such primaries is called an image vector, i. 

 
3.2  Imaging system  

In quantitative image interpretation it is necessary to take into account the optical properties of the imaging 
system. Their effect on the image can then be discounted so that pixel values can be directly related to properties 
of interest. The optical properties are also needed for error analysis (see 4.1). In this work we have modelled the 
effects of camera and of spectral filters. Camera quantum efficiency Q(λ) specifies the percentage of photons 
registered at each wavelength λ. Filter transmission, Fn(λ),  specifies the percentage of photons transmitted 
through a given filter n at each wavelength. Normally the incident light spectrum has to be known, however in 
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fluorescence imaging the light which stimulates the fluorophores is filtered out. The formation of an image 
vector i = [i1, ..., iN] can be represented as in = ⌡⌠ P (λ) ⋅ F n(λ) ⋅ Q (λ) dλ , n=1,…,N. (2) 

4  Optimal filter selection and parameter recovery 

The filter sets used in fluorescence imaging normally coincide with the emission peaks of the dyes used. Our 
previous experience [2] has shown that in quantitative analysis of spectral mixtures the best set of filters can be 
chosen through optimisation. The method for optimal filter selection is outlined in section 4.2. Prior to that 
section 4.1 looks at error analysis because the error with which the contributions of the individual fluorophores 
can be recovered is used as an optimisation criterion in the filter selection process. 

4.1  Error analysis 

We have considered two sources of error. Spectral error is a statistical error arising from uncertainty in the 
measurement of spectra. Such measurements incorporate photon counting, which is known to be characterised 
by Poisson noise. In this noise model the error is related to the photon count, P(λ), i.e. σspec(λ)=√P(λ).  (3) 

The error for the image value in is thus σspec(in) = √∑
λ

 (σspec(λ)⋅F n(λ)⋅Q(λ))2 [3]. (4) 

The camera error is the denominator in the expression for the camera signal to noise ratio (SNR) [4] 

SNRn(λ) =  
Fn(λ)⋅  P(λ)⋅  Q(λ)⋅  t

 Fn(λ) ⋅ P(λ) ⋅ Q(λ) ⋅ t + D ⋅ t + Nr2
,   thus σcam(in) = ∑

λ

  Fn(λ) ⋅ P(λ) ⋅ Q(λ) ⋅ t + D ⋅ t + Nr2 (5) (6) 

where P(λ) is a photon count, Fn(λ) is filter transmittance for filter n, Q(λ) is quantum efficiency, D is camera 
dark current, Nr is the maximum readout noise and t is exposure time.  

4.2  Optimal filter selection 

The error analysis above supplies objective criteria for choosing the regions in the spectra where error is lowest. 
However, the aim of this work is to recover the magnitudes of the fluorescent emissions, i.e. parameters c, y and 
b forming vector p. The optimisation criteria should be expressed in relation to these magnitudes. Using 
standard error propagation [3], the spectral and camera errors expressed as a function of parameter pj are: 

σspec (pj) = ( ∑
n

 (σspec (ij) 
∂pj

∂in
)2  )1/2     and  σcam (pj) = ( ∑

n

 (σcam (ij) 
∂pj

∂in
)2  )1/2 (7) (8) 

The total error is the sum of the total spectral error  ∑
j

 σspec (pj) and the total camera error ∑
j

 σcam (pj).  (9) (10) 

In the filter optimisation process filters are assumed to have Gaussian shape, normalised so that the area under 
the filter is 1. Each filter is defined by two values: the central wavelength (CW) and FWHM. As for the 
recovery of  three parameters (c, y and b) three filters are required, optimisation operates on a six-dimensional 
vector [FCW1  FFWHM1 FCW2 FFWHM2 FCW3  FFWHM3]. A standard Matlab genetic algorithm was used to find the 
optimal filter values. Full details of the method for optimal filter selection can be found in [2]. 

4.3 Parameter recovery 

The spectral emission model developed in 3.1 comprises spectra which correspond to all plausible combinations 
of parameters c, y and b. Now that the optimal filters are found, each spectrum can be substituted by a three-
dimensional image vector i where in,cyb is a spectrum P(c,y,b,λ) convolved with filter Fn(λ). The optimization 
procedure described in 4.2. has ensured that the mapping between the image vectors and the parameter vectors is 
one-to-one [2]. It is therefore possible to find a unique parameter vector p = [c y b] corresponding to a given 
image vector i. If f denotes a function which maps the parameter vectors onto the corresponding image vectors, 
f -1 performs the inversion. In practice f -1 is non-linear and discrete and its implementation has to involve 
interpolation to compute vectors p for an arbitrary vectors i. We have used an inversion algorithm based on the 
Taylor expansion [2]. The parametric image j is created simply by placing a value of a parameter pj at a location 
(x,y) corresponding to f -1( i(x,y) ). 

5  Experiments 

The purpose of the experiments was to determine whether the new method correctly identifies fluorescence 
emissions from individual fluorophores (CFP and YFP), and correctly identifies the occurrence of FRET. 
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Phospholipase D1b (PLD1b) and ADP-ribosylation factor 6 (ARF6) are two proteins that have been shown to 
interact within cells by other methods and were therefore labelled with CFP and YFP respectively to facilitate 
the identification of FRET by this method (Powner et al., 2002). Four sets of slides were prepared: (a) a set 
containing untagged cells; (b) cells with CFP-labelled ARF6 protein only; (c) cells with YFP-labelled PLD1b 
protein only; and (d) a set where both proteins were labelled and thus likely to generate FRET (see Fig. 3). The 
slides were placed at a stage of the inverted fluorescence microscope (TE300, NIKON). White light generated 
by a mercury lamp was passed though a filter set BV-2A to produce illumination in the excitation range. A 
computer-controllable set of interference filters (VariFilters, CRI) was mounted between the microscope’s 
camera port and a high quality B/W digital camera (Retiga Exi, QImaging). Images were taken at the spectral 
wavelengths corresponding to the optimal filter bands [FCWi  FFWHMi] = [[497, 7]; [528, 8]; [558 21]]. The 
exposure time at each band was set individually to ensure as large as possible dynamic range and to avoid over- 
and under-exposure. Digital images were then numerically normalised to correspond to the same exposure time. 
The inversion process was applied at every pixel and produced three parametric maps corresponding to the 
levels of CFP, YFP and the background. 

6  Results 

Figure 3 shows examples of the parametric maps for the four sets of experimental data. It can be seen that all the 
maps are qualitatively correct. Most excitingly, the last sample, in which FRET occurs, shows both the presence 
of YFP fluorescence and the drop in the level of CFP fluorescence.  

Brightness 
image 

   

CFP levels 

    

YFP levels 

    
 (a) (b) (c) (d) 

Figure 3:  (a) a set containing untagged cells; (b) cells with CFP-labelled protein ARF6 only; (c) cells with 
YFP-labelled PLD1b protein only; and (d) a set showing the evidence of FRET. 

7  Discussion and conclusions 

This paper has presented a new method of analysis of fluorescence images containing a mixture of fluorophores. 
It generates parametric maps, each showing a relative quantity of one individual fluorophore at a given location. 
Unlike spectral unmixing methods, this method does not require the acquisition of the complete spectral data. 
Instead, only several bandpass filtered images are needed, their number being equal to the number of 
fluorophores in the mixture plus one (to account for background fluorescence). The quantities in the parametric 
maps are related to the magnitudes of the fluorescence in the sample through a predictive spectral model. The 
method has been successfully applied to the detection of FRET, which provided evidence of interaction between 
proteins ARF6 and PLD1b in a cell. The work described in this paper constitutes “proof of concept” for the new 
method and space constraints have prevented inclusion of further detail.  Additional systematic studies are 
planned to enable full statistical verification and explore other applications in fluorescence microscopy imaging. 
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Abstract. The quality of PET data has now reached a stage where it is limited by the effects of patient

motion. Motion results in artefacts that can lead to misdiagnosis and often mimic disease. Existing methods

of reducing motion artefacts involve either modifying the scanning protocols or modifying the reconstruction

algorithm used to produce the images. We propose to use anatomical information from CT and a motion

model to correct the functional PET images for motion. To validate this method we have developed a

complete simulation of the PET data acquisition and reconstruction process based on the NCAT/SIMSET

software. Lesions were incorporated into the NCAT phantom and the data was reconstructed using filtered

back projection. The aim of this work is to develop a realistic simulation that will allow us to assess the effect

of respiratory motion on PET data. Preliminary results indicate that respiratory motion both blurs lesions and

decreases the accuracy of the quantification of PET images.

1 Introduction

Positron Emission Tomography (PET) is undergoing rapid expansion in its use as a functional imaging tool. The

quality of PET data has now reached a stage where it is limited by the effects of patient motion, due to long scan

times in PET (typically 20-30 minutes for whole body studies). Reconstruction algorithms, that are used to

produce the final diagnostic images, operate on the assumption that the object being imaged has remained

stationary throughout the data acquisition process, and hence any movement that occurs during the scan will

degrade the final images. A number of methods investigating motion correction schemes are described in the

literature. These include (i) modifying the reconstruction algorithm itself [1,2]; (ii) correcting individual lines of

response [3]; (iii) acquiring data into a new time frame when a significant amount of motion has been detected

[4]); (iv) realigning estimated 
.
projections with measured projections (limited to translational motion only [5]);

and (v) acquiring the data in smaller time frames (gates) so motion within each frame is minimised. The frames

can then be registered back to a common reference frame [6], or motion-corrupted frames rejected [7]. The

approach we will develop is to use anatomical images from MR/CT and a motion model to correct the functional

PET images for motion following the reconstruction of individual gated images. The position gated PET data will

be acquired by tracking or will be derived directly from List Mode PET. The gated CT data will be used with

image registration and a motion model to correct the gated PET data, as illustrated in Figure 1. To validate this

method we have developed a complete simulation of the PET data acquisition and reconstruction process based

on the NCAT/SIMSET simulation. The aim of this paper was to set up a simulation that will allow us to assess

the effect of respiratory motion, and subsequently correction methods, on PET data.

2 Materials and Methods

A realistic simulation was developed in order to assess the effect of respiratory motion on PET data. This

simulation consists of two parts: NCAT and SIMSET. NCAT or NURBS (Non Uniform Rational B Splines)

based CAT (Cardiac Torso Phantom) developed by Segars 2001[8] simulates both respiratory and cardiac

motion. NURBS is a bi-directional parametric representation of an object. The NURBS surfaces define the

respiratory structures in the spline based NCAT, which can be altered through manipulation of control points to

simulate respiration. All points of the object can be altered easily via affine and other transformations to model

anatomical variations or patient motions. The change in lung volume during respiration is approximated as a

piecewise cosine function, representing both inspiration (2 secs) and expiration phases (3 secs) of respiration.

NCAT is used to simulate both the activity distribution and the attenuation map of the object. A number of

parameters define the phantoms produced by the NCAT program. These include parameters to define voxel size,

patient motion, variations in anatomy, radionuclide uptake ratios for the activity phantoms, and photon energy (in

this case 511keV) to define attenuation coefficients etc. The data can be divided into frames, in which each frame

contains the data collected in a certain time period. In addition to this the output period (i.e. time per frame *

number of output frames) can also be adjusted. A respiratory period of 5 seconds with a maximum diaphragm

motion of 2.0cm was simulated [9]. The beating of the heart was not simulated. Realistic activities were assigned
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to organs based on real patient data. The NCAT phantom size used was 170*170*61 with cubic voxels of size

(0.334)
 3
 cm 

3
. Lesions were incorporated into the NCAT phantom at specific sites within the right lung. Lesions

in the lungs or liver were modelled as simple spheres of diameter ‘d’. We defined the size, location, and uptake

ratio of each lesion. Four lesions were added to the NCAT phantom at positions: apex (d = 15mm), near

basement membrane; close to diaphragm (d = 20mm); close to pleura membrane i.e. periphery     (d = 10mm);

and in centre (d = 30mm). The positions of the lesions were chosen to reflect those areas most likely to be

affected by motion, and as indicated by a physician experienced in PET. The standardised uptake value (SUV) is

here defined as the tracer uptake value normalised to the total number of counts contributing to the image thus

accounting for different frame lengths. SUV were assigned to organs based on typical clinical FDG-PET studies.

All lesions were set at a SUV of 1.4 (the lung was set at SUV 0.5). The activity and attenuation maps produced

by NCAT were fed into SIMSET to model the physical processes and PET scanner. Figure 2 shows the NCAT

phantom and the corresponding sinogram obtained from this simulation.

SimSET (Simulation System for Emission Tomography) models the physical processes and PET scanner itself

using Monte Carlo techniques [10]. SimSET enables a precise and efficient modelling of gamma ray interactions

in the patient and scanner. SimSET was used to simulate the GE Discovery ST scanner that we plan to use for

patient studies. SimSET parameters were adjusted to model the PET Scanner. The rings of the PET system allow

57 transaxial image slices to be obtained, spaced by 3.34mm, and covering an axial field of view of 19.04cm.

The low and high energy thresholds were set at 510.9keV and 511.0keV, respectively. This high energy threshold

and small acceptance angle of 0.5 degrees minimised the detection of scattered gamma rays. Photon attenuation

was included in the simulation. Some standard count rates/acquisition times for SimSET were then determined.

The true count rate (TCR) was approximated as being 35kcps over the lung area based on data from the GE DST

PET/CT Scanner. In total about 14 million true counts were simulated and detected reflecting a clinical study

with 5 min spent at each (15cm) bed position. The number of counts required is approximated by the equation:

TCR * scan time * 50%. The Noise Equivalent Count Rate (NEC) accounts for the reduction in the signal to

noise ratio due to random and scatter events. The 50% factor comes from the ratio of Noise Equivalent Counts:

True Counts = 50%, based on clinical data [11]. Data was binned into sinograms of bin size 0.3 cm (r = 192,

theta = 256, z = 57). SimSET produced sinogram data and attenuation maps for all frames. These sinograms were

then reconstructed with / without attenuation correction, using Filtered Back Projection (FBP). The images were

smoothed in the transaxial (x,y) and axial (z) directions using a Gaussian Filter of FWHM (full width half

maximum) = 10mm, and displayed using the Wasabi program [12].

The following datasets were created:

(1) Total counts - no motion; this is referred to as the ‘Static Frame’ in further discussion, and would be the

best we could expect to obtain from a motion correction algorithm.

(2) 16 equal time frames each with 1/16 of the total counts (representing 1/16th of the total acquisition time)
were created with each frame at a different position in the respiratory cycle. The 16 frames were

summed to create the ‘moving frame’. Each of the individual frames with 1/16
th
 of the counts was

corrected using the attenuation map appropriate to that frame (which is a theoretically valid attenuation

correction procedure).

(3) Current practice for combined PET-CT scanning is to attenuation correct a non-gated PET image using
a single CT acquired with a breath-hold [13]. To examine how this effects the PET image the procedure

for the ‘moving frame’ was repeated but using the same attenuation correction for all frames.
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Figure 1. Proposed method using anatomical information from CT to

correct the PET data
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Figure 2.  NCAT and SimSET images
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Datasets were created using attenuation correction data obtained at i) max inspiration, ii) mid expiration

and iii) full expiration.

The intensity and dimensions of lesions were evaluated as follows. Regions of interest of 4 and 10 voxel area

were drawn within each lesion and the mean intensity within each ROI was evaluated. ROIs were averaged over

all slices in which a given lesion was visible. Profiles were drawn through the lesions in orthogonal directions

and a volume index calculated as the volume of an ellipsoid with axes corresponding to the three measured

lengths. In order to reduce the effects of noise profiles were averaged over 4 adjacent pixels.

3 Results and Discussion

3.1 Simulation results

Images reconstructed from the simulated data were subjectively very similar to those obtained in clinical studies.

Most of the lesions were visible in all of the (total counts) images reconstructed (figures 3,4). The lesion at the

periphery, however, could not be seen well on any of the reconstructed images obtained – this was the smallest

lesion with a diameter of 10mm. The images reconstructed from 1/16 total counts had, as expected, a much

poorer SNR, and in general it was very hard to detect any of the lesions (figure 5).

3.2 Static frame vs moving frame

The single frame with no motion (figure 3) was of better visual image quality than the single frame including

motion. The lesions are seen to blur most in the direction of most motion – in this case the anterior posterior (AP)

direction. Also the lesion close to the base of the lung (which undergoes the largest displacement during

respiration [14]) is blurred out more than the lesion located in the centre of the right lung.

Figure 6 shows the variation in apparent lesion size, for three lesions that can be seen, in the images with and

without motion. As expected the apparent size increases in each case.  A 40% increase in lesion volume was

calculated for the lesions in apex and base of lung. The lesion located at the centre increased by 14% in size. This

is since the lesion at the centre moves less than the lesions at the apex and base.

Figure 7 shows the variation in SUV for images with and without motion. The SUVs for the apex and base

decrease as expected, by 11%. The SUV for the lesion in the centre in fact increases by 13% – this is possibly

due to noise (streaks) in the FBP reconstruction.

3.3 Effect of using an attenuation correction from a single position

Table 1 shows the variation in SUV for the images attenuation corrected with data from a single phase of the

respiratory cycle. The results for max inspiration and mid expiration have differences 1.2% (centre lesion), 11%

(lesion at base), 15% (lesion at apex). The differences between mid exp and full exp were found to be 22%

(lesion at apex), 21% (lesion at base), 2.3% (centre lesion). The differences in apparent SUV resulting from the

choice of attenuation correction procedure are seen to be large. The corresponding images are subjectively

similar to those above although those corrected with max inspiration and max expiration data show noticeable

artefacts around the edge of the lung, in particular above the diaphragm – similar artefacts can be seen in clinical

PET-CT images.

4 Conclusions and Future Work

A realistic simulation has been developed that will allow us to assess the effect of respiratory motion on PET

data. For the small number of lesions of different sizes described here, the differences in volume and SUV on the

whole behave as would be expected, and confirm that respiratory motion both blurs lesions and decreases the

accuracy of the quantification of PET images. More simulations are obviously required in order to more

completely describe the relationships between lesion size, SUV and position. A strategy of repeated Monte Carlo

simulations is required in order to mitigate the effects of noise in the images, and in particular the effects of

streaking that arises with filtered backprojection reconstruction. The simulation and assessment methods above

will be used to evaluate motion correction methods used to correct both simulated and clinical PET data.
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Table 1. Table showing the % difference between

the SUV of lesions obtained when using single AC

at different respiratory positions. MI – at max

inspiration, ME – at mid expiration, FE – at full

expiration

ME-MI FE-ME

centre 1.2% 2.3%

base 11% 21%

apex 15% 22%
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