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In this paper we propose a new framework for super-resolving facial images under arbitrary pose. While example-based super-resolution methods have demonstrated impressive results for face super-resolution under
given pose and imaging conditions, they have limitations dealing with different poses and illuminations. Due to these limitations their application
to face super-resolution in generalised situations is either impractical or
sub-optimal.
In example-based face super-resolution, the quality of the superresolved face depends crucially on how representative the training set is
and how well a specific super-resolution method can generalise it and
utilise the available information. Due to these issues, example-based
methods are limited in handling variations in the subject’s pose or other
imaging conditions. Most approaches are either limited to one specific
pose (e.g. [1] or [4]) or a number of pre-defined poses for which training
data is available (e.g. [3]).
A powerful tool introduced by Blanz and Vetter [2] which can describe and synthesise human faces under a large range of poses and imaging conditions is the 3D morphable model. A 3D morphable model is
a vector space representation of 3D faces. Given a single 2D face image as input and a set of landmarks, the parameters of the 3D morphable
model can be estimated such that they represent the 3D shape and texture
of the input face. This process is called model fitting which estimates the
model parameters together with a set of rendering parameters such that
rendering the model with the estimated parameters will produce an image
which resembles the input face image. Model fitting can be formulated
as a maximum a posteriori (MAP) estimation of the model and rendering parameters given the input face image and the landmarks. Assuming
independence between some parameters:

phable model on our training facial images and extracting texture from
them. Then, given an input LR image, we super-resolve its texture by
fitting the model on the input LR image, extracting the texture and superresolving the extracted texture. Figure 1 illustrates this process. The
super-resolved texture can then be used together with the estimated shape
parameters and arbitrary rendering parameters to render a new HR version
of the face in the same or a different pose.
We formulate the task as:
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where µ is the model parameters and T ∗ is the sought HR texture.
Although more appropriate ways of finding T ∗ from equation 2 are possible, in this paper we make some simplifying assumptions using which we
estimate T ∗ as:
T ∗ = argmax P(T |µ ∗ , ρ ∗ , f ) = argmax P(T |t) = argmax P(t|T )P(T )
T
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where t is the LR texture extracted from the LR image by fitting the
3D model on the LR input image:
t = TEXTURE_EXTRACT(µ ∗ , ρ ∗ , f )

(4)

We use an approach similar to that of Baker and Kanade’s face hallucination method [1] with a minor modification in order to obtain T ∗ in
equation 3.
We show that even in this oversimplified case, our framework yields
impressive results both in frontal and non-frontal poses. We compare our
α ∗ , β ∗ , ρ ∗ = argmax P(α, β , ρ| f , L)
results in the frontal case with those obtained using Baker and Kanade’s
α,β ,ρ
= argmax P( f |α, β , ρ)P(L|α, β , ρ)P(α)P(β )P(ρ)
(1) well known face hallucination method [1] both visually and in a face
recognition experiment. The added value of our framework is that it can
α,β ,ρ
be used to super-resolve facial images of arbitrary pose using only frontal
where f is the input face image, L is a set of landmarks marked on f , training samples.
α and β are the model shape and texture parameters respectively, and ρ
We conclude that although the model fitting step can add additional
is the set of rendering parameters.
error, the final super-resolved face has visually acceptable quality and it
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Figure 1: Our proposed method for 3D-assisted facial texture superresolution
It is on this texture image that we propose to perform example-based
super-resolution. That is, we first build a sample set by fitting a 3D mor-

