47

Texture Analysis Using Local Property
Maps
P.P. Smyth, C.J. Taylor and J. Adams
Depts. of Medical Biophysics & Diagnostic Radiology
University of Manchester
ppsOwiau.mb.man.ac.uk
Abstract
Morphological granulometry has been shown to be effective in a range of
texture analysis applications. We describe an extension to the standard
approach which allows truly local properties of the texture to be measured
at each pixel. The result is a set of texture features which are analogous
to those which could be measured for individual texture primitives, if they
could be isolated. We demonstrate the ability of the method to estimate
the known properties of the primitives in synthetic texture images and show
that reasonably accurate results can be obtained over a range of practically
useful conditions. We describe the application of the method to a difficult
texture analysis problem - grading the degree of osteoporosis in radiographs
of the femoral neck - and show that better results can be obtained than with
either Laws' texture features or conventional granulometry.

1

Introduction

Textures are image intensity patterns which normally arise because of the presence of
microstructure which cannot be fully resolved. Usually we can think of a texture as
being composed of texture primitives. We are often interested in discriminating between
natural textures; although these may occasionally be regular and highly predictable, it
is much more common to encounter stochastic textures for which there is an element
of randomness in both the form of the texture primitives and the way they are placed.
Ideally we would characterise each texture by recovering, from the image, a description
of the process by which it was generated. Generally this is not possible, so instead we
extract statistics which we hope will reflect the nature of the generating process.
Many approaches to texture characterisation have been described. Second order greylevel statistics [1] over a region of interest and methods based on the response to multiple
filters [2, 3], again over a region of interest, have proved amongst the most successful of
those which have been formally evaluated [4]. More sophisticated filter-based approaches
using Gabor functions [5], Wigner distributions [6] or wavelets [7], show promise but
have not yet been shown to be superior to simpler methods across a range of texture
characterisation applications.
Methods based on mathematical morphology, often known as granulometric methods,
have also been found to be effective [8, 9, 10]. The basis of these methods is to 'sieve'
out image structures at successively larger scales, evaluating some image metric, such as
average intensity over a region of interest, at each scale. The approach is closely related
to fractal-based methods [11, 12]. Dougherty [10] suggests making the region of interest
a sliding window so that a 'local' characterisation can be obtained for each pixel. Use of
the term local is, however, somewhat misleading since the measurements assigned to a
pixel have in fact been derived from a window of large, fixed size (e.g. 30x30 pixels).
BMVC 1995 doi:10.5244/C.9.5
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If we return to the origins of texture, it seems attractive to try and find methods
that work more directly with texture primitives. This is not, however, easy because, as
we have already observed, it is generally impossible to isolate individual primitives. The
situation is further exacerbated by the fact that, in grey-level images, each pixel may
belong to structures at many different scales.
We have investigated a morphological approach to texture characterisation which attempts to obtain truly local structural information over a range of scales; preliminary
results were presented previously by Baichoo [13]. The idea is to apply morphological
filters to remove successively larger scale structures, recording the changes in grey-level
at each pixel rather than over a region of interest. By using directional structuring elements it is possible to obtain length (maximum dimension), width (minimum dimension)
and orientation information. These can be combined at the pixel level to give measurements such as aspect ratio which cannot be obtained using region-based methods. Once
appropriate local properties have been derived for each pixel, summary statistics can be
computed for an area of interest and used for texture classification or segmentation in
the normal way.
In the remainder of the paper we give a more detailed explanation of granulometry.
We describe our new method and present the results of experiments on synthetic textures
designed to test the method's ability to recover the characteristics of known texture primitives in the presence of noise and overlapping structure. We then present results for an
experiment in which our method was applied to a real texture analysis problem - grading
the degree of osteoporosis from radiographs of the femur - comparing its performance
with existing methods.

2

Morphological Granulometry

The basis for morphological granulometry is Matheron's set of axioms relating to the
process of obtaining a granulometric size distribution [14]. He describes a 'sieving' transformation ipx(X) with parameter A upon a set X. To use ip\(X) to classify members of
X on the basis of their value of parameter A, it must have certain properties. These are
(a) Antiextensivity:
I/JX(X) CX

(b) Increasing monotonicity:
Y C X =*. i,x(Y) c VxPO
(c) Idempotence:

VA > 0

VA > 0

VA, M

>o

Morphological opening is such a sieving process. It combines an erosion followed by
a dilation, using a given structuring element, to eliminate all bright structures smaller
in size than the structuring element. It obeys Matheron's axioms when one considers
X as the set of structures (of varying sizes) in an image, and ip\(X) as the opening
process at scale A. Opening can be applied to both binary and greyscale images; in the
case of greyscale images, the presence of structure at a scale has an associated value
corresponding to the contrast at that scale, rather than merely its presence or absence.
Closing is the dual of opening. It eliminates dark structures of less than the structuring element size. Because we cannot, in general, know whether dark or bright structures
are more significant, opening and closing are often used together.
Granulometric methods can employ any structuring element design, although the
most easily understood results are obtained using simple (e.g. circular, linear or rectangular) structuring elements. Having obtained a sequence of opened images /(A) for
increasing scale A, some summary statistics are calculated. The mean brightness of /(A)
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over a region of interest describes the amount of structure ip(\) still present at scales A
and greater. A size distribution, or local pattern spectrum, $(A), can be derived from
V>(A). This is given by
dA
Directional opening is a special form of opening, obeying Matheron's axioms. Linelike structuring elements are used to extract lengths and widths of image structures. To
perform directional opening at scale A, the image is opened using structuring elements
with a range of orientations. The orientation resulting in the least brightness loss at each
pixel is selected, and the opened value in that direction is assigned to the directionally
opened image. Each pixel therefore has an associated direction at each scale. A linear
structure in the image is only eliminated at a particular scale if its longest dimension
(length) is less than the length of the linear structuring element at that scale; the brightness loss is a measure of the contrast of the eliminated structure and the direction is an
indication of its orientation. Similarly, by selecting the direction resulting in the largest
brightness loss, one can perform local width (minimum dimension) sieving; the effect is
identical to isotropic opening using a circular structuring element.

3

Local Property Maps

We introduce Local Property Maps which are intended to provide a description of structure in the locality of each pixel. Directional opening is applied at a range of scales
giving a series of length images L(X); a series of width images W(\) are also obtained by
simulating isotropic opening as described above. The change in grey-level at each pixel
in L and W as a function of A provides a very rich description of local structure. In
the experiments described below we have summarised this information by computing a
weighted mean length, width and orientation at each pixel:
mean length I =

^[L(A<_i) - L(Ai)]Ai
i=l
n

mean width*

=

]TpV(Aj-i) - W{\i)]Xi
»=i
n

mean direction 0 : e2iB

= ^[L(Ai_i) - L(\i)]e2ie'

where 6i is the orientation at scale At, and 0 < 8i < TT. An example of an I local property
map is shown in Figure 1. An important point to note is that the same property value
is generally recorded at every pixel in each texture primitive. Given these raw local
property maps, additional maps of quantities such as aspect ratio (I/id) and area (I * w)
can also be computed. In our experiments so far we have only used opening; a more
complete scheme would compute similar properties using directional closing. Once a set
of local property maps have been obtained, texture characteristics for a region of interest
can be obtained by forming histograms of local property values. The fact that the same
property value is measured at every pixel within a given primitive, means that these
histograms represent the distribution of local structure in a particularly straightforward
way. The histograms are similar to those which would have been obtained for texture
primitives if we had been able to isolate them. A number of weighting schemes can
be used in forming the histograms - the simplest, a number-of-pixels weighting, is not
particularly useful because local properties are only well-defined at pixels where there is
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Original image.

Mean length map.

Figure 1: A mean length local property map.
significant local contrast (i.e. where there is significant loss of grey-level intensity over the
full range of scales used). Weighting the contribution of each pixel by its local contrast
is equivalent to weighting each texture primitive by (contrast*area). A weighting for
the contribution of each pixel of (contrast/^* w)) is equivalent to weighting each texture
primitive by its contrast - given primitives of similar contrast, these two schemes give area
and number-of-objects weighting respectively. Similarly, length and aspect-ratio weighting
schemes can be defined.

4

Experiments with Synthetic Textures

We have used synthetic texture images to test the ability of the methods described above
to recover the properties of texture primitives. The synthetic images were generated
by placing bright rectangular primitives at random positions and orientations on a dark
background. The distributions of lengths, widths and orientations, the density of primitives, and the standard deviation of additive noise could all be varied. Examples of the
test images are shown in Figure 2. Values obtained from weighted local property histograms were compared to the known values. In each case, simple distributions of actual
texture primitive property values were used so that comparable values could be obtained
by taking the means and standard deviations of weighted local property histograms.

(c)

Figure 2: Example test images of rectangles size 2x6 pixels. (a): low density
(0.2 pixel/pixel), no noise; (b): High density(1.6 pixels/pixel); (c): low density
(0.2 pixel/pixel), noise s.d. equal to object brightness.

4.1 Varying Primitive Density and Noise
Test images were first generated using primitives of fixed size (2x6 pixels) at a relatively
low density (0.2 pixel/pixel) to show the behaviour of various weighting schemes. Mean
length, width, area and aspect ratio were measured from local property histograms of
the images, using length, area, aspect ratio and number-of-objects weighting schemes.
Object density and standard deviation of additive noise were then varied. Results for
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mean length are shown in Figure 3; similar results were obtained for mean width, mean
area and mean aspect-ratio. At relatively low densities all weighting schemes except for
number-of-objects weighting gave good results. As primitive density increased, and with
it the number of overlaps, the measured mean length increased, which is expected since
overlapping primitives can mimic larger primitives. The degradation in performance
is, however, graceful, and reasonably good estimates are obtained over a large range of
densities. It should be noted that density values of 0.8 and over imply extremely densely
packed images.
As the noise standard deviation is increased, relative to the intensity of the primitives,
structures become fragmented and appear smaller. In fact the size distribution at each
pixel becomes typically bimodal with one mode at small scales due to noise, and a second
reflecting the true primitive size; the average of the two distributions decreases as noise is
increased. Again, the degradation is relatively graceful and all weighting schemes, except
for number-of-objects weighting, are reasonably good. We show later how the effects of
noise can be reduced.
length
number of objects
area
aspect ratio
true value

0.4

length
number of objects
area
aspect ratio
true value

0.8

primitive density

Figure 3: Measured mean length using various weighting schemes for (left) no noise
and increasing primitive density (in pixels/pixel) and (right) fixed primitive density (0.2
pixels/pixel) and increasing noise standard deviation/primitive intensity.

4.2

Varying the Distribution of Orientations

Test images were created using longer, fixed size rectangles (2x10 pixels), with variable
standard deviation of the orientation distribution. The standard deviations of orientations obtained from weighted local property histograms were compared to the known
values for various combinations of primitive density and noise standard deviation. Results
obtained using area-weighted histograms are shown in Figure 4. There is a reasonably
good correspondence between measured and true values over a range of primitive densities, particularly for larger values of orientation s.d. The effect of overlaps leads to
over-estimation of the angular dispersion when it is low. Orientation estimates degrade
quite rapidly with increasing noise as fragmented structures appear to become more
randomly aligned.

4.3

Varying the Distribution of Lengths

Test images were created using primitives of width 5 pixels with lengths between 5 and 20
pixels. Mean lengths obtained from weighted local property histograms were compared
to the known values for various combinations of primitive density and noise standard
deviation. The results obtained using area-weighted histograms are shown in Figure 5.
There is a linear relationship between measured and true length over a range of density
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Figure 4: Measured area-weighted orientation standard deviation (in degrees) against
input orientation standard deviation for (left) no noise and various primitive densities
(pixels/pixel) and (right) fixed primitive density (0.05 pixels/pixel) and various values of
noise standard deviation/primitive intensity.
and noise conditions, though the absolute errors increase rapidly with noise. Similar
results were obtained for mean width, mean area, and mean aspect-ratio. The noise
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Figure 5: Measured area-weighted mean length against true length (in pixels) for (left)
no noise and various primitive densities (pixels/pixel) and (right) fixed primitive density
(0.1 pixels/pixel) and various values of noise standard deviation/primitive intensity.
experiments were repeated, but with the contribution from the lowest scale (±1 pixel)
excluded from the calculation of the local average property values. The logic behind
this was to try reduce the effect of the bimodal local size distribution which results from
the addition of noise. The results obtained using area-weighted histograms are shown in
Figure 6. The degradation of performance with noise is now much less severe, suggesting
that the modified measurements would be useful over a practical range of noise conditions.
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Figure 6: Measured area-weighted mean length against true length forfixedprimitive density (0.1 pixels/pixel) and various values of noise standard deviation/primitive intensity
excluding finest scale information.

4.4

Summary of Results

In summary, mean local property values reflect the known property values of primitives
well. The test conditions we used included extremely dense textures and extremely noisy
images. Despite this, linear relationships were found between measured and true values
over most of the test conditions, with reasonably good absolute accuracy for conditions
likely to be met in real applications. Excluding information below a half length of 1
pixel was useful in extending the range of noise conditions over which useful length
discrimination could be expected.

5

Application to a Real Texture Problem

Given these encouraging results for synthetic data, we applied our approach to a medical
texture analysis problem - grading the degree of osteoporosis from radiographs of the
femoral neck. We compared the performance of our new texture features with Laws'
spatial filter-based approach and with conventional granulometry using linear structuring
elements.

5.1

Grading Degree of Osteoporosis

Osteoporosis is a condition characterised by a loss of bone, and is a major cause of
hip and vertebral fractures. As bone is lost, thin load-bearing trabecular structures
become reduced in number, length and thickness, weakening the femoral neck as a whole
and increasing the likelihood of fracture. One standard manual method of assessing
the likelihood of a hip fracture from osteoporosis is the Singh index [15], performed by
describing the texture of the trabeculae over a few key regions in the neck of the femur,
imaged using standard radiography. Example radiographs of normal and osteoporotic
cadaver femora are shown in Figures 7 &: 8. It would be desirable to develop an automated
method of assessing the degree of osteoporosis reliably from these images. The task of
ranking femora according to degree of osteoporosis is one which radiologists find difficult,
and is a challenging texture analysis problem. For reproducible assessments, repeated
measurements by more than one radiologist are required. Automation of this task using
computer vision would potentially improve the consistency and reduce the cost and time
for the assessment. Twenty-five standard radiographs, taken of cadaver femora, were
ranked for degree of osteoporosis twice each by two experienced radiologists using Singh's
criteria. The examples were known to cover only the range of osteoporosis from normal to
moderate, increasing the difficulty of the ranking task. The inter- and intra-correlations
of the radiologists' rankings were recorded, and the mean rank for each case was taken
as the 'ground truth' for training and testing texture features.
Five regions for performing texture analysis corresponding to those defined by Singh
were each marked by a radiologist on the first five examples. The position of these regions
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Figure 7: A normal femur.

Figure 8: An osteoporotic femur.

was described in terms of a coordinate system based upon the centre of the femoral head,
and line of narrowest femoral neck cross-section. These anchor points for the coordinate
system were then marked on the remaining examples to define the absolute positions of
the regions of interest. The regions and coordinate system are shown in Figure 9. In the
experiments described here we only used data from region 2, known as Ward's triangle,
and recognised as the area most sensitive to bone loss. The integrated grey-level for the
region was normalised before further analysis, correcting for the effects of variable film
processing and ensuring that only textural properties could be used in the automated
task.

Figure 9: The five regions of interest, and the coordinate system to position them.

5.2

Experimental Details

Local feature maps were created for mean length, mean width, mean area, and mean
aspect-ratio, using length information in the range 5-51 pixels (excluding the smallest
scale) and width information in the range 5-15 pixels. These ranges were chosen to reflect
the scales of the structures which are known to disappear as osteoporosis progresses.
Area-weighted local property histograms were computed and resampled logarithmically
into five bins each. The values in these bins for each of the four property histograms gave
a total of 20 texture features. Of these 20 features the 10 length and width features are
similar to those obtained using conventional granulometry and were considered separately
for comparison. The area and aspect-ratio features are intrinsically local. Laws' texture
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features were also computed using 5x5 kernels and normalising by the L5L5 smoothing
filter to give 24 texture features [2].
The features were used in a linear regression model to predict rankings for unseen
radiographs. The feature values were ranked to transform them from an assumed monotonic to a uniform distribution for use as the independent variables in the regression. We
used a leave-one-out methodology, or cross-validation, to avoid an optimistic bias in the
assessment of automatic ranking performance, performing training using each subset of
24 examples in turn and testing the performance on the remaining example. Given only
25 examples it was clearly necessary to perform selection from each of the feature sets
to avoid overfitting to the design data at the expense of poor performance on unseen
examples.
It was necessary to include the feature selection process as part of the leave-one-out
training phase, so as to eliminate the (significant) bias inherent in performing feature
selection from a large number of variables using all training examples. Otherwise, good
results could have been obtained using sets of random numbers rather than real feature
measurements. This method is described for linear discriminant analysis by Ganeshanandam & Kryzanowski [16], and was applied here in a similar fashion. The neccesary use of
cross-validation made it difficult to calculate confidence intervals for the measured ranking performance in order to test for significance between feature sets. An effective value
of Spearman's rank correlation coefficient ( R3 (effective) ) (taking the ranking based on
the radiologists' mean ranks as the true ranking) was computed from the difference sumof-squares as the measure of ranking performance. The procedure was repeated with
values of 1,2,3 and 4 for n.

5.3

Results

The intra-performance of the two radiologists gave values of Spearman's rank correlation
coefficients (Rs) of 0.760 & 0.923, and the inter-performance gave Rs - 0.830. The
performance of the automatic methods, for different values of n, the number of texture
features, are shown in Table 1. The performance of the best combination of texture
methods was not as good as that of the least consistent radiologist but very much better
than random (Rs = 0.485 is the 0.01 significance level for a sample of 24). It should
be noted, however, that for small samples the leave-one-out approach gave a pessimistic
estimate of performance because generalisation from the design set is likely to be unsuccessful when the design set is small. Also our measure of radiologists' performance
was slightly optimistic compared to that used for the texture features - we should really
have tested independant radiologists against the 'ground truth' ranking produced by our
existing experts. Feature selection for the local property method generally resulted in
a combination which included a particular length feature and one of two aspect-ratio
features. This is consistent with the qualitative interpretation that, as osteoporosis proceeds, structures become thinner, decreasing widths and increasing aspect ratios. The
additional information from the uniquely local features leads to the best overall result,
though a larger training/test set would be needed to establish statistical significance.

3

20 Local measures
Rs (effective)
0.538
0.667
0.601

4

-

n
1
2

10 length/width measures
Rs (effective)
0.574
0.599
0.633
0.439

24 Laws measures
ik (effective)
0.631
0.516
0.533
-

Table 1: Performance of texture features in ranking 25 radiographs for osteoporosis varying n, the number of features selected.
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6

Conclusions

We have described a new method of texture characterisation which extends existing granulometric methods to give truly local sizing of texture primitives. Results for synthetic
texture images show that the method is able to recover the properties of known texture primitives reasonably well over a range of practically useful operating conditions.
The approach we have described for extracting local property maps from the multi-scale
measurements available at each pixel are somewhat simplistic and it may be possible
to improve on the approach. Application of the new method to a real texture analysis
problem has produced encouraging results. More extensive testing on a range of texture
analysis problems and with larger test sets is required.
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