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This paper describes the implementation of a model driven
scheme for 3-dimensional interpretation of simple line
drawings of geometric objects. The scheme is based on
conclusions derived from studies on how humans perceive
impossible objects. These include:

(i) that human vision is pervaded by expectations of
structure,

(ii) that it is compartmentalised spatially; i.e. images
appear to be partitioned into local vertex clusters,
which are analysed relatively separately, and

(Hi) that selected types of information seem to be
passed between these clusters in order to resolve
any ambiguities which may occur when each
cluster is interpreted separately.

The system described here (called 10) has been designed to
capture some of the methods which human vision seems to
use in interpreting simple line drawings, as indicated by our
ability to see impossible objects. The two most important
aspects of the system are those of clustering and line
labelling. The paper concentrates on the clustering technique
and provides a summary of the line labelling process used.

Recently the interpretation of line drawings has been
overshadowed by interest in more complex inputs such as
flow, binocular disparity, texture and shading. However
there is a good deal of evidence that in human vision,
techniques which are relevant to line drawings take priority
over analysis based on these more complex inputs [1]. This
suggests that it is worth re-examining the techniques which
human vision uses to interpret line drawings.

The best known approach to interpreting line drawings
originated with Guzman's program SEE and continued with
the work of Huffman, Clowes, Waltz and Mackworth [2-6].
More recently the ideas have been developed by Kanade,
Draper and Sugihara [7-9]. These programs suggest that
interpretation is composed of the following stages:

(i) the recovery of basic 2-dimensional structures in a
drawing, e.g. lines and closed regions;

(ii) these structures together with the laws of
projection provide a set of alternative
interpretations;

(i i i) the range of options is narrowed by making
assumptions about surfaces, principally that they
are plane and are simply connected;

(iv) conclusions can then be drawn about an object's
topology, such as whether edges are convex,
concave or occluding;

(v) the object's geometry (i.e. angles and lengths) is
then found by making assumptions about local
regularities, e.g. a face is symmetrical, edges meet
at right angles.

At each stage of the interpretation process the assumptions
are becoming stronger and the set of possible interpretations
is correspondingly reduced until a most likely interpretation
is obtained.

This work has been considered by Cowie in relation to
human performance [10]. Cowie, using impossible objects
as test cases, argued that this progression does not model
the way human vision actually works. We have developed a
system called 10 which is designed to match human vision
more closely. 10 does have a number of features in common
with previous schemes. It is particularly closely related to
the Huffman-Clowes algorithm and the programs which
stem from it [8,10]. Specific links include

• it uses impossible objects as key tests of its
performance; and

• it uses labelling-like representations which make
explicit only some of an edge's properties.

The fundamental difference between 10 and these predecessor
schemes is that 10 is concerned from the outset with finding
structures that show a high degree of geometric regularity.
The question of whether surfaces meet at an edge is
addressed at the end of the interpretation process, not at the
beginning.

At the core of this approach is a global representation
which, rather than specifying relationships between
surfaces, specifies the tridimensional orientation of edges. It
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is derived from postulates about structural relationships
among edges; particularly important relationships are being
at right angles and being parallel. Information about edge
orientations constrains decisions about other relationships
(particularly relationships between surfaces at edges), and so
allows most of them to be taken locally.

The interaction of these components allows 10 to handle
consistency in a way that mirrors human performance and
makes sense practically. The global representation makes
explicit the orientations of edges, but it does not make
explicit the depth relations which are implied by the
underlying postulates about structural relationships. This
has several attractive properties. First, the description of
edge orientation provides a global framework to which 10
refers decisions about other properties. This is economical
because it means that 10 rarely needs to cross check
decisions about these other properties except on a local
basis. Second, some problems can arise, and go undetected,
because the representation fails to express some
implications of the underlying postulates. These are closely
related to the problems which occur when humans see
'impossible objects'. Third, the way structural relationships
are postulated ensures that this weakness only causes
problems under precise and unlikely circumstances,
involving accidental alignments. Fourth, the treatment of
surfaces determines when implicit anomalies do emerge.
While analysis concerned with surfaces remains local,
anomalies can remain latent. But once they are treated
globally, several forms of anomaly may emerge: anomalies
involving changes of edge label; anomalies involving
change of orientation within a single surface; and
inconsistencies in the apparent ordering of surface fragments
in depth.

10 exploits these properties by developing local
interpretations for different parts of an object (a cluster of
vertices), and then resolving any uncertainties in these local
interpretations by exchanging information between clusters,
thus providing a most likely global interpretation. The
global information takes the form of information about edge
orientation. This approach depends on preprocessing which
finds appropriate clusters. For example the interpretation
that people see follows naturally if the object in Figure 1
opposite is divided into the clusters indicated. This leads to
a 'pseudostable' interpretation of the object, where
interpretation within each cluster is consistent and conflicts
between them go unrecognised. This would not happen if
different clusters were formed, or if other kinds of global
information were automatically exchanged between clusters.

An overview of the 10 system is now given. This is
followed by a more detailed treatment of the clustering
technique. An outline of the labelling strategy is then
presented and finally some conclusions are outlined.

10 SYSTEM OVERVIEW

10 is a program which has been developed in an attempt to
address the issues outlined above. (The name 10 stands for
Impossible Objects since these provide key test cases). The
initial version of the system was written in POP 11. Input
to the system consists of a set of co-ordinates defining
vertices in an image and connections indicating which
vertices are joined by lines. (In the long term this
information will be extracted automatically from a captured
grey-scale image). The output of the system is a description
of the scene in terms of objects or parts of objects,
specifying 3-dimensional orientation of edges and showing
which are convex, concave or occluding.

This sequential version of the system however does not
really model the way local analyses takes place in human
vision. In view of this an implementation is currently being
written in occam for transputer networks. By using
transputers we will be able to implement each stage of the
system on a transputer network topology appropriate to its
needs. For example the extraction of lines from the input
image can most efficiently be implemented using a SIMD
structure, whereas the derivation of 3-dimensional
description is a much higher level operation and would be
more suited to a MIMD architecture.

In this way we aim to make full use of the flexibility of
transputer hardware to construct network topologies suitable
for the whole analysis process. This should enable the
partitioning of the interpretation task into subtasks which
not only model human vision but which also can be
implemented in parallel with minimum, but appropriate
global communication.

The 10 system consists of four main sections, namely:
• input and elementary feature extraction,
• clustering of vertices into related groups,
• calculation of edge orientation and angles, and
• decisions on relationships between surfaces.

A basic framework has been constructed in which each of
these sections is addressed but to varying degrees of detail.

Figure 1: example of appropriate clustering
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THE CLUSTERING ALGORITHM
The term clustering is used to describe the combining of
the vertices of a figure into groups of related or associated
vertices, where association is defined according to the
following two criteria:

• distance between vertices, and
• angular relatedness of vertices.

Angular relatedness is defined in terms of the orientations of
the lines which represent a vertex. The simplest form occurs
when corresponding lines in two vertices are parallel.
Subtler forms occur when some lines are parallel and others
are related by reflection about an axis of symmetry. (This
axis must be at right angles to lines which are parallel.)

These factors are measured numerically and combined to
produce a matrix of values which indicate the association
between each possible pair of vertices in the image. These
values range from 0 to 99 where 0 indicates no association
and 99 represents the association between a vertex and itself.
The matrix can then be analysed and the clustering of
vertices identified.

Distance between vertices
The distance component of association is straightforward.
The closer together two vertices are spatially, relative to
the whole object, then the greater the contribution of the
distance factor to their association.

Angular relatedness of vertices
Measuring angular relatedness is a little more complicated.
It depends both on the number of lines meeting to form a
vertex and the slopes of those lines. The method used
calculates three representations of the orientations of the
lines forming a vertex.

Firstly, a basic list is constructed which specifies the
orientation of each of the lines at the vertex. Secondly, six
derived lists are calculated, where each list consists of the
basic list together with one other orientation. This
additional item is produced by reflecting one line in the
basic list about another. The reasoning behind this is that a
vertex v may belong to a structure which contains not only
lines in the orientations which are visible at v but also
lines in an orientation related by symmetry to v. Thirdly,
an orientation histogram is constructed. Each bar is
associated with a 6° range of orientations. Its height
estimates the probability that the cluster to which v
belongs contains a line in that range of orientations. Thus
the histogram is a hypothesis about the orientations which
characterise the cluster that contains v.

The two parameters, distance and angular relatedness, are
used to construct an initial estimate of the associations
between each pair of vertices. These form an association
matrix. An iteration phase is then entered where the values
in the orientation histogram are modified and the association

matrix is re-calculated. This iteration phase involves two
main operations:

• changing a vertex's orientation histogram by a
weighted sum of the orientation histograms of
vertices which are believed to be strongly
associated with it; and

• using the relationship between orientation
histograms to re-estimate the clustering matrix.

This process continues until the change in the clustering
matrix from one iteration to the next is below some pre-
defined threshold. The vertex clustering can then be found
from the final matrix by identifying those vertices which
have high association values. Figure 2 (b) illustrates such a
matrix for object 2 (a). The clustering effect can be seen
clearly with vertices 2-7 and 1,9-14 forming two distinct
groups. As can be seen from the matrix, vertex 8 could be
grouped in either cluster but probably fits best with vertices
2-7. An additional step is necessary to recover explicit
descriptions of clusters from the matrix, but the matrix does
usually make the result reasonably clear.
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(a) Folk's object
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(b) Cluster Matrix

Figure 2. Object and its association matrix.
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Figure 3: results of clustering

Figure 3 illustrates the kind of performance that the
clustering algorithm produces. Pictures (a)-(c) are cases
which need to be divided in a certain way to explain the
anomalies that human observers experience. The clustering
algorithm finds the appropriate divisions. Pictures (d) and
(e) illustrate another human-like property. Clustering finds
one object in (d), but two - the block and the hole - in (e).

This corresponds to what naive observers report, that the
hole in (e) seems to be dissociated from the block.

The basic rationale behind the present algorithm was to find
as simple a way as possible of applying two criteria

• clusters should be spatially compact;
• clusters should represent object fragment which

contain edges in a few related orientations in space.

These are just the criteria which are naturally relevant to
finding clusters suitable for passing to an interpreter
concerned with settling edges' orientations in space. It is
striking that meeting this specification in the simplest
obvious way leads to performance which both makes sense
and has distinctly humanlike characteristics.

In addition to these basic requirements the processes
involved in clustering were intended to be psychologically
realistic in several respects:

they were intended to suggest conclusions about
the geometric structure of an object or object
fragment using relationships which are present in
the picture, rather than embarking on a full 3-
dimensional analysis, since there is evidence that
human vision uses picture relationships in this
way [11];

• they were intended to achieve a form of
segmentation without relying on knowledge about
the full extent of a region or (less critically) a line,
since human vision seems to make limited use of
these kinds of knowledge [11].

The algorithm which produced the results in figure 3 does
make some use of the fact that certain vertices are joined by
a line. At each iteration the association between two
vertices is strengthened slightly if there is a line between
them. However the existence of lines is an aid to clustering,
not a requirement, in contrast to earlier systems where
connectivity has been critical. This means that IO's
clustering processes could be applied to the problem of
texture segregation, which is intriguing from an
evolutionary perspective. During trials we explored versions
which took account of whether vertices bounded the same
region. This did not improve performance.

Implementation
The implementation of the clustering algorithm consists of
a number of phases, each of which is mainly concerned with
constructing a matrix of numeric measurements:

• data capture
• construction of a slopes matrix
• construction of a distances matrix
• construction of local orientation lists
• construction of angular relatedness matrix
• construction of an orientation histogram
• construction of an initial association matrix
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• adjustment of the association matrix until
convergence is achieved.

The iteration stage adjusts the association matrix until
convergence occurs. This refinement process depends on the
values in other matrices, particularly the matrix containing
the orientation histograms. These matrices are also altered
during the process. Currently the algorithm is implemented
as a sequential program on a single transputer. We are now
in the process of analysing the algorithm to identify the
best way a network of transputers could be used. Our aim is
not only to speed up the construction of the clustering
matrix but also to identify a topology which reflects the
model of the human visual system being proposed.

THE LABELLING STRATEGY

Once the clustering algorithm has completed, the cluster
matrix can be inspected and vertex groupings can be
identified. The orientation histograms provided by the
clustering phase can then be used to suggest the kind of
structure a vertex grouping (or object fragment) has. Using
a simple formula [12], 10 can recover the orientation of
lines within each object fragment in three-dimensional space
and assign labels to them. There are two components to
these labels: those of slope labels and direction labels. The
slope labels take values in the range 0-90 degrees and
represent the magnitude of the angle a line or edge makes
with plane of the drawing surface (or page, screen, etc.). The
direction labels indicate the sign of the angle and can be
positive or negative. In effect they specify which end of an
edge is nearer the observer. Figure 3 illustrates. It shows
two rectangular interpretations of a simple drawing with the
three dimensional slope of each line indicated. Arrows are
used to represent direction labels: the arrow points towards
the end of the edge which is nearer the picture plane. So in
(a), vertex vl is nearest to the drawing surface and the slope
of the line in the direction vl to v2 is plus 49° while the
slope of the line in the direction v2 to vl is minus 49°.

v2
(b) hollow shell

Figure 3. Slope and Direction Labels

opposite in sign. This corresponds to the Necker reversal,
which is well known in psychology. 10 chooses between
them on the basis of cues which are used in human vision.
These are height in the field (if an edge is nearly vertical,
assume that the top end is nearer the image plane than the
bottom), and occlusion signalled by T shaped junctions.
(Where T junctions are present, one inverse usually implies
that the stem of the T is in front of the crossbar where they
coincide. This is anomalous, and an inverse which involves
it should be rejected. Direction labels provide an easy way
of detecting the anomaly).

Once the slope and direction labelling has been performed
the lines can be assigned Huffman-Clowes edge labels.
Knowing edges' orientation in space constrains the way
surfaces may meet at a vertex or an edge. This means that at
the stage of assigning edge labels, 10 is considering a
narrow range of possibilities at each vertex than its
predecessors - one or at most two. This allows most
decisions about edge types to be taken locally (within each
object fragment or cluster). This is efficient and also
psychologically appropriate, since it means that the kinds of
anomalies which typically arise in impossible objects can
remain latent. For example, impossible objects are often
impossible in three dimensional space because an edge
'illegally' changes label, i.e. the edge may have been
labelled occluding left at one end vertex and occluding right
at the other end vertex which is illegal since an edge can
only occlude on one side. This effect is illustrated in figure
4 below. 10 overlooks this - as humans do - because it has
partitioned the figure into two clusters (see figure 3) and
settled edge labels within the clusters.

P) convex edge (+) concave edge

surface a occludes
surface b

KEY to Huffman - Clowes labels

Figure 5. Illegal Line Labelling

Initially 10 always finds two options like those illustrated T h i s i s o n l y a p r o b i e m i n exceptional cases because

in figure 3, with slopes which are equal in magnitude but information about edge orientations (slopes and directions)
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is passed between clusters, ensuring that local analyses
agree on the way edges are oriented in space. This is
normally enough to ensure that decisions about surfaces are
compatible.

CONCLUSIONS
We have described a model driven scheme for 3-dimensional
interpretation of line drawings of simple geometric objects.
In particular a clustering technique has been proposed which
attempts to model the way people see impossible objects
and captures a number of features which the human visual
system seems to use. This algorithm achieves good results
on the test cases considered so far, however a number of
refinements are still to be incorporated into the system.
Future work also includes the development of a parallel
implementation not only of the clustering algorithm but of
the whole 10 system.
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