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Abstract
In diffusion magnetic resonance imaging, images sensitised to water diffusion are acquired by applying magnetic field gradients in different directions. In order to reduce
the scanning time so that the procedure is clinically plausible, it is necessary to limit the
number of directions, and thus the spatial and angular resolution of the image. Missing data is then reconstructed in the post-processing step. However, the measurement
noise can be significant and affect adversely the reconstructed signal. An elegant way of
dealing with this problem is to use regularisation during reconstruction. Depending on
the strength of regularisation applied, it may lead to an under- or over-regularised solution. Previous works have established the L-curve analysis as a procedure for automatic
selection of regularisation strength in diffusion signal reconstruction. In this paper the
L-curve-based approach is compared with a recently proposed method based on ground
truth validation.

1

Introduction

Diffusion magnetic resonance imaging (dMRI) is a non-invasive imaging technique that is
used to measure the displacement of water molecules (water diffusion) in the brain, in the
form of 3-D diffusion profiles sampled at discrete directions in each voxel. As the diffusion
profiles are affected by barriers, mostly in a form of neural fibres, it is possible to use the measured diffusion profile to infer the orientations of brain fibre tracts. This information about
the brain fibre tracts can be used to detect early changes in brain tissues [Bihan, 1995], recreate the white matter fibre tracts [Basser et al., 2000], or study brain connectivity [Sotiropoulos
et al., 2010].
Of particular importance in dMRI is the principal direction and strength in which the water molecules diffuse, as this information allows inference of the brain fibre orientation. Diffusion tensor imaging [Basser et al., 1994a,b] (DTI) is a basic method that provides, amongst
others, this information by reconstructing a three-dimensional (3-D) diffusion profile. However, the second order tensor model used in DTI is only valid for a single fibre direction at
c 2013. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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a voxel, and fails in the presence of complex fibre structures, such as multiple fibre crossings [Alexander et al., 2002, Frank, 2002, Anderson, 2005].
Q-ball imaging [Tuch et al., 2002, Tuch, 2004] (QBI) is a non-parametric alternative to
DTI. With QBI the diffusion signal is acquired using a high angular resolution diffusion
imaging protocol [Frank, 2001, Tuch et al., 2002, Özarslan and Mareci, 2003] (HARDI) and
directly transformed into the diffusion orientation distribution function (ODF), from which
analysis similar to DTI can be reliably performed. There are also other methods that address
DTI shortcomings, but due to the limited scope of this paper they will not be introduced
(see [Malcolm et al., 2011] for a comprehensive review).
To accurately compute the ODF the diffusion signal has to be densely sampled. At the
same time, to make the scanning time clinically plausible, the number of sampling directions has to be limited. The resulting discrete representation of the diffusion signal is not
enough to estimate ODF, so the signal is further processed. A popular tool used to describe
and analyse HARDI data is spherical harmonic (SH) analysis. These global basis functions
has been exhaustively studied and are natural candidates for representing signals on the
sphere [Frank, 2002, Alexander et al., 2002, Tournier et al., 2004, Özarslan et al., 2006, Anderson, 2005, Hess et al., 2006].
One of the major problems for diffusion signal processing is noise inherent in the data.
Due to the low signal-to-noise ratio (SNR) the recreated ODF profile exhibits noise-induced
peaks. The use of Tikhonov regularisation [Tikhonov et al., 1977] can reduce the irregularities of the profile at the cost of lowering angular resolution [Descoteaux et al., 2006a]. The
strength of smoothing applied has to be determined in a way that prevents under or overregularisation.
The commonly used L-curve analysis [Hansen, 1992] and general cross validation [Sakaie
and Lowe, 2007] (GCV) provide an automated approach for regularisation parameter selection, and both produce similar results [Day, 2011]. Recent research based on ground truth
(GT) validation [Neuman et al., 2012] has shown that L-curve, and consequently GCV, may
not find the optimal parameter as a different parameter can be found that allows for a more
accurate profile reconstruction. This paper extends the previous work in that field, and investigates the relationship between L-curve and GT validation methods.

2
2.1

Background
Diffusion Signal and Spherical Harmonics

A single fibre response can be modelled using a 3-D Gaussian kernel, while multiple fibre
crossings can be modelled as a sum of Gaussians [Frank, 2002, Alexander et al., 2002]:
N

E(θ, φ) = E0

∑ vk exp(−b~gT Dk~g) ,

(1)

k =1

where E0 is a T2 weighted image, N a number of fibre crossings, vk a kth fibre volume fraction (∑k vk = 1), b a diffusion weighting factor which depends on scanner parameters, D a
positive definite 3x3 matrix (rank-2 tensor), and ~g a Cartesian representation of a gradient
direction θ, φ in which the diffusion weighted signal E is measured.
In a clinical application the image acquisition time has to be relatively short. To reduce
the scanning time the angular sampling is limited, with the number of diffusion sensitising
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gradients varying between 15 and 60 [Jones, 2004]. To recreate the full 3-D profile of the
signal, values in-between the sampling points have to be reconstructed.
Modelling the diffusion data with a non-linear, multi-tensor model is non-trivial (unknown N), computationally expensive (due to the exponential function), and unstable (for
N > 2). The SH basis functions [Nikiforov et al., 1988], which are seen as a Fourier transform extension to the sphere, can be used to represent any spherical signal. Due to the
limited number of acquisition directions, the SH series (SHS) has to be truncated [Alexander
et al., 2002]:
n

Ê(θ, φ) =

l

∑ ∑

m
cm
l Yl ( θ, φ ) ,

(2)

l =0 m=−l

with Ylm being a spherical harmonic function, Ê the reconstruction of the measured signal E
using nth order SHS, and cm
l a SH coefficient of order l and band m. The order of the SHS
depends on the number of diffusion sensitising gradients, e.g. the number of basis functions
has to be less (approximation) or equal (interpolation) to the number of gradient directions.
In practice, for a 60 direction spherical sampling an 8th order (45 basis functions) SHS is
used.
The SH coefficients are found using the spherical harmonic transform (SHT):
cm
l

=

Z 2π Z π
0

0

E(θ, φ)Ylm (θ, φ) sin θdθdφ ,

(3)

which intuitively may be presented as a linear regression, and solved using a least squares
method:
arg min kYc − Ek2 =⇒ c = (YT Y)−1 YT E .
(4)
From this SH representation of a diffusion function the whole 3-D diffusion profile can be
recreated.

2.2

Diffusion and Fibre Orientation Distribution Function

The orientation distribution function characterises the 3-D distribution of water diffusion. It
can be directly approximated by performing a Funk–Radon transform (FRT) of the measured
diffusion signal E [Tuch et al., 2003]:
ψ(u) ≈

Z
q⊥u

E(q)dq ,

(5)

where u and q are unit direction vectors.
Using the Funk–Hecke theorem and a SH representation of the diffusion signal, the ODF
can be derived analytically [Anderson, 2005, Hess et al., 2005, 2006, Descoteaux et al., 2006b]
(parallel and independent research) through a linear transformation of SH coefficients:
n

ψ(θ, φ) ≈

l

∑ ∑

m
2πPl (0)cm
l Yl ( θ, φ ) ,

(6)

l =0 m=−l

with Pl (0) being the associated Legendre function of order l evaluated at 0.
Since some of the water molecules diffuse perpendicular to the barriers (underlying fibres) the ODF profile tends to be oblate, and as such not obvious to interpret. The spherical
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Funk-Radon transform

spherical deconvolution transform

Figure 1: Relationship between diffusion signal (left), ODF (middle), and FODF (right). Two
fibre fibre crossing at 45◦ (black lines).
deconvolution transform [Descoteaux et al., 2009] is a non-linear method for transforming
the oblate ODF into a prolate fibre orientation distribution function (FODF).
As the SH operate in a Fourier domain, the convolution and deconvolution operators
become a multiplication and division. The deconvolution kernel is created as:
fl = q

Z

2π
∑iZ ((λ2 /λ1 − 1)z2i + 1)

∑ ( Pl (zi )((λ2 /λ1 − 1)z2i + 1)) ,

(7)

i

where λ1 and λ2 are diffusion tensor D (assumed single fibre response) major and minor
eigenvalues, and zi a random number from −1 to 1 (Z should be large enough to represent
the whole range, e.g. 1024).
The FODF is simply derived as a linear transformation of SH coefficients:
n

F (θ, φ) ≈

l

∑ ∑

m
2πPl (0)cm
l Yl ( θ, φ ) / f l .

(8)

l =0 m=−l

Figure 1 shows the relationship between HARDI signal, ODF, and FODF – the FODF (right)
is a sharpened version of ODF (middle), which in turn is a transformed HARDI signal (left).

2.3

Tikhonov Regularisation

Similar to the Fourier transform, the higher order SH basis functions represent higher frequencies of the signal and are sensitive to noise. To decrease the susceptibility to noise a
matrix regularisation based on the Tikhonov method [Tikhonov et al., 1977] was introduced
to dMRI [Hess et al., 2006, Descoteaux et al., 2006a]. It is one of the most common regularisation methods of ill-posed problems, and as a general tool has many applications, e.g.
in neural networks [Bishop, 1995], electromagnetism [Colinas et al., 2004], super-resolution
reconstruction of MRI images [Zhang et al., 2008], or navigation [Nieminen et al., 2011].
During the signal reconstruction step (Equation 4) the regularisation term is added, and
the classical linear regression becomes:
arg min kYcλ − Ek2 + λ2 kΓcλ k2
cλ

=⇒

c λ = ( Y T Y + λ 2 Γ T Γ ) −1 Y T E ,

(9)

where Γ is a chosen Tikhonov matrix, and λ2 a parameter controlling the strength of regularisation.
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Figure 2: Regularisation effect on ODF (top) and FODF (bottom) reconstruction of 90◦ fibre
crossing. Regularisation parameter varied from 0 (left) to 0.1 (right).

The SH design matrix Y is neither ill-conditioned nor singular, and subsequently the
problem defined by Equation 4 is not ill-posed. The reason for adding a regularisation term
is to reduce noise, and as such, the Tikhonov regularisation is used to build a low-pass
filter. The Tikhonov matrix is based on a Laplace–Beltrami operator [Descoteaux et al., 2007],
which as a smoothing operator naturally reduces influence of high frequencies (noise) while
preserving low frequencies (data). In SH domain, this is achieved with a diagonal matrix
Γ T Γ with l j2 (l j + 1)2 along the diagonal (l j being the order associated with the jth coefficient).
With a good regularisation matrix in place, only the selection of the regularisation parameter needs to be addressed. The parameter should be large enough to suppress noiseinduced false peaks on ODF/FODF yet at the same time low enough not to reduce the angular resolution of the recreated profile too much. Figure 2 shows ODF and FODF profiles
of a 90◦ fibre crossing recreated with increasing regularisation strengths. As the regularisation parameter increases (left to right), the recreated ODF/FODF profiles lose noise induced
peaks at the cost of angular sharpness.
The two automatic parameter selection schemes, namely L-curve [Hansen, 1992, Descoteaux et al., 2006a] and general cross validation (GCV) [Sakaie and Lowe, 2007], can
find the optimal compromise between the data preservation and the improvement of the
design matrix condition. Due to noise inherent in the data this approach may yet lead to a
non-optimal solution [Neuman et al., 2012]. Since it was shown that both L-curve and GCV
provide similar parameters [Day, 2011], only the former will be addressed.
The L-curve analysis is based on the plot of the norm of a regularised solution kcλ k2
against the norm of the corresponding residual kYcλ − Ek2 . The plot, which on a log-log
scale has a shape of a letter ’L’, allows selection of an optimal regularisation parameter, which
gives a solution neither under- nor over-regularised. A range of parameters is tested, and
the function is plotted with the optimal parameter placed at the point of maximal curvature.
This corner of the ’L’-shaped curve can be found either analytically [Descoteaux et al., 2006b],
by approximating the curve with a polynomial, or numerically [Neuman et al., 2012].
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Methods
Optimal Regularisation Parameter

The procedure described in [Neuman et al., 2012], based on a GT validation, is used to select
the optimal regularisation parameters. GT validation is a Monte Carlo simulation in which
the optimal parameter value is selected for HARDI, ODF, and FODF profiles separately. The
objective function is based on a difference between the simulated phantom (ground truth)
and a regularised, noisy reconstruction:
arg min kWA(Y T Y)−1 Y T E − WA(Y T Y + λ2 Γ T Γ)−1 Y T Êk2 .

(10)

λ

The terms (Y T Y)−1 Y T E and (Y T Y + λ2 Γ T Γ)−1 Y T Ê are SH expansions of simulated (least
squares) and noise corrupted (Tikhonov regularisation) signal. The diagonal matrix A is
used to transform the SH coefficients into ODF or FODF coefficients (A is set to I for HARDI
reconstruction), and matrix W is a SH design matrix based on a dense spherical sampling
(1024 diffusion encoding gradients used for fitness evaluation). The 8th order SH design matrix Y used to find the SH coefficients is created with a clinically feasible spherical sampling
(60 directions).
The regularisation parameter is considered optimal when, on average, it minimises the
difference between the phantom profile and the recreated profile from a corrupted signal.
Each SNR (from 1 to 50, step of 1), diffusion weighting factor (1000 to 5000, step 100), and
diffusion tensor (high and low anisotropy, latter called HA and LA) combination (both feasible and infeasible) is simulated 10000 times (good convergence was already observed at 2000
iterations). For each reconstruction (HARDI, ODF, or FODF) a different optimal parameter
was sought.
Furthermore, different regularisation parameters exist depending on the apparent diffusion coefficient D used to simulate the signal E (Equation 1). As such, two different tensor
models are investigated - high anisotropy model used by Descoteaux [Descoteaux et al.,
2006b], and more oblate model used by Neuman [Neuman et al., 2012].

3.2

Validation

Each combination of diffusion weighting factor, SNR, and diffusion tensor used in simulating the phantom data has its own optimal regularisation parameter. To numerically evaluate
the reconstruction accuracy another set of phantom data was created using Equation 1. The
same b-value–SNR–tensor combinations were tested as in Section 3.1.
Validation using the same error measure as in Section 3.1 would introduce a systematic
bias. As such, a different error measure has to be used, and to quantitatively represent the
reconstruction accuracy a correlation coefficient [Anderson, 2005] is measured:
r= p

m
∑l ∑m cm
l ĉl
p
,
m
m
∑l ∑m cm
∑l ∑m ĉm
l cl
l ĉl

(11)

m
where cm
l and ĉl are SH coefficients of noise-free and noise-corrupted reconstructions respectfully.
For qualitative assessment, a whole-brain scan of a healthy male subject was processed,
and FODF profiles over a region of interested were plotted. A single-shot, spin-echo, echoplanar, diffusion-weighted sequence in a Philips 3T Achieva clinical imaging system was

NEUMAN ET AL.: TIKHONOV REGULARISATION IN DIFFUSION SIGNAL ESTIMATION
Annals of the BMVA Vol. 2013, No. 8, pp 1–14 (2013)

7

used (acquisition matrix 112 × 112 with in-plane resolution 2 × 2 mm2 , 52 slices with a thickness of 2 mm, b = 3000 s/mm2 , TE = 72 ms, and TR = 15292 ms). 61 evenly spaced
diffusion weighting directions [Cook et al., 2007] were used, and six b = 0 s/mm2 images
were acquired and averaged.

4
4.1

Results
Optimal Regularisation Parameter

A group of optimal parameters found using the method described in the Section 3.1 are presented in Figure 3. As expected, the value of the optimal parameter varies depending on
the diffusion weighting that is applied, SNR, and diffusion tensor D used to generate the
phantom signal. In all four cases, the optimal parameter found by a GT method follows
the same pattern: the lowest regularisation parameter is recommended for ODF (GT-ODF)
reconstruction, the highest for FODF (GT-FODF) reconstruction, and in-between is the optimal parameter for HARDI (GT-HARDI) reconstruction. With a single tensor response being
more oblate (LA model), it is possible to safely apply a stronger regularisation (e.g. without
affecting the real signal). Depending on the model used, the parameter can be as high as
0.025 (LA model, very low and very high b-values), or as low as 0.001 (HA model and very
high b-values or large SNR).
The diffusion weighting factor b regulates the sensitivity to the water diffusion. With
higher b-values the signal non-parallel to the barriers (fibre orientations) decays faster, leading to the sharper HARDI, ODF, and FODF profiles. With a relatively smooth signal stronger
regularisation can be applied without the loss of information, which is exhibited by GTbased parameters (Figure 3, left column). As the diffusion weighting applied increases and
profiles become sharper the optimal value for the regularisation parameter should decrease.
With an LA model, this trend is observed until around 3500 mm/s2 , when the parameter
starts to increase. This may indicate that the reconstruction becomes unstable i.e. for a given
SNR the SHS adapts to the noise as often as to the signal. With an HA model this point has
not been reached.
The L-curve method produces parameter values that follow a different trend. Initially,
the stronger the diffusion weighting the higher the regularisation parameter becomes. Around
2500 mm/s2 and 3500 mm/s2 for LA and HA models, this trend reverses and the regularisation parameter starts to decrease. As expected, for both LA and HA models, regardless of the
method used, the higher the SNR is the lower the optimal regularisation parameter becomes
(Figure 3, right column). The difference in those two models is, again, in the values – when
the phantom data is created using an LA model a stronger regularisation should be applied.
With an LA model, the L-curve method delivers parameter values that are lower, while with
an HA model values that are higher (with a small exception when b < 2000 mm/s2 ) than
GT-based method.

4.2

Reconstruction Accuracy

The reconstruction accuracy is measured as a correlation coefficient of two SH reconstructions: of phantom data, and of regularised, noise-corrupted data. The accuracy was measured for HARDI, ODF and FODF reconstructions using parameter found via GT method
(separate parameter for HARDI, ODF, and FODF reconstruction) and L-curve method (one
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Regularisation parameter as a function of:
signal-to-noise ratio
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Figure 3: GT and L-curve based parameters as a function of a diffusion weighting factor (left
column, SNR = 35), and signal to noise ratio (right column, b = 3000 mm/s2 ); values found
for a phantom signal generated using LA (top), and HA (bottom) models.
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Reconstruction accuracy as a function of:
signal-to-noise ratio
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Figure 4: Reconstruction accuracy (in terms of the correlation coefficient) of the recreated
FODF profiles as a function of a diffusion weighting factor (left column, SNR = 35), and SNR
(right column, b = 3000 mm/s2 ); reconstruction accuracy of a phantom signal generated
using LA (top row) and HA (bottom row) models.
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parameter, based on L-curve analysis of HARDI reconstruction). The regularisation parameter is selected according to Figure 3.
There is almost no difference in HARDI and ODF reconstruction accuracy using GT and
L-curve based regularisation parameter values. As HARDI and ODF profiles are relatively
smooth, the higher order harmonics carry a low fraction of energy, and suppressing them
does not affect the correlation coefficient much. For both methods the correlation coefficient for HARDI and ODF reconstruction is between 0.9 and 11 , and is hardly affected by a
diffusion weighting factor or SNR (slow linear decrease, visualisation omitted).
The main difference between GT and L-curve methods can be seen with the FODF reconstruction shown in Figure 4. With an LA model, a GT method consistently reconstructs
more accurate FODFs than L-curve (the increase in the correlation coefficient by almost 0.25).
With an HA model, the situation is less obvious: the difference in accuracy is much lower
(up to 0.1), and the GT method is not always better. In a narrow range (diffusion weighting
factor of 2000 mm/s2 to 3000 mm/s2 ) an L-curve based regularisation reconstructed more
accurate FODFs (the regularisation parameter was up to 2 times higher, Figure 4, bottom-left
plot). Another snapshot (bottom-right plot of Figure 4) shows the reconstruction accuracy
as a function of SNR – in this case L-curve tends to be slightly more accurate in low SNRs
(below 35).
Finally, Figure 5 shows FODF profiles estimated over a region of interest of a real human
brain image. The regularisation parameter is set to 0.015 and 0.0025 for GT and L-curve accordingly. The values are selected by extrapolating the existing regularisation parameters
from Figure 3 (diffusion weighting factor is 3000 mm/s2 , and SNR is estimated around 30).
For better visualisation, the profiles are overlaid on top of a generalised fractional anisotropy
map [Tuch, 2004, Cohen-Adad et al., 2008]. The stronger regularisation parameter found
through the GT method produces more stable FODF profiles (less signal corruption in the
middle of the profile, see highlighted voxel). Unfortunately, as both reconstructed regions
are numerically similar visual comparison without magnifying each voxel is almost impossible.

5

Discussion

The Laplace–Beltrami regularisation has become a necessary step in the SHT of the diffusion signal: it improves both the signal reconstruction and the SHT stability and accuracy.
However, the current L-curve based parameter selection procedure may deliver sub-optimal
performance. An alternative method based on a GT validation can deliver more refined parameters, which as shown here allow for a more accurate FODF reconstruction.
Depending on the b-value, SNR, and diffusion tensor used to generate the phantom data
a different optimal parameter will be found. The two discrete snapshots presented here –
regularisation parameter as a function of b-value, and as a function of SNR – are depicting
the general behaviour that can be observed when minimising the proposed objective function (sum of squared residuals). The objective function is used to find the optimal parameter
values for HARDI, ODF, and FODF reconstructions separately.
The main criticism of the L-curve method comes from the fact that the method tries to
find an optimal balance between preserving the data and improving the design matrix condi1 Correlation

coefficient of 1 means that two profiles are identical.
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Figure 5: FODF profiles recreated using GT (top, λ2 = 0.015) and L-curve (bottom, λ2 =
0.0025) based regularisation parameters. Grayscale background corresponds to the generalised fractional anisotropy, brighter background means higher anisotropy.
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tion. As the input signal is noisy, this can result in a non-optimal (in terms of reconstruction
accuracy) regularisation parameter.
The benefit of using a GT based method is that it includes the effect of noise during the
parameter selection. The quantitative results show an almost continuous improvement of
recreated profiles, though visually this can mostly be seen in the middle of the profile, e.g.
in ringing and false peak reduction. Since in most applications the regularisation parameter
is selected up-front via an offline algorithm, the fine-tuning of the parameter value allows
improvement of the reconstruction accuracy at virtually no cost.
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