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Abstract
Identifying brain regions of interest from functional magnetic resonance imaging (fMRI)
studies involves the comparison of individual activations and inference of a group activation model. Due to the shortcomings of the standard voxel-based analysis, which
models the data as a smooth random field embedded in an anatomical reference space,
the most interesting effects, i.e. correlates of higher-order cognitive brain functions, may
be obscured. A more promising approach to the analysis of individual variations and
commonalities in the functional organisation of the human brain is to directly compare
the individual activation patterns observed with fMRI. In our work, an elastic graph
matching is used to identify those activations that are in close relation to local anatomical
landmarks in the individual brains and form a pattern that is replicable across subjects.
An optimal, generative model of the spatial distribution of the activation foci of interest
can then be computed by employing factor analysis and model selection techniques. We
show the advantages of our approach to finding functional landmarks on synthetic data
and data from an auditory fMRI experiment.

1

Introduction

Identifying brain regions of interest using non-invasive techniques, e.g. functional magnetic
resonance imaging (fMRI), is difficult due to the considerable degree of inter-subject variability in the shape, location and configuration of these regions [Devlin and Poldrack, 2007].
The problem of mapping corresponding brain regions across subjects can be solved by modelling some structures of interest observed in a group of subjects, and comparing them in
order to infer a group-level model of the neuroimaging data.
There is evidence that macro-anatomical landmarks are at least in some (primary) regions
related to the individual underlying cytoarchitectonic and thus functional organisation of the
brain [Fischl et al., 2007]. The standard procedure of analysing fMRI group studies therefore
c 2007. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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consists of registering the different brain scans as closely as possible, performing a voxel-wise,
multivariate analysis, e.g. random effects (RFX) analysis [Friston et al., 2007], and comparing
functionally specific effects in the group activation map to atlases containing architectonic
information from a limited number of post mortem brains [Rasser et al., 2004, Eickhoff et al.,
2006]. The standard approach, however, lacks efficiency and is prone to unquantifiable inaccuracy, because its underlying assumptions are rarely met: The anatomical information
present in the reference brains may not be representative for the sample or the wider population. The mapping and delineation of specific brain regions that are known to be highly
variable across subjects and/or of small size may fail due to registration error and spatial
smoothing [Crivello et al., 2002].
For example, the many expected auditory areas are rather small compared to those of the
visual cortex. By smoothing the functional data using an isotropic Gaussian low pass filter
with a typical kernel size of 4 mm (or more), the small but separate individual activations
that can be observed in the auditory cortex (AC) in fMRI studies such as [Brechmann et al.,
2002, Formisano et al., 2003] very likely fuse into one large cluster. This reduces the spatial
resolution currently available with fMRI. Also, the accuracy of recent anatomical registration
procedures, e.g. [Liu et al., 2004, Postelnicu et al., 2009], has not been specifically tested
and validated on the AC. Here, the gross-anatomical situation is complicated by the fact
that different subjects can have different numbers (one to three) of Heschl’s gyri [Leonard
et al., 1998]. Furthermore, in some cases, the sulcus intermedius can be very prominent and
difficult to distinguish from Heschl’s sulcus. [Kang et al., 2004] proposed a local mapping
procedure that uses the first and second transverse sulci delimiting Heschl’s gyrus for a
local landmark-based warping (LLW). Recently, the LLW technique has been evaluated in
an auditory fMRI study by [Viceic et al., 2009]. The results suggest that the local landmarkbased registration more precisely aligns activations on Heschl’s gyrus of different subjects
and thus leads to a larger number of significantly activated voxels compared to whole-brain
registration methods that do not explicitly consider anatomical landmarks. However, as
this technique is based on manual landmark selection, the group results lack reproducibility.
Moreover, a close–though not necessarily exact–correspondence between functional areas
and anatomical landmarks of gyri and sulci only seems to be true for primary cortical areas
(e.g., the first transverse sulcus in the AC, the calcarine sulcus in the visual cortex). For
secondary and higher cortical areas the predictive value of anatomical landmarks seems to
decrease [von Economo and Koskinas, 1925]. Furthermore, at present, both MR imaging
protocols and experimental paradigms to functionally and robustly localise specific cortex
areas in single subjects are not available1 . The functional localisation of the primary auditory
cortex areas and even more so the separation from the neighbouring areas are still unsolved
issues.
In order to analyse both variations and commonalities in the gross neuroanatomy of
the human brain as well as the functional organisation of particular cortical areas, e.g. the
primary and secondary AC areas, it seems necessary
• to preserve the local specificity of the functional data, i.e. avoid spatial smoothing,
and describe group activations as the portion of subjects under study that show an
activated area at similar, predictive anatomical locations,
1 Experimental

paradigms to localise functionally specific brain regions have been successfully used, e.g. for
defining visual cortex areas by retinotopic mapping [Sereno et al., 1995]. In the auditory modality, comparable
routine methods are not available (see, e.g. [Maziotta et al., 1982, Formisano et al., 2003]).
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• and to include information on the location of such functional (landmark) activations
into brain image registration approaches.
For these purposes, no popularly accepted technique is currently available.

1.1

Structural Approaches to the Mapping of Brain Regions

One possible way to overcome the limitations of the standard approach is to identify potential brain regions by clustering the functional data sets (using statistical thresholding or other
feature reduction techniques, e.g. [Filzmoser et al., 1999, Kim et al., 2006, Golland et al., 2007,
Makni et al., 2008]) and comparing the activation patterns directly across subjects. Structural
group analysis techniques assume clusters of activation being natural correlates for brain regions, which can be identified based on their specific functionality and individual anatomical location. Under this framework, group activations are identified by explicitly modelling
functional variability and formulating constraints on the relative position and repeated observation of activations across the individual functional maps. For example, [Thirion et al.,
2005] identify brain functional landmarks (BFL) in a 3d-reference space using an agglomerative clustering subject to pairwise constraints on the matching between multiple close foci
in the individual (hold out) activation pattern and the group RFX map. Recently, [Tucholka
et al., 2008] detect BFL by projecting them onto the cortical surface, and more precisely define
the position of activation foci using a triangulation with manually selected macro-anatomical
landmarks, e.g. the nearest invariant sulci. The structural analysis method of [Operto et al.,
2008b] also uses a reproducibility criterion, which is based on similar locations of activations
in a global reference frame and similar response levels. Their graph matching approach
employs a nearest neighbour criterion (Markov random field) and a global prior on the allowed pairwise displacements of activation foci on the individual cortical surfaces to resolve
possible ambiguities between multiple close activations. A small set of invariant macroanatomical landmarks (insula, central sulcus and corpus callosum) is used to build a cortical
coordinate system. The large distance of activations, e.g. in the AC, to some of the chosen
landmarks may, however, not allow the localisation of particular brain regions of interest.
The global prior (on the expected variability) may be too weak to properly constrain the set
of possible mappings of functional activations across subjects.
The surface-based, structural analysis method by [Engel et al., 2009] allows investigating
thoroughly the large number of small but separate activations in the AC in relation to local
macro-anatomical landmarks (see Fig. 1). Therefore, anatomical landmarks (e.g., Heschl’s
gyrus and Heschl’s sulcus) are identified within each individual brain as described in [Engel
et al., 2011] to constrain the multi-subject analysis to the auditory cortex territories and establish a local frame of reference. Each individual fMRI activation map is transformed into
a sparse, weighted graph-based description. The analysis at the group level uses an iterative elastic matching, which analyses commonalities in the intra-pattern arrangement of the
observed activation foci and a reference pattern to identify corresponding activations. Previous results indicate that this approach to the identification of functional landmarks may
overcome inter-subject variability at the anatomical and functional levels (i.e., due to random and structural differences in the activation maps). However, currently the quality of
the results cannot be evaluated statistically due to the absence of a clear, generative model
of the spatio-temporal distribution of “true” auditory activations.
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Figure 1: Overview of our approach to robustly identify auditory activations based on their
relation with macro-anatomical landmarks and reproducibility across subjects (see Sect. 1.2).
The two parallel dotted lines in the leftmost figure mark the main courses of Heschl’s gyrus
and Heschl’s sulcus, the orthogonal line indicates the lateral aspect of gyrus temporalis superior. The spherical glyphs represent functional activation foci. The colour-coded overlay
is used to indicate correspondence (each colour encodes a unique activation label).

1.2

Contribution

Figure 1 provides an overview of our approach, including the following preprocessing steps
at the single-subject level: Delineation of landmark-related local frames of reference on the
cortical surface (i.e., grey-white matter interface, see [Engel et al., 2011]), activation detection, cortical mapping and extraction of a sparse pattern of activation foci (see [Engel et al.,
2009]). The identification of functional landmarks at the group level combines the iterative
matching of a modelled label field, model learning and selection steps. The desired result is
a compact and robust statistical group activation model, which encodes those foci that can
be repeatedly found across multiple subjects in similar configurations.
Here, we suggest minor improvements over the original work [Engel et al., 2009] for
increasing the robustness of the elastic matching procedure to random and structural error,
which may arise in practice due to measurement limitations and/or indicate individual functional variability (Section 2.1). More importantly, our recent work [Engel and Toennies, 2010]
focusses on the model estimation and selection problem in order to extend this approach:
Based on the activation mapping, a group model of the spatial distribution of activations is
extracted by applying standard manifold learning methods (Section 2.2). A model, which
comprises the most reproducible activation foci across subjects and generalises to a wider
population (i.e. unseen data) without over-fitting, is selected by comparing the performance
of different models (Section 2.3).
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Structural Multi-subject Analysis

In our work, the statistical analysis of a single fMRI data set relies–as usual–on fitting a standard hypothetic model of the hemodynamic response to the voxel time series [Friston et al.,
2007]. The functional volume is thus summarised as a map of statistical values. For the analysis of data from multiple (K > 1) subjects, each individual map is further reduced. First,
regions with significant activity (i.e., activation clusters) are computed by thresholding, and
the foci of activation are identified by locating the peak per cluster. The activation foci, which
have a certain relation with anatomical landmarks in the auditory cortex, are then selected
and mapped to the cortical surface (see, e.g. [Operto et al., 2008a, Engel et al., 2009]). The result is a surface-based, sparse description Y (s) = (y1 , . . . , y N (s) ) of auditory cortex activation
foci with spatial coordinates y j in the activation map of subject s = 1, . . . , K (Figure 1).
These individual activation patterns Y (s) are the input to our method. Each pattern is
assumed to be instantiated from a modelled pattern X = (x1 , . . . , x N ), which represents the
activation foci of specific auditory regions of interest (ROI). Each observed pattern may be
subject to random and structural error (e.g., due to measurement and detection error, or
inter-individual differences).
In order to separate the ROI from noise, our method uses a parametric model of the group
activation pattern. This model encodes the deformable arrangement of those activation foci
that can be repeatedly observed at the group level. The parameters define constraints on
the local pose of the activation foci of ROI and functional variability across subjects. The
objective of our method is to simultaneously estimate the group activation model and recover correspondences between the activation foci of specific functional fields by the elastic
matching in an embedded, i.e. intrinsic, pattern space due to [Engel et al., 2009]. The algorithm considers the following variables:
Y
K
X
`
P
τ
Φq
q
X̄
ϑ
X∗
X̄ ∗
Ψb
Ψ̄
b

2.1

(target) activation pattern under study
number of data sets (subjects) under study
reference pattern
mapping function (activation labelling due to a model)
correspondence probability matrix
threshold on the correspondence strength (match probability)
displacement of the elastic model to align with the target
(elastic) model weights, coordinates in embedded space
estimate of the group mean pattern (subset of the reproducible reference foci)
threshold on the reproducibility (match rate)
(learnt) group activation pattern
statistical estimate of the group mean pattern
deformation of the statistical model to fit the target
truncated model space
(statistical) model weights, latent variables

Inter-Subject Matching of Activations

Let the mapping of activation patterns Y ∈ {Y (s), s = 1, . . . , K } be represented by a function

`( L∗ ): X 7→ Y, where L∗ = arg max C( L, P, τ ),
L

(1)
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such that `(xi ) is the observed activation focus y j ∈ Y that best corresponds to model point
xi ∈ X (and vice versa). L∗ defines the optimal pairwise assignments w.r.t. the functional

C( L, P, τ ) = ∑ ∑ P(i, j) L(i, j),
i

(2)

j

where P is a correspondence probability matrix with elements from [0, 1], and

1, if P(i, j) = maxi P(i, j) = max j P(i, j) ∧ P(i, j) > τ, 0 < τ ≤ 1;
L(i, j) =
0, otherwise.

(3)

The threshold τ on the correspondence strength is set by the user (e.g. τ = 0.9). Following [Engel et al., 2009] for determining true correspondences (1), an iterative scheme estimates at each step t > 0 the correspondence probability P, which depends on the feature
affinity in the embedded space, and computes a non-rigid (elastic), geometry-preserving
transformation to align the label field X and the individual pattern Y w.r.t. the matching
pairs i, j. This transformation is described as a smooth, time-varying displacement field
u(x, t), x ∈ X, t ≥ 0, which is expressed in terms of a weight vector q with m elements as
u(x, t) = Φq(t), i.e. X (t) = X + u(x, t). The orthonormal vectors in Φ span the pattern space
according to the chosen Gaussian kernel embedding of the activation foci (cf. [Sclaroff and
Pentland, 1995] and [Engel et al., 2009]).
The original formulation of the correspondence probability values P(i, j) according to [Carcassoni and Hancock, 2003] renders the matching robust to point position jitter, but may violate the one-to-one matching constraint. To resolve this problem, an m × m doubly stochastic
correspondence probability matrix P is constructed as follows. Based on the feature affinities zij [Sclaroff and Pentland, 1995, Engel et al., 2009], the initial values are set P(i, j) =
exp(−zij ). The matrix P is then iteratively transformed via alternated row and column normalisation,
P(i, j) =

P(i, j)
∀ j = 1, . . . , m,
∑l P(l, j)

P(i, j) =

P(i, j)
∀i = 1, . . . , m,
∑l P(i, l )

(4)

into a matrix that satisfies ∑i P(i, j) = ∑ j P(i, j) = 1. The final result of the elastic matching provides possibly only partial, but strong one-to-one correspondences (1). That is, each
subject may or may not show a region associated with a focus of activation defined in the
reference pattern X.

2.2

Learning a Graphical Model of the Functional Landmarks

Finally, the group activation pattern is defined as
X̄ = {xi : p(xi |Y ) ≥ ϑ },

(5)

where ϑ ∈ [0, 1] is a threshold on the reproducibility of functional activations in the group.
Based on the correspondences L∗s,ς with a reference pattern X = Y (ς), ς = 1, . . . , K, it is
possible to directly study the properties of the point distribution that results from the Gaussian kernel embedding. More specifically, standard methods from statistics, i.e. (kernel)
PCA [Roweis, 1998, Williams, 2002], can be applied for robustly building a statistically representative model of the group activation pattern,
X ∗ = X̄ ∗ + Ψb.

(6)
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Here, X̄ ∗ denotes the observation mean, and the functions ψk ∈ Ψ span the generative pattern space according to the d × d-empirical covariance matrix C = Ψ∆2 Ψ> of the centred
random variables in embedded space. The weight vector b comprises the latent variables,
which follow a N (0, I) distribution with d degrees of freedom (DOF). The posterior p(b|Y )
may then be used instead of the energy functional C (Eq. 2) for assessing the matching confidence in Equation 1.

2.3

Model Selection

The observable variables Y are aggregated in a model (6) representing the underlying structural organisation of the data. Latent variables, as inferred by factor analysis (Sect. 2.2),
represent shared variance, i.e. variations in the spatial coordinates of ROI, expanded along
the (ordered) principal components ψk . Each observation Y deviates from the maximum aposteriori reconstruction X̄ ∗ + Ψ̄b∗ by the residual ρ, for which p(ρ) = N (0, σI). In our case,
the reconstruction error depends on the complexity m of the generative model, as well as on
the reliability of the underlying correspondence sets.
By model selection the m < d-dimensional basis expansion can be found that minimises
the empirical risk R(σ, b, m) of the regression function. R is a function of the measurement
error, of the estimation error, i.e. distance between the model parameters in the full (Eq. 6)
and truncated model space Ψ̄ ∈ Rd×m , and of the approximation error r (m) = ∑dl=m+1 b(l )2
(cf. [Chapelle et al., 2002]). The model with the smallest number of DOF m is selected, such
that no more complex model gives a significantly lower risk.
Unmatched features with ∑i L(i, j) = 0, ∀i, are assigned a null label `(y j ) = ∅, i.e. considered “noise” that cannot be explained by fitting the spatial reference configuration X. As
a result, each subject may or may not show a region associated with a focus of activation
defined at the group level, and the particular measurement may or may not be included in
the correspondence sets used for learning. Our solution to this “chicken and egg” problem
is to select as reference X a representative pattern Y (ς) from the pairwise correspondences
L∗s,n , s 6= n. Since selecting an individual observation (e.g., the sample with the largest number of features) involves the risk of introducing a bias in the results, the following alternative
strategies for model selection have been proposed in [Engel and Toennies, 2010]. The first
method uses
ς 2 = arg max δ( L∗s,n , P, τ ), n ∈ {1, . . . , K } \ s,
s

(7)

where δ averages the (robust) Mahalanobis distance between the embedded features, which
are observed in a fraction of ϑ subjects (cf. Sect. 2.2). Finally, one can select from the sample
the pattern Y (ς) as reference that gives rise to the graphical model, of which the distribution
of residuals p̂(ρς ) best matches the distribution p(ρ) of the observation noise, i.e.
ς 3 = arg max B( p̂(ρς ), p(ρ)).
s

(8)

This expression compares the empirical distribution with a theoretical distribution p(ρ) using error propagation and the Bhattacharya metric B for hypothesis testing, as described
in [Cootes et al., 2002].
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Figure 2: Effect of the position error in mm (left) and structural error in % (right) on the true
positive rate achieved for the synthetic data sets. The performance of the ISA method [Engel
et al., 2009] can be further improved using the modifications presented in Section 2.1.

3

Experimental Results

In our experiments, we first analyse the accuracy and robustness of the matching algorithm
and the effects of the proposed modifications over the original approach of [Engel et al.,
2009]. The experiments are conducted with simulated activation maps that allow investigating the influence of possible random measurement and structural error. Finally, we provide
a proof of concept on the benefit of model selection by analysing data sets from an auditory
fMRI study, and compare our method against other techniques for identifying landmarks in
the functional brain images.

3.1

Data and Set-up

For the quantitative analyses, we synthesised a ground truth pattern X of N = 10 activation foci with a minimum inter-focus spatial distance of 5 mm on a reference cortical surface from our database. (The cortical surfaces were reconstructed from T1-weighted MR
images with a resolution of 1mm3 isotropic voxels acquired using a 3 Tesla head scanner.)
K = 100 disturbed instances Y of this pattern were generated by varying the position and
presence of the simulated activations. The original pattern was duplicated, projected onto
randomly selected example surfaces, and modified by introducing random position error
e( X ) ∼ N (0, σ), σ = 2 mm, and structural error e( N ) ∼ N (0, e), e = 0.1.
In addition to synthetic maps, we analysed regional functional activations Y (s), s =
1, . . . , K = 9, from the auditory fMRI experiment of [Deike et al., 2004]. In this study, functional volumes (matrix size 64 × 64, 18cm field of view) were collected at the same scanner
using a low-noise FLASH-based gradient echo sequence.
All experiments have been done with the default set of parameter values used by [Engel
et al., 2009]. The number of weights m was chosen by selecting as many modes as necessary to explain 50% of the variance encoded in the elastic model (cf. [Sclaroff and Pentland,
1995]). The chosen thresholds τ = 0.9 (on the matching probability 3) and ϑ = 0.5 (on the
reproducibility 5) represent rather conservative choices in fMRI group analyses.

3.2

Results

Using the simulated data the performance of our method was compared with the original
implementation (referred to as ISA) [Engel et al., 2009], modal matching (MM) [Sclaroff and
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Figure 3: Auditory functional regions identified in five subjects using structural inference.
The candidate region in the primary AC is coloured red. Regions that were identified at the
group level in the secondary and association cortex areas are coloured yellow, pink and blue.
Pentland, 1995] and robust point set matching in the spatial domain (RPM) due to [Chui and
Rangarajan, 2003]. Figure 2 shows that the fraction of correct correspondences (true positive
rate) has been improved for large ranges of position error and structural error.
The artificial data set was then randomly split into a training and test set, and then each
of the model selection methods (Sect. 2.3) was run on this split. We computed the error rates
using ϑ = 0.5 in a repeated random sub-sampling validation. The model X that was selected
using minimisation of R using Equations 7 and 8, performed equally well and provided
better reconstructions of the ground truth, compared with the reference patterns estimated
by spatial clustering (as suggested by [Engel et al., 2009]). The difference in the performance
of both techniques was statistically significant (p < 0.01, one-sided t-test).
We further compared our results on real data from an auditory fMRI study with the
functional landmarks identified using a RFX analysis in the local reference frames, ISA and
a clustering method (referred to as CVC) that employs principles of the method of [Thirion
et al., 2005]. For the sake of fairness, all analyses were constrained to the local, surface-based
reference spaces of the auditory territories described by [Brechmann et al., 2002], which are
known to show differential functional activation. That is, the RFX maps were computed
after applying the LLW technique to bring the individual data sets into register w.r.t. the
anatomical landmarks that delineate the territories (see [Engel et al., 2011], and notice that
the method of [Thirion et al., 2005] relies on hold out RFX analyses). The reference pattern
was chosen according to Equation 7.
Figure 3 shows exemplarily the functional activation patterns in cortical hemispheres of
five (out of K = 9) subjects under study. Those activation foci that were identified across
a fraction of ϑ = 97 subjects are indicated by the colour-code overlay (the colour encodes
correspondence). The unmatched individual activations are drawn in white.
For a more liberal threshold on the reproducibility of ϑ = 59 , our method extracted 9
group activation foci compared with 7 functional landmarks detected by ISA and CVC. Only
4 regions were identified in the RFX group map. In the latter case, most of the small but separate activated regions that were observed in individual activation maps were fused into
larger clusters or “averaged out”. Assuming an equal error rate of more than 50% for detecting specific effects in the single functional volumes, this indicates that an accurate anatomical
alignment may or may not improve the registration of functional regions.
In comparison with our method, both ISA and CVC computed suboptimal assignments.
This was most probably due to the inferior reliability of the underlying models and reproducibility criteria: As both, ISA and CVC compute the reference patterns in the spatial domain (based on RFX analysis), these methods are thought to be more sensitive to registration
error. The following findings confirm this assumption: As shown in the left Figure 4, four
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Figure 4: Predicted location of functional landmarks within the temporal region of a reference cortex. The group activation foci were identified 7 of 9 subjects within different auditory
cortex areas using the proposed multi-subject analysis (left figure), original ISA (middle) and
the clustering technique CVC (right), see Section 3.
activation foci were repeatedly detected across 7 of 9 subjects (ϑ = 97 ) using our method. A
subset of three regions was also detected at similar anatomical locations using the ISA and
CVC techniques (middle an right figures in Fig. 4). These particular three regions were also
found at an even higher reproducibility level of ϑ = 89 , and can thus be assumed to build a
stable pattern of true activations.
The four detected functional landmarks were also repeatedly identified by a neuroscientist expert in 8 of the 9 individual data sets, and can thus be classified as potential candidates
for specific auditory brain regions of interest. The particular foci identified one activation
in the primary AC (red label), one ROI in the secondary AC (yellow) and two regions (blue
and pink) on planum temporale, i.e. association cortex. Each of these auditory territories
can be further subdivided into at least three areas, and thus the number of regions found
corresponds well with this expectation.

3.3

Discussion

Assuming that the positional and structural variations follow a normal distribution, our experimental results indicate that the proposed method outperforms approaches that rely on
pure spectral affinities and spatial proximities, respectively, for large ranges of positional
and structural error. But, at present it is unclear whether the experimental TP rates (Fig. 2)
imply the correct mapping of corresponding (auditory) brain regions across subjects with
a similar evidence. The results for the auditory fMRI experiment were promising, but further empirical evaluation is needed to show that our method allows to separate functionally
specific ROI from noise. This requires additional knowledge about the degree of variability
in the functional organisation of the individual brains and the properties of the true observation noise distribution. Further, the possible error introduced by the data preprocessing
(resampling, co-registration, cortex reconstruction, activation estimation, detection and surface mapping, etc.), need to be evaluated in detail and improved.

4

Conclusions and Suggestions for Future Research

This paper presents a method for inferring a generative model of the positions of functional
landmarks from fMRI data of multiple subjects. Corresponding activation foci are found
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across subjects by a topology-preserving, anatomically constrained alignment of the activation patterns, and then used for learning a generative model of the spatial distribution of
the most reproducible activations and their variable relation with anatomical landmarks. In
combination with model selection techniques, this approach potentially improves previous
work on the global, structural analysis of group functional data (e.g., [Thirion et al., 2005])
as well as (local) landmark-based registration approaches. It allows a statistical assessment
of the individual observations and predictive performance of the group activation model.
The method was successfully evaluated using synthetic data and data from an auditory
fMRI study. Identifying reproducible auditory activations and, thus, potential brain regions
of interest is specially challenging due to the small size and high inter-individual variations
of the primary and higher-order AC areas, as well as the difficulty to robustly “activate”
specific regions using functional localiser protocols. From our results, we conclude that the
model estimation and selection approach supports the detection of functional landmarks in
single subjects. These landmarks may be of great value for improving current whole-brain
alignment techniques and quantifying individual functional variability.
The underlying models of inter- and intra-subject variability need further improvement
and empirical justification, such that to each functional landmark a probability can be assigned of being a specific brain region of interest given its relative position, detectability
across sessions, experiments and subjects, and specific signal characteristics, i.e. hemodynamic response: An important direction for our future research will be the empirical evaluation of the results. For example, we will include the landmarks in current brain registration techniques (e.g., [Postelnicu et al., 2009]), and examine whether the resulting group
activation maps (e.g., RFX maps) are of higher specificity and resolution compared with
standard results. The reliability of the functional landmark candidates will further be improved, for example, by directly taking the functional response characteristics into account.
In this regard, a partially supervised, multi-study approach may support the detection of
highly reproducible foci (with a clear counterpart in the hold brain scans) across sessions
and/or experiments. Such an approach may provide a means to quantify the degree of individual variability, and use this information for the parametrisation of the algorithm and
performance analysis, for improving the (auditory) activation detection and estimation (see,
e.g. [Roche et al., 2003]), and for assessing the benefit to be gained from a group analysis
method that explicitly takes into account landmarks in the individual brains.

References
A. Brechmann, F. Baumgart, and H. Scheich. Sound–level–dependent representation of frequency modulations in human auditory cortex: A low noise fMRI study. J Neurophysiology,
87:423–433, 2002.
M. Carcassoni and E. Hancock. Spectral correspondence for point pattern matching. Pattern
Recognition, 36(1):193–204, 2003.
O. Chapelle, V. Vapnik, and Y. Bengio. Model selection for small sample regression. Machine
Learning, 48(1-3):9–23, 2002.
H. Chui and A. Rangarajan. A new point matching algorithm for non-rigid registration.
Comp Vis Imag Underst, 89:114–141, 2003.

12

ENGEL AND BRECHMANN: FINDING LANDMARKS IN THE FUNCTIONAL BRAIN
Annals of the BMVA Vol. 2007, No. 5, pp 1–13 (2007)

T. F. Cootes, N. A. Thacker, and C. J. Taylor. Automatic model selection by modelling the
distribution of residuals. In A. Heyden, G. Sparr, M. Nielsen, and P. Johansen, editors,
Proc. ECCV (4), volume 2353 of LNCS, pages 621–635. Springer, 2002.
F. Crivello, T. Schormann, N. Tzourio-Mazoyer, P. Roland, K. Zilles, and B. Mazoyer. Comparison of spatial normalization procedures and their impact on functional maps. Human
Brain Mapping, 16:228–250, 2002.
S. Deike, B. Gaschler-Markefski, A. Brechmann, and H. Scheich. Auditory stream segregation relying on timbre involves left auditory cortex. Neuroreport, 15(9):1511–1514, 2004.
J. T. Devlin and R. A. Poldrack. In praise of tedious anatomy. Neuroimage, 37(4):1033—1058,
2007.
S. Eickhoff, S. Heim, K. Zilles, and K. Amunts. Testing anatomically specified hypotheses in
functional imaging using cytoarchitectonic maps. Neuroimage, 32(2):570–582, 2006.
K. Engel and K. D. Toennies. Model estimation and selection for representing group fMRI
activations. In Proc. MIUA, pages 247–251, 2010.
K. Engel, K. D. Toennies, and A. Brechmann. Surface–based anatomo–functional parcellation
of the auditory cortex. In Proc. IEEE ISPA, pages 602–609, 2009.
K. Engel, K. D. Toennies, and A. Brechmann. Part-based localisation and segmentation of
landmark-related auditory cortical regions. Pattern Recognition, 44:2017–2033, 2011.
P. Filzmoser, R. Baumgartner, and E. Moser. A hierarchical clustering method for analyzing
functional MR images. Magn Res Imag, 17:817–826, 1999.
B. Fischl, N. Rajendran, E. Busa, J. Augustinack, O. Hinds, B. Yeo, H. Mohlberg, K. Amunts,
and K. Zilles. Cortical folding patterns and predicting cytoarchitecture. Cerebral Cortex, 18
(8):1973–1980, 2007.
E. Formisano, D. S. Kim, F. Di Salle, P. F. van de Moortele, K. Ugurbil, and R. Goebel. Mirrorsymmetric tonotopic maps in human primary auditory cortex. Neuron, 40:859–869, 2003.
K. J. Friston, J. Ashburner, S. J. Kiebel, T. E. Nichols, and W. D. Penny. Statistical Parametric
Mapping: The Analysis of Functional Brain Images. Academic Press, 2007.
P. Golland, Y. Golland, and R. Malach. Detection of spatial activation patterns as unsupervised segmentation of fMRI data. In N. Ayache, S. Ourselin, and A. J. Maeder, editors,
Proc. MICCAI (1), volume 4791 of LNCS, pages 110–118. Springer, 2007.
X. Kang, O. Bertrand, K. Alho, E. Yund, T. Herron, and D. Woods. Local landmark–based
mapping of human auditory cortex. Neuroimage, 22:1657–1670, 2004.
S. Kim, P. Smyth, and H. S. Stern. A nonparametric Bayesian approach to detecting spatial
activation patterns in fMRI data. In R. Larsen, M. Nielsen, and J. Sporring, editors, Proc.
MICCAI (2), volume 4191 of LNCS, pages 217–224. Springer, 2006.
C. Leonard, C. Puranik, J. Kuldau, and L. Lombardino. Normal variation in the frequency
and location of human auditory cortex landmarks. Cerebral Cortex, 8:397–406, 1998.

ENGEL AND BRECHMANN: FINDING LANDMARKS IN THE FUNCTIONAL BRAIN
Annals of the BMVA Vol. 2007, No. 5, pp 1–13 (2007)

13

T. Liu, D. Shen, and C. Davatzikos. Deformable registration of cortical structures via hybrid
volumetric and surface warping. Neuroimage, 22(4):1790–1801, 2004.
S. Makni, J. Idier, T. Vincent, B. Thirion, G. Dehaene Lambertz, and P. Ciuciu. A fully
Bayesian approach to the parcel-based detection-estimation of brain activity in fMRI. Neuroimage, 41(3):941–969, 2008.
J. Maziotta, M. E. Phelps, E. Richard, E. Carson, and D. E. Kuhl. Tomographic mapping of
human cerebral metabolism: Auditory stimulation. J Neurology, 32:921–937, 1982.
G. Operto, R. Bulot, J.-L. Anton, and O. Coulon. Projection of fMRI data onto the cortical surface using anatomically-informed convolution kernels. Neuroimage, 39(1):127–135,
2008a.
G. Operto, C. Clouchoux, R. Bulot, J.-L. Anton, and O. Coulon. Surface–based structural
group analysis of fMRI data. In D. N. Metaxas, L. Axel, G. Fichtinger, and G. Székely,
editors, Proc. MICCAI (1), volume 5241 of LNCS, pages 959–966. Springer, 2008b.
G. Postelnicu, L. Zöllei, and B. Fischl. Combined volumetric and surface registration. IEEE
Trans Med Imaging, 28:508–522, 2009.
P. Rasser, P. Ward, P. Johnston, and P. M. Thompson. A deformable brodmann area atlas. In
Proc. IEEE ISBI, pages 400–403, 2004.
A. Roche, F. Kherif, G. Flandin, and J.-B. Poline. Should fMRI data be analyzed using a single
BOLD response model across regions? In Human Brain Mapping, 2003.
S. T. Roweis. EM Algorithms for PCA and SPCA. In M. I. Jordan, M. J. Kearns, and S. A.
Solla, editors, Proc. NIPS, pages 626–632. MIT Press, 1998.
S. Sclaroff and A. Pentland. Modal matching for correspondence and recognition. IEEE Trans
Pattern Anal Mach Intell, 17(6):545–561, 1995.
M. I. Sereno, A. M. Dale, J. B. Reppas, K. K. Kwong, J. W. Belliveau, T. J. Brady, B. B. Rosen,
and R. B. Tootell. Borders of multiple visual areas in humans revealed by functional magnetic resonance imaging. Science, 268:889–893, 1995.
B. Thirion, P. Pinel, and J.B. Poline. Finding landmarks in the functional brain: Detection
and use for group characterization. In J. S. Duncan and G. Gerig, editors, Proc. MICCAI
(2), volume 3750 of LNCS, pages 476–483. Springer, 2005.
A. Tucholka, B. Thirion, P. Pinel, J.-B. Poline, and J.-F. Mangin. Triangulating cortical functional networks with anatomical landmarks. In Proc. IEEE ISBI, pages 612–615, 2008.
D. Viceic, R. Campos, F. Fornari, L. Spierer, R. Meuli, S. Clarke, and J.-P. Thiran. Local
landmark-based registration for fMRI group studies of nonprimary auditory cortex. Neuroimage, 44(1):145–153, 2009.
C. von Economo and G. N. Koskinas. Die Cytoarchitektonik der Hirnrinde des erwachsenen
Menschen. Springer, Wien, 1925.
C. K. I. Williams. On a connection between kernel PCA and metric multidimensional scaling.
Machine Learning, 46(1-3):11–19, 2002.

