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Abstract
Deformable registration of images obtained from different modalities remains a challenging task in medical image analysis. This paper addresses this problem and proposes a new similarity metric for multi-modal registration. The metric is based on the
orientation of image gradients. In contrast to earlier work, our metric is based on the
structure tensor of the spatial image gradients and can robustly estimate the local threedimensional orientation of image features.
The measure has been implemented in a non-rigid diffusion-regularized registration framework and is optimized using Gauss-Newton. It has been applied to align
CT breathing cycle scans with simulated contrast uptake and challenging clinical MRI
and CT chest scans. Experimental results demonstrate its advantages over the classical
gradient based orientation measure and the most commonly used multimodal similarity
metric — mutual information, in terms of improved alignment of anatomical landmarks.

1

Introduction

Advances in medical image registration techniques have resulted in a number of robust and
accurate methods for deformable registration of scans of the same modality [Murphy et al.,
2011]. However, the registration of images from different modalities remains challenging.
Alignment of multi-modal images helps to relate relevant information from different scans
and to find the anatomical location in a structural scan that corresponds to the response in a
functional image. Intensity relations between those scans can vary locally.
Mutual information (MI) is derived from information theory and measures the statistical
dependency of two random variables. It was first introduced to medical image registration
c 2011. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.
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for the rigid alignment of multi-modal scans [Maes et al., 1997][Viola and Wells III, 1997],
and later used successfully in a variety of applications, including deformable registration
[Rueckert et al., 1999]. It is based on the assumption that a lower entropy of the joint intensity
distribution corresponds to a better alignment. However, in several practical applications,
additional constraints must be made or extensions added, such as additional spatial information. Several weaknesses of MI for non-rigid registration have been identified [Haber and
Modersitzki, 2006]. For example, it is affected by non-uniform intensity distributions such
as MRI bias fields. MI is intrinsically a global measure and so local deformations can lead to
local minima in the solution as shown in [Loeckx et al., 2007].
To overcome these difficulties, we propose to use a new similarity metric for multi-modal
image registration using local gradient orientation. Boundaries between neighbouring tissues carry signficant information in medical images. The gradient of tissue boundaries might
not have the same magnitude for images of different modalities, but the orientation of the
gradient should be the same or flipped by 180◦ . We demonstrate that gradient orientation
derived from eigenvector decomposition of the structure tensor can also be utilised for efficient non-rigid image registration. The results we have obtained show that this new similarity measure outperforms mutual information for multimodal deformable registration.

2

Previous work

In [Pluim et al., 2000] gradient orientation (GO) was used to improve the MI measurement
for rigid image registration. It was shown that the use of this measure can be formulated
to obtain a convex optimisation problem. Their results showed that GO, in contrast to MI,
was able to find the same unique minima for a range of random misalignments. The local
gradient orientation can be directly estimated from the spatial image gradients ∇ I (x), where
the normal direction n( I, x) is then given by:
n( I, x) :=

∇ I (x)
||∇ I (x)||

(1)

As this measure is not well defined in homogeneous image regions and would be purely
driven by noise, [Haber and Modersitzki, 2006] addressed this problem be substituting the
denominator in Equation (1) with a robust norm:
q
(2)
||∇ I (x)||e := ∇ I (x)T ∇ I (x) + e2
using an automatic choice of the small constant e based on the image noise level.
In our previous work [Heinrich et al., 2010b], we introduced a spatially weighted gradient orientation measure (WGO) to cope with the fact that some anatomical features might
not be captured within either one of the modalities. The difference in orientation δ at a certain location in two images I1 and I2 is weighted by the minimum of the magnitude of the
two local image gradients:
WGO(δ) = cos2 (δ) min (||∇ I1 ||, ||∇ I2 ||)

(3)

The choice of how to calculate the spatial image gradient plays an important role for robustly
estimating orientation. [De Nigris et al., 2010] use a hierarchical strategy of multiple scales
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of increasing Gaussian blurring of gradients to capture both larger and finer structures in the
presence of noise. Additionally, they introduce an adaptable sigmoid-based scoring function
(ALMI), which saturates smoothly when approaching small gradient differences between
the target and source image:
ALMI(δ, K, φc ) = 2 −

1
1 + e−K(δ−δc )

−

1
1 + e−K(π −δ−δc )

(4)

where δ is difference between two gradient orientations, δc is a cutoff angle and K a curvature
measure. We empirically set the parameters to δc = π/4 and K = 5.
A particular disadvantage that occurs if Gaussian blurring is used for coarse scale orientation estimation is the removal of gradients of small features. In medical image analysis,
one commonly deals with small anatomical structures with a thickness close to the pixel resolution. The gradient between background and the first interface of this structure will have
the opposite value than the edge on the second interface. If Gaussian smoothing is applied,
both gradient values will cancel each other out. This leads to the proposition in this paper to
derive an orientation measure based on the structure tensor, which will be described in the
following section.

3

Structure tensor based orientation estimation

Our aim is to find the orientation of an image I (x) within a small region Ω around x. The
image gradient vector ∇ I (x) is defined to be of unit length. The unit normal vector n(x) of
the image intensity orientation can then be found where:
n T ∇ I (x) = 1

(5)

Equation 5 can be solved by the least-squares optimisation of E(n):
E(n) = max

R

||n||=1

Ω

= max

n T ∇ I (x)

||n||=1

n T Jn

2

dΩ = max n T
||n||=1

with J = Gσ ∗

Ix2
Ix Iy
Ix Iz

R

Ω


∇ I (x)∇ I (x)T dΩ n

Ix Iy
Iy2
Iy Iz

Ix Iz
Iy Iz
Iz2

(6)

where the matrix J defines the structure tensor [Koenderink and Pont, 2003] of spatial image
gradients and Gσ describes a Gaussian smoothing kernel. The structure tensor is normalised
as described in Equation (2). Finding the normal orientation in this energy maximisation is
equivalent to the following eigenvalue problem:
Jn = λn

(7)

The solution of the maximization problem, Equation (6), is the eigenvector which corresponds to the largest eigenvalue. The obtained eigenvalues contain additional information
about the local image structure. A single dominant orientation is present if λ1  0 and
λ2 , λ3 ≈ 0, homogenous regions are characterized by λ1 ≈ λ2 ≈ λ3 ≈ 0. These findings can
be used to weight the certainty of a deformation within the registration algorithm.

4
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Figure 1: Estimation of local image orientation. Left: grayscale image of axial slice of lung
CT scan. Centre-left: Orientation based on image gradients. Centre-right: Orientation based
structure tensor. Right: Colour-coding for angles of the orientation. The structure tensor
yields more consistent orientation estimates for small thin features (see white arrow).
The eigenvector v = (v1 , v2 , v3 )T , which corresponds to the largest eigenvalue λ1 is used
to extract the three-dimensional orientation described by the two angles θ and ϕ:
 
q
 
−1 v 1
−1 v 3
2
2
2
r = v1 + v2 + v3 , θ = cos
, ϕ = tan
(8)
r
v2
The obtained orientation is defined up to a rotation of 180◦ , which however is not a disadvantage, since we want to allow for a reversal of the gradient between modalities. We use the
adaptable scoring function ALMI (see Equation (4)), and calculate the absolute angular difference δ(v a , vb ) between two three-dimensional orientations described by two normalised
vectors v a = (v a1 , v a2 , v a3 )T and vb = (vb1 , vb2 , vb3 )T :
δ(v a , vb ) = cos−1 (v a1 vb1 + v a2 vb2 + v a3 vb3 ) , δ ∈ (0, π )

(9)

Substituting δ into Equation (4) yields our proposed similarity term: structure tensor
orientation metric (STORM). We chose to use the same scoring function as [De Nigris et al.,
2010] to make our proposed method comparable to their method; alternatively the cost function could be derived using a maximum likelihood approach similar to [Roche et al., 2000].
The main contribution of our work lies in the fact that we estimate the local orientation
based on the smoothed structure tensor, and not directly from the image intensity gradients
as done in [De Nigris et al., 2010].
Several extensions are possible to this formulation to replace the Gaussian smoothing
of the tensor with more sophisticated methods, including the use of non-linear tensors and
total variation or anisotropic diffusion [Brox et al., 2006].
One advantage of using the structure tensor orientation measure compared to image gradient orientation is illustrated in Figure 1. Here, the estimation of the local orientation of an
axial slice of a lung CT scan is demonstrated. It can be seen that the eigenvector decomposition of the structure tensor leads to a more consistent orientation around small features,
such as the pulmonary vessels.

4

Gauss-Newton registration framework

Within the non-rigid registration, we aim to minimize the following cost function w.r.t. the
deformation field u = (u, v, w)T , consisting of a non-linear similarity term S (dependent on
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u) and a diffusion regularization term:
argmin =
u

Z
Ω


2
2
S ( I1 (x), I2 (x + u)) + α tr ∇u(x)T ∇u(x) dx

(10)

Simple gradient descent methods lead to slow convergence, especially in homogenous regions [Zikic et al., 2010]. Since the objective function to be minimized is of the form ∑i f i2
we can apply the Gauss-Newton optimization method, where f is minimized iteratively
with the update rule: (JT J)ut = −JT f , where J is the derivative of f w.r.t. u. This can be
adapted to our regularized cost function. We simplify the notation to S := S ( I1 (x), I2 (x))
δS δS δS T
and ∇S := ( δu
, δv , δw ) and ∆u = ∇ · (∇(u(x)). The regularization term is linear w.r.t. u
as the differential operator is linear. The resulting update step given an initial or previous
deformation field ut−1 is given by:


T
∇S ∇S + α∆ ut = −(∇ST S + α∆ut−1 )
(11)
Equation (11) is solved using an iterative solver. The final deformation field is calculated
by the addition of the update steps ut . The parameter α balances the similarity term with
the regularizer. We empirically set α = 0.5 in all experiments. We presented more details
about the implementation of this framework in [Heinrich et al., 2011] and an extension for
discontinuity preserving regularisation in [Heinrich et al., 2010a].
We have also implemented MI, the classic choice of a multi-modal similarity criterion,
within the same deformable registration framework. For the variational optimisation we
need to evaluate the similarity function at each location, and therefore a local derivation
of mutual information is used, as described in [Rogelj et al., 2003]. An overview of the
possibilities of variational implementations of other statistical similarity terms is given in
[Hermosillo et al., 2002].
Given the joint probability p12 (i) of the co-occurrence of an intensity pair i = (i1 , i2 )T
in two images I1 and I2 and the two marginal intensity probabilities p1 (i1 ) and p2 (i2 ), local
normalised mutual information (LNMI) at location x is defined as (using the global entropy
of I1 for normalization):


p12 ( I1 (x), I2 (x))
1
R
LNMI(x) = log
(12)
p1 ( I1 (x)) · p2 ( I2 (x))
p ( I (x)) log( p1 ( I1 (x)))dx
x 1 1
The histograms are recalculated at each iteration and smoothed with a Parzen window kernel of size 5x5 with a standard deviation of 0.5. We use 128 histogram bins.

5

Experiments

We tested our new registration algorithm on two 3D data sets annotated by clinical experts.
We compare our proposed structure tensor based similarity term with both the adaptive gradient orientation approach (ALMI) and a local MI metric. For all landmarks in the datasets,
we evaluate the target registration error (TRE) as the Euclidean distance between the expert landmark placement and the corresponding location found by the registration. We also
report on the range of values for the Jacobians of the deformation fields, since only when
all Jacobians are positive, a one-to-one mapping is ensured and no physically implausible
folding occurs.

6

M. HEINRICH ET AL.: MULTIMODAL REGISTRATION USING STRUCTURE TENSORS
Annals of the BMVA Vol. 2011, No. 2, pp 1–11 (2011)

Figure 2: Example of 3D registration experiment with simulated contrast. Left: Coronal
plane of lung CT scan without contrast injection. Centre: Same image with simulated locally
varying contrast uptake. Right: Difference image.

5.1

Dynamic CT with simulated contrast

For the first registration experiment we perform registrations between the two extreme breathing phases in dynamic lung CT volumes. The data set consists of 10 dynamic lung CT image
volume sequences acquired for a standard treatment planning process and has 300 expert
annotated anatomical landmarks [Castillo et al., 2009]1 . Additionally we simulate a contrast agent with locally varying uptake in the pulmonary vessels. The intensity values in
the simulated contrast CT image IC are given by: IC (x) = γ(x) I (x). Where γ(x) ∈ [1, 3] is
randomly generated, smoothly varying function. Contrast enhanced scans are commonly
performed in cancer imaging to examine the heterogeneity of tumors and lung nodules and
pose a multimodal registration problem. An example of the simulated contrast images is
shown in Figure 2.

5.2

Clinical CT/MRI fusion

For the second registration experiment, we applied our proposed technique to a clinical
dataset of 4 patients who were scanned with both CT and MRI. All patients suffered from
empyema, a lung disease where the pleura gets infected and excess fluid fills up the pleural
space. This causes one of the lungs to collapse and the extra fluid turns into an abscess. Both
modalities are useful for detecting this pathology, but because the patients are scanned in
two different sessions and at different levels of breath-holds, non-rigid deformations make
it difficult for the clinician to relate the scans. A particular challenge for the registration are
large slice thicknesses of up to 8 mm used for the MRI acquisition.

6

Results

We compare the results of our proposed metric, the structure tensor orientation measure
(STORM) and the adaptive weighted gradient orientation (ALMI) against local normalised
mutual information (LNMI).
For the registration, first a rigid body transformation is estimated using a blockmatching
algorithm [Ourselin et al., 2000]. In the second step, the proposed non-rigid registration is
performed, using a multiresolution scheme with 4 levels. Similarity terms and their derivatives are recalculated before each iteration of the Gauss-Newton optimisation method. The
1 This

data set is freely publicly available at http://www.dir-lab.com.

M. HEINRICH ET AL.: MULTIMODAL REGISTRATION USING STRUCTURE TENSORS
Annals of the BMVA Vol. 2011, No. 2, pp 1–11 (2011)

7

Figure 3: Registration result for case 5 of 4DCT dataset. Left: axial, centre-left: sagittal,
centre-right: coronal plane. Right: Detailed view of upper left lung. Top row: before registration. Middle row: Aligned using NLMI. Bottom row: Registration outcome for the
STORM method. Target image displayed in magenta and source image in green (complementary colour). Note: The deformation fields were calculated using simulated contrast
images, but they were applied to the original images for better visualization.

iterations are stopped when the mean of the cost function does not further decrease, which
is usually after at most 10 iterations. The range of values for the determinant of the Jacobian of all deformation fields are given in Table 1. All values are positive thus no physically
implausible folding occurred and all transformations are invertible.
An example of a registration outcome for the 4DCT dataset is displayed in Figure 3. The
average displacement of the gold standard landmarks was 7.5 mm for this case. In the bottom row of Figure 3, a very accurate alignment of all pulmonary structures is visible. The
detailed view reveals the improved registration quality when using our proposed method
compared to LNMI. We quantify the registration accuracy for ten different image pairs, in
terms of target registration error. The parameter for the smoothing step in the orientation
based measures is set to σ = 0.5. The results are summarized in Table 1. Both orientation based measures obtain very good accuracies of 2.2 mm compared to local NMI, which
reaches only 3.8 mm. This is most likely caused by the locally varying intensity distribution.
The simulated contrast negatively affects the joint histogram estimation for MI. Despite the
disadvantages of the oversmoothing of small structures for the ALMI measure (as illustrated
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Case
1
2
3
4
5
6
7
8
9
10
avg
run time
| Jac|

Initial
3.89±2.78
4.34±3.90
6.94±4.05
9.83±4.86
7.48±5.51
10.9±6.97
11.0±7.43
15.0±9.01
7.92±3.98
7.30±6.35
8.46

LNMI
1.36±1.17
1.38±1.64
2.52±2.44
2.26±2.07
2.91±2.66
4.44±3.57
6.09±5.83
9.95±8.83
4.18±3.01
3.31±3.83
3.84
15 min
[0.14, 1.71]

ALMI
0.80±0.97
0.76±0.98
1.14±1.40
1.76±2.00
1.71±2.02
2.81±3.75
3.53±4.94
5.62±7.28
2.51±2.71
1.85±3.00
2.25
19 min
[0.24, 2.38]

STORM
0.85±1.00
0.78±1.02
1.16±1.34
1.52±1.62
1.82±2.20
2.54±3.16
3.36±4.52
5.72±7.21
2.35±2.42
1.93±3.11
2.20
21 min
[0.17, 2.44]

Table 1: Registration results for dynamic CT with simulated contrast. Average target registration error (TRE) for the registration of 300 expert selected landmarks per scan pair is
given in mm. In plane resolution of the images is ≈1 mm slices thickness 2.5 mm.

Case
A
B
C
D

Initial
33.8±5.62
29.7±5.05
15.9±4.21
33.5±2.09

Rigid
29.3±3.21
22.4±4.56
11.9±3.81
25.2±2.67

LNMI
10.8±4.32
9.80±4.76
10.0±2.67
6.50±4.07

ALMI
11.2±4.31
8.56±4.92
6.61±3.90
12.0±6.11

STORM
10.9±3.79
12.2±6.29
10.5±3.22
7.85±6.66

Table 2: Registration results for multimodal registration of CT and MRI images from patients
with lung disease. Median target registration error (TRE) for the registration of ≈ 15 expert
selected landmarks per scain pair is given in mm. In plane resolution of the images is ≈1
mm slices thickness in MRI scans is up to 8 mm.

in Figure 1, the results are only slightly worse than using our new structure tensor method.
This might be explained by the overall very smooth motion in a breathing cycle CT scan.
The regularisation term in the cost function can in this case cope with inaccurate estimations
of the similarity term derivatives.
The second registration task - the non-rigid alignment of CT and MRI scans is very difficult. Because the MRI scans are acquired within one breathhold the images are distorted
by cartiac motion. Additionally ghosting artefacts are present due to the use of fast imaging
protocols. In order to cope with these challenges, we increase the smoothing value σ to 1.0
to allow for a robust orientation estimation. A good registration outcome is shown in Figure 4, where an accurate alignment of most anatomical structures is visible. However, the
quantitative results show a large variation of the TRE for all methods (see Table 2).
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Figure 4: Registration result for case D of multimodal CT/MRI dataset. Left: axial, middle:
sagittal and right: coronal plane. Top row: CT target image. Bottom row: MRI source image
after registration, using the proposed method. Middle row: Overlay of registered MRI in
pseudocolours onto CT target.

7

Conclusion

We have presented a novel multi-modal similarity metric based on the structure tensor of
image intensity gradients. The local image orientation is estimated robustly and accurately
by an eigenvector decomposition of the smoothed structure tensor. We implemented this
measure within a fast diffusion regularised registration framework. The method is tested
on several challenging datasets and compared to both a gradient based orientation measure
and local normalised mutual information. The results are evaluated in terms of target registration error of expert annotated landmarks. For the registration of dynamic CT scans, both
orientation based measures outperform mutual information. The more challenging problem
of deformable CT/MRI fusion yields larger variations for the registration error. Combining
the mutual information and orientation measures could therefore improve the registration.
In future work the advantages of using multiple scales for orientation estimation should be
studied and the cost function should be embedded into a maximum likelihood approach.
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